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PDT
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AV Tools: Analysis and Visualization Tools, Current or New Algorithms and Methods
8:00 a.m.
Poster Session 1: Analysis and Visualization Tools, Current or New Algorithms
and Methods
9:00 a.m.
Processing Session 1: Processing Capabilities and Pipelines
10:00 a.m.
Data Processing: Data or Software Architecture, Management, and Interoperability
10:45 a.m.
Birds-of-a-Feather: Geospatial Pipelines
12:00 p.m.
Adjourn
Tuesday, June 29, 2021
PDT
6:00 a.m.
Birds-of-a-Feather: AI, Solar, and Lunar Eclipses
7:00 a.m.
PSA: Data or Software Architecture, Management, and Interoperability
8:00 a.m.
Keynote: Planetary Data Ecosystem Independent Review Board Findings
9:00 a.m.
Data and Methods: Analysis and Visualization Tools, Current or New Algorithms
and Methods
10:00 a.m.
Updates: Data or Software Architecture, Management, and Interoperability
10:45 a.m.
Birds-of-a-Feather: PDS4 and PDE Findings
12:00 p.m.
Adjourn
Wednesday, June 30, 2021
PDT
6:00 a.m.
Birds-of-a-Feather: Reproducible Scientific Results
7:00 a.m.
Science Data: Data or Software Architecture, Management, and Interoperability
8:00 a.m.
Cloud: Big Data, Cloud Computing, and Scalable Computing
9:00 a.m.
AI/ML: Artificial Intelligence and Machine Learning
10:00 a.m.
Poster Session 2: Artificial Intelligence, Machine Learning, Cloud, and Other
11:00 a.m.
Birds-of-a-Feather: Cloud
12:00 p.m.
Adjourn
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PDS Tools: Data Archiving and Distribution Services; Hands-On Training and HowTo Guides
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Analysis and Processing: Analysis and Visualization Tools, Current or New Algorithms
and Methods
9:00 a.m.
Keynote: Removing Barriers and Increase Inclusivity in the Planetary
Science Community
10:00 a.m.
Pythons and APIs: Data or Software Architecture, Management, and Interoperability
10:45 a.m.
Birds-of-a-Feather: PlanetaryPY — A Community Resource
12:00 p.m.
Adjourn
Friday, July 2, 2021
PDT
6:00 a.m.
Birds-of-a-Feather: Stereo and Topography (ASP, Socet GXP, Topographic Data)
7:00 a.m.
Analysis Data: Data or Software Architecture, Management, and Interoperability
8:00 a.m.
Poster Session 3: Data Archiving and Distribution Services; Hands-On Training and
How-To Guides
9:00 a.m.
Spectral: Analysis and Visualization Tools, Current or New Algorithms and Methods
10:00 a.m.
Processing Session 2: Analysis and Visualization Tools, Current or New Algorithms
and Methods
10:45 a.m.
Adjourn
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Program
Monday, June 28, 2021
AV TOOLS: ANALYSIS AND VISUALIZATION TOOLS, CURRENT OR NEW ALGORITHMS AND METHODS
Tools supporting rovers, small bodies, and exosystem studies.
Chair: Trent Hare
Authors (*Denotes Presenter)
Abstract Title and Summary
Hare T. * Stein T. *
Welcome and Introductions
Calef F. J. III * Soliman T. Roberts J. NASA AMMOS Multi-Mission Geographic Information System (MMGIS)
Chung A. Abarca H. Dahl L.
Version 2.0: Updates and Mission Operations [#7061]
The Multi-Mission Geographic Information System (MMGIS) is a free
and open source geospatial (FOSS4G) web application developed by
NASA AMMOS, deployed on four Mars missions plus one Earth project
with refactored code, new tools, and enhancements.
Seignovert B. * Altobelli N.
Planning Science Opportunities with the JUICE Moon
Belgacem I. Robidel R. Tobie G.
Coverage Tool [#7094]
Vallat C.
The moon-coverage tool provides an overview of the observation
opportunities of the Jupiter’s moons for the JUICE mission.
Steele R. J. * Lopez N. R.
The Small Body Mapping Tool (SBMT) for Accessing, Visualizing, and
Peachey J. M. Ernst C. M.
Analyzing Spacecraft Data in Three Dimensions: 2021 Update [#7100]
The Small Body Mapping Tool (SBMT) is used to find, access, and
Barnouin O. S. Daly R. T.
visualize data on small body shape models. Here, we present
Martin A. C.
improvements to the tool over the last several years in areas including
DTMs, planning, and overall performance.
Zinzi A. * Turrini D. Alei E.
ExoplAn3T, the Novel Tool for Exosystems Studies [#7019]
Verrecchia F.
ExoplAn3T is the SSDC scientific webtool designed to provide a unified
and intuitive interface to access to multiple on-line exoplanet
catalogues and optimized for the study of exoplanetary systems as
global entities.
Zhou F. * Stein T. Arvidson R. E.
Supporting Location and Measurement Functions on Curiosity Rover
Wang J.
Mosaics in the Analyst’s Notebook [#7053]
The Analyst’s Notebook Image Viewer tool provides functions to
visualize and explore MSL mosaics, including source frame
identification, measurements, and ground location identification to the
planetary science community for use with archived data.

Monday, June 28, 2021
POSTER SESSION 1: ANALYSIS AND VISUALIZATION TOOLS, CURRENT OR NEW ALGORITHMS AND METHODS
Moderator: Trent Hare
Authors (*Denotes Presenter)
Abstract Title and Summary
Barbarisi I. * Arenas J. Casquero F.
PSA 2020: Toward the Discovery of ESA Planetary Data Through 2D and
Docasal R. Montero A. Osinde J.
3D Interfaces [#7028]
Raga F. Ruano J. Saiz J. Merin B.
We present the main use cases and the architecture of both the 3D
Besse S. Bentley M. Coia D.
Interface for Comet 67-P/Churyumov-Gerasimenko and the 2D Map
Fraga D. Giordano F. Grieger B.
View for Mars developed for the European Planetary Science Archive.
Grotheer E. Heater D. Lim T.
Manaud N. Martinez S.
Collins M. C. *
Modeling Titan Using ROCKE-3D Global Circulation Model [#7001]
I am updating the ROCKE-3D model in order to visualize large-scale
dynamics on Saturn’s moon Titan, and representing its methanological
system in order to understand how different parameters may affect the
production and location of organics.
Cornet T. * Bentley M. S.
BepiColombo Data Analysis Ecosystem: Quick-Look and Science
Macfarlane A. J. Moss R.
Analysis Forum [#7033]
Martínez S. Cuevas M. A.
We present the development status and plans of the BepiColombo
Fajersztejn N. Freschi M. Galan D.
Science Ground Segment quick-look analysis web-interface and science
Gallegos J. Vallejo F.
analysis forum used for rapid analysis of the data during operations,
Science Ground Segment
and support collaborative science between teams.
Emran A. * Chevrier V. F.
A New Methane Spectral Index from NASA’s New Horizons
Ahrens C. J.
Ralph/MVIC Instrument [#7007]
We propose a new CH4 spectral index from NASA’s New Horizons
Ralph/MVIC instrument data to map methane distribution on the
surface of Pluto.
Frasier C. * Keszthelyi L.
Planetary Image Editor I/O-Web Service [#7049]
The USGS Astrogeology Science Center is developing the Planetary
Image Editor (PIE), an I/O Web Service that can be used by researchers
to create publication ready figures from images found and processed
using the PILOT and POW web services.
Frigeri A. *
Gsymblib: A Geologic Mapping Symbol Library and Development
Environment for QGIS [#7105]
The gsymblib aims to bring the necessary styles, patterns, colors, and
fonts for a complete representation of geologic maps in QGIS,
facilitating also the process of growing and improving the library by
collaborative efforts.
Garland J. * Sayanagi K. M.
Saturn’s Equatorial Jet Through Reanalysis of Newly Navigated
McNabb J. W. C. McCabe R. M.
Voyager Data [#7090]
We re-analyzed calibrated, re-navigated Voyager ISS and Cassini ISS
data to investigate the long-standing discrepancy in Saturn’s equatorial
jet speed. We also provide open-source tools to reproduce our datasets
from publicly available PDS data.
Million C. C. * St. Clair M. Aye K. M. The Planetary Data Reader (pdr): A Python Toolkit for Reading
Padams J.
Planetary Data [#7096]
We are developing the Planetary Data Reader (pdr), an open-source,
Python-based tool for the ingestion of planetary observational data into
planetary science workflows.

Schorghofer N. *

Silva F. M. A. * NascimentoDias B. L. Camargo B. C. B.

Zeng X. G. * Zuo W. Gao X. Y.
Liu Y. X. Li C. L.

Mars Thermal Model for Mega-Pixel Digital Elevation Models [#7005]
A thermal model for rugged terrain is introduced that is
computationally fast enough to calculate surface temperatures over
multiple Mars years for DEMs that consist of over one million pixels.
Study of the Formation of Terrestrial Exoplanets in the Habitability Zone
of Orange Dwarf Stars: Superhabitable Worlds [#7057]
The objective of this project is to carry out an analysis of planetary
systems, which orbit orange dwarf stars by means of computational
modeling, and to build a database with possible candidates for
terrestrial exoplanets in the Habitability Zone.
In-Situ Exploration Data Positioning of Chang’E-4 Rover with Transverse
Route Mapping [#7009]
To support the data archive and post-data analysis of Chang’E-4 Rover,
we tried to make an updating transverse map of CE-4 Rover, and a geolocation based database for the in-situ science data.

Monday, June 28, 2021
PROCESSING SESSION 1: PROCESSING CAPABILITIES AND PIPELINES
Divine stereo processing.
Chair: Fred Calef
Authors (*Denotes Presenter)
Abstract Title and Summary
Adoram-Kershner L. A. *
Automated Kaguya TC and MRO CTX Stereo DEM Generation [#7021]
Wheeler B. H. Laura J. R.
Description of the generation, validation, and publication of DEMs using
Fergason R. L. Mayer D. P.
USGS Integrated Software for Imagers and Spectrometers and NASA
Ames Stereo Pipeline applied to Mars Reconnaissance Orbiter Context
Camera and Kaguya Terrain Camera data.
Annex A. M. * Lewis K. W.
ASAP-Stereo, Ames Stereo Automated Pipeline [#7003]
ASAP-Stereo (aka ASAP) is an open-source (BSD-3) high-level workflow
wrapper for the NASA Ames Stereo Pipeline (ASP) written in Python.
ASAP provides a framework and utility “glue” for implementing
workflows using ASP.
Schorghofer N. *
High-Throughput Processing of Diviner Data from the PDS [#7004]
The Diviner data set is used to study the throughput for various
compression formats. Zstandard and Brotli produce files that are
significantly smaller and faster to decompress than those used on the
PDS. A throughput of 1 GB/s was achieved.
BREAK
Monday, June 28, 2021
DATA PROCESSING: DATA OR SOFTWARE ARCHITECTURE, MANAGEMENT, AND INTEROPERABILITY
Enabling rover and human localization and beyond to extrasolar studies.
Chair: Tom Stein
Authors (*Denotes Presenter)
Abstract Title and Summary
Abarca H. * Calef F. III
Mars Exploration Rover In-Situ Global Observation Localization
Dataset (MERIGOLD) [#7101]
MERIGOLD, Mars Exploration Rover InSitu Global Observation
Localization Dataset, is a newly funded PDART that will provide all
Opportunity and Spirit Rover instrument data product locations in Mars
global frame using a series of coordinate transforms.

Crichton D. J. * Lazio T. J.
Hughes J. S. Jewell J. Law E.
Padams J. Roudier G.

Miller M. J. * Feist B. Pittman C. W.
Alexander A. Britton A. Jagge A.
Montalvo J. Graff T. Abercromby A.
Kanelakos A.

On the Use of Planetary Science Data for Studying Extrasolar Planets:
Enabling Cross-SMD Archive Interoperability [#7058]
NASA could enable new approaches to studying both extrasolar planets
and bodies within the solar system by investing in analytical data
services infrastructures, post-archive, that provides the ability to
integrate data across NASA archives.
Extravehicular Activity Mission System Software (EMSS) — Enabling
Human Planetary Exploration Data Within the Broader Planetary
Data Ecoystem [#7016]
This paper focuses on EVA Mission System Software (EMSS) project at
NASA Johnson Space Center components and proposes how Artemis
EVA mission data might integrate with the broader planetary
data ecosystem.

Monday, June 28, 2021
BIRDS-OF-A-FEATHER: GEOSPATIAL PIPELINES
Birds-of-a-feather session outside normal meeting hours to discuss needed methods and tools to support geospatial
and mission pipelines.
Moderator: Emily Law

Tuesday, June 29, 2021
BIRDS-OF-A-FEATHER: A.I., SOLAR, AND LUNAR ECLIPSES
Birds-of-a-feather session outside normal meeting hours to discuss solar and lunar eclipses and the use of AI for
related data sets.
Moderator: Padma Yanamandra-Fisher
Tuesday, June 29, 2021
PSA: DATA OR SOFTWARE ARCHITECTURE, MANAGEMENT, AND INTEROPERABILITY
Updates and methods for ESA’s PSA.
Chair: Christophe Arviset
Authors (*Denotes Presenter)
Abstract Title and Summary
Hare T. * Stein T. *
Announcements
Besse S. * Barbarisi I. de Marchi G.
ESA’s Planetary Science Archive Efforts to Support the
Merin B. Arenas J. Bentley M.
Scientific Community [#7069]
With missions being selected, moving to post-operations, and missions
Docasal R. Coia D. Grotheer E.
starting their journey, the European Space Agency’s Planetary Science
Heather D. Lim T. Martinez S.
Archive is in constant evolution to support the needs of the projects
Montero A. Osinde J. Raga F.
Ruano J. Saiz J.
and of the scientific community.
Escalante A. * Vallés R. Arviset C.
Updates on SPICE for ESA Planetary Missions [#7013]
The ESA SPICE Service (ESS) leads the SPICE operations for ESA missions.
ESS generates the SPICE Kernel Datasets (SKDs) for missions in
development, operations, and legacy. The current status and latest
developments of the SKDs are presented.
Grotheer E. * Barbarisi I.
Using the ESA’s Planetary Science Archive to Search for Mars Express
Bentley M. Besse S. Breitfellner M. VMC Data of an Elongated Cloud Near Arsia Mons [#7040]
Cardesin-Moinelo A. Castillo M.
The ESA’s Mars Express mission has been returning scientific data for
Coia D. del Rio-Gaztelurrutia T.
17+ years. The Visual Monitoring Camera observed an elongated cloud
Docasal R. Grieger B. Heather D.
near Arsia Mons. In this presentation, we will show how to use the PSA
Hernandez-Bernal J. Hueso R.
user interface to find this data.
Lim T. Manaud N. Marin-Yaseli J.
Martin P. Merin B. Merritt D.
Montero A. Osinde-Lopez J. RagaLopez F. Ravanis E. Saiz-Santos J.
Sanchez-Lavega A. Titov D.
Voelker M.
Ladegaard A. *
Passthrough: Template-Driven PDS4 Product Generation [#7034]
The Passthrough software library seeks to provide PDS4 data processors
with an integrated solution for generating output labels based on the
concept of declarative product type templates.
Manaud N. * Besse S. Montero A.
GEOGEN: A New Approach and Tool for Computing the Geometry
Escalante A. Valles R. Barbarisi I.
Metadata of ESA’s PSA Observational Data Products [#7067]
We present a new approach and tool for computing the geometry
de Marchi G. Merin B. Gaspéri J.
metadata of ESA’s PSA observational data products, enabling PSA UI
PSA Team
end-users with geometrical and geospatial search and
visualisation capabilities.

Tuesday, June 29, 2021
KEYNOTE: PLANETARY DATA ECOSYSTEM INDEPENDENT REVIEW BOARD FINDINGS
Panel members share the stage to discuss the Planetary Data Ecosystem Independent Review Board findings.
Moderator: Trent Hare
Panel Members: Emily Lakdawalla and Becky McCauley Rench
Planetary Data Ecosystem findings from the report:
https://science.nasa.gov/science-pink/s3fs-public/atoms/files/PDE%20IRB%20Final%20Report.pdf
Tuesday, June 29, 2021
DATA AND METHODS: ANALYSIS AND VISUALIZATION TOOLS, CURRENT OR NEW ALGORITHMS AND METHODS
Photometry, calibration, control, and footsteps.
Chair: Emily Martin
Authors (*Denotes Presenter)
Abstract Title and Summary
Gonzales N. R. * Schulte J. A.
In the Footsteps of the First: Apollo 14 Spatiotemporal Map [#7062]
Robinson M. S.
New maps of astronaut activities at the Apollo 14 landing site detail
where each astronaut was and what they were doing, at any given time
during the two periods of extravehicular activities — from samples to
golf swings, we have located it all!
Macdonald K. * Lindsay R. Procter- Validation of Photometrically Corrected Lunar Images [#7091]
Murphy R. Horchler A.
Precision landing requires terrain to be visualized at mission
illumination conditions. We describe using photometric models and
angles of local topography to generate photometrically corrected
images, which can be ray traced to meet mission needs.
Robbins S. J. * Kirchoff M. R.
Fully Controlling Mars Reconnaissance Orbiter Context Camera Images
Hoover R. H.
and Producing Cosmetically Stable Mosaics: Methods [#7086]
When big images / Require big solutions: / New thoughts required.
Wirth-Singh A. A. * Cahill J. T. S.
Fourier Transform De-Striping of LRO LAMP Data Products [#7065]
Waller D.
We describe and implement a Fourier transform method of de-striping
images and apply it to LRO Lyman-Alpha Mapping Project data. This
data exhibits periodic, unidirectional striping noise which is effectively
removed by this method.
BREAK
Tuesday, June 29, 2021
UPDATES: DATA OR SOFTWARE ARCHITECTURE, MANAGEMENT, AND INTEROPERABILITY
Data citations, what’s new for SPICE, IAU, and planetary OGC services.
Chair: Tom Stein
Authors (*Denotes Presenter)
Abstract Title and Summary
Archinal B. A. *
Coordination of Planetary Coordinate System Recommendations by the
IAU WG on Cart. Crd. & Rot. Elements IAU Working Group on Cartographic Coordinates and Rotational
Elements — An Update [#7051]
Status report from the IAU WG on Cartographic Coordinates and
Rotational Elements, with recommendations on planetary coordinate
systems and body shapes, a discussion of the future of such
recommendations and the WG, and a request for community input.
Costa Sitja M. *
What’s Happening with SPICE at NAIF? [#7047]
Overview of the current NAIF activities. Status of the current SPICE
toolkit, development of the SPICE2.0, recently released new versions
WebGeocalc, Cosmographia, and on-going archiving of SPICE data in
the PDS.

Coward C. M. * Agarwal D. A.
Copas K. A.

Hare T. M. * Malapert J-C.

Padams J. * Raugh A. Crichton D.
Law E. Hughes J. S. Joyner R.

The Data Citation Community of Practice: An Introduction
and Report [#7084]
The Data Citation Community of Practice is a global affiliation of
planetary scientists, data scientists, publishers, and others who are
working to address and solve the complexity of citing data sets in the
professional literature.
Standards Proposal for 2021 to Support Planetary Coordinate Reference
Systems for Open Geospatial Web Services [#7012]
This abstract outlines an updated proposal to encode planetary map
projections for OGC web services. The update leverages the recent
availability of the International Organization for Standardization (ISO)
19162 standard, also known as WKT2.
NASA Planetary Data System and Data Object Identifiers (DOIs) [#7059]
As the NASA Planetary Data System and the PDS4 architecture continue
to evolve towards becoming a more FAIR system, the PDS now mints
Data Object Identifiers (DOIs) for all PDS archival bundles, collections,
and data sets.

Tuesday, June 29, 2021
BIRDS-OF-A-FEATHER: PDS4 AND PDE FINDINGS
Birds-of-a-feather session outside normal meeting hours to discuss the Planetary Data Ecosystem Independent
Review Board findings and keynote topics.
Moderator: Sarah Black

Wednesday, June 30, 2021
BIRDS-OF-A-FEATHER: REPRODUCIBLE SCIENTIFIC RESULTS
Birds-of-a-feather session outside normal meeting hours to discuss the goal for supporting reproducible
science results.
Moderator: Mario D’Amore
Wednesday, June 30, 2021
SCIENCE DATA: DATA OR SOFTWARE ARCHITECTURE, MANAGEMENT, AND INTEROPERABILITY
Data access, platforms, and resources.
Chair: Emily Martin
Authors (*Denotes Presenter)
Abstract Title and Summary
Hare T. * Stein T. *
Announcements
Arviset C. * Navarro V. Basso D.
ESA DATALABS: Towards a Collaborative E-Science Platform
Alvarez R. Basso D. del Rio S.
for ESA [#7014]
ESA Datalabs opens a new world for e-science collaboration platform
Diego M. A. Lopez-Caniego M.
that will provide scientists and engineers with an open science
Lousa Marques A. Marinic F.
environment to process, analyze, and visualise the sheer volume of
Pereira A. Ramons N. Zlobin V.
science data.
Harrison T. N. * Mascaro J.
Access to Planet High Spatial and Temporal Resolution Earth
Observation Imagery via the NASA Commercial Smallsat Data
Acquisition (CSDA) Program [#7107]
Through NASA’s Commercial Smallsat Data Acquisition Program, all
NASA-funded researchers can access Planet’s PlanetScope (3–5 m) and
RapidEye (6.5 m) imagery for scientific use, providing a rich dataset for
analogue work for planetary scientists.
Nass A. * Muehlbauer M.
Multi-Mission Information System in Planetary Sciences: A Prototype
d’Amore M. Heinen T. Boeck M.
for Planetary Research Data and Publications [#7071]
The goal is to enable different user groups to store and spatially explore
Munteanu R. Riedlinger T.
research data centrally, sustainably across multiple missions and
Helbert J. Roatsch T. Strunz G.
scientific disciplines in planetary science for future investigations.
Nass A. * Massironi M. Rossi A. P.
Geologic MApping of Planetary Bodies (GMAP) — Current Status,
Penasa L. Pozzobon R. Brandt C.
Requirements, and Plans [#7089]
The aim of this contribution is to present the current status of the
GMAP efforts, describe what are the requested requirements within
the European Mapping community, and finally to introduce which
advancing evolutions we are focused on.
Martinez S. * Bentley M. S.
Science Data Processing, Quick-Look Analysis, and Archiving Approach
Cornet T. Cuevas M. A.
for ESA’s Planetary Missions [#7074]
This contribution describes how the data processing, quick-look
Fajersztejn N. Freschi M. Galan D.
Gallegos J. Macfarlane A. J. Moss R. analysis, and archiving approach for ESA’s planetary missions is evolving
Vallejo F.
towards an strategic concept aiming at getting science data with the
highest-quality possible into the archive.

Wednesday, June 30, 2021
CLOUD: BIG DATA, CLOUD COMPUTING, AND SCALABLE COMPUTING
To the cloud from mission support to distributed pipelines.
Chair: Dan Crichton
Authors (*Denotes Presenter)
Abstract Title and Summary
Elliott J. P. * Meisner R.
AWS Processing Pipeline for MAVEN IUVS [#7104]
McClellan B. Jacobshagen E. Jain S. We present a scalable cloud-based data processing pipeline developed
Schneider N.
for the MAVEN IUVS instrument.
Grimes K. M. II * Verma R.
Cloud Processing of PDS Archival Products with Amazon Web Services,
McAuley J. M. Soliman T. Natha A.
Kubernetes, and Elasticsearch [#7102]
PDS Imaging Node is reimagining the backend architecture supporting
Taylor Z. M.
its flagship offering Image Atlas and other tools according to the
microservices design model and leveraging the latest cloudnative technologies.
Ji P. * Lehnert K. Stern D.
Migration to the Cloud: Lessons Learned from the Project
Figueroa J. D. Profeta L. Mays J.
“Development and Operation of the Astromaterials
Johansson A. Song L.
Data System” [#7039]
The Astromaterials Data System team has been working over the past
year to migrate the on-premise infrastructure of the system to Amazon
Web Services. This presentation will discuss the rationale for migration
and describe the lessons learned.
Taylor Z. M. * Grimes K. M.
KDP: A Distributed Pipeline Processing Tool for Kubernetes [#7106]
Lunsford B.
We present a novel distributed pipeline processing tool for Kubernetes
that PDS IMG has developed for large-scale data processing on its
nearly petabyte-scale archive.
Verma R. * Grimes K. M. II
Experiments in Transferring, Validating, and Releasing Mars 2020
Taylor Z. M. McAuley J. M. Le M.
Mission Archival Multi-Media and Imagery Data Deliveries in
Alanis R.
the Cloud [#7097]
The PDS Imaging Node has a rich history of evolving mission data
delivery mechanisms to keep pace with emerging technologies in
industry. We explore and share experiments with accepting, validating,
and releasing M2020 data deliveries in the cloud.
BREAK
Wednesday, June 30, 2021
AI/ML: ARTIFICIAL INTELLIGENCE AND MACHINE LEARNING
New efforts in artificial intelligence and machine learning.
Chair: Trent Hare
Authors (*Denotes Presenter)
Abstract Title and Summary
Da Poian V. * Lyness E. I.
Towards Science Autonomy for Planetary Mission: Machine Learning
Danell R. M. Li X. Trainer M. G.
Application for ExoMars Mission [#7010]
Brinckerhoff W. B.
We present a first step toward this vision of science autonomy for
space science missions presenting a machine learning approach for
analyzing data from the Mars Organic Molecule Analyzer (MOMA)
instrument on the ExoMars mission.
Karpoor P. R. * Bharadwaj P.
Deep Redatuming of Chandrayaan — 2 Large Area Soft X-Ray
Narendranath S. Pillai N. S.
Spectrometer (CLASS) Data for Chemical Mapping of the
Lunar Surface [#7077]
Present work is a novel implementation of model independent
approach that is application of semi-supervised deep redatuming using
SymAE Autoencoder towards an accurate inference of the chemical
composition of lunar surface.

Klein N. * Gasda P. Castorena J.
Oyen D. A.

Raimalwala K. V. * Faragalli M. F.
Battler M. M. Smal E. P. Cole M.
Cross M. Reid J. E.

Rodriguez L. E. * Yanchilina A. G.
Lamm S. Simon K. H. Eshelman E. J.
Sudlik C. Pochettino O. Kelley D. S.
Price R. E. Sobron P. S. Barge L. M.

Gaussian Process Variational Autoencoders for Generative Modeling of
ChemCam Data [#7052]
We demonstrate deep generative models on laser-induced breakdown
spectroscopy data from ChemCam on the Curiosity rover. In this case,
the models map chemical compositions to spectra, useful for
uncertainty quantification and sensitivity analysis.
Automated Characterization of Planetary Surface Geological Features
from Surface Spacecraft Cameras to Support
Mission Operations [#7079]
AI-based classification of surface geological features can enable
autonomous decision-making for science instrument targeting, and can
help support analysis and command cycles for Earth-based
science teams.
Raman-LIBS Data Fusion for Ocean World Exploration [#7098]
Herein, we investigated the feasibility of using Raman and Laser
Induced Breakdown Spectroscopy, alone or concatenated together (i.e.,
data fusion), as a means to facilitate the exploration of and search for
life at hydrothermal vents on Ocean Worlds.
BREAK
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POSTER SESSION 2: ARTIFICIAL INTELLIGENCE, MACHINE LEARNING, CLOUD, AND OTHER
Moderator: Tom Stein
Authors (*Denotes Presenter)
Abstract Title and Summary
Arvidson L. A. * Politte D. V.
Cloud Adoption Strategy for the Planetary Data System
Scholes D.
Geosciences Node [#7055]
This presentation will cover how the Planetary Data System
Geosciences Node has migrated several IT functions to the cloud and
how the node plans to further its cloud integration in areas that will
add value to planetary archive data.
Castorena J. * Oyen D. Klein N.
Deep Learning for ChemCam Analysis [#7078]
Ollila A. Legget C. Lanza N.
This work summarizes a deep learning method operating on
ChemCam’s laser induced breakdown spectroscopy (LIBS) signals to
learn to (1) pre-process to mitigate for sensor uncertainty, and (2)
calibrate to extract chemical constituents of a sample.
Doran G. * Wronkiewicz M.
On-Board Downlink Prioritization Balancing Science Utility and
Mauceri S.
Data Diversity [#7048]
On-board, content-based data prioritization that accounts for both
science utility and diversity is an essential tool for missions with
downlink constraints that acquire large volumes of data in search of
rare but scientifically interesting features.
Drozdovskiy I. Sauro F. * Payler S. J. Recognising Planetary Rocks and Minerals by Combining a Custom
Hill S. Jahoda P. Jaruskova K.
Mineralogical Database with Deep Learning Based MultiSpectral Unmixing [#7076]
Venegas F. Angellotti A. Franke M.
The ESA-PANGAEA Mineralogical Toolkit is a set of data analytics tools
Lennert P. Ligeza G. Vodnik P.
aiming to enhance the recognition of planetary rocks and minerals. It
Turchi L. Bessone L.
includes the PANGAEA Mineralogical Database and a set of spectral
classification methods using Machine Learning.

Gallegos N. * Malhotra S. Nainan C.
Day B. H.

Lawton P. J. * Bauer J. M.
Padams J. H.
Lehnert K. * Mays J. Figueroa J. D.
Ji P. Johansson A. Profeta L.
Song L.
Marques M. M. * NascimentoDias B. L. Camargo B. C. B.

Neakrase L. D. V. * Pagán T. D.
Arnold T. Huber L. Chanover N.

Rodriguez K. * Lee K. D.
Paquette A. C. Sanders A. R.
Laura J. R.
Turchi L. T. * Payler S. P. Sauro F. S.
Pozzobon R. P. Massironi M. M.
Bessone L. B.

Feature Detection and Line of Sight Analysis on the Moon
Trek Portal [#7063]
The Trek Portals are adding two new capabilities to their suite of tools:
A feature detector which leverages powerful deep learning models for
detecting features on images, and DEMs with SPICE to find “lines of
sight” between orbiters and surfaces.
AWS Glacier Use at PDS SBN [#7011]
The Planetary Data System (PDS) Small Bodies Node (SBN) has been
involved in a pilot use of Amazon Web Services (AWS) Glacier as an
offsite backup.
Bringing Lab Analytical Data for Astromaterials to the Planetary
Data Ecosystem [#7103]
The Astromaterials Data System (AstroMat) is a comprehensive solution
to the management, archiving, and dissemination of laboratory data of
astromaterials samples.
Studying the Formation of Terrestrial Exoplanet in Habitable Zone
Regions of Binary Systems [#7056]
This paper consists of an analysis of the data obtained for the Zone of
Habitability of binary systems. Two systems of interest were analyzed
by the program Habitable Zone in Multiple Star Systems and later
compared with the Rebound software.
ELSA Revealed: Philosophy and Purpose, Student-Led Design [#7082]
The PDS Atmospheres Node has been developing new online software,
the Educational Labeling System for Atmospheres (ELSA), designed by
undergraduate students and node personnel to help providers learn
PDS4 and create bundle label templates.
ISIS Test Data Reduction [#7064]
ISIS test data is a burden for both internal developers and external
contributors as it consists of many large files totaling ~72 GBs. By using
new testing suites and moving to representative input data, we have
reduced this data by ~70%.
The Electronic Fieldbook: A Field Science Support System for Astronaut
Training and Planetary Exploration [#7075]
The Electronic FieldBook EFB is a field deployable distributed system for
supporting science operations during astronaut training. Key features
are the P2P data merging and distribution, disruption tolerant mesh
network, and easy to use user interface.

Wednesday, June 30, 2021
BIRDS-OF-A-FEATHER: CLOUD
Birds-of-a-feather session outside normal meeting hours to discuss needed methods and tools to support cloudbased services, distributed processing, and bid-data topics.
Moderator: Tom Stein

Thursday, July 1, 2021
BIRDS-OF-A-FEATHER: GEOLOGIC MAPPING
Birds-of-a-feather session outside normal meeting hours to discuss current and needed geologic tools and the latest
GMAP training session.
Moderator: Angelo Rossi
Thursday, July 1, 2021
PDS TOOLS: DATA ARCHIVING AND DISTRIBUTION SERVICES; HANDS-ON TRAINING AND HOW-TO GUIDES
State of the PDS4 model and tools.
Chair: Dan Crichton
Authors (*Denotes Presenter)
Abstract Title and Summary
Hare T. * Stein T. *
Announcements
French R. S. * Stopp D. J. Chang Y.- The Outer Planets Unified Search (OPUS) Tool — Current Status and
J. Tiscareno M. S. Showalter M. R.
Future Plans [#7008]
OPUS is a comprehensive search tool provided by the Ring-Moon
Gordon M. K.
Systems Node of NASA’s Planetary Data System. We will present
updates to the software and data archives made over the past two
years along with future plans.
Soliman T. Natha A. Grimes K. *
Searching the Stars with AtlasIV [#7099]
Verma R. Mcauley M.
PDS Imaging Node is modernizing the archival search experience for
end-users. We discuss the latest features of our flagship Atlas tool.
Hughes J. S. * Padams J. H.
The State of the PDS4 Information Model [#7017]
Joyner R. S. Bentley M. S. Lim T.
Since the 2019 report on the state of the PDS4 Information Model,
Loubrieu T. G.
several changes have significantly improved its efficiency and use. This
presentation will present these improvements and how its original
intent continues to be realized.
Wang J. * Scholes D. Arvidson R. E. Planetary Data Search with PDS Geosciences Node’s Orbital
Guinness E. A. Zhou F.
Data Explorer [#7025]
An overview of NASA’s Planetary Data System (PDS) Geosciences
Node’s Orbital Data Explorer (ODE), which provides web-based
functions to search and access PDS3 and PDS4 archives of orbital data
from multiple planetary missions and instruments.
Thursday, July 1, 2021
ANALYSIS AND PROCESSING: ANALYSIS AND VISUALIZATION TOOLS, CURRENT OR NEW ALGORITHMS AND
METHODS
Functional data flows to enhance science returns for change detection and online viewsheds.
Chair: Trent Hare
Authors (*Denotes Presenter)
Abstract Title and Summary
Diniega S. * Jackson B. Soto A.
Enhanced Science Return for Process Investigations from EnvironmentRafkin S. Doran G. Mandrake L.
Responsive ConOps [#7092]
Swann C. Sullivan R. Banfield D.
Surface or air moves… / How to see with small data? / Agile
Fenton L. Ewing R. Burr D.
Science win.
Walker I. Barba N. Giersch L.
Grieger B. *
Functional Programming for Dummies: The Data
Flow Perspective [#7015]
Functional programming is a powerful paradigm. However, the focus on
functions obscures what is actually a data flow. We discussed tools that
allow to directly describe the data flow and facilitate “functional
programming without functions.”

Rodriguez K. * Paquette A. C.
Sanders A. R. Dundas C. M.

Soliman T. * Calef F. III

Preliminary Results on Automated Change Detection in the
Autocnet Environment [#7081]
We have developed new novel change detection tested against HiRISE
images to programmatically detect spatiotemporal changes, particularly
focused on martian gullies.
Implementation of a Web-Based Viewshed Tool [#7095]
A tool built off of existing algorithms, adapted to the web, and spruced
up has been deployed in the MMGIS mapping program to allow
viewshed creation on any spherical planetary body with an
accompanying DEM.
BREAK

Thursday, July 1, 2021
KEYNOTE: REMOVING BARRIERS AND INCREASE INCLUSIVITY IN THE PLANETARY SCIENCE COMMUNITY
Keynote addressing barriers in the planetary community with the goal to increase inclusivity.
Moderator: Trent Hare
Panel Members: Kristen Bennett and Laszlo Kestay
Authors (*Denotes Presenter)
Abstract Title and Summary
Keszthelyi L. Milazzo M. Miller M.
Planetary Data: Hidden Barriers to Diversity in the Planetary
Lakdawalla E.
Science Community [#7027]
We highlight the role that planetary data plays as an unacknowledged
systemic barrier to entry into the planetary science community.
Thursday, July 1, 2021
PYTHONS AND APIS: DATA OR SOFTWARE ARCHITECTURE, MANAGEMENT, AND INTEROPERABILITY
Python-based tools, open-source software, and introduction to the new PDS API.
Chair: Ross Beyer
Authors (*Denotes Presenter)
Abstract Title and Summary
Aye K.-M. * Beyer R. A.
The PlanetaryPy Project [#7026]
Annex A. M. Million C.
The PlanetaryPy Project is a community effort to develop a core
package for planetary science in Python and foster interoperability
between Python planetary science packages.
Carr K. A. C. * Azubuike O. A.
Lunar Crater Maturity Analysis in Python: Developing a Toolkit for
Tran A. T. Carreira C. C. Alfaro C. A. Ejecta Analysis [#7087]
Greenhagen G. B. Patterson G. W. P. We aim to develop an open-source toolkit that automates data analysis
Stickle A. M. S. Prem P. P.
by combining datasets corresponding to different wavelengths of
Cahill J. T. S. C.
spectral imaging, whereby reducing manual intervention.
Tai Udovicic C. J. T. U.
Mapel J. * Annex A. M. Aye K. M.
The Planetary Software Organization and Open Source
Beyer R. A. Laura J. Silva V.
Software Governance [#7029]
An overview of the Planetary Software Organization and the
importance of governance for open source software projects.
Michael G. G. *
Planetary Surface Dating with Craterstats3 — A New Open Source
Implementation in Python [#7045]
I present a fresh implementation of the Craterstats tool for analysing
crater count data in the context of a planetary surface chronology
model. The new software is written in Python and made open-source.
Padams J. * Loubrieu T. Crichton D. NASA Planetary Data System API [#7060]
Hughes J. S. Law E.
The PDS4 architectural approach has evolved in the PDS Data Services
Initiative with a vision to provide an integrated world-wide data
services platform. Consistent APIs are a central pillar to enabling
efficient access to all planetary science data.

Thursday, July 1, 2021
BIRDS-OF-A-FEATHER: PLANETARYPY — A COMMUNITY RESOURCE
10:45 a.m. PDT/1:45 p.m. EDT/5:45 p.m. UTC
Birds-of-a-feather session outside normal meeting hours to introduce and discuss PlanetaryPy as a community-wide
resource for tools written generally in Python following the lead of AstroPy effort.
Moderator: Michael Aye

Friday, July 2, 2021
BIRDS-OF-A-FEATHER: Stereo and Topography (ASP, Socet GXP, Topographic Data)
Birds-of-a-feather session outside normal meeting hours to discuss methods for the generation of topographic data
including applications like NASA Stereo-pipeline, Socet GXP, etc.
Moderator: Trent Hare
Friday, July 2, 2021
ANALYSIS DATA: DATA OR SOFTWARE ARCHITECTURE, MANAGEMENT, AND INTEROPERABILITY
Analysis Ready Data (ARD) efforts across facilities and missions.
Chair: Christophe Arviset
Authors (*Denotes Presenter)
Abstract Title and Summary
Hare T. * Stein T. *
Announcements
Bristow T. F. * Lafuente B. Wolfe S. A Strategy for Managing NASA’s Long Tail of Planetary Research Data:
Parenteau N. Stone N. Rojo S.
Insights from the Development of the AHED Repository [#7093]
We detail the architecture of the Astrobiology and Habitable
Boydstun K. Blake D. Downs R.
Environments Database system to guide strategies for data
Dateo C.
management in other NASA-funded scientific disciplines where
research is performed by individual PIs, and small research teams.
Erard S. * Cecconi B. Le Sidaner P.
Planetary Data in the Virtual Observatory: VESPA (Virtual European
Rossi A. P. Tomasik L. Ivanovski S.
Solar and Planetary Access) [#7073]
Schmitt B. André N. Trompet L.
In the past 10 years, VESPA has defined an architecture adapted from
Scherf M. Hueso R. Demleitner M.
the astronomy VO, and incorporating concepts and standards from
Manaud N. Taylor M. Alexeev I.
other areas. Progress and new ideas are presented here.
Määttänen A. Millour E. Schmidt F.
Waldmann I. Fernique P.
D’Amore M. Brandt C.
Rothkaehl H. Molinaro M. Génot V.
Vandaele A. C.
Fergason R. L. * Hunter M. A.
Analysis Ready Data Available Through the SpatioTemporal Asset
Laura J. R. Hare T. M.
Catalog (STAC) Specification: Investigating the Application to
Planetary Data [#7023]
We describe efforts to enable analysis-ready planetary data to be
accessible via STAC. This service could allow individuals to discover and
utilize data products and for existing services to consume data through
a well-documented API.
Hare T. M. * Thomson B. J.
Building a Lunar Spatial Data Infrastructure (SDI) [#7054]
Gaddis L. R. Stopar J. Archinal B. A. Here we briefly introduce the five planetary spatial data infrastructure
Laura J. R.
(PDSI) themes to aid in the development of a lunar SDI.
MAPSIT Steering Committee
Williams D. A. * Nelson D. M.
The Io GIS Database, V. 1.0: A Proto-Io Planetary Spatial
Milazzo M. P.
Data Infrastructure [#7002]
This presentation discusses a new higher-order data product for
Jupiter’s moon Io, built in ArcGIS and JMARS, composed of published Io
data sets. It is intended to be the initial data component of an Io
planetary spatial data infrastructure (PSDI).
Zinzi A. * Giardino M. Giunta A.
The NEO Physical Properties Database of the Neorocks
Perozzi E. Di Cecco A. Polenta G.
EU Project [#7032]
Within the EU funded NEOROCKS project the ASI-SSDC, relying on its
long-lasting experience on space-data dissemination, is defining a novel
NEO Physical Properties database capable of hosting a great variety of
NEO physical characterization data.

Friday, July 2, 2021
POSTER SESSION 3: DATA ARCHIVING AND DISTRIBUTION SERVICES; HANDS-ON TRAINING AND
HOW-TO GUIDES
Moderator: Trent Hare
Authors (*Denotes Presenter)
Abstract Title and Summary
Bailey A. M. * Mehall L. K.
The NASA Mars 2020 Mission Perseverance Rover Mastcam-Z
Cisneros E. Bell J. F. III Paris K. N.
Data Archive [#7038]
Jenson E. H. Maki J. N. MastcamThe Mastcam-Z camera system is onboard the Mars 2020 Perseverance
Z Science and Operations Team
rover currently acquiring data products on Mars. These data products
will be archived in the Planetary Data System starting August 2021.
Baker D. M. H. * Rumpf M. E.
Towards a Terrestrial Analogs Data Portal: Use Cases
Keszthelyi L. P. Richardson J. A.
and Requirements [#7046]
We present progress towards establishing a Terrestrial Analogs Data
Whelley P. L. Schmerr N. M.
Portal, including identifying use cases from field analog research teams
Young K. E.
and data management requirements.
Besse S. * Coward C. Lakdawalla E. Report of the Planetary Data Ecosystem Independent
Milazzo M. Wilson B. McGrath M.
Review Board [#7070]
PDE-IRB Team
The Planetary Data Ecosystem (PDE) Independent Review Board (IRB)
was chartered by NASA in the fall of 2020 to conduct a wholistic review
of the Ecosystem. Five months of effort has culminated in 67 Findings
and 65 Recommendations presented below.
Coia D. * Lim T. Bentley M.
Advanced Search in the PSA for ExoMars TGO Data Discovery [#7043]
Barbarisi I. Besse S. Docasal R.
This poster describes some advanced search capabilities for ESA’s
Giordano F. Grieger B. Grotheer E.
Planetary Science Archive with particular emphasis on the ExoMars
Heather D. Merin B. Osinde J.
2016 mission.
Saiz J.
Geissler P. E. *
Migrating the Cassini RADAR Archive to PDS4 [#7036]
This abstract describes the steps taken to migrate the Cassini RADAR
archive to PDS4 compliance while preserving the PDS3 archive intact so
that it can continue to be used as it has been in the past.
Guinness E. A. * Politte D. V.
Migration of Magellan Mission from the PDS3 to the
Slavney S.
PDS4 Standard [#7030]
The PDS Geosciences Node is migrating its collection of Magellan Venus
datasets from the PDS3 to PDS4 standard. The archive of Magellan data
consists of twelve datasets and comprises a data volume of about 750
Gbytes with over 700,000 files.
Heather D. J. * Taylor M. G. G.
The Rosetta Science Archive: Preparing for Legacy Science [#7072]
Besse S. Barbarisi I. Montero A.
We present the activities that have been completed in the last few
Docasal R. Grieger B.
years to prepare the Rosetta mission science data for legacy archiving,
and the corresponding updates to functionality that have been needed
for this in the archive itself.
Huber L. F. * Güth T. Emmett J.
Atmospheres Data: Galileo, Mariner, Juno Migration [#7083]
Chanover N. Neakrase L. D. V.
The PDS Atmospheres Node is continuing the process of migrating its
archived data holdings from the PDS3 to PDS4 archiving standard. Here
we discuss our recent migration work that encompasses the Juno,
Galileo, and Mariner missions.
Wagstaff K. L. * Le M. N.
Designing a Machine Learning Local Data Dictionary [#7085]
McAuley J. M.
This abstract/poster centers on a Machine Learning Local Data
Dictionary created by the Cartography and Imaging Sciences Node to
facilitate and promote archival practices in the machine
learning domain.

Lim T.-L. * Docasal R. SeftonNash E. Salvioli F. Coia D.
Bentley M. Besse S. Grieger B.
Grotheer E. Heather D. Martin P.
Osinde J. Ruano J.
Slavney S. * Ward J. G.
Arvidson L. E. Arvidson R. A.

An Update on the ExoMars 2022 Rover Data Archive [#7066]
This presentation will provide an update on the development of the
ExoMars 2022 Rover mission archive. The status and plans for the
Rover Traverse view development will be discussed along with the data
design choices for the mission.
PDS Geosciences Node Data and Services [#7035]
The PDS Geosciences Node archives planetary data from NASA missions
and data analysis programs, and provides tools and expert advice to
data preparers and end users

Friday, July 2, 2021
SPECTRAL: ANALYSIS AND VISUALIZATION TOOLS, CURRENT OR NEW ALGORITHMS AND METHODS
Spectral and mineralogy databases and an introduction to a new PDS spectral library.
Chair: Tom Stein
Authors (*Denotes Presenter)
Abstract Title and Summary
Blake D. F. * Bristow T. F.
The CheMin Database: A Collaborative Tool for Mineralogy and
Lafuente B. Downs R. T. Downs G.
Planetary Science [#7080]
Sarrazin P. Stone N.
An interactive website of Mars mineralogical data from the CheMin XRD
Instrument is described. Cloud-based algorithms allow the scientific
community at large to reanalyze raw data obtained from the
instrument on Mars.
Manigand S. * Turenne N. Sidhu S.
Development of a Raman Spectral Database for Lunar Science: A Little
Connell S. Potin S. M. Applin D.
SALSA on Your Data [#7031]
We present the development of a new Raman spectral database of
Cloutis E. A.
lunar-relevant samples: The Spectral Analyses of Lunar Soils and
Analogues database (SALSA database) that will support future lunar
missions by storing and sharing data with the community.
Scholes D. * Guinness A. Slavney S. Introduction to the PDS Geosciences Node Spectral
Arvidson R. E.
Library Website [#7006]
The PDS Geosciences Node Spectral Library website (https://pdsspeclib.rsl.wustl.edu) is a new web-based interface that provides
search, review, and download options for spectral data that has been
archived by the PDS.
BREAK
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PROCESSING SESSION 2: ANALYSIS AND VISUALIZATION TOOLS, CURRENT OR NEW ALGORITHMS
AND METHODS
Novel processing methods and science validation.
Chair: Trent Hare
Authors (*Denotes Presenter)
Abstract Title and Summary
Bentley M. S. * Cornet T.
Science Validation in an Operational Archive — Experience
Macfarlane A. J. Martinez S.
from BepiColombo [#7068]
Moss R.
PDS4 missions in the PSA deliver archive products on a regular basis.
This enables rapid visualisation and use of archive data, but comes with
challenges when checking completeness and scientific validation.
Experience from BepiColombo is discussed.
Dutton N. T. * Mendlovitz M. A.
A Novel Heuristic Algorithm for Finding Sparse, Thin Curved Lines in
Turner F. S. Patterson G. W.
Imagery with Structured Noise [#7024]
A new algorithm for finding curved lines in imagery with other similarly
shaped noise sources. Example application with bi-static radar waterfall
plots from LRO/Mini-RF.

Turner J. E. * O’Shea C. M.
Turner F. S. Patterson G. W.
Klima R. L.
Zinzi A. * Camplone V. Rognini E.
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Rossi A. P. Massironi M. Grassi D.
Mura A.
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Authors (*Denotes Presenter)
Beyer R.

Hunter M. A. Zink A. E.

A 2-Dimensional Approach to Rendering On- and Off-Body Shapes
Around an Ellipsoidal Body [#7088]
A 2-dimensional solution to interactively visualizing planetary data that
is not conducive for visualizing on a map-projection of a body.
MATISSE 2.0: The SSDC Webtool for Integrated Planetary
Science Analysis [#7018]
MATISSE is the SSDC scientific webtool dedicated to planetary sciences.
The first version was released in early 2013 and 2.0 version has been
available to the public for about a year. This is written in Python with
2D/3D data visualization.
Abstract Title and Summary
Python Parameter Value Language (PVL) Library [#7037]
PVL/ODL is a markup language commonly used for planetary science
data archived under version three of the Planetary Data System (PDS).
This Python package allows decoding of PVL-text to Python objects, and
encoding of Python objects to PVL-text.
AstroLink Roadmap for the Preservation, Digitization, and Service of
Historically Significant Materials [#7050]
An update of AstroLink's ongoing work to digitize and serve historically
significant materials, and migrate archive inventories to a web based
platform.
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MARS EXPLORATION ROVER IN-SITU GLOBAL OBSERVATION LOCALIZATION DATASET
(MERIGOLD). H. Abarca1 and F. Calef III1, 1Jet Propulsion Laboratory, California Institute of Technology, 4800
Oak Grove Dr., Pasadena, CA 91109, hallie.e.gengl@jpl.nasa.gov.

Introduction: MERIGOLD is a newly funded
NASA ROSES 2020 PDART (Planetary Data Archive,
Restoration, and Tools) task with the goal of mapping
all Mars Exploration Rover (MER) instrument science
data products into a common basemap. The expected
start for the task is summer 2021. The MERIGOLD
dataset will be released through the Planetary Data
System (PDS) Imaging Node for the planetary science
community. During the 14 years of the MER program,
the Spirit and Opportunity rovers covered a combined
drive distance of 52.89 km and generated over 200,000
unique science data products by the onboard
instruments:
Miniature
Thermal
Emission
Spectrometer (Mini-TES), Navigation Cameras
(NAVCAM), Panoramic Cameras (PANCAM), Front
and Rear Hazcams (HAZCAM), and those deployed
on the Robotic Arm (IDD) that include the Mössbauer
Spectrometer (MB), Alpha X-Ray Spectrometer
(APXS), Microscopic Imager (MI), and the Rock
Abrasion Tool (RAT).
Dataset: The MERIGOLD dataset will contain a
series of tables separated by rover and instrument, each
containing 37 fields for each PDS archived data
product with global localization, instrument and rover
state at the time of acquisition, localization and
validation methods, and all necessary information to
transform the observation localizations when the rover
localizations [1] are updated in the future.
The Mars rover datasets released to the PDS
contain metadata on the rover spatial position but are
often not in the same coordinate frame, nor are they
located relative to a unified basemap. Each instrument
observation needs translation from its internal
coordinate system to the rover coordinate system [2],
then to a global coordinate system (Figure 1).

While enough information is available in the
current raw formatting to translate these coordinates,
there are significant challenges for researchers outside
those with rover surface operations experience due to
internal naming and process conventions, which are
not apparent otherwise. For example, XYZ coordinate
fields stored in the PDS are frequently in a righthanded coordinate system as opposed to the standard
cartographic left-hand rule frames; instruments on
masts need a different localization solution compared
to those physically attached to the spacecraft body,
which is different still from those deployed on a multijoint arm. This project will address these initial
localization,
interoperability,
and
contextual
challenges. Specifically, this PDS compliant public
release will allow future researchers to identify where
any observation took place on a unified Mars
projection and coordinate system, what other
instruments are coincident with that observation,
whether observations overlap from multiple rover
positions (Figure 2), help to provide spatial context
between distant rover positions, and allow critical
ground-to-orbit observations from past, current, and
future orbital assets.

Figure 1. Coordinate frames used by the MER rovers and the
Global frame.

Figure 2. Example MSL science observations localized at
Site 41, Drive 1108. Black circles are rover positions with
science observations localized by instrument. Blue =
Mastcam, green = ChemCam, red = APXS, and yellow =
DAN.
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Instrument Localization Methods: All MER
instrument teams archived data products within the
Planetary Data System (PDS) archive along with
PDS3/4 labels that describe the complete state of the
rover and instruments at the time of the observation.
Using rover position and pointing parameters in the
data product labels, we will localize the mast, robotic
arm, and rover body-mounted instruments with three
unique methods (Figure 3). The conversions from
rover-centric frames to global frames are made
possible by coordinate-transforming to the rover
localizations and basemaps, both of which are
provided by the MER Analyst Notebook [3].
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format) and Shapefile (used by all major commercial
and open-source mapping programs). Overview maps
will be delivered as GeoTIFF to the Annex meant as a
visual quicklook of the data products (Figure 4, as an
example applied to MSL). Standard PDS4 labels will
accompany GeoCSV and CSV datasets.

Figure 3. Rover ray intersected localizations for Fixed, Mast,
and Arm pointed targets.

Fixed Frame.
Fixed Frame instruments are
localized by applying a series of transforms to their
known fixed location on the rover and applying a chain
of coordinate transforms.
Mast Pointed. Mast Pointed instruments contain
the rover mast azimuth and elevation pointing
information, allowing for spherical to cartesian
coordinate transforms that can be ray intersected with a
surface to provide a central coordinate of the
observation.
Robotic Arm Pointed. The IDD instruments are
localized by using the instrument position, pointing,
and focus to determine the location of the observations
in the rover workspace.
PDS Delivered Data Format: Our primary dataset
will be in two PDS compliant forms: comma-separated
value (CSV) and geospatial comma-separated value
(GeoCSV). CSV is a standard comma-delimited ASCII
format readable by any simple text or spreadsheet
viewer. GeoCSV provides a similar format, with the
added benefit of including mapping coordinates in
Well-Known-Text (WKT) format, which is an opensource spatial format known in the mapping
community. We will also provide two additional
commonly used mapping product formats to the PDS
IMG Annex, which provides a location to archive
NASA-funded geospatial data products derived from
PDS image data: GeoJSON (an ASCII web-enabled

Figure 1. Example of 2,940 unique
Laboratory's DAN (Dynamic Albedo
Instrument science observations at 822
throughout 2,333 sols localized to the MSL
basemap.

Mars Science
of Neutrons)
rover locations
mission HiRISE
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Automated Kaguya TC and MRO CTX Stereo DEM Generation. L. A. Adoram-Kershner1, B. H. Wheeler1, J. R.
Laura1, and R. L. Fergason1, D. P. Mayer1, 1USGS Astrogeology 2255 N. Gemini Dr. Flagstaff, AZ 86001; ladoramkershner@usgs.gov
Introduction: Digital Elevation Models (DEMs) are
foundational products within a Planetary Spatial Data
Infrastructure (PSDI) [1,2] and support a myriad of
science and engineering applications [e.g.,3,4]. DEMs
can be produced by applying stereogrammetry concepts
to stereographic images (termed stereopairs). Due to the
expertise and time required to generate DEMs,
stereopairs for Mars and the Moon are frequently
acquired at a faster rate than DEMs. Currently,
individual research scientists must either obtain the
tools and training to independently conduct
stereogrammetry or obtain completed products from
mission teams or research groups that have publicly
released these products. Herein, we describe the
automated generation, validation, and publication of
DEMs using the USGS Integrated Software for Imagers
and Spectrometers (ISIS) [5] and the NASA Ames
Stereo Pipeline (ASP) [6]. Our pipeline starts with raw
image data, preprocesses and calibrates it, and generates
DEMs with minimal human involvement. The pipeline
is currently being applied to the Mars Reconnaissance
Orbiter Context Camera (CTX) [7] and Kaguya Terrain
Camera (TC) [8] data. This work builds on previous
research conducted by Mayer et al. concerning
automatic generation of DEMs [9,10].
Image Processing: The pipeline begins with raw
image data, so that DEMs can be generated with updated
data, calibration or processing improvements from
mission teams. Initial image processing is completed
using ISIS ingestion (mroctx2isis or kagtc2isis),
spiceinit, and the available mission specific ISIS
commands. For CTX these mission specific commands
include ctxcal and ctxevenodd (as needed). Kaguya TC
has no mission specific calibration commands in ISIS as
of version 4.2.0, thus so spiceinit was the only
preprocessing performed.
DEM Generation: Once the ISIS cubes are ingested
and preprocessed, ASP is used for DEM generation.
First ASP’s bundle_adjust is used to relatively align the
stereo images through camera orientation adjustments.
Then the bulk of the DEM generation is accomplished
with parallel_stereo. The pipeline leverages
parallel_stereo steps 0, 1, 3, 4, and 5 corresponding to
preprocessing (stereo_pprc), disparity map initialization
(stereo_corr), subpixel refinement(stereo_rfne), outlier
rejection and hole filling (stereo_fltr), and triangulation
(stereo_tri). The parameterization of these steps is
provided in Table 1.
Table 1: Parameterization of parallel_stereo steps.

Function
(Step)
stereo_pprc
(0)

alignment-method
prefilter-mode

stereo_corr
(1)

prefilter-kernel-width
stereo-algorithm
corr-seed-mode

Argument

cost-mode

stereo_rfne
(3)
stereo_fltr
(4)

stereo_tri
(5)

corr-kernel
subpixel-mode
subpixel-kernel
rm-cleanup-passes
median-filter-size
texture-smooth-size
texture-smooth-scale
compute-error-vector

Values
affineepipolar
2 (Laplacian of
Gaussian)
1.5
0 (block matching)
1 (low-res disparity
from stereo)
2 (normalized cross
correlation)
27 27
2
(bayes
EM
weighting)
21 21
0
7
13
0.13
true

Currently the CTX and Kaguya TC pipelines use the
same stereo configuration. The parameterization was
developed by Mayer through parameter sweeps on CTX
data [10]. Applying these parameters on the Kaguya TC
data produces reasonable DEMs; however, future work
includes conducting a parameter sweep for the Kaguya
TC data to further improve the results.
A point cloud is generated using parallel_stereo and
the relatively aligned stereo pairs. To enforce a
relationship to ground an Iterative Closest Point method
(ICP), using the application pc_align, aligns the
parallel_stereo point cloud with a point cloud acquired
from ground laser altimetry data. The results of pc_align
are more accurate when the input point clouds are in
approximate alignment before the ICP method is
applied. Therefore, the point cloud is compared to the
ground altimetry data using geodiff to find the average
offset. For CTX and Kaguya TC data, this offset is
typically largest in the vertical direction, so the
difference is applied as an initial downward translation
(pc_align --initial-ned-translation 0 0 X).
The DEM products are created from the groundcontrolled point cloud and point2dem using an
orthographic projection centered on the DEM’s
centroid. The DEM grid spacing for CTX is 20
meters/pixel and Kaguya TC is 35 meters/pixel to work
with approximate data resolutions of 7 meters/pixel and
10 meters/pixel, respectively.
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Ground sources. The accepted geodetic reference
frame for Mars is the Mars Orbiter Laser Altimeter
(MOLA) [11] data set. The accepted geodetic reference
frame for the Moon is Lunar Orbiter Laser Altimeter
(LOLA) obtained from the Orbital Data Explorer (ODE)
[12]. In both cases the ground source data is being
queried with a tight footprint and only includes ground
points that fall within the DEM footprint.
Validation Process: We validated our pipeline by
comparing our CTX stereo DEMs to DEMs handgenerated in SOCET SET® and the MOLA-MEX
HRSC Blended Global DEM [13]. The SOCET SET®
generated DEMs were created as part of the candidate
Mars 2020 landing site analyses and have a grid spacing
of ~20 meters [14], whereas the MOLA-MEX HRSC
Blended Global DEM is considered a community
standard for Mars ground with a grid spacing of ~200
meters. Figure 1 shows the histogram of the elevation
differences between the ASP generated DEM and the
two benchmark DEMs at an area focused on the Martian
feature Northeast Syrtis.

(a)

(b)
Figure 1: Histogram of elevation differences at Northeast
Syrtis between the DEM generated in ASP and (a) DEM
generated with SOCET SET® (b) MOLA-MEX HRSC
Blended Global DEM

Preliminary inspection of the elevation differences
shows broad agreement with the means and standard
deviations well within the precision of the products’
resolutions. Further benchmark validation comparisons
for both CTX and Kaguya TC data sets are under
investigation by the team.
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A validation step is also in the pipeline and can be
viewed for every DEM. After aligning the point cloud
to the ground laser altimetry data with pc_align, geodiff
is run again to calculate the difference from the groundcontrolled point cloud to the ground laser altimetry data.
The distribution of these differences is packaged with
the public release of the data in a file called
qa_metrics.txt.
Data Serving: The usefulness of these products is
dependent on their discoverability, interoperability, and
reproducibility as described by the FAIR guiding
principles framework (https://www.go-fair.org/fairprinciples/). To that end, we are serving the DEMs and
their associated orthoimages as analysis ready data
(ARD), using the spatio-temporal asset catalog (STAC)
[15]. These data are served as cloud optimized geotiffs
(COGs) which are analysis and GIS ready without
additional processing. We also serve FGDC compliant
metadata [16] and provenance files (a history of
processing steps used to produce the DEMs) to further
improve reproducibility. After validation, we will make
all data publicly available via Amazon Web Service
(AWS) S3 buckets.
Acknowledgments: The MRO CTX data were
provided by the PDS Cartography and Imaging Sciences
Node. The MOLA and LOLA data were provided by the
PDS Geosciences Node. Kaguya TC data and support
were provided by the SELENE team and Data Archive
operated by JAXA. Any use of trade, firm, or product
names is for descriptive purposes only and does not
imply endorsement by the U.S. Government.
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ASAP-Stereo, Ames Stereo Automated Pipeline. A. M. Annex1, K. W. Lewis1. 1Department of Earth and Planetary
Sciences, Johns Hopkins University, Baltimore, MD 21218, USA (annex@jhu.edu).
Introduction: ASAP-Stereo (hereafter ASAP) is an
open-source (BSD-3) high-level workflow wrapper for
the NASA Ames Stereo Pipeline (ASP) written in
Python [1]. ASAP currently implements an enhanced
version of the University of Chicago “ASP Scripts”
workflow to make co-registered CTX and HiRISE
Digital Elevation Models (DEMs) [2]. ASAP provides
a Command Line Interface (CLI) and Python API with
templated workflows using Jupyter Notebooks, which
embeds logs, metadata, and preview images in a
shareable format to enable reproducible processing of
stereo products with ASP [3]. ASAP provides a
framework and utility “glue” for implementing
workflows using ASP. ASAP is available at
https://github.com/AndrewAnnex/asap_stereo/, and the
documentation
is
available
at
https://asapstereo.readthedocs.io.
Motivation: The initial inspiration for ASAP was to
automate and simplify the existing University of
Chicago “ASP Scripts” methodology to produce paired
and co-registered CTX and HiRISE DEMs, hereafter
“ASP Scripts” [2]. For future reference: a step is an
individual unit of work within a collection of steps
called a workflow, and multiple collections of steps
(meta-steps) can define a workflow when run in series.
Although functional, the “ASP Scripts” workflows
could be further simplified to require fewer meta-steps
to simplify user interaction. Some steps within the “ASP
Scripts” workflows are slightly error-prone, so access to
individual steps was also desirable for efficient trialand-error [2]. Ultimately, the “ASP Scripts” workflow
was broken up into dozens of separate steps to
reimplement enhanced versions of the “ASP Scripts”
workflows. These enhancements will be described in a
subsequent section.
Intent. ASAP is not a replacement for
ASP and deep familiarity with ASP capabilities and
documentation is still a requirement. ASAP will be most
helpful to users with moderate knowledge of ASP and
users working with the “ASP Scripts”. Novice ASP
users are best served following existing tutorials and
documentation to use ASAP properly.
Workflow: Making a CTX and HiRISE DEM
requires four meta-steps within the ASAP workflow: 1
generate the CTX DEM, 2 align the CTX DEM to
MOLA, 3 develop the HiRISE DEM, and 4 align the
HiRISE DEM to the aligned CTX DEM from step 2.
Note that each of the first DEM meta-steps can run in
parallel and that it is possible to align HiRISE to MOLA
without a CTX DEM. Further enhancements to ASAP

could simplify this further to a single meta-step. The
alignment steps require a maximum disparity parameter
the user estimates that can only be determined after the
first DEMs are constructed [2]. However, it can be
estimated using the ASP geodiff program or using
feature matching techniques partially enabled for the
HiRISE workflow in ASAP.
Architecture: ASAP is architected as a
conventional Python package that provides a CLI to the
user. A single Python file contains the majority of the
code. Steps for workflows are implemented as functions
in four core classes: CommonSteps, CTX, HiRISE, and
ASAP. The first class includes generally useful utilities
or abstracted from the data-specific workflow classes
CTX and HiRISE to reduce repeated code. The ASAP
class provides access to workflows that call many
individual processing steps as a higher-level interface to
make DEMs with a single and simple command. Steps
are implemented as functions on the classes and are
current named by step order rather than functionality
intent as certain steps are re-run in workflows with
different parameters.
Installation. ASAP is intended to be installed using
pip within a dedicated conda environment with ASP and
ISIS installed. ASAP provides an example conda
environment YAML file in the repository and
documentation tutorials to create a working installation.
Core Dependencies: ASAP-Stereo is built on a
small number of foundational dependencies that enable
the project’s flexibility. Moody, also written by the first
author, provides programmatic and CLI access to a
subset of the PDS Geosciences Node REST API and
Granular Data Search services to download
CTX/HiRISE/MOLA data and metadata based on
queries and known or partially known image ids [4].
Python-fire automatically generates CLIs for ASAP,
enabling a single codebase to implement both the API
and CLI. The sh python library provides an automatic
subprocess interface between ASAP in Python and
programs on the path, such as ASP, ISIS, and other CLI
programs like GDAL utilities. ASAP uses Jupyter
Notebooks to implement parameterized workflows that
use ASAP using the Papermill project to execute them.
Logging: ASAP provides rich logging in multiple
log files for individual stages or steps and an
accumulated total log containing all executed
subprocess commands and arguments as well as start
and end times, enabling more accessible debugging of
individual processing steps.
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Development: Testing ASAP using Continuous
Integration (CI) services is complex due to the need for
local kernels and base data in ISIS and the
computational requirements of ASP. However, after the
SPICE and base data were curated, a CTX processing
workflow was implemented to test ASAP within a
GitHub Action Workflow.
Enhancements:
ASAP
provides
several
improvements to the “ASP Scripts” workflow that
simplifies usage and improves stereo product
generation. ASAP (using Moody) can download the
image files from the PDS and MOLA PEDR data for the
user. ASAP augments the “hillshade-align” feature of
ASP pc-align by performing the hill shade using GDAL
CLI to determine an initial transform for registering
HiRISE point clouds (PCs) to CTX PCs. ASAP uses
image metadata information to determine conservative
ground sample distances (GSDs) for stereo products
(four times the worst image GSD, rounded up to nearest
integer) and the optimal number of threads and
processes to use for parallelizable steps. ASAP also runs
bundle adjustment for both CTX and HiRISE
workflows. ASAP includes a stereo pair quality
assessment
tool
adapted
from
https://github.com/rbeyer/scriptorium following criteria
established by Becker et al. 2015 [5].
Reproducibility: One of the key challenges to using
ASP is the number of steps and parameters that frustrate
reproducing a stereo product. Workflows with ASP take
many command line steps, requiring dozens of stereo
parameters to obtain optimal or higher quality results.
ASAP creates reproducible workflows using Jupyter
Notebook templates that run ordered processing steps
from ASAP in notebook cells to implement the
workflows. Notebooks capture logs, visualizations, and
stereo configuration file parameters into a single
shareable file [3]. Jupyter Notebooks were selected
because of the broad popularity of Jupyter and the
ability to mix Python, Bash, and markdown in a single
file in a literate computing paradigm [6]. Notebook
workflows in ASAP contain additional diagnostic
visualizations, including good pixel map previews and
hill-shaded previews (Fig 1) to enable quick visual
inspection of processing results over remote
connections. Notebooks also allow rapid iteration of
individual steps with updated parameters or whole new
workflow components implemented by the user. Output
notebook files from ASAP can be shared as
supplementary materials or data files for publications or
shared with other users and re-executed to reproduce
results.
Future Work: Future directions for ASAP
include additional workflows for LRO NAC and Rover
(MSL/M2020) stereo processing. Other features such as
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automatic ground control point creation for improved
bundle adjustment could also be integrated into ASAP.
User-contributed enhancements and workflows are also
welcome.
Fig 1: Example DEM hill shade preview of a CTX DEM of
Sera Crater as displayed within a Jupyter Notebook produced
by ASAP, illustrating the mix of Python and Bash to show the
progress of an ASAP processing job.

Acknowledgments: CTX data used to produce Fig
1. was obtained from the PDS Geosciences node
http://pds-geosciences.wustl.edu/. This work was
funded by Mars Data Analysis Program (MDAP)
NASA grant (80NSSC17K0672). We thank D. P.
Mayer for advice while developing ASAP.
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COORDINATION OF PLANETARY COORDINATE SYSTEM RECOMMENDATIONS BY THE IAU
WORKING GROUP ON CARTOGRAPHIC COORDINATES AND ROTATIONAL ELEMENTS – AN
UPDATE. Brent Archinal1, and the IAU Working Group on Cartographic Coordinates and Rotational Elements, 1U.
S. Geological Survey (2255 N. Gemini Drive, Flagstaff, AZ 86001, USA; barchinal@usgs.gov).
Overview: Approximately every 3 years since 1979,
the Working Group on Cartographic Coordinates and
Rotational Elements (hereafter the “WGCCRE” [1]), a
functional working group of the International
Astronomical Union (IAU), has issued a report
following most IAU General Assembly meetings. The
report includes recommendations on coordinate systems
and related parameters (body orientation and shape) that
can be used for making cartographic products (maps) of
Solar System bodies. These recommendations, which
are open to further modification when indicated by
community consensus, facilitate the use and comparison
of multiple datasets by promoting the use of an
internationally standardized set of mapping parameters.
Over the past year the WGCCRE has been making
presentations and seeking input about its future. We are
looking for input on: 1) how the WGCCRE makes
recommendations
and
on
specific
new
recommendations we are considering based on user
input; and 2) the future of the WGCCRE itself, in terms
of how it should interact with users and other related
groups and its future structure.
Our presentation at the Planetary Data Workshop
and Planetary Science Informatics & Data Analytics
meeting will include a status report on the WGCCRE,
with a summary of our efforts and activities in 20192021, and describe our report and correction publication
from 2018 and 2019 respectively [2, 3]
However, in the remainder of this abstract and in
much of our planned presentation we look to the future
and highlight possible upcoming recommendations
from the WGCCRE, consider possible future directions
for cooperation with other organizations, and what
future form the WGGCRE might take. We end by
asking for community input on these issues.
For further details on the WGCCRE and these
issues, we direct the reader to the references just cited,
our 2020 paper to the ISPRS Congress [4], and a white
paper submitted to the NASA Planetary Science and
Astrobiology Decadal Survey 2023-2032 [5].
Addressing the future: The WGCCRE began in
1976 and, as part of the IAU, established fundamental
principles regarding planetary coordinates and planetary
mapping. After 45 years, some obvious questions
naturally arise. Are these principles still adequate? Are
changes needed? When is any transition or refinement
needed in a coordinate system and how should it be
done? As one example, for bodies where a longitude
definition has been defined from terrestrial

observations, when and how should any transition be
done based on spacecraft observations? What are the
best methods for recording the fundamental parameters
defining cartographic coordinates and rotational
elements for planetary bodies? What procedures need to
be further recommended for establishing and updating
these coordinate systems and frames? Does it make
sense to switch from the existing widespread use of
planetographic systems for planets and satellites to
planetocentric coordinate systems? How could
conflicting published information on planetary
coordinate systems be addressed in a timely way,
particularly when such issues often require substantial
research?
Operational questions are also key to future
WGCCRE activities and should be considered. Does the
lunar and planetary community understand the need and
value of such recommendations and standards? How,
for example, could such effort be better publicized to
further such understanding? What methods could
improve input from the community? Is a service,
perhaps analogous to the International Earth Rotation
and
Reference
Systems
Service
(IERS;
https://www.iers.org/), needed to provide real time
support, e.g., addressing issues and questions as they
arise, and perhaps more quickly updating coordinate
system recommendations? Should it be recommended
that journals require the proper use of coordinate system
definitions (just as some journals require proper
identifications of meteorites)? How should this work be
supported and funded? Presumably, the various space
agencies involved would have to agree to support such
infrastructure, based on the value of improvements
possible for science and exploration and increased
efficiency from the use of improved standards and
mapping methods. How important were groups such as
the now inactive NASA Mars Geodesy and Cartography
Working Group (MGCWG) [6] and Lunar Geodesy and
Cartography Working Group (LGCWG) [7]? Do those
groups need to be re-established? Are separate groups
needed to address coordinate systems, data formats, and
products needed for other bodies (e.g., outer planets,
Mercury, small bodies)? How does all this fit into the
recently recognized need to develop planetary spatial
data infrastructure [8], whether overall or for individual
bodies?
What types of coordination would be beneficial (and
possible) between the existing groups that, to some
degree, address the listed issues? These include the IAU
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itself, other international groups, and the various
international space agencies. Because of its long history
and number of missions, several NASA-centric groups
have addressed these issues in the past and present,
although most have included a significant international
component. Examples of these many organizations
include the WGCCRE; IAU Commission A3 on
Fundamental Standards; the IAU Working Group for
Planetary System Nomenclature; the International
Association of Geodesy (IAG); the ISPRS Planetary
Remote Sensing and Mapping working group [9]; the
International Cartographic Association Commission on
Planetary Cartography [10]; the International Planetary
Data Alliance (IPDA); the NASA Mapping And
Planetary Spatial Infrastructure Team (MAPSIT [11]);
the other NASA analysis and assessment groups; and
the NASA Planetary Data System (PDS). These groups
and space agencies are already in communication to
varying extents. Are there cases where strengthening of
a formalized relationship would be useful or where new
connections need to be established? How would any
increased activities be staffed and funded? The benefits
of such activities are well known, but likely would need
to be better publicized in terms of the critical support
provided for planetary science and exploration, e.g., for
allowing for safe navigation, registration and
comparison of datasets, and supporting landing and
surface exploration, operations, and science.
Request for Input: The WGCCRE desires
continued input from the planetary community. This
includes input regarding both specifics such as the
systems for individual bodies and more general
questions such as the operation of the WGCCRE. We
would particularly like input on the topics and questions
presented above. We encourage members of the
planetary science and particularly the planetary
mapping community to please use the contact
information above. We will consider how to go forward
both in addressing some of these questions and cited
issues, perhaps with appropriate surveys, and
discussions at least with some of the key groups
mentioned here, and key space agency personnel.
We would like our community colleagues to be
aware that we regularly provide summaries (such as this
one) and make meeting presentations to increase
awareness of our work [4, 12, 13, 14]. We encourage
volunteers to become WGCCRE members and help
with our efforts. Our membership is open to IAU
members who are willing to indicate their area of
expertise and how they plan to help with our reports.
Again, please use the contact information above for
additional information.
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Cloud Adoption Strategy for the Planetary Data System Geosciences Node. L. E. Arvidson, D.V. Politte, D.
Scholes, McDonnell Center for the Space Sciences, Department of Earth and Planetary Sciences, Washington
University in Saint Louis, 1 Brookings Drive, Campus Box 1169, Saint Louis, Mo, 63130, lars@wunder.wustl.edu;
politte@wunder.wustl.edu; scholes@wunder.wustl.edu

Introduction: The Geosciences Node (https://pdsgeosciences.wustl.edu) of NASA's Planetary Data
System (PDS) stores and distributes ~250 terabytes of
archive data. In addition to storing PDS archive files,
hundreds of terabytes of disk space are used for archive
preparation tasks, databases, virtual server images, etc.
Managing such a large amount of data requires an
advanced IT infrastructure and the node is always
looking for ways to improve the efficiency and
functionality of the system. By migrating subsets of our
systems to the cloud, we have eased the burden of
managing time consuming IT-related tasks, while
positioning the node to begin investigating more
advanced cloud processing techniques.
Current Cloud Use: The PDS Geosciences Node
identified several IT operations to migrate to the cloud.
The decision to migrate onsite systems are made based
on their required effort to manage, cost to operate, and
the possibility of improved functionality by moving to
the cloud.
“Cold” Deep Archive Backup to Offline Cloud. For
disaster recovery purposes, and to adhere to PDS data
integrity policy, a tertiary offline copy of the PDS
archive and supporting system files are maintained
offsite.
Historically, the disaster recovery backup was
copied to tape, physically transported, and stored at an
offsite facility. This process was time consuming and
expensive. A more efficient process was developed in
2019 using AWS Glacier Deep Archive [2], which is
intended to be a long-term offline cloud storage
platform and serves a similar function to tape backups.
The disaster recovery backups were migrated from
magnetic tape to Glacier Deep Archive to address a
number of IT challenges including effort required to
manage backup jobs and perform hardware
maintenance, high hardware support costs, and the
requirement of an offsite storage location.
Existing data protection software was used to
redirect backups from the tape library to the cloud. The
scheduled backup jobs scan and index the local storage
cluster and writes incremental changes to Glacier. The
node is currently backing up over 400 terabytes of PDS
archive data, databases, virtual server images, etc. Once
requested, data stored in Glacier are made available to
download in less than 12 hours. The recovery time using
this processes is comparable to tape backups.

Close to a 50% cost saving was observed by
migrating disaster recovery backups to the cloud. Along
with the low cost per terabyte for the Glacier tier, IT
administrators are no longer required to manage tapes
and transport them to remote facilities.
“Warm” Backup to Online Cloud. In an effort to
reduce costs, the PDS Geosciences Node migrated its
warm (secondary) copy of PDS archive data to Azure’s
Blob tier of cloud storage instead of replacing onsite
storage systems that were reaching the end of service
life.
The secondary copy is an online mirror of the
primary on-premises storage system. Files can be
accessed at the secondary location in the case of the loss
or corruption of files on the primary copy.
Azure Blob cloud storage [3] was selected in 2020
for this project due to contracts between Washington
University and Microsoft that provide competitive rates
for cloud offerings and egress fees. Blob storage
maintains files in an online, accessible state and can be
accessed through various Microsoft tools and APIs.
Files are stored as objects rather than through a common
directory structure. Metadata values, including file
checksums, are stored with the file objects.
The PDS Geosciences Node uses a combination of
an in-house file catalog and the Microsoft Azcopy tool
to maintain synchronization of the secondary cloud
archive copy with the local primary archive copy. The
secondary copy is updated after the PDS releases new
data. The high bandwidth between on-premises systems
and Azure is sufficient to adequately keep both copies
of archive data synced within a few hours.
Storing the secondary copy of PDS archive data in
the Azure cloud not only saves on hardware and
maintenance costs, but also positions the node to begin
developing more advanced methods to process and
analyze data in the cloud.
Pilot of CRISM Processing in the Cloud. The PDS
Geosciences Node is also exploring in-cloud data
analysis using the secondary warm archive backup. This
is meant to allow users of the data to take advantage of
cost benefits by performing data analysis in virtual
machines co-located in the same zone as the cloud data.
The lack of cloud egress when a user accesses data from
such a VM reduces costs.
This workflow also has two main benefits for users.
First, the user does not need to purchase and maintain
on-premises hardware for high-performance workloads;
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they might stand up a virtual machine that meets their
computing requirements, run their programs, and then
decommission the VM. This method minimizes costs
for the user. Second, the user does not need to download
all the data to be analyzed to their on-premises computer
over the internet. The transfer from our secondary
backup to their cloud VM uses the much faster intrazone network, and only the final results need to be
transmitted over the open internet back to their own
computer (see Figure 1). The cloud analysis workflow
saves data transfer time in the typical case, where the
input data is large and the analysis results are small.
Our pilot project in the cloud involves the analysis
of CRISM spectrometer data using JCAT (Java CRISM
Analysis Tool) [1]. We created a Windows Server 2019
VM co-located with our secondary backup in Azure,
connected to it via Remote Desktop Protocol (RDP),
installed JCAT, and copied input data files from our
cloud copy onto the VM using the Python API for
Microsoft Azure Blob Storage. JCAT was used to
analyze the data and the small result files were sent back
to the on-premises computer via the RDP client.
This procedure worked correctly, though we note
the need to reduce the inconvenience of several steps to
make them accessible to data users. These include the
need to install all non-OS software, including basic
enabling software like the Java Runtime Environment,
onto each user-facing VM. Methods will also be
developed to provide to users direct download links for
archive data stored on the secondary cloud copy.

Figure 1. Diagram showing differences between
local and cloud-based data processing of PDS
Geosciences Node data.
Lessons Learned: Data replication to the cloud
proved to be challenging because the on-premises and
cloud storage systems use different metadata systems to
track file modified and creation times. Traditional
replication tools could not correctly mirror the two
storage systems. The solution was to use Azure’s
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Azcopy CLI sync tool in conjunction with in-house
developed data validation software to detect differences.
Accessing files stored in the Azure Blob tier of
cloud storage is not possible using traditional storage
protocols such as SMB, NFS, or iSCSI. Custom APIs
were written using the Azure SDK. There are options to
use file servers in the cloud that use traditional storage
protocols, but they were cost prohibitive.
There is a deep learning curve to understand cloud
security, authentication, networking, etc. Sufficient time
should be dedicated to researching the cloud to
determine if your workload is a good candidate for
migration.
Understanding how data egress is charged and how
to mitigate these costs is important. One way to address
egress fees is to require users to access your cloud data
from within the same zone. There are also more
advanced methods to reduce egress that governs the
number of bytes that each user can transfer out of your
zome.
Next Steps: Additional cloud implementations to
add value to the PDS Geosciences’ archive data are
being considered.
In an effort to improve data availability for users, the
node is considering methods in which PDS archives
could be served directly from the cloud in the event of
catastrophic or network failure to the primary onpremises copy.
Developing new methods in which users can use
cloud computing techniques will be the primary focus
for future cloud implementations. In addition to
building on cloud pilots that have already been
completed, the node plans to investigate cloud
computing methods in which users are able to mount
PDS archive data to their own compute instances or
even “check out” a pre-built VM with data analytic tools
already installed.
Acknowledgments: The Geosciences Node IT
systems are developed and operated through funding
provided by NASA.
References: [1] Politte D. V. et al. (2021) LPSC LII,
Abstract #2396. [2] AWS Glacier Deep Archive
https://aws.amazon.com/blogs/aws/new-amazon-s3storage-class-glacier-deep-archive/. [3] Azure Blob
https://azure.microsoft.com/enus/services/storage/blobs/.
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ESA DATALABS: Towards a collaborative e-science platform for ESA. C. Arviset1, V. Navarro1, R. Alvarez1,
D. Basso2, S. del Rio3, M.A. Diego4, M. Lopez Caniego4, A. Lousa Marques5, F. Marinic1, A. Pereira2, N. Ramos5, V.
Zlobin6, 1ESA (Madrid, Spain, Christophe.Arviset@esa.int and Vicente.Navarro@esa.int), 2Uninova, Lisbon,
Portugal, 3RHEA for ESA, Madrid, Spain, 4AURORA for ESA, Madrid, Spain, 5Edisoft, Lisbon, Portugal, 6CGI,
Tartu, Estonia.

Introduction: ESA space science missions are
continuously producing data which is being hosted at
the ESAC Science Data Centre and made available via
archive services to the astronomical, planetary and
heliophysics science community.
The increased volume and complexity of such
science data calls for a paradigm shift in data analysis
approach, enabling science users to bring their code to
the data, rather than bringing the data to the users.
Leveraging on big data, cloud, container and
artificial intelligence technologies, ESA Datalabs opens
a new world for e-science collaboration platform that
will provide scientists and engineers within the ESA
science operations teams and users around the world
with a seamless Open Science environment to process,
analyse and visualise the sheer volume of science data.
Furthermore, ESA Datalabs has been built in a
discipline agnostic way, support initially astronomy,
planetary and heliophysics from ESA Space science
missions and the Science data generated by the GNSS
Science Support Centre, and potentially any other ones
in the future.
Data and Storage Services: Data services allow
users to add new data volumes to their ESA Datalabs
environment, materializing the code to the data
paradigm. These services provide a smooth integration
of the Science Archives at ESAC. Thus, scientists only
need to select among the list of available archive
volumes and their algorithms will have read access to
the datasets without the need to copy over anything.
For example, users will be able to mount data
volumes from the Planetary Science Archive, hence
having immediate access to all data from ESA planetary
missions (ie Rosetta, Mars Express, BepiColombo to
name a few).
In addition to the catalogue of hosted volumes, these
services offer multiple options to connect to other data
volumes the user may have access. Beyond standard
protocols like WebDav, NFS or FTP, it is possible to
connect to popular services like DropBox or Google
Drive.
Analysis and Desktop Services: ESA Datalabs
Analysis and Desktop Services provide on-demand
web-access to exploitation tools, the Datalabs. Datalabs
range from general domain systems that are becoming

de-facto standards for data processing, to domainspecific ones designed to tackle a particular problem.
Datalabs can be provided as Jupyter notebooks,
enabling interactive data analysis (such as the JUICE
icy moons’ coverage and opportunity analysis tool),
with data mounted from predefined well trusted and
updated data such as the latest SPICE kernels provided
by the ESA SPICE Service.

Figure 1: ESASky Jupyter notebook in ESA Datalabs

Datalabs can embed specific desktop applications
(ie Topcat, well known astronomical tool to manipulate
and visualize tables) without the need to actually install
the applications on the end user machine.

Figure 2: Desktop Application Topcat as a Datalab

Beyond support for native web-based systems, ESA
Datalabs ensures long-term preservation of legacy
software, enabling re-execution of desktop-based data
processing systems that encapsulate key product
generation algorithms. ESA Datalabs solution
repackages these systems into runnable web-based
applications.
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At present, ESA Datalabs catalogue includes
contributions from ESA Early Adopters, delivering
immediate access to ESA Archives exploitation tools in
domains like Astronomy, Planetary, Earth Observation,
or Satellite Navigation.
Pipeline Services: In a data-intensive domain, a
finding is the outcome of a pipeline of computations,
applied to some large existing dataset, or to a dataset
created by researchers from multiple other large
datasets, combined in unexpected and complex way.
ESA Datalabs Pipeline Services allow data integration,
transformation and analytics based on a set of
processing assets. Two major parts can be identified in
this area: Pipeline Editor and Pipeline Executor.
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a) Fast development of prototype ideas requiring
initial provisioning of complex systems;
b) Software-as-a-Service delivery of desktop
applications and systems;
c) Training framework for coding competitions,
trainees, small external developments
d) Outreach and demonstration of systems requiring
complex initial configuration.

Figure 4: Initial sets of datalabs

ESA Datalabs next steps gear towards the evolution
from currently restricted, pre-operational system
available at datalabs.esa.int, into a public environment
for open-science and innovation across multidisciplinary research communities.
Moreover, throughout 2021, ESA missions and
projects are to contribute to build up ESA Datalabs
catalogue with new applications, notebooks and
pipelines capable to exploit the full potential of this
platform for Artificial Intelligence.
Figure 3:ESA Datalabs Pipeline Editor

The Pipeline Editor provides an integrated visual
development environment for users to create a
workflow of computing elements. The editor drives the
user through the development cycle simplifying the
creation process and transforming the graphical
representation of the pipeline into its underlying code in
CWL.
The
Pipeline
Executor
provides
overall
orchestration through the Pipeline Launcher and Runs
viewer. The first allows users to search a catalogue of
Pipelines while the second allows control and
visualization of running pipelines
Status and Future Work: ESA Datalabs, already
available at datalabs.esa.int, has successfully completed
its core development phase implementing key features
and a preliminary catalogue of Datalabs.
These contributions have demonstrated ESA
Datalabs suitability to act as a catalyzer for ESA users,
students and external organisations. These groups can
build Datalabs that, sitting on top of ESA archives,
address scenarios like:

Acknowledgments: The authors would like to
thanks all the people making ESA Datalabs a reality, in
particular designers and developers from Edisoft and
Uninova in Portugal, Thales in France, CGI in Estonia,
as well as the Science and Operations technical IT Unit
at ESAC, and not to forget the members of ESA Space
Science missions and the ESAC Science Data Centre
who are building datalabs to be deployed on the
platform.
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The PlanetaryPy Project. K. Michael Aye1 , Ross A. Beyer2,3 , Andrew M. Annex3 , and Chase Million4 . 1 University
of Colorado, Boulder (michael.aye@colorado.edu), 2 SETI Institute, (rbeyer@seti.org), 3 NASA Ames Research Center, 3 Johns Hopkins University, 4 Million Concepts

What is it: The PlanetaryPy Project is a community
effort to develop a core package for planetary science in
Python and foster interoperability between Python planetary science packages.
The PlanetaryPy Technical Committee (TC) is the
governing body for the PlanetaryPy Project. All of their
work is done in the open via the TC GitHub repo. To
learn more about what the TC is, how it operates, or to
get involved, you can read its Charter (see paragraph below).
The PlanetaryPy TC has regular meetings to which
all are welcome to attend. The meeting agendas for upcoming meetings, and notes from previous meetings can
be found in the TC’s GitHub repo.

cordial collaboration. Below are some excerpts from our
Charter:
The TC’s responsibilities include:

History and Outlook: The concept of PlanetaryPy has
existed since at least 2015. Austin Godber, and other developers created the planetarypy GitHub organization in
2015, and began maintaining several repositories there.
There was no governance model, and no central planetarypy package. Many of these original developers
moved on from planetary sciences, and active maintenance of these repositories waned.
In 2019, there was renewed interest by a new group
of individuals (now the members of the PlanetaryPy TC)
to create something for planetary sciences that was akin
to the Astropy Project for astronomy.
At the Planetary Data Workshop in June, 2019, we
found that there was a real interest in the Planetary
Sciences technical community for an active planetary
Python resource. Many people pointed to the Astropy
Project as a possible analog or goal. The code within
the planetarypy GitHub organization was a great starting
point, and the naming was right.
The goal is to take that existing codebase, plus a solid
governance model taken from the Planetary Software Organization, and eventually work to build something that
is as robust as the Astropy Project. We are just beginning
this process, and the intent is to slowly and methodically
build towards a healthy Python ecosystem for planetary
sciences.
Participation in PlanetaryPy activities is completely
voluntary.
In the following we summarize content of the TC’s
main guiding documents, the Charter and Affiliated
Packages.

Membership in the TC can be applied for during any
of the open monthly meetings, but collaboration on software packages does not require this formality.
The TC follows a consensus-seeking decision making model and follows a code of conduct that has been
adapted from the Contributor Covenant (a code of conduct for open source communities). The PlanetaryPy
Project is also affiliated with the Planetary Software Organization as a top-level project.

Charter: The planetarypy TC charter is the foundational document for the community and the starting point
to learn more about the standards and conduct guidelines
that govern the community and enable productive and

• Technical direction
• Setting release dates
• Release quality standards
• Project governance and process
• Contribution policy
• GitHub repository hosting
• Conduct guidelines
• Maintaining the list of additional Collaborators

Affiliated packages: PlanetaryPy affiliated packages
are an important aspect of the PlanetaryPy community. An affiliated package is a planetary science related
Python package that is not part of the planetarypy core
package, and is not managed by the project but is a part
of the PlanetaryPy Project community. These packages
demonstrate a commitment to PlanetaryPy’s goals of improving reuse, interoperability, and interface standards
for Python planetary science packages. In many (but
not all) cases, affiliated packages also follow similar development processes and package templates as the core
package.
PlanetaryPy affiliated packages are autonomous
projects created and managed by their own authors or
Technical Committees (TC), not the PlanetaryPy TC.
These are primarily software projects of various kinds
which already exist separately. They benefit from being
PlanetaryPy affiliated packages in the following ways:
The PlanetaryPy TC helps them adopt or formalize
governance and community standards to foster their existence as an open source community. They gain the ability
to easily reach out to the PlanetaryPy TC for consultation
or mentorship on technical or governance issues. Being
recognized as a PlanetaryPy affiliated package lets others know that their project conforms to community best
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Figure 1: Current affiliated packages of the PlanetaryPy project. Our page listing indicates the status of aspects of the
affiliated project evaluation.
practices which are likely to result in long-term success
for their project.
Current affiliated packages of the project are the
widely used packages pvl (for reading and writing PDS3
labels) and SpiceyPy (a widely used Python-based wrapper for SPICE) and their evaluation status are shown in
Fig. 1.
Core package: One of our main goals for the core
package (which is still in development) is to provide
modules which enable access to the very diverse landscape of planetary data, and tools to work with it. We
hope to soon release a beta version of our core modules for PDS data search via downloadable index files
converted to pandas dataframes, and scripted download
and local management of PDS data using patterns similar to the upcoming PDS API of the engineering node.
Once the PDS API is itself out of the ‘alpha’ stage, we
plan on making use of it in the core package as well.
PDS3 data is very heterogeneous, and can be difficult to
read with Python tools without specific knowledge of the
data set. A recently-funded project, the Planetary Data

Reader (pdr, Million et al., this conference) should address this shortcoming, and we expect it will eventually
be embedded into the core planetarypy package as well.
How to get involved: If you’re a Python user, we have
a listing of PlanetaryPy Affiliated Packages that show
good coding practices and good community practices.
We’re also working on developing a core planetarypy
library. The OpenPlanetary Python Slack channel is a
great place to engage with a community of other planetary Python users.
If you are a Python developer looking for ways
to contribute to the planetary sciences, please consider
contributing to our Core Library and Affiliated Packages. There are many ways to contribute to an open
source project outside of just code, a good resource
that lists many forms of contribution is available at
opensource.guide/how-to-contribute.
If you are a Python developer with an existing package that you think others would benefit from, and would
benefit the planetary science Python ecosystem, please
consider applying to be an Affiliated Package.
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THE NASA MARS 2020 MISSION PERSEVERANCE ROVER MASTCAM-Z DATA ARCHIVE. A.M.
Bailey1 , L.K.Mehall1, E.Cisneros1, J.F. Bell III1, K.N.Paris1, E.H. Jenson2, J.N. Maki3, and the Mastcam-Z science
and operations team. 1Arizona State Univ., Tempe, AZ (ambail10@asu.edu); 2Malin Space Science Systems, Inc., San
Diego, CA; 3JPL/Caltech Pasadena, CA
Introduction: The Mastcam-Z instrument [1-3]
onboard the Mars 2020 Perseverance rover is currently
acquiring images in Jezero crater. This instrument is a
multispectral, zoomable, and focusable camera pair
located on the rover’s remote sensing mast (RSM)
[Figure 1]. Each camera has an 8-position filter wheel
and is capable of acquiring color images using Bayer
pattern red, green, and blue (RGB) filters bonded onto
the charged-coupled device (CCD) detector;
multispectral images using six other narrowband filters
(~440 nm to ~1000 nm); or solar images using neutral
density filters. The cameras acquire color, multispectral,
stereo, and panoramic images of the surface and rover
hardware. Mastcam-Z is also capable of taking videos.
This makes Mastcam-Z ideal for investigating
topographic, morphologic, atmospheric, mineralogic,
and physical features of the surface of Mars.

Figure 1: Remote Sensing Mast (RSM) "selfie" acquired
using
the
Mars
2020
Perseverance
SHERLOC/WATSON camera located on the turret at
the end of the robotic arm. This image shows MastcamZ outlined in red mounted on the RSM on Mars.
[SI1_0045_0670932474_015ECM_N0031416SRLC07
021_000085J] [NASA/JPL-Caltech]
Data Acquisition: Mastcam-Z acquires images in
a variety of product types, including: full-frame (1648 x
1200 pixels), subframe, thumbnail, compressed video
groups of pictures (GOPs), and focus merges (z-stacks).

All of these product types can be stored in the camera
Digital Electronics Assembly (DEA). Typically, a full
resolution image is written to the DEA as a raw
uncompressed image that can be later copied to the
rover as a "virtual data product" (VDP) pointer back to
the original DEA image. When queued for downlink,
the VDPs are processed in the rover's computer into
requested data product (DP) format, and then
downlinked by way of orbiter passes using the Deep
Space Network (DSN) [4]. Once images have been
downlinked, they get thoroughly checked for accurate
pointing, metadata, saturation, and data dropouts.
Sometimes partial products come down and have to
be retransmitted on the next sol (Mars “day”).
Reprioritizations can be requested to receive the images
sooner if they are needed for tactical decisions on where
to drive, sample, etc., and recovered images can be
requested in order to acquire an image in a compression
or format that is different from how it was originally
downlinked, as long as it has been stored in raw format
in the DEA. There are four kinds of "level-0" raw data
products: (1) color JPEGs (images & thumbnails); (2)
Losslessly-compressed images; (3) compressed color
videos; and (4) raw 11-bit images [1,5].
Data Products: The Mastcam-Z team at Arizona
State University (ASU) generates radiance (RAD) and
radiance factor (IOF) calibrated data products “level1B” for all applicable observations. Mastcam-Z RAD
products are calibrated using the required calibration
and processing algorithms outlined in Figure 2.

Figure 2: Flowchart of the Mastcam-Z radiometric
calibration pipeline [2].
Calibration target (cal target) images are
periodically acquired near-in-time to most multispectral
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image sequences and used in nominal calibration.
Mastcam-Z has a primary and a secondary cal target
[Figure 3]. The primary is used to verify and validate
preflight calibration while on the surface as well as
tactical conversion from radiance to reflectance. The
secondary cal target is used to affirm the results of the
primary in calibration as well as to monitor dust buildup
[4,6].
Data quality information is captured and stored in
the attached Object Descriptive Language (ODL) label
and is used for calibration efforts and tracking issues
within the image products themselves. Images that are
missing key metadata among other issues are not
calibrated because their products could be misleading
and inaccurate.

Figure 3: Mastcam-Z primary and secondary calibration
targets located on the rover deck. Image taken by the
Mastcam-Z left camera.
[ZL0_0046_0671018979_320EBY_N0031416ZCAM0
3011_0480LMJ] [NASA/JPL-Caltech/ASU]
Archive: All Mastcam-Z data products will be
available through the Planetary Data System (PDS). The
ASU team archives RAD and IOF data products in the
form of .IMGs. Derived atmospheric properties like
opacity are also archived in the form of an ASCII table.
The archive will also include pre-flight calibration data
acquired during ATLO testing, as well as cruise data
products [7]. All other products, including tacticallygenerated Mastcam-Z data products not archived by the
ASU team will be archived in the PDS by the JPL Mars
2020 Project's Instrument Data Subsystem (IDS). The
ASU team acquires the raw and IDS generated
experimental data records (EDRs) which go through the
Mastcam-Z-team developed RAD and IOF pipelines.
Once complete, they get an external Extensible Markup
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Language (XML) label generated for PDS4-compliant
archiving. These products, consisting of the .IMG with
attached ODL label and the XML detached label, are
then thoroughly vetted through a series of image and
label checks. The attached ODL and detached XML
labels have individual tools that check the product
validity and compliance to PDS4 requirements. All the
images are thoroughly vetted by Mastcam-Z personnel
and the product data quality is cataloged for the
Mastcam-Z science team and public use of the image
products. The filenames, label values, and label
keywords are all vetted before archiving to ensure high
quality products reach the hands of archive users.
The first Mastcam-Z archived images will be
released
to
the
public
via
the
PDS
(https://pds.nasa.gov/) in August of 2021. This release
will include data products for sols 0-89 and are expected
to reach an estimated data volume of 31GB.
Acknowledgments: The PDS validate tool for
PDS4 XML labels is used for XML label validation
https://nasa-pds.github.io/validate/
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Rev 217, 29 (2021). https://doi.org/10.1007/s11214021-00795-x. [3] Farley, K.A., et al. Space Sci Rev
(2020) 216:142 (2020). [4] Bell, J.F. et al., Mars 2020
Mastcam-Z Investigation Experiment Operations Plan
(EOP) v3.1, (2018) JPL D-101346.
https://doi.org/10.1007/s11214-020-00762-y. [5]
Malin, M.C. et al. (2013). Mars Science Laboratory
Project Software Interface Specification (SIS).[6]
Kinch, K.M., et al. Space Sci Rev 217, 46 (2021).
https://doi.org/10.1007/s11214-021-00828-5. [7]
Mehall, L. K., et al., (2019) 4th Planetary Data
Workshop Abstract #7060.
Additional Information: For more information on
Mastcam-Z images, publications, and the team, check
out https://mastcamz.asu.edu/ .
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TOWARDS A TERRESTRIAL ANALOGS DATA PORTAL: USE CASES AND REQUIREMENTS. D.M.H
Baker1, M.E. Rumpf2, M.A. Hunter2, L.P. Keszthelyi2, J.A. Richardson1.3, P.L. Whelley1,3, N.M. Schmerr3, K.E.
Young1. 1NASA Goddard Space Flight Center, Greenbelt, MD 20771 (david.m.hollibaughbaker@nasa.gov), 2U.S.
Geological Survey Astrogeology Science Center, Flagstaff, AZ 86001, 3Univ. of Maryland, College Park, MD 20742.
Introduction: Terrestrial analog field data are
important for ground-truthing and testing hypotheses on
a range of scientific and technical topics in planetary
science and exploration. Due to their interdisciplinary
nature and intersection with both the Earth and
planetary sciences, analog field data do not fit easily into
traditional Earth science or planetary science archives
or repositories, causing most data to reside with
individual researchers or in disparate locations,
hindering both accessibility and discoverability. A
recent survey conducted by the USGS Astrogeology
Science Center [1] and the final report of the Planetary
Data Ecosystem (PDE) Independent Review Board
(IRB) [2] emphasize a need to establish and maintain
the ability to serve, preserve, and link to the diverse and
extensive terrestrial analog field data produced by
NASA programs.
To this end, the USGS Astrogeology Science Center
has been working to establish a Terrestrial Analog Data
Portal (TADP), with the goal to open it as a data
repository of terrestrial analog field data for all NASAfunded researchers [3]. Recent collaboration with
NASA-funded research teams have provided valuable
use cases to test ingestion and refine requirements for
TADP. We summarize the technical foundation for such
a portal and list findings from use cases that can feed
into future requirements and best practices.
Terrestrial Analog Data Portal (TADP): The data
portal is founded on the USGS ScienceBase Catalog,
which is built on open standards for metadata, with an
item core based on the Dublin Core Metadata Element
[4]. ScienceBase shares geospatial data via Open
Geospatial Consortium (OGC) standards and common
commercial formats, and can also link to data hosted by
other institutions. Key elements of ScienceBase include:
1) A data cataloging and collaborative data management
platform; 2) Central search and discovery application;
3) Web services facilitating other applications; and 4)
Research community catalogs.
ScienceBase items use persistent and unique URLs
and are accessible through an application programming
interface (API). The core functionality is also enhanced
with custom extensions (e.g., ArcGIS REST Service).
Further, the USGS ScienceBase Catalog serves as a
Trusted Digital Repository, with long-term preservation
provided by the USGS Core Science Systems and meets
all the legal and functional requirements for NASA
terrestrial analog data management.

Use Cases: The TADP is in its early stages of
implementation. To further refine the requirements for
TDAP and to fulfill recognized needs for preservation
and public access to data products, the USGS is actively
working with two groups of field analog researchers, the
NASA Goddard Instrument Field Team (GIFT) and the
SSERVI GEODES team.
The NASA GIFT team has conducted a range of
field investigations and collected a range of data types
over the past few years, including LiDAR, hXRF, UAS,
GPR, and dGPS, as well as field samples with followon laboratory analyses. GEODES is specifically focused
on the acquisition of geophysical field data, including
seismic, GPR, magnetics, and gravity.
The GIFT and GEODES teams are currently
preparing a number of data collections for archiving and
working with the USGS TADP to ingest and release
these data to the public. In doing so, the teams continue
to identify a number of considerations for further
development of the TADP and for community best
practices in the management of field analog data:
1) Metadata and Documentation: Quality metadata
and documentation is essential for making any data
archive accessible, discoverable, and usable. TADP
uses open metadata standards and provides a set of
minimum requirements for ingestion of data into the
repository. ScienceBase also provides a metadata
wizard that facilitates formatting and validation of
metadata files.
While the minimum metadata requirements
facilitates ingestion into TADP, in practice, making the
data useable to a researcher unfamiliar with the field
environment and data acquisition requires more
thorough documentation and metadata definition. For
example, GEODES and GIFT teams have developed
ReadMe templates that seek to capture a number of
common and critical elements to describe both the field
expedition, data archive structure, data collection
methods, and format, uage considerations, and other
important information. Expanding the set of
recommended metadata elements and documentation in
the TADP data repository would enhance user
understanding and usability.
2) Processing Levels: Human collection of field
measurements using diverse field instruments and postprocessing procedures ensures that each dataset will be
unique to each field team and site. We have found it
important to clearly structure and document the archive
levels to elucidate understanding of the types of data
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reduction methods. We follow basic PDS4-type
processing levels: Raw, Processed, and Derived. Having
both raw and processed data ensure that potential data
user needs and understanding are met. Proper
documentation is critical for a user’s understanding of
the data types.
3) Linkages to external data sources: For a number
of reasons, projects may find it preferable to host data at
an institutional repository or other community
repository. There are also data already ingested in
individual repositories. To enable a comprehensive
search and discovery of these external sources, a
primary repository must be able to discover and register
these data sources and bring them into the search
system.
TADP allows linkage to these datasets. GEODES
and GIFT teams are testing both direct archiving and
external linkage scenarios. An immediate issue linking
to external archives is the variability in metadata and
standards (or absence thereof). A community agreedupon set of best archiving practices would help to align
other repositories with TADP.
4) Geospatial search and discovery: The GEODES
team found great value in enabling GIS-based search
through selectable shapefiles of observation locations
that link to the archive landing pages. TADP enables a
geospatial search and retrieval through its GIS web
extensions. This is enabled by complete capture of
metadata and supplemental data (e.g., shapefiles of
observation locations). Making geospatial search
operable with external data sources where the metadata
are insufficient is a challenge that could be rectified by
community adoption of best practices.
5) Common dictionaries: Analog data do not have a
common dictionary of metadata attributes and syntax
for use of the variety of field environments and
measurements. As a result, while data may be internally
consistent within a field team, different teams often use
different nomenclature for the same features, processes,
and measurements, etc. This greatly complicates search
and discovery across the repository. The community
should consider how a common dictionary would be
developed and maintained at a reasonable level of effort.
6) Linkages to field samples and laboratory data.
Field measurements are often accompanied by collected
field samples and follow-on laboratory measurements
of these samples. Linkages to digital measurements or
published results is more tractable than with physical
samples. Proper planning prior to field acquisition is
required to capture common metadata threads to enable
linkages between data types. Most commonly, these can
be geospatial or temporal stamps or naming conventions
and metadata tags can also assist. Again, a set of best
practices is needed to guide future field teams.
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7) Linkages to the broader Planetary Data
Ecosystem (PDE): A future goal of the TADP should be
to be plugged into the larger PDE, including planetary
mission data and sample/lab repositories and services.
8) Low barrier to data management: Keeping the
barriers to data management low increases the
likelihood that more researchers will add to the
repository. Indeed, one of the findings of the PDE IRB
was the significant cost and time spent on archiving in
formal archives such as the PDS. A balance must be
made between data quality and the effort involved in
data preparation and archiving. The ScienceBase
Catalog is being developed and enhanced to facilitate
depositing of data by individual researchers and teams.
9) Data format and size: The diversity of field
measurement types and volumes requires the ability to
accommodate a range of formats and sizes. For
example, data can range from kilobyte csv files to
LiDAR point clouds tens of gigabytes in size.
10) Citability and data accumulation: Citable data
sources are now required for a number of journals prior
to publication. TADP provides DOIs to data collections
that satisfies this requirement. Further, as field
expeditions often span multiple years, the ability to add
to update collections of data are needed.
State of TADP and Future Development: TADP
provides a solid foundation for growing a much needed
repository for terrestrial analog field data. Our use cases
show that there are a multitude of considerations that
should be translated to requirements for maximizing the
data portal’s potential and ability to meet the needs of
the community. A field analog community group that
develops and promotes best practices for metadata,
standards, data formats, and documentation is essential
to further the goals of TADP.
Further, as a terrestrial analogs data repository
grows and is recognized as an important service,
sustaining it will require a commitment and support
from NASA. We hope that TADP can serve well into
the future to ensure that the full scientific return on
investment from terrestrial analog field data is realized.
Acknowledgments: This work was supported by
the SSERVI GEODES, NASA GIFT ISFM, and USGS
Astrogeology Science Center under an interagency
agreement with NASA.
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Introduction: During 2020, when the world was
shut down due to the pandemic, the Planetary Science
Archive (PSA) [1] [3] Team has worked hard to release
two brand new interfaces for the Planetary Science
Archive, combining better user experience through
2D/3D interactive interfaces with stronger scientific
exploitation thanks to the computation of key
instrument and geometrical parameters from the
relevant ESA planetary data. The release finally
happened on Dec 16th.
We present here the main use cases and the
architecture of both the 3D Interface for Comet 67P/Churyumov-Gerasimenko and the 2D Map View for
Mars.
67-P/Churyumov-Gerasimenko 3D Interface: The
Rosetta 3D Shape Model interface developed for the
PSA has been designed with the user experience in
mind. Considering the irregular shape that has been
observed by Rosetta, 3D visualization is considered a
more natural way to discover and retrieve all 67P/Churyumov-Gerasimenko observations from the
relevant instruments (NAVCAM, OSIRIS, VIRTIS,
ALICE and MIRO). The new interface also adds
scientific value by combining a visual 3D experience
with a new set of instrument/geometrical key data.
The user interface (Figure 1) has been
developed in Java, using the Vaadin framework.
Three.js libraries have been embedded into Vaadin for
a superlative graphical experience.

Figure 1: Shape model of comet 67-P/ChuryumovGerasimenko shown in the new 3D Interface for the Rosetta
mission.

In the initial view upon opening the interface,
the user is presented with the interactive 3D shape
model of the comet. The user can zoom and rotate the

model, and select any region of interest on the shape
model itself to retrieve the associated observations. At
the same time, the algorithm retrieves all products from
the different instruments from the database, that match
the selected region of interest plus the
instrument/geometrical parameters selected in the filter
menu. All the products matching the selection are
provided to the user in the table view shown in Figure
2. In the second scenario, the user can select any product
of interest from the table view and this will be drawn as
a set of facets (small triangles) on the shape model itself,
revealing its location and extent of the observation
(Figure 2).

Figure 2: Navcam observation of
Gerasimenko, big portion of small lobe.

67-P/Churyumov-

We were able to achieve low latency for both use cases,
thanks to the fact that the association between facets and
products is pre-calculated, using as input the key
observing parameters and characteristics of each
instrument.
Precomputation is done through a command-line
script that is executed on all the observations of the
Rosetta instruments. This executable considers the FOV
of each instrument to calculate the facets of the shape
model belonging to each product.
This information is stored in the database for faster
retrieval before projecting the field of view of one
product to the 3D shape model.
2D Map Interface for Mars: The new PSA
supports Geographical Information Systems (GIS) by
implementing the standards approved by the Open
Geospatial Consortium (OGC). Integrating GIS in the
PSA facilitates the users in handling and visualising the
many products stored in the archive which have spatial
data associated.
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To guarantee homogeneity and to allow direct
comparison between all instruments from different
missions that have observed Mars, ESA has developed
GEOGEN [2], a SPICE based command line interface to
compute the observation geometry parameters and
footprint associated to PDS observational data products.
This development was done in collaboration with
SpaceFrog Design.
The result is a 2D Mars Map Interface where users
can access, query and discover Martian observations
through the many instrument/geometrical parameters
available and through the interactive 2D Map View
(Figure 3).

Figure 3: Mars observation from MEX HRSC instrument.

GEOGEN gets as input specific products metadata, the
type of instrument (frame, line, point detector) and
relevant
SPICE kernels to compute multiple
geometrical parameter for each product. Footprints are
generated and stored in the DB as standard OGC Simple
Feature Geometry objects. All this information is
ingested in the PSA postgresSQL/PostGIS database for
easy access. PostGIS is a spatial database extender for
PostgresSQL object-relational database. It adds support
for geographic objects allowing location queries to be
run in SQL.
Geoserver is the PSA open source server of
choice for sharing geospatial data. All the relevant
metadata are exposed to the Java based user interface
through Geoserver, and eventually other tools like
QGIS for the benefit of the scientific community that
could use WFS/WMS calls to get the information.
The overall architecture has been designed
with scalability in mind, in order to be able to extend the
use cases and use the same workflow for other planets
and small bodies of the Solar System that will be
observed by ESA planetary missions.
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Introduction: Missions delivering PDS4 data to
the ESA Planetary Science Archive (PSA) [1] use an
operational approach. Rather than collecting and preparing an archive of data for a given period (e.g.
months), data products are produced and archived regularly. The challenges of ensuring technical and scientific validation, as well as data integrity and completeness, in such an operational archive are discussed
here.
Data processing for BepiColombo:
For the
ESA/JAXA BepiColombo mission, raw products are
generated from telemetry after each ground-station
pass, using either software developed by the Science
Ground Segment (SGS), or code provided by the instrument teams and integrated using Docker. Higher
level processing pipelines are required to use PDS4
products as inputs to ensure traceability through the
different processing levels. After reception by the SGS,
the key product meta-data are registered in a database
(e.g. LID, instrument name, start/stop times, etc.) and
the products stored in the mission repository. At the
same time, these products are sent to the Planetary Science Archive (PSA) for ingestion.
Benefits and challenges: The operational archive
concept has the advantage that usable data products are
generated very soon after the reception of telemetry. As
a consequence, the BepiColombo science team is much
more likely to use the archive products for their analysis, rather than generating a separate science product,
and leaving archive product generation until later in
the data life-cycle, as in some previous planetary missions. This gives a first level of validation simply because many more users are rapidly inspecting the data.
This is amplified, in the case of BepiColombo, by the
use of the Quick-Look Analysis (QLA) System, described below.
On the other hand, additional complexity is also introduced due to several aspects: (a) several versions of
a product can be generated, some of which are incomplete - this must be carefully managed and communicated; (b) data received with high latency may appear
“missing” from the archive in completeness checks; (c)
data products can and do evolve during the mission
and the archive and documentation must carefully

track these changes. Indeed it is expected that products
evolve through several versions of the PDS information model during the mission lifetime.
Of course the operational nature of the archive is
mainly for the benefit of the instrument teams – by the
time data are publicly released, they should be properly
technically and scientifically validated.
The Quick-Look Analysis system: One of the
primary benefits of the operational archive is that nearreal-time visualisation of the data products can be performed, for engineering, science and data-quality purposes. The Quick-Look Analysis (QLA) web application developed by the SGS includes generic functionality for checking pipeline logs, telecommand history,
telemetry events etc. It also includes instrument-specific visualisations customised to the instrument team’s
requirements, and built on top of the PDS4 archive
products. This allows SGS and instrument team users
to rapidly check their instrument health and data quality and start to understand their science data.
Collaborative functions include sharing of specified
data with the entire science team, and a Science Analysis Forum (SAF) which centralises and preserves scientific discussion. This combination is designed to enhance the collaborations necessary to successfully fulfil the science goals of BepiColombo, which requires a
data-driven strategy for (re-)planning due to the short
mission duration.
SAF discussions can be initiated directly from the
QLA by choosing a region of interest in a plot, image,
spectrum or other visualisation. The forum post will
automatically include a snapshot of the data visualisation, a link back to the QLA, and a set of derived metadata including the ROI, spatial and temporal coordinates etc. This enables the scientific discussion to be
placed into context and allows search in both time and
space.
Archive data validation: There are several ways
in which the archive products are validated, at different
points in their life-cycle. To begin, all generated
products are checked for technical validity using the
SGS-developed PDS4 Packager. This wraps the NASA
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PDS validate tool along with pre-configured dictionaries, enforces the dictionary stack used for each
product, and adds additional mission-specific checks
(for example – do the product start time and the specified mission phase correspond to each other?).
The second level of validation is performed by the
SGS and instrument teams who regularly check the
key housekeeping and science data via the QLA. This
allows a human inspection of both data quality, completeness and scientific validation. Although this is not
performed completely systematically, it provides a
powerful way to find anomalies and interesting events.
When technical issues are found – which could be related to the instrument or the data processing – issue
reports are raised and tracked to resolution.
Completeness checks are also performed periodically. Because the SGS hosts a copy of all telemetry
packets, ingested into a database, it is straightforward
to answer questions such as “do we have PDS4
products for each date when science packets were received”.
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More detailed checks, taking into account the telecommand history and knowledge of the instrument operations are being considered. These would compare
telecommand parameters and instrument modes to generated products to ensure that the correct number and
type of products are produced. Figure 1 shows an example of a dashboard combining shared plots from
various instruments active during the Earth flyby in
April 2020. Since these data are plotted directly from
archive products, immediate scientific validation is
possible.
Currently it is planned to add more instrument data
visualisations and a first version of the SAF during
2021, when the second Venus and first Mercury flybys
will take place.

References:
[1] Besse, S. et al. (2018) Planet. Space Sci. 150,
131-140.

Figure 1: A snapshot of a QLA dashboard showing interactive plots of data acquired during the BepiColombo Earth
flyby. All data are read “on the fly” from PDS4 products.
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Introduction: With new missions being selected,
missions moving to post-operations, and missions
starting their journey to various targets in the Solar
System, the European Space Agency’s Planetary
Science Archive [1] (http://psa.esa.int) (PSA) is in
constant evolution to support the needs of the projects
and of the scientific community.
Geometry as a key input for users: While
analysing the various services that the PSA already
offers, geometrical information was lacking in many
ways. Feedback received by the users and the PSA User
Group pointed to improvements in this area.
During the past years, the PSA structured its internal
architecture to provide excellent services to the
community. Through external partnership [2], we
developed the GEOmetry GENerator that allows a
consistent way of deriving geometrical information.
This input provides a solid foundation to develop
Geographical Information System (GIS) services into
the PSA. At the end of 2020, the PSA released its 3D
and 2D interfaces for Mars Express and Rosetta [3,4],
providing a new generation of geometrical services.
Although currently focused on Mars and comet 67P/CG, our architecture enables a rapid growth to support in
particular BepiColombo and JUICE.
High level products through the Guest Storage
Facility: One of the other new service provided to the
scientific community recently is the Guest Storage
Facility (GSF), which allows users to store derived
products. Products such as geological maps, Digital
Terrain Models, new calibrated files, and others can be
stored in the GSF in the format most used by the users.
The philosophy of the GSF service is to impose
minimum requirements on the data producers, while
delivering maximum usability to the end users. Various
products related to Titan and Mars are available in the
GSF. Products related to the Moon, comet 67P/C-G and
other targets are in preparation. Contact us to preserve
your science!
Interact with the PSA and expect more in the
years to come: The PSA aims to build on the previous
development to further enrich its services. New GIS
interfaces related to Phobos, the Moon and Mars are in

development to facilitate the searching capabilities on
those targets. In parallel to those major developments,
new functionalities will be developed to support ESA
missions, in particular ExoMars [5,6], Mars Express [7],
and BepiColombo [8].
At the PSA we constantly interact with our users to
ensure that our services are in line with the expectations
and needs of the community (despite massive
disruptions in 2019 and 2020). We encourage feedback
from community scientists through:
• PSA Users Group: A group of scientific experts
advising the PSA on strategic development;
• Direct interactions: Scientists from the PSA are
available and eager to receive your comments and
suggestions;
• ESA missions: If you are part of a mission
archiving its data at the PSA, tell us how your data
should best be searched and used.
Acknowledgments: The authors are very grateful to
all the people who have contributed over the last 18
years to ESA's Planetary Science Archive. We are also
thankful to ESA’s teams who are operating the missions
and to the instrument science teams who are generating
and delivering scientific calibrated products to the
archive.
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Science, 10.1016/j.pss.2017.07.013, ESA's Planetary Science
Archive: Preserve and present reliable scientific data sets.
[2] Manaud, N. et al., GEOGEN: A new approach and tool
for computing the geometry metadata of ESA’s PSA
observational data products, this conference.
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for legacy science
[5] Lim, T. et al., An update on the EXOMARS 2022 rover
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Introduction:
The Planetary Data Ecosystem
(PDE) Independent Review Board (IRB) was chartered
by NASA in the fall of 2020 to conduct a wholistic
review of the Ecosystem with the goals of “defining the
full environment, identifying missing or overly
redundant elements, and providing findings and
prioritized recommendations.” Five months of
gathering and thoroughly discussing input has
culminated in the 67 Findings and 65 Recommendations
presented below.
Review process: The scope of the Planetary Data
Ecosystem is broad. It encompasses not only the full
landscape of science data gathered by researchers using
land- and space- based instruments, telescopes, lab and
in-situ experiments, observation missions, etc., but also
the full range of tools used for search and discovery,
data analyses, data reduction pipelines, modeling and
simulation tools, and other software or firmware tools
used by researchers to locate, calibrate, manipulate, and
analyze
these
data.
The IRB repeatedly returned to the inextricably
interconnected concepts of data preservation, data
discoverability and data usability. Without preservation,
data are irrevocably lost, however, and equally critical,
data gathered and preserved without regard to future
discoverability and usability in mind renders the data
unavailable
for
use.

•

•

•

Findings and Recommendations: Findings and
Recommendations fall into three broad categories: the
continued strategic development of the overall
Ecosystem; barriers to data preservation; and barriers to
access, usability and development.

Foster the strategic development of the
Planetary Data Ecosystem to build upon NASA’s
investment in the Planetary Data System (PDS) and
address the presently unmet usability and data
archival needs of the planetary science community.
This development includes ensuring that a standing
assessment or analysis group exists for the
Ecosystem. The group will help ensure that the
concept of the Ecosystem is well communicated to
the community, and that the needs of the
community are clearly communicated to NASA. It
is imperative that this group be broadly
representative of all aspects of the user and
developer community. This group is essential to
help NASA continue to refine the full scope of the
Ecosystem, to take the recommendations of this
IRB and develop a long-term strategy, and to
provide guidance as circumstances and knowledge
evolve.
Address barriers to data preservation, including
two time-critical needs, planetary radar data and
returned sample data. Although the overall intent of
this group of Recommendations is to prioritize
development of a community strategy, these two
data preservation needs are considered more critical
and should take precedence over the many
additional preservation needs expressed by the
community.
Address barriers to the use of planetary data
and future development around these data.
Multiple structural and technical factors limit the
degree to which planetary data is Findable,
Accessible, Interoperable, and Reusable (FAIR).
Many of these findings echo those from previous
assessment reports and most affect the broad range
of Ecosystem data users. These barriers have a
particularly strong effect limiting the usability of
planetary data for some of the most data-intensive
efforts, including those working in machine
learning, artificial intelligence, and other advanced
analytics methods. These barriers significantly
limit the scientific return on investment for the
resources spent on acquiring planetary data.
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Prioritization: Our Recommendations have been
prioritized; all three groups of recommendations are of
equally high priority. Priority order need not be the same
as implementation order. All the recommendations are
considered high-priority, and some (the “low-hanging
fruit”) will be easier and faster to achieve than others.
Therefore, the IRB envisions that a reasonable path
forward might involve addressing high-priority and
lower-priority recommendations from each group
simultaneously.
Among
the
highest
ranked
recommendations are:
• NASA should ensure that a sustained, communityled coordinating organization for the PDE exists
that mirrors the other Planetary Assessment or
Analysis Groups (AGs), reports to the Planetary
Science Advisory Committee, and meets regularly.
• NASA should proceed with developing the concept
of the Planetary Data Ecosystem so that the
usability and archival needs of the entire planetary
sciences community—all people, professional or
amateur, who produce, provide, and/or use data—
are better met.
• NASA should establish an archive for planetary
radar data either within the PDS Small Bodies Node
or separately. This archive should facilitate
preservation and usability of data at all processing
levels by preservation of data processing
procedures (or software). Because of the unique
situation of Arecibo Observatory, time is of the
essence to preserve the data and prevent
irretrievable loss.
• NASA should establish a requirement for the
preservation of mission-supported laboratory
analyses of returned sample material that makes the
information accessible to the planetary science
community. Time is of the essence to establish
these requirements, as NASA will receive the
largest sample return since Apollo in approximately
two years.
• NASA should treat mission data archival as a
system engineering concern by including early
funding for mission data acquisition, processing,
and archiving of data and foundational data
products (including cartographic products, data
acquisition contextual information, coordinate
system standards, etc.) so that they are planned well
in advance of data acquisition.
• NASA should develop outreach to user
communities within the Planetary Data Ecosystem,
assess user needs, and develop focused educational
and documentation materials that meet highestpriority needs.
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•
•
•

PSA Users Group: A group of scientific experts
advising the PSA on strategic development;
Direct interactions: Scientists from the PSA are
available and eager to receive your comments and
suggestions;
ESA missions: If you are part of a mission
archiving its data at the PSA, tell us how your data
should best be searched and used.

Conclusion: The data gathered by the planetary
sciences community is humanity’s treasure. Along with
NASA, and all elements of the Planetary Data
Ecosystem, it is our responsibility to preserve and
ensure its present and future usability.
Acknowledgments:
The
Planetary
Data
Ecosystem (PDE) Independent Review Board (IRB) is
the joint effort of numerous persons. The authors
acknowledge the support from all the members during 5
(virtual) months.
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The Parameter Value Language (PVL) is a markup
language [1], similar to XML, JSON, and others. It
is commonly employed for data archived under version
three of the Planetary Data System (PDS) used by NASA
to archive mission data, among other uses. Although
this is often referred to as PVL, in truth, the ‘PVL-text’
archived under PDS3 is a restricted version of the Object Description Language (ODL)[2] which is a subset of
PVL.
This Python PVL package (pvl) supports both encoding and decoding a variety of PVL ‘flavors’ including
PVL itself, ODL, NASA PDS 3 Labels, and USGS ISIS
Cube Labels. It is also a PlanetaryPy [3] affiliated package.
The pvl GitHub repository can be found here:
https://github.com/planetarypy/pvl, and
the documentation can be found here: https://pvl.
readthedocs.io/.
History: The Python pvl library was initially written
by Trevor Olson and released as verison 0.1.0 in 2015.
Trevor and others continued to work on this version of
pvl for the next two years through version 0.3.0 in 2017.
It was a very stable library, and was used by many Python
developers in planetary sciences.
Over the winter of 2019-2020, as the PlanetaryPy
Project began to revive itself, the codebase was revisited,
and engineering was performed to modernize the Python
under the hood to make the library more robust. Since we
knew there was so much existing code that already used
pvl we were (hopefully) careful not to break anything
that was working, but also implement some new features.
In some cases this ended up breaking some downstream
code, but that was because that code had to patch pre-1.0
pvl to get it to work, and now their additional patching
wasn’t necessary with the new architecture and features.
All of this work led to the 1.0.0 release in August
2020, and pvl is now at verison 1.2.0 as of March 2021.
Basic Usage: The pvl library uses a pattern or API familiar to users of the Python standard library json module. When PVL-text in the form of a file or a string is “decoded” the pvl library returns a dict-like container that
preserves ordering as well as allows multiple values for
the same key. It provides similar semantics to a list of
key/value tuples but with dict-style access.
Decoding is primarily done through pvl.load()
for file-like objects and pvl.loads() for strings, and
even pvl.loadu() for reading PVL-text from a URL
resource.

>>> import pvl
>>> module = pvl.loads("""
...
foo = bar
...
items = (1, 2, 3)
...
END
... """)
>>> print(module)
PVLModule([
(’foo’, ’bar’)
(’items’, [1, 2, 3])
])
>>> print(module[’foo’])
bar

You may also use pvl.load() to read PVL-text
directly from an ISIS image which begins with PVL text.
Similarly, encoding Python dict-like objects
as PVL-text is done through pvl.dump() and
pvl.dumps().
The intent is for the loaders (pvl.load(),
pvl.loads(), and pvl.loadu()) to be permissive,
and attempt to parse as wide a variety of PVL-text as possible, including some kinds of ‘broken’ PVL-text (that
doesn’t conform to any known standard, but is close
enough).
On the flip side, when dumping a Python object to
PVL-text (via pvl.dumps() and pvl.dump()), the
library will default to writing PDS3-Standards-compliant
PVL-text, which in some ways is the most restrictive,
but the most likely version of PVL-text that you need if
you’re writing it out (this is different from pre-1.0 versions of pvl).
You can change this behavior by giving different parameters to the loaders and dumpers that define the grammar of the PVL-text that you’re interested in, as well as
custom parsers, decoders, and encoders.
Installation: The pvl module can be easily installed
via pip install pvl or conda install pvl.
Returned Values: In general, the pvl loaders return a
dict-like with objects from the Python standard library.
The PVL specifications have patterns that allow the loaders to return data as Python strings, sets, lists, ints, and
floats. However, there is at least one PVL-text construct
that Python doesn’t have a standard library object for,
and that is quantities. PVL-text can provide a value with
an associated unit. By default, the pvl loaders return
that as a pvl.collections.Quantity that is just
a Python namedtuple with a value and a unit parameter.
However, there are 3rd party Python packages
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like astropy and pint which have very smart mechanisms for “quantity” objects.
The pvl package allows you to specify an alternate to the default pvl.collections.Quantity object via the
quantity cls argument to a decoder constructor
(more information can be found in the pvl documentation), and when it comes across a PVL ”quantity” (number with a unit) it will return them in the dict-like as
astropy.units.Quantity or pint.Quantity
objects, as requested.
Similarly, converting all “real” numbers from the
PVL-text to Python float objects may alter their precision, and so there is also a real cls argument to
the decoders that could take an object like Python’s
decimal.Decimal object, such that precision of the
value in the PVL-text can be preserved.
Utility Programs: The pvl library also provides some
command-line utility programs to work with PVL-text.
The pvl translate program will read a file with
PVL-text (any of the kinds of files that pvl.load()
reads, including ISIS files) or STDIN and will convert
that PVL-text to a particular PVL dialect of your choosing (or JSON). It is not particularly robust, and if it cannot make simple conversions, it will raise errors.
The pvl validate program will read a file with
PVL-text (any of the kinds of files that pvl.load()
reads) and will report on which of the various PVL dialects were able to load that PVL-text, and then also reports on whether the pvl library can encode the Python
Objects back out to PVL-text. You can imagine some
PVL-text that could be loaded, but is not able to be written out in a particular strict PVL dialect (like PDS3 labels).
Conclusion: The change to PDS4’s XML-based label
model may reduce the need for PVL-text parsing (which
is good, PVL-text isn’t a particularly great markup language), but there is still a tremendous amount of data out
there in a PVL-text structure, and hopefully this Python
pvl library will help you work with that data.
References: [1] Consultative Committee for Space
Data Systems. Parameter Value Language Specification
(CCSD0006 and CCSD0008). Blue Book. June 2000.
URL : https : / / public . ccsds . org / Pubs /
641x0b2 . pdf. [2] “Object Description Language
(ODL) Specification and Usage”. In: Planetary Data
System Standards Reference. Ed. by Planetary Data System. 3.8. Jet Propulsion Laboratory, California Institute of Technology, 2009. Chap. 12. URL: https :
/ / pds . nasa . gov / datastandards / pds3 /
standards/sr/Chapter12.pdf. [3] K. Michael
Aye et al. “The PlanetaryPy Project”. In: Planetary Data
Workshop. 2021.
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THE CHEMIN DATABASE: A COLLABORATIVE TOOL FOR MINERALOGY AND PLANETARY SCIENCE. D. F. Blake1, T. F. Bristow1, B. Lafuente2,3, R. T. Downs4, G. Downs2, P. Sarrazin2,3, N. Stone5.1Exobiology
Branch, MS 239-4, NASA Ames Research Center, Moffett Field, CA USA (david.blake@nasa.gov; 650-604-4816);
2
SETI Institute, Mountain View, CA USA; 3eXaminArt LLC, Mountain View, CA USA; 4Department of Geosciences, Univ. of Arizona, Tucson, AZ USA; 5The Open Data Repository, Main, MA, USA
Introduction: The CheMin X-ray Diffractometer
(XRD) onboard the Mars Science Laboratory (MSL)
rover Curiosity is the first crystallographic instrument
deployed on another planet. The CheMin database [1],
published using the Open Data Repository (ODR) [2],
is a living repository of CheMin and related MSL data
integrated with tools and procedures for visualization
and analysis. The goal is to give researchers, students,
and educators the ability to reduce, analyze, and interpret CheMin mineralogical data from ~3.7-billion-yearold sediments drilled from lake deposits in Gale crater,
Mars.
CheMin: The first X-ray Diffraction instrument
to analyze rocks and soil on another planet: The CheMin instrument on the MSL rover Curiosity [3] determines the mineralogy and elemental composition of
powdered Martian soil and rock using XRD. As the first
crystallographic instrument flown in space, CheMin’s
mineralogical analyses have revolutionized our understanding of early Mars [4]. CheMin data have proven
key in reconstructing ancient habitable surficial environments on Mars, preserved in ~3.7 Ga fluvial-lacustrine strata at Gale crater. The mineralogy and compositions of primary detrital minerals in these sediments
provide novel insights into the nature of martian igneous
rocks and styles of volcanism. Evidence of syn-depositional, early diagenetic and late-stage diagenetic aqueous alteration influencing these rocks is recorded in the
secondary minerals they contain. The mineral abundances and compositions determined from CheMin
comprise the only full mineralogical data set for Mars
surface materials that is currently available.
Data Archiving: During a mission such as MSL, all
data from the Curiosity rover are archived in the Planetary Data System (PDS) for use by the broader planetary
science community. However, data archived in the PDS
are relatively difficult to access except by those knowledgeable of the system. The result is that most of the
MSL publications are authored by the science teams
themselves. Indeed, even these papers and the data contained in them are generally only available to individuals who belong to a research university or institution that
has paid a subscription fee to the publisher. Papers written by the planetary science community at large commonly reanalyze data published in science team papers

or PDS “reduced data records” created by the science
teams, not the original raw data. This is the result of:
1.
2.

3.

Complexity associated with finding / downloading instrument data from the PDS,
Lack of access to the software tools necessary
to create “reduced data records” from the original “engineering data records” (the raw data)
and,
Lack of access to either the software packages
necessary to analyze the data, or to the databases of reference standards or terrestrial analogs useful for interpreting the results.

The CheMin Database: As summarized by an
American Mineralogist “Highlights and Breakthroughs” article [5], “….The mineral abundances and
compositions determined from MSL Curiosity CheMin
data are the most complete mineralogical data set for
Mars surface materials until a Mars Sample Return mission (MSR) which is still at least a decade away.”
A primary goal of the CheMin science team has been
to ensure that all of CheMin’s raw data are readily available to the planetary science and education communities. To that end, data collected by CheMin on Mars including contextual information, XRD patterns, images
and geochemical data can be downloaded from the CheMin ODR database [1], analyzed with cloud-based software [6], and reinterpreted by anyone with access to the
web, without the need for proprietary analytical software or mineralogical databases.
Infrastructure: The CheMin Database uses the Open
Data Repository (ODR) [2], a universal data publication
platform supported by NASA through the Astrobiology
Habitable Environments Database (AHED) project
[7,8]. The ODR platform is an open-source, data storage
and data publication system that supports the use of
metadata standards, templates for rapid dataset design
and construction, diverse display and data interaction
capabilities, and the ability to integrate plug-in applications for data analysis.
Database structure. Each data record in the database
includes:
1.
2.

Sample description;
Interactive XRD and XRF patterns with associated metadata and downloadable files;
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3.
4.
5.

6.
7.
8.
9.
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Mineral abundances derived from diffraction
data;
Access to the library of CIF files used in diffraction pattern analysis;
Links to raw data and results from other MSL
instruments (such as elemental composition
data from APXS) for each of the samples analyzed by CheMin;
Library of downloadable open source references publications associated with each analysis;
Access to the Experiment Data Records
(EDRs) for each sample;
A detailed narrative of how the analysis was
performed;
Access to QAnalyze [6], an automated cloudbased application for quantitative analysis of
mineral samples using XRD.

With this database and its integrated software, anyone can reproduce the analyses that were published by
the CheMin team, and even explore alternative models.

Figure 2. Example of CheMin XRD data processed by the
web-based application QAnalyze.

Acknowledgments: We gratefully acknowledge the
support for this work by the NASA NNX11AP82A,
Mars Science Laboratory Investigations, and University
of Arizona Geosciences.
References:[1] https://odr.io/CheMin [2] Lafuente
B. et al. (2018) AGU Fall Meeting, Abstract # IN53E0653 [3] Blake, D. F. et al. (2012) Space Sci. Rev., 170,
341–399. [4] Rampe, E. B. et al. (2020) Geochemistry,
80, 125605. [5] Velbel, M. A. (2018). Am. Min., 103,
837–838 [6] https://www.qanalyze.com/ [7] Detweiler
et al (2019) Abscicon, Abstract # 319-213 [8] Bristow
et al. (2020) White Paper PSA Decadal Survey 20232032.

Figure 1. Example of a portion of a CheMin data record view.
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A STRATEGY FOR MANAGING NASA’S LONG TAIL OF PLANETARY RESEARCH DATA: INSIGHTS FROM THE DEVELOPMENT OF THE AHED REPOSITORY. T. F. Bristow1, B. Lafuente2, S.
Wolfe1, N. Parenteau1, N. Stone3, S. Rojo1, K. Boydstun1, D. Blake1, R. Downs4, C. Dateo1. 1NASA Ames Research
Center, Moffett Field, CA USA (thomas.f.bristow@nasa.gov); 2SETI Institute, Mountain View, CA USA; 3The
Open Data Repository, Main, MA, USA; Geoscience Department, University of Arizona
Introduction: The importance of sharing scientific
data is increasingly recognized by the public, scientists, publishers, as well as the NGOs and government
agencies that direct research worldwide [1]. NASA
funded scientists work in collaborative and interdisciplinary research projects. Sharing and mining of data is
an integral part of their workflow. Over half of new
science sponsored by NASA’s Science Mission Directorate (SMD) is sourced from data archives, a number
that is set to grow [2]. Efforts to improve the accessibility and discoverability of NASA data are important
in empowering traditionally disadvantaged countries
and people to get involved and contribute to NASA
science [1]. As a result, policies and mandates that
require public data archiving of NASA data have been
implemented.
Despite the benefits, changing work practices and
policies, significant barriers to data archiving and sharing remain, including lack of acknowledgment, time,
money, guidance, expertise, and trust in available platforms [3]. These challenges are disproportionately felt
by the ‘long tail’ of research in planetary science performed by individual PIs, and small research teams.
The long tail often lacks data management resources
available to larger groups and missions, and tend to
collect heterogenous datasets (a variety of formats
stemming from multiple analytical techniques, coupled
with contextual information about samples and field
areas) needed to pursue science questions, not necessarily suited to large-scale homogenous repositories
(e.g. GenBank). This is compounded by growing user
expectations in terms data accessibility and ease of use.
The pool of users, and the way data is used is also becoming more diverse [4]. With an increasing array of
analytical techniques and volume of data being collected by PI-led NASA-funded research in planetary sciences, strategies for streamlining the management,
preservation and utilization of this data are needed to
optimize the scientific return from NASA’s past and
ongoing research programs.
The value of AHED as a case study: Astrobiology is an inherently multidisciplinary field with proportionally large contributions from long tail research.
High impact science requires integration of disparate
sets of data (often complex and specialized) that may
extend beyond traditional scientific disciplines, the
expertise of a single team member, or even a team of
scientists. Online data sharing and integration plat-

forms within astrobiology are in their infancy, with
archiving, when performed, currently relying on a
patchwork of commercial and agency-run repositories
and databases such as the Planetary Data System
(PDS), Zenodo, Harvard Dataverse and others. This
reflects the relatively recent addition of requirements
to produce a data management plans (DMP) in ROSES
research proposals and the complexities and challenges
of archiving noted previously. The Astrobiology Habitable Environments Database (AHED) is a long-term,
open-access repository and productivity platform for
the storage, search, and analysis of diverse data relevant to the field of astrobiology [5]. Here we detail the
components and architecture of the AHED system to
help guide strategies for data management in other
NASA-funded scientific disciplines where long tail
research is performed.
AHED Project Status and Background: The
AHED project started as a NASA Science Enabling
Research Activity (SERA) based at Ames Research
Center. Members of the Space Science and Astrobiology, and the Intelligence Systems Divisions at Ames
work with developers and scientists affiliated with the
University of Arizona. The goals of AHED are to:
1. serve as a centralized digital library of NASA
funded research relevant to the Astrobiology
Program,
2. enable proposers to fulfill mandated data
management plan (DMP) archiving requirements, and
3. serve as resource for the broader scientific
community promoting the advancement of astrobiology through data sharing and standardization – including non-NASA funded research data.
AHED is currently a conceptually mature and functional system of software [6] (Fig. 1), built around an
astrobiology specific standardized metadata framework
(called ARMS – Astrobiology Resource Metadata
Standard). The AHED Portal provides a web-based
home to the project allowing new and returning users
to create new ARMS compliant datasets, learn more
about AHED and ARMS, and search for relevant datasets using a range of search tools designed around the
needs of astrobiologists. Behind the scenes, the Open
Data Repository (ODR) provides a powerful and flexible platform for the publication of datasets.
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tasets and metadata standards from all scientific disciplines.

Figure 1: Components of the AHED system.
ARMS: ARMS is intended to uniformly describe
astrobiology ‘resources’, i.e., virtually any product of
astrobiology research – including datasets, physical
samples, software (modeling codes and scripts), publications, websites, images, video, presentations, etc [7].
The current version of ARMS defines 16 different
metadata properties used to describe a given resource.
A number of these properties are fairly generic, and
cover aspects such as resource identification, personnel, funding, and publications. However, astrobiologyspecific pieces of metadata are essential in making
datasets discoverable in a variety of use-cases. We
think extending metadata standards to other scientific
disciplines prioritized by NASA is essential to future
data management efforts.
AHED Web Portal: Based on the importance of labeling datasets with appropriate metadata (such as
ARMS) for discoverability and easy navigation between similar resources, the AHED Web Portal (Fig.
2) hosts an online dataset creation tool. The tool lets
users rapidly and intuitively archive ARMS-labeled
files or links to other online resources hosted by the
ODR (Fig. 3). In the future, permanent identifiers such
as Digital Object Identifiers (DOI) will be provided for
each dataset in AHED to facilitate dataset discovery
and citation. The AHED project is taking additional
steps to conform with community data archiving
standards (FAIR principles [8]) being rapidly adopted
by stakeholders in scientific publishing. The AHED
web portal also provides an interactive, multifaceted
search interface for AHED datasets.
Open Data Repository (ODR) Data Publisher:
ODR is being developed in parallel with the AHED
system to provide a framework for managing and publishing data without the need for a programming team
or specialized training. The objective of ODR is to
provide an accessible end-to-end solution for data
management from collection, to archiving, and analysis, focused on the needs of long tail researchers. Although ODR is the platform used by the AHED system
for archiving datasets, it is designed to work with da-

Figure 3: Screenshots of AHED search tools (top),
search page (bottom left) and contribution wizard (bottom right).
Summary: The AHED system is designed so that a
typical user will not interact directly with the ODR,
simplifying the process of data sharing for all users while nudging motivated teams and individuals to take
advantage of powerful data publishing features and
tools provided by the ODR. The AHED portal is designed to search for ARMS labeled datasets irrespective of data publishing platform. This means that the
AHED system could, in theory, operate with another
dataset publication and storage system. Thus, the
AHED Web Portal and ODR are examples of ‘modular
open service(s)’ identified by the Strategic Data Management Working group (SDMWG) as ‘foundational
components of an SMD open science ecosystem’.
They are designed to empower direct participation by
individual researchers and small teams in data sharing
and management – something we think is a necessity
for developing a sustainable and scalable open science
ecosystem across a range of disciplines.
Acknowledgments:
We gratefully acknowledge the support for this work
by the NASA Planetary Science Division’s Science
Enabling Research Activity (SERA) and the NASA
Mars Science Laboratory (MSL) Program.
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et al. (2014) Astrobiology, 14, 451–461. [4] Planetary
Data System Roadmap Study for 2017– 2026. [5] Bristow, T.F. (2020) PSADS white paper. [6] Detweiler, A.
et al. (2019) AbSciCon. Abstract# 319-213. [7] Keller,
R.M. et al. (2019) AbSciCon. Abstract# 401-9. [8]
Wilkinson, M.D. et al., (2016) Scientific Data, 3,
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NASA AMMOS Multi-Mission Geographic Information System (MMGIS) version 2.0: Updates and Mission
Operations.
F. Calef III1, T. Soliman1, J. Roberts1, A. Chung1, H. Abarca1, and L. Dahl1 , 1Jet Propulsion Laboratory, California
Institute of Technology, Pasadena, CA,. (fcalef@jpl.nasa.gov)
Introduction:
The Multi-Mission Geographic
Information System (MMGIS) is a free and open source
geospatial (FOSS4G) web application developed by the
NASA Advanced Multi-Mission Operations System
(AMMOS) to provide part of a spatial data
infrastructure to support planetary mission operations
[1]. This software has been deployed on four Mars
surface missions, and one Earth-based geophysical
monitoring network. We’ve performed a code refactor
with modern coding standards and support for cloud
based deployments. Additional improvements in the
drawing system and support for cloud deployment were
added for the Mars2020 Perseverance rover mission
where it is being used to support tactical and strategic
operations. Additional enhancements are in
development to support real-time operations on the
Moon.
Code Refactor: Our initial MMGIS release, version
1.1.1, was Javascript based for deployment in a single
server configuration with an Apache webserver with a
drawing system built around reading/editing/writing
directly to GeoJSON [2] vector files. Dynamic modules
and dependencies used Require.js for managing
different aspects of the application. We’ve now
refactored the code using ECMAScript (ES6) and
webpack allowing easier integration with React
components and other modern frameworks, and
production builds. The application is deployed fully
within Node.js, though users may choose to put NGINX
or other web servers in front of MMGIS to act as a
proxy. Additional modifications were made to allow
single sign on (SSO), Docker installation, and general
support for the Amazon cloud infrastructure (AWS),
and accessing data in S3, EBS, and EFS. Currently, our
3D Globe viewer is being further reworked into a
standalone application (Lithosphere) that will be
integrated back into MMGIS with enhanced support for
GLTF models and 3D Tile support via [3].
New and Improved Tools: The Mars2020 Mission
requested significant enhancements to our drawing
system to support pre-landing mapping efforts and
strategic planning tools.
Geologic Mapping: To support the Mars2020
science team’s desire to conduct photogeologic
mapping in Jezero Crater around the landing site and
primary mission support area at 1:5000 scale [4] on a
HiRISE orthophoto mosaic [5], we expanded the
multiuser editing support to include polygon clipping,
splitting, editing, symbolization, and sharing among
users inside CAMP [6] (Figure 1), an implementation of
MMGIS for the rover mission. The same system was

implemented within the European Space Agency (ESA)
COSMOS mission support infrastructure to allow
similar quad scale photogeologic mapping in the Oxia
Planum landing site for the ExoMars Rosalyn Franklin
rover [7]

Figure 1: Enhanced drawing tool within MMGIS,
CAMP version, for Mars2020 rover mission.
Measure Tool Enhancements: Our initial Measure
Tool performed simple straight-line distances, angles,
and generated an elevation profile. To support broadscale mapping for missions at high latitudes, we’ve
implemented the Haversine formula and can now show
the true great-circle line at high latitudes over large
distances.

Figure 2: Great-Circle measurements across Mars .
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Viewshed Generation: A new tool for viewshed
creation (i.e. “what can I see from this location?”) was
developed for MMGIS to support Mars2020 strategic
mission planning (see Soliman and Calef, this
conference)(Figure 3). The science team also adopted
this tool to understand what features are visible within
mosaics taken by the rover’s Mastcam-Z and
SuperCAM Remote Microscopic Imager (RMI). This
new tool repurposes MMGIS elevation datasets (DEM
tiles) and implements algorithms from [8] in a similar
way as [9], but in client-side in Javascript.

Figure 3: Several viewshed within Jezero Crater with
different parameters.
Time-series Datasets: The NASA MEaSUREs
project, a joint collaboration between the NASA Jet
Propulsion Laboratory (NASA-JPL) and the Scripps
Instution of Oceanography (SIO), implemented
MMGIS as MGViz [10] to support viewing Earth
Science Data Records (ESDRs) of geodetic plate
motion. Millimeter scale motion can be viewed
interactively from one or many GPS stations in graphs
showing northing, easting, and vertical offsets from
unique sources, types, and trends. Site information can
be viewed to learn of sensor status and raw data records
downloaded (Figure 4). Another custom tool was made
for showing vector arrows of plate motion, both
horizontal and vertical.
WMS Support: Beyond the TMS and WMTS tile
formats, we’ve added support for WMS layers, with
various options, including support for Lunaserv [11].
Projection Support: We’re currently in the process
of making MMGIS improvements to support the Lunar
VIPER mission [12]. The current MMGIS v2.3 can be
set up to read IAU2000 projections in Lunaserv or other
servers (e.g. MapServer), including lunar north and
south polar projections, including those with custom
parameters (e.g. different projection center). We also
provide a script, gdal2customtiles.py for building out
TMS datasets separate from a dedicated map server.
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Conclusion: Our code refactor and new tools for
MMGIS v2.3 build on our initial work which now
supports four Mars missions and one Earth project. The
enhanced drawing tools and viewshed generation
increase the ability for science and engineering team
members to have relevant situational awareness for
tactical and strategic decision making. The increased
projection support expands the software’s applicability
for polar and other non-equatorial centred missions.

Figure 4: Several GPS timeseries from the MGViz
application, built on MMGIS.
Future Improvements: New improvements will
include more support for real-time missions like Lunar
VIPER and human missions with requirements such as
dynamic and time aware layers and user interface
improvements.
Acknowledgments: We’d like to acknowledge
support and funding from the Mars2020 rover, ESA
Rosalyn Franklin rover, MEaSUREs project, and
NASA AMMOS.
Software:Download and support for MMGIS v2.3:
https://github.com/NASA-AMMOS/ MMGIS/.
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Stack et al., 2020, https://doi.org/10.1007/s11214-02000739-x [5] Fergason et al., 2020, LPSC 51, abs#2020.
[6] Williams et al., 2020, LPSC 51, abs# 2254. [7] E.
Sefton-Nash et al., 2020, LPSC 51, abs#2417 [8] Wang
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Introduction: The lunar surface is covered by impact
interface (GUI) that removes the step of having someone go
craters, which were formed throughout solar system history.
and edit the source code (Figure 1).
The expression of craters can change with age and affect what
is seen in remote sensing data. Examining a variety of impact
craters can provide information about how the ejecta of these
craters evolves with exposure to the space environment.
Ultimately, the goal of this research is to be able to better
understand the evolution of the lunar surface by understanding
the evolution of impact ejecta. Here, we describe a toolkit
developed for the purpose of being able to evaluate the ejecta
of young craters on the Moon.
Background: Maturity of lunar soils. Maturity in this
context refers to a qualitative estimate of the length of time a
specific region of interest has experienced surface exposure.
By looking at the maturity of craters and their ejecta, important
questions such as when these impacts occurred, and what the
surface around the crater is like, can be answered. Changes in
the physical properties of lunar soil with age are usually
quantified in terms of specific indices (e.g., Optical Maturity
(OMAT) [1]). Evaluating maturity indices at different
wavelengths [e.g., 1-8] provides a more complete
Figure 1: An image of the GUI for image conversion.
understanding of how ejecta degrade on the lunar surface.
A variety of different data types can be converted as
Crater ejecta can reveal a lot of information about how a given
needed, including standard PDS formats, image cubes
crater formed, and can more broadly tell us more about the
and MATLAB files.
composition of the Moon and how the surface evolves with
Current development efforts for Lunalyze analysis
time.
capabilities include crater detection, rim and floor detection,
Methods of evaluating maturity. Current available tools
and shape file generation. This work builds on the open-source
that are used to evaluate crater maturity include, ISIS,
Python package Craterpy [9]. The Lunalyze interface allows a
MATLAB, and IDL. To varying degrees, these tools have
user to look at regions of interest based on specified
been utilized with a wide variety of datasets to examine
coordinates and perform analysis for a given dataset. This
maturity of lunar soils (e.g., LROC WAC [2], Diviner [3], M3
analysis includes options for looking at the crater floor, rim,
[4], Mini-RF [5,6], and OMAT [1]). As a result, the workflow
and ejecta individually. Ongoing development will facilitate
involved with conducting this type of analysis can be complex,
the analysis of craters (and their ejecta) across a variety of
requiring significant manual intervention. The goal of the
lunar data sets.
Lunalyze toolkit is to streamline workflow for this type of
The current use-case for Lunalyze is to provide a useranalysis, primarily through the automation of tasks.
friendly and efficient means of evaluating the maturity of
Method: The Lunalyze toolkit uses Python to allow users
Copernican crater ejecta. Our objectives are twofold: 1. To
to be able to open and run select scripts. Python was chosen
evaluate whether maturity indices at different wavelengths can
because of its versatility as a computing language, the fact that
be correlated, and 2. To provide a new, open-source toolkit to
it is open source, and that it is relatively easy to access and
the community that can be used to study lunar craters across a
learn how to use. Lunalyze builds on existing Python packages
variety of data sets. Stickle et al. [5] showed that the maturity
[e.g., 9], but includes new features in Jupyter Notebooks,
of ejecta blankets for lunar craters could be tracked across
which allow the user to get real time feedback on which
wavelengths for craters of varying ages. That initial work used
segments of the scripts are working and which ones are not.
radial profiles that were placed and calculated manually to
We also included virtual anaconda enviroments for Windows,
evaluate maturity indices in LRO and Kaguya data. To
Linux, and MacOS. Currently, Lunalyze can read in a variety
increase the time and efficiency of conducting such analyses,
of image file types and convert them to other file types as
Lunalyze provides a user-friendly interface that includes
needed. The image conversion is done using a graphical user
automation options.
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Like the GUI image converter, we have been working on
ways to allow users to mask craters without having to edit the
source code. This feature has been developed by using two
scripts that work back-to-back with each other. The first script
loads the image that the user would like to place a circular
mask over, and the user can click on the center of the crater
floor and the crater rim. This script records the coordinates of
where the user has clicked on the picture, and then these values
are transferred over to the second script, which creates a
circular mask based off of the clicks that the user has provided.
It centers the circle on the first set of coordinates that the user
has provided, and then uses the second click to get the radius
of the circle that needs to be created for the mask. By using
this option, we are able to begin looking at other kinds of data
covering crater ejecta blankets, including, for example, the
Diviner rock abundance (e.g., Figure 5).
Discussion and Future Work: The development of
Lunalyze is ongoing and is currently focused on options
related to detecting crater rims and extracting radial profiles
from selected regions of crater ejecta blankets. This capability
is being tested on select lunar craters. An example is the crater
Dufay B (Figure 2). Dufay B was chosen as a stressing case
due to its irregular rim and non-circular shape. These factors
can pose a significant challenge for an automated tool. The
option to manually draw the crater rim is in development.
However, automated options that can address this case are
being considered and evaluated.
Lunalyze has been designed to accommodate analysis
across multiple relevant datasets (e.g., Diviner, LOLA, and
Mini-RF). While current tested capability for viewing and
analyzing craters is restricted to image data (e.g., Figure 2) we
are slowly creating graphical models. Using a 750nm
Clementine global mosaic we can now analyze the visible
albedo value of craters (Figure 4). Diviner data allows
examination of rock abundance and nighttime soil
temperature. We hope to create many more of these models by
utilizing the data provided by various database on the craters
we wish to study in the near future. Multi-band datasets still
pose a challenge for integration in our analysis framework and
is another focus of ours.
Acknowledgments: This work was supported by APL’s
CIRCUIT leadership, research, and mentoring program, and
by the NASA Lunar Data Analysis Program, grant number
80NSSC19K0370, the Mini-RF radar project, and the LRO
Diviner Lunar Radiometer project.
References: [1] Grier et al. (2001) J. Geophys. Res.
106(E12), 32847-32862; [2] Denevi et al. (2014) J. Geophys.
Res.: Planets 119(5) 976-997; [3] Lucey et al. (2017) Icarus,
283, 343-251; [4] Nettles et al. (2011) J. Geophys. Res.:
Planets 116(E9); [5] Stickle, A.M. et al. (2016) LEAG
Abstract #5055; [6] Neish et al. (2013) J. Geophys. Res.:
Planets, 118, 2247-2261; [7] Lucey, P.G., et al. (2000) J.
Geophys. Res., 105, 20,377-20,386; [8] Greenhagen, B. T., et
al. (2010) Science, 329, 1507-1509; [9] Tai Udovicic, C.J.,
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(2017) cjtu/craterpy: craterpy-reactoring (Version 0.2),
Zenodo.

Figure 2: A 750nm clementine global mosaic of the
highlands crater Dufay B, one of the craters of interest in this
study Dufay B (19.8 km, 8.3°N, 171°E) is categorized as
“intermediate” in age [2].

Figure 3: Dufay B with a circle estimating the crater
overlain. The white circle represents the automated
determination of the crater planform in Lunalyze,
showcasing still needed adjustments.

Figure 4: A histogram of the albedo values of Dufay B’s
ejecta. The X-axis represent the albedo values and Y- axis is
the pixels.

Figure 5: A histogram of Rock Abundance in the ejecta of
Dufay B, showing that the ejecta is not particularly rocky (low
value on the X-axis).
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DEEP LEARNING FOR CHEMCAM ANALYSIS. J. Castorena1, D. Oyen1, N. Klein1, A. Ollila1, C. Legget1 and
N. Lanza1, 1Los Alamos National Laboratory, Los Alamos, NM 87545, United States.

Figure 1: LIBS Pre-processing and calibration with CNN architecture.
Introduction: The ChemCam instrument onboard
𝑀 raw-clean (rdr or ccs) spectral signal pairs {(𝐲" ,
the Curiosity rover has shown excellent capabilities to
𝐱" )}%
"#$ . The ℓ& -norm loss function optimized is:
remotely analyze the geochemical composition of rocks
𝑓$ (𝚯) = ∑%
𝓡𝚯 (𝐲" )4
(2)
"#$ 4𝐲" − 𝐱 " − 7898:
and soil samples on Mars. To this date, it has collected
𝐳
)
ℓ!
over 800000 laser induced breakdown spectroscopy
where 𝚯 denotes the CNN parameters of the function
(LIBS) signals encompassing the ultraviolet (UV),
𝓡𝚯 : ℝ! ⟶ ℝ! and 𝐳= is the noise estimate.
visible (VIO) and near infrared (NIR) bands between
Calibration. The model we propose to map LIBS
240-905 nm. The analysis of these signatures to extract
signatures to the chemical constituents is the model 𝐯 =
the geochemical composition is challenging due to
ℱ(𝐱) with LIBS input 𝐱 ∈ ℝ! representing either a raw
sensor noise, including dark current, white noise,
or preprocessed signal and an output vector 𝐯 ∈ ℝ+ of
continuum removal, and sensor-to-target distance
the chemical element composition (in % oxide) with 𝐶
variations. The mixing effects of combinations of
being the number of chemical elements. The problem is
chemical elements also introduce uncertainties. The
treated as that of learning a calibration function
works of [2-3], among others, have aimed to reduce the
ℱ𝚯, : ℝ! ⟶ ℝ+ with CNN parameters 𝚯′. This is
impact of sensor noise on calibration (i.e., extracting
achieved by training using 𝑀 raw (edr) or preprocessed
chemical content from LIBS signatures) through the
(e.g., rdr, ccs) LIBS signal and its corresponding ground
pre-processing of LIBS signals to adjust for the sources
truth chemical compositions. The loss function
of instrument variation. In this work, we summarize our
optimized to learn the parameters 𝚯′ with the training
findings from [1] aiming at exploring the power of deep
example pairs {(𝐱" , 𝐯" )}%
learning (DL) methods working under supervised
"#$ is:
𝑓& (𝚯′) = ∑%
(3)
strategies to learn both to pre-process and calibrate.
"#$‖𝐯" − ℱ𝚯, (𝐱 " )‖ℓ!
where ℱ𝚯, (𝐱" ) denotes the estimate of chemical
Approach: The proposed approach is a supervised
constituents.
deep learning method using a convolutional neural
The CNN architecture we employ is shown in Figure
network (CNN) architecture that operates and is trained
1. It comprises three modules: Module 1-2 which are
on LIBS signal data. The proposed architecture is
used for pre-processing the raw LIBS signal and
capable of performing both the task of pre-processing
Module 3 of linear regressors whereby adding it as a
and calibrating just by adding a head module of linear
head to Module 1-2 adds the capability to obtain
regressor layers. Below we include the problem
chemical constituents through calibration. Module 1
formulation and CNN architecture.
consists of a convolution and rectifier linear unit (ReLu)
Pre-processing. A discriminative learning approach
layer followed by a sequence of 𝐷 convolution, batch
is employed that learns to remove the noise 𝐳 ∈
normalization (Bn) and ReLu interleaved layers,
ℝ! (including dark current, white noise, background
Module-2 is a convolution and subtraction of the
continuum) from the signal 𝐱 ∈ ℝ! where 𝑁 is the
residual estimation and Module 3 consists of a
number of wavelengths in the spectrum. The preconvolution layer followed by a fully connected (FC)
processing model of the raw measurements 𝐲 ∈ ℝ! is
layer to perform a linear regression.
𝐲 = 𝐱 + 𝐳.
(1)
Experimentation: Validation of the proposed approach
Training for pre-processing optimizes the
is performed on the ‘Mars’ and ‘Calib’ ChemCam
parameters of a CNN architecture using a dataset of
datasets in [4]. In our experiments we use combination
pairs between edr, rdr, ccs, ground truth
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a) raw LIBS signal

b) pre-processing comparison

Figure 2: Pre-processing example (sols: 0293, target: Duluth, dist: 2.68 m) from Mars dataset.
chemical content depending on the task. The 'Calib'
dataset is obtained in a laboratory setting on Earth using
408 calibration standards of known and certified
qualitative and quantitative chemical reference
composition. Experiments on both pre-processing and
calibration tasks are performed to validate the capability
of the proposed method. Evaluations take place on
individual laser pulse shots (non-averaged).
For learning pre-processings, the training stage uses
pairs of raw and pre-processed signals, this later using
the method of [2] as ground truth. Other alternatives
could also be learned by combining a variety of cherrypicked methods. Figure 2 shows a representative
example of a result and comparison against that of [2]
in the test 'Mars' dataset. Note in 2b that the proposed
method was able to learn and predict the preprocessings of [2]. The results of the average RMSE
errors for pre-processing in a test set comprising 10,000
held out from training shots where 0.078 and 0.079 in
the Mars and Calib dataset, respectively, with a max
RMSE normalization of unity. These, small RMSE
values demonstrate that the learned function and
proposed method is generally a good approximation to
the pre-processing in [2].
Evaluations on calibration are conducted using the
‘Calib’ dataset with the 8 major chemical elements only.
Comparisons are made against ICA [3], SM-PLS [3]
and our method trained under two strategies: (1) that
first learns to pre-process and then to calibrate each step
trained independently or (2) an end-to-end trained
network without supervision on the pre-processing. The
reason of adding a comparison between the later two
training strategies is to evaluate if any gains in
performance could be achieved by reducing potential
information loss at pre-processing. Our findings are
summarized in Table I using a test set of 7,500 shots
from targets held out at training. The results
demonstrate our method is capable of learning
calibration functions with performance comparable to

state of the art. The end-to-end learning strategy (i.e.,
without pre-processing supervision) in the last column
of Table I offers a marginal but superior performance.
In terms of computational complexity and network size,
the added linear regressor layers were insignificant
relative to pre-processing. In fact, all learning schemes
proposed can generate estimates at rates of 50 Hz on
CPU with memory storage of 1MB per model.
Table I. Calib. performance RMSE in oxide wt. %

We conclude by summarizing the benefits of the
proposed approach being two-fold. (1) the streamlining
of the entire processing pipeline and (2) the capability
to achieve in-situ, real-time processing. For calibration,
our experiments show a marginal but superior error
performance relative to existing methods.
Acknowledgments: Research presented here was
supported by the Laboratory Directed Research and
Development program of Los Alamos National
Laboratory under project number 20210043DR.
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Lanza, N. (2021). Spectrochimica Acta Part B: Atomic
Spectroscopy, 178, 106125. [2] Wiens, R. C. et al., D.
(2013). Spectrochimica Acta Part B: Atomic
Spectroscopy, 82, 1-27. [3] Clegg, S. M., Wiens, R. C.,
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Advanced Search in the PSA for ExoMars TGO Data Discovery
D. Coia1, T. L. Lim1, M. Bentley2, I. Barbarisi4, S. Besse3, R. Docasal3, F. Giordano4, B. Grieger3, E. Grotheer4, D.
Heather5, B. Merin5, J. Osinde6, J. Saiz6
1
Telespazio UK for the European Space Agency (ESA), European Space Astronomy Centre (ESAC), Camino Bajo
del Castillo s/n, 28692 Villanueva de la Canada, Madrid, Spain 2HE Space for ESA 3Aurora Technology BV for ESA
4
Serco for ESA, 5 European Space Agency/ESAC, 6Rhea for ESA
Introduction: The ExoMars (Exobiology on Mars)
program is a joint venture between the European Space
Agency (ESA) and Roscosmos, with a contribution
from NASA. The program is split into two missions:
ExoMars 2016 and the Rover and Surface Platform
(RSP). ExoMars 2016 was launched in March 2016 and
comprises an orbiter and a lander. Its primary
component is the Trace Gas Orbiter (TGO), which is
aimed at studying trace gasses in the Martian
atmosphere and geological features on the surface, as
well as acting as a relay spacecraft for landed assets. The
Schiaparelli lander was mainly aimed at demonstrating
landing technology but was also carrying a small
science payload. After arrival at Mars in October 2016,
TGO and Schiaparelli separated and a landing attempt
was made. Successful demonstrations of many
technologies resulted but the landing failed at the final
stages due to a sensor error. Since April 2018 TGO has
been operating nominally with both science and relay
operations ongoing.
The RSP mission is due to be launched in 2022 with
Mars arrival and landing in Oxia Planum in 2023. This
will carry full scientific payloads on both the landing
platform and a rover. The mission will investigate the
Mars surface and sub-surface context for biological
signatures over a period of six months.
ExoMars 2016 data products are downloaded daily
from the spacecraft and hosted in the Planetary Science
Archive (PSA). Given that the PSA is the only
repository facility for all ESA’s Solar System missions,
efficient searching capabilities through products and
metadata are essential in order to maximize scientific
return.
The PSA UI and the ExoMars Panel: The PSA
user interface offers multiple search capabilities,
starting with the simplest ones (Figure 1). Users can sift
through the archive’s content filtering in the ‘Basic’
search panel by criteria such as mission, instrument,
target and wavelength range, and can visualize their
selected output in one of the archive views currently
available (Table, Image or Map views).

Figure 1. The main PSA interface, Table View mode,
‘Basic” search panel
In addition to the ‘Basic’ search, an ‘Advanced’
search panel is also being developed. This panel is used
for a highly customized search based on instrument
specific metadata present in products labels. Given the
multi-mission nature of the PSA, this will become an
essential tool for very focused selections. The first
instrument to be deployed for ExoMars TGO in the
‘Advanced’ panel is the Colour and Stereo Surface
Imaging System (CaSSIS). The specific metadata for
the wavelengths used by the camera’s filters are
provided in the PDS4 product labels and ingested in the
PSA database. The users can then select CaSSIS data
products based on one or more of the filter wavelengths
available in the ‘Advanced’ search panel (Figure 2).

Figure 2. ‘Advanced’ search panel for the Cassis
instrument
Using CQL to Refine Searches: It is also possible
to refine a search using Common Query Language
(CQL) commands on label metadata. CQL is integrated
in the PSA user interface and can be used in
combination with other types of searches in both the
‘Basic’ and ‘Advanced’ panels.
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Figure 3 gives an example for a CaSSIS use case
where an archive user only wants stitched images. The
CQL search is done on a particular component of the
product’s logical identifier:
logical_identifier like '%sti%'
More examples of CQL searches are given in the
quick start guides provided for the TGO instruments.

Figure 3. CQL search for a CaSSIS stereo image
Future Plans: ExoMars TGO is a young mission
with more and more observations populating the archive
every day. Further development of the PSA search
features is equally advancing, with many concurrent
ideas being investigated and implemented. For example,
one such idea is the capability of computing
observations geometry on-the-fly consistently for all
archived missions, therefore making it possible to
perform cross-mission searches quickly and efficiently.
The ‘Advanced’ search panel will be extended to
other instruments and metadata for TGO and the
ExoMars RSP payload. For example, for the
spectrometer Atmospheric Chemistry Suite (ACS) on
TGO it will be possible to search for observation mode
or for the many instrument specific geometry quantities
present in the product label.
For PDS4 products it will also be eventually
possible to find and retrieve all products that are
referenced in the PDS label of a single product via the
Internal Reference class, e.g. raw products for higher
level products, in one swift click of the mouse.
In this poster we will detail the search interfaces
developed so far and the proposed enhancements in
future.
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Modeling Titan Using ROCKE-3D Global Circulation Model. M. Q. Collins, The University of Hong Kong,
maxqc@connect.hku.hk

Abstract:
The Resolving Orbital and Climate Keys of Earth and Extraterrestrial Environments with Dynamics (ROCKE-3D) is a General
Circulation Model adapted from the Goddard Institute for Space Studies ModelE2, which simulates modern and paleo-Earth
climate. ROCKE-3D expands upon the base model to include the possibility of modelling extraterrestrial bodies such as Saturn’s
moon Titan. Previous models of Titan have largely been focused on 1D or 2D radiative-convection models and have neglected
large scale spatial distributions. This model includes spectral input files within Titan’s range of received radiation and can be
further improved upon, including updated topographical maps and orbital parameters adapted to synchronously rotating bodies .
Titan’s nitrogen rich atmosphere contains complex organic chemistry key to understanding the origins of life. This, combined
with stable surface liquid methane/ethane bodies, creates an environment conducive to crucial prebiotic chemistry. ROCKE-3D
contains extensive coupled atmospheric-surface interactions which provide insight into regions of habitability; atmospheric
dynamics over long timescales in conjunction with updated topographical input describe essential features in surface deposition
of heavy organic material, i.e., polycyclic aromatic hydrocarbons and tholins, given their production region and lifetime. The
ROCKE-3D Titan GCM may be used to advise future missions in locations of interest and as an analogue to early Earth and
origins of life studies as is identified by similar chemical constituents such as hydrogen cyanide (HCN).
References: Way MJ, Aleinov I, Amundsen DS, Chandler MA, Clune TL, et al. 2017. Resolving Orbital and Climate Keys
of Earth and Extraterrestrial Environments with Dynamics (ROCKE-3D) 1.0: A General Circulation Model for Simulating the
Climates of Rocky Planets. The Astrophysical Journal Supplement Series 231: 12
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BEPICOLOMBO DATA ANALYSIS ECOSYSTEM: QUICK-LOOK AND SCIENCE ANALYSIS FORUM
T. Cornet1,2, M.S. Bentley1,3, A.J. Macfarlane1,4, R. Moss1,5, S. Martínez1, M.A. Cuevas1,6, N. Fajersztejn1,5, M.
Freschi1,4, D. Galan1,3, J.Gallegos1,4, F. Vallejo1,3, and the Science Ground Segment; 1European Space Agency
(ESA), European Space Astronomy Centre (ESAC), Camino bajo del Castillo, s/n Urbanización Villafranca del Castillo, Villanueva de la Cañada, E-28692 Madrid, Spain, 2Aurora Technology BV for ESA, 3HE Space for ESA,
4
SERCO for ESA, 4Vega Telespazio for ESA, 4Rhea Group for ESA. (thomas.cornet@esa.int)
Introduction:
The ESA-JAXA BepiColombo mission to Mercury
is currently in its cruise phase and will start its science
orbit phase in 2026, with a planned mission lifetime of
1(+1) year in Mercury’s harsh environment [1,2].
Comprising two spacecraft, the ESA Mercury Planetary Orbiter (MPO) [1] and the JAXA Mercury Magnetospheric Orbiter (MMO or Mio) [2], the mission has a
large number of instruments that will monitor the interior, surface and the close environment of the planet
[3,4,5].
In order to optimise the science return of the mission and support collaboration between teams, the
MPO Science Ground Segment (SGS) team is developing a data analysis ecosystem composed of (1) a QuickLook Analysis (QLA) web-interface (used for data
analysis and instrument monitoring), coupled with (2) a
Science Analysis Forum (SAF) (to capture scientific
discussions between teams). The cruise phase science
opportunities (e.g. planetary flybys) offer the possibility to test the interfaces in the context of real operations
for a subset of the payload [6]. Here we present the
status and plans for development of the interfaces.
Quick-Look Analysis (QLA):
Objective. The QLA aims to providing a userfriendly, centralised and access-protected way of (1)
monitoring the BepiColombo instrument science and
operations based on the data acquired, with rapid feedback into the mission planning process when necessary,
and (2) improving science collaboration and coordination between teams. To perform these tasks, the QLA
includes visualisation of both operational data (e.g.
platform and instrument housekeeping) and scientific
data. The interface development is performed in close
collaboration with the BepiColombo instrument teams,
who are the main users.
Data Workflow. The QLA is at the end of the
BepiColombo data acquisition and processing chain,
which generates PDS4-compliant data from telemetry
within a few hours of a ground station pass [7]. Products are immediately made available in the QLA for
analysis, and are ingested in the Planetary Science Archives (PSA), accessible only to the instrument teams
[8]. Additional data sources such as telemetry packets
and parameters (extracted in near real-time), commanding information, planned resources information, or data

processing logs, are accessed by the QLA to provide a
complete view of the planned and actual operations.
Interactive data visualisation. The data visualisations are organised in topical “dashboards” (e.g. operations, science, housekeeping monitoring). Dashboards
consist of interactive components for representing data,
known as “widgets”, following a grid layout. The
widgets display the actual data read from the PDS4
products, and handle many data types commonly used
in planetary science such as tables, time-series, histograms, spectrograms, spectral cubes, or images. The
interactivity with actual data usage is essential to support the data analysis and allows plots to be linked together, query/refine specific time ranges, zoom in/out,
toggle on/off data in the charts, or extract subsets of
data (e.g. spectrum).
Sharing and Customisation. The overall dashboard
and widget configuration/layout is agreed between the
instrument teams and the SGS. Most instrument team
dashboards display proprietary science and housekeeping data, and by default are set private to the team.
Nevertheless, each team possesses a “shared” dashboard where science data plots are available to the
BepiColombo science team as a whole. In addition to
the predefined dashboards, the QLA offers the possibility to create customised dashboards, by combining the
available widgets, and to set their privacy. Topical
shared science dashboards, collecting shared science
plots from various instruments, can therefore easily be
created to foster active collaborations between teams.
Supporting such a collaborative approach is at the heart
of the Science Analysis Forum.
Science Analysis Forum (SAF):
Objective: Cross-instrument (and multi-spacecraft)
scientific data analysis is needed to fulfill the BepiColombo mission science objectives and requires interactions between scientists. For this purpose, the SGS is
currently implementing the Science Analysis Forum, a
centralised and access-protected forum-based interface
to host and preserve scientific discussions triggered
based on science “events” detected in data via the
QLA.
The SAF will be based on the Discourse open
source forum software, augmented by plugins. It will
host Working Group level discussions open to the science team, in addition to more restricted Instrument
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Figure 1: Concept of the interaction between the QLA and the SAF from the MPO radiation monitor (BERM) science dashboard, spotting a period of interest in a spectrogram widget. The post is created (topic, category, keywords,
event time, …) and made available to the SAF, with a snapshot of the data and a URL pointing back to the original
data.
Teams level discussions, configured via user groups in
the system.
The coupling between the two interfaces is a key
aspect of the development in order to allow users to
create forum posts directly from the QLA, when looking at the data, and automatically generating snapshots
of the data plots relevant to the post. Users will be informed of recent activities via notifications in the interfaces. Additional metadata are associated to the posts
and include the widget used, time range or event time,
location, parameter used, instrument, links back to the
QLA original dashboard etc. These metadata will be
available to search for posts/events in the SAF, and
identify time periods or locations when and where science events of interest were identified in the QLA. The
concept of the coupling is illustrated in Figure 1.
Status and future plans:
The QLA currently supports 8 MPO instruments
operating during cruise and planetary flybys (particles
and X-ray sensors, magnetometer, monitoring cameras,
thermal infrared spectrometer). In the near future, we
will consolidate the existing implementation of the
QLA by incorporating, for instance, additional science
views, along with geometry information that will provide context to the measurements. We will incorporate
the remaining MPO instruments whose science measurements are not possible given the spacecraft configuration during cruise (e.g. imagers, spectrometers, altimeter). Many of these instruments include mapping
capabilities, which will drive the implementation of

mapping functionalities. Shared science plots from the
MMO/Mio instruments will also be added to the QLA
in order to support rapid multi-spacecraft data analysis.
We will also explore the usage of ESA DataLabs [10]
for enhanced analysis of the BepiColombo data.
In addition, a major challenge of the QLA resides
in optimising the data retrieval and display performance when dealing with large amounts of data and
users. For this purpose, several approaches have been
implemented or are being considered, including online
down-sampling [4], offline down-sampling (quick-look
products), and data caching.
The SAF development started recently with the aim
of releasing a first operational version in 2021 to support instrument team collaboration during, for example,
planetary flyby events. Its development will continue
with a particular emphasis on the interplay with the
QLA, in order to become fully operational and tested
before the end of the cruise phase.
References:
[1] Benkhoff et al. (2010), Planetary and Space
Science, 58. [2] Milillo et al. (2020), Space Science
Reviews, 216. [3] Rothery et al. (2020), Space Science
Reviews, 216. [4] Genova et al. (2021), Space Science
Reviews, 217. [6] Mangano et al. (2021), Space Science Reviews, 216. [7] Montagnon et al. (2021), Space
Science Reviews, 217. [8] Besse et al. (2018), Planetary and Space Science, 150. [9] Steinarsson (2013),
MSc thesis. [10] Navarro et al. (2019), ADASS conference.
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What's happening with SPICE at NAIF? M. Costa Sitja1, 1Navigation and Ancillary Information Facility
(NAIF), California Institute of Technology/Jet Propulsion Laboratory, MS T1721, 4800 Oak Grove Drive, Pasadena, CA 91109, Marc.Costa.Sitja@jpl.nasa.gov.
Introduction: SPICE is an information system the
purpose of which is to provide scientists and engineers
the observation geometry needed to plan scientific
observation and to analyze the data returned from these
observations. SPICE is comprised of a suite of data
files, usually called kernels, and software -mostly subroutines [1]. A user incorporates a few of the subroutines into their own program that is built to read SPICE
data and compute the needed geometry parameters for
whatever task is at hand.
SPICE is offered by The Navigation and Ancillary
Information Facility (NAIF), a node of NASA’s Planetary Data System (PDS).
Overview: This talk will provide an overview of
the current activities that take place at and capabilities
and data available from NAIF. It will briefly touch on
the continuing development of the current SPICE
toolkit [2], development of the next generation SPICE
toolkit (SPICE2.0), recently released new versions of
the web interface to SPICE, WebGeocalc, and the 3D
mission trajectory visualization application, SPICEEnhanced Cosmographia. It also discusses SPICE application within the current US and international planetary missions, and on-going archiving of SPICE data in
the PDS.
References: [1] Acton, C.H. (1996) PSS, 44 No. 1,
pp. 65-70. [2] Acton C.H., Bachman N.J., Semenov
B.V.,
Wright
E.D.
PSS
(2017),
DOI
10.1016/j.pss.2017.02.013.
Additional Information: The research described
in this talk was carried out at the Jet Propulsion Laboratory, California Institute of Technology, under a contract with the National Aeronautics and Space Administration.
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THE DATA CITATION COMMUNITY OF PRACTICE: AN INTRODUCTION AND REPORT. C. M.
Coward1, D. A. Agarwal2, and K. A. Copas3 1Jet Propulsion Laboratory, California Institute of Technology (4800
Oak Grove Drive, M/S 111-113, Pasadena, CA, 91109 caroline.m.coward@jpl.nasa.gov) 2Lawrence Berkeley
National Laboratory (1 Cyclotron Road, MS 50B-2239, Berkeley, CA 94720, daagarwal@lbl.gov) 3Global
Biodiversity Information Facility (Universitetsparken 15, DK-2100 Copenhagen Ø, Denmark, kcopas@gbif.org).
Introduction: The open data movement has created
a need to accurately cite data sets in the scientific
literature, due to citation requirements from journal
editors and publishers. However, at present there is no
one standard citation for these data sets; Individual
publishers have developed their own data citation
standards, but these vary widely across the publishing
industry.
Data set citations may be found in a variety of
sections in a paper, including the acknowledgements,
bibliography, abstract, or the body of the article.
Similarly, how an author cites a data set varies widely
as well; For example, an author may spell out the name
of the repository where the data resides, they may use
only the acronym, they may cite the repository
manager’s name, or they may simply mention the larger
organization that hosts the repository. These variations
not only prove frustrating to the author, who must
comply with an ever-increasing list of publisher citation
requirements, for the reader who must decipher an
infinite variety of citation possibilities, but also for the
repository manager, who often must spend hours,
weeks, and months combing through the relevant
literature to tease out citations from their repository, in
order to show the level of usage to repository
stakeholders and funders.
Currently, there is no reliable way to apply machine
learning to find data citations in the literature. Either the
search algorithm is tuned broadly enough to return a
large number of results, but with a low level of accuracy
(too many “false” results), or the algorithm is tuned
more precisely to return a smaller number of results, but
missing too many “true” results. New structures, such
as dynamic digital object identifiers (DOIs), with
multiple data sets or even formats add to the complexity
of the environment. [1]
The Community: This issue was brought up both
formally and informally at a series of data-focused
sessions at a number of conferences in late 2020,
primarily the American Geophysical Union 2020 Fall
Meeting (held virtually). Comments both in the online
chat and verbally indicated that the frustration with data
citations is global and widespread. Over the course of
the meeting, commenters agreed to form a semi-formal
community of practice, to uncover “sticky problems” of
all sorts around citing data sets in the literature. The
comments generally fell into a loose framework around

these challenges. The framework hangs on five main
areas:
1. Credit
2. Interconnection
3. Stability
4. Common Approach
5. Culture
To date, approximately 90 people worldwide –
planetary scientists, data scientists, repository
managers, information scientists, librarians, and others
– have stepped forward to participate in the
conversation, to be involved, and to potentially solve
this issue.
The leaders of the COP (the authors of this abstract
and others) proposed several ways to move the
conversation forward, including:
• Workshops, webinars, and other professional
education events where the Community can work
through data citation use cases that are still
problematic
• Maintaining a Slack, Discord, or other group
communication forum, where members can
schedule synchronous conversations
• Generating a body of scholarly work by
Community members, including journal
publications and session proposals at major
science conferences
As a first workshop topic, Deb Agarwal of Lawrence
Berkeley Lab proposed a “sticky problem” – how to cite
“nested” or “dynamic” DOIs, where a single DOI refers
to a curated collection of multiple data sets. On April 8,
2021, the COP leaders hosted the first workshop on this
topic. The workshop attracted over 100 attendees, who
engaged in spirited conversations about and around the
topic. [2]
Next Steps: The Data Citation Community Of
Practice plans to have several more workshops and
guided discussions on other “sticky problems”, as well
as conference presentations and journal publications on
more targeted instances of internal issues, in order to
develop a body of professional literature around the
topic of data citations.
Acknowledgments: The authors wish to thank
Shelley Stall and Christopher Erdmann of AGU for their
leadership in the Community and contributing many
hours organizing and providing technical expertise to
this initiative. The authors would also like to dedicate
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this briefing to the late Dr. Peter Fox of Rensselaer
Polytechnic Institute, who, as a leader in the field,
provided much energy behind this topic, with many
thought provoking comments and much-needed
alternative viewpoints.
References:
[1] Vannan, S., et al. (2020), Eos 101,
https://doi.org/10.1029/2020EO151665. [2] Agarwal,
D. et al. (2021, April). Data Citation Community of
Practice. http://doi.org/10.5281/zenodo.4673622.
Additional Information: If you would like to join
the Data Citation Community of Practice, please contact
Caroline Coward at caroline.m.coward@jpl.nasa.gov
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On the Use of Planetary Science Data for Studying Extrasolar Planets: Enabling
cross-SMD Archive Interoperability
D. J. Crichton, T. J. Lazio, J. S. Hughes, J. Jewell, E. Law, G. M. Roudier, J. Padams
Jet Propulsion Laboratory, California Institute of Technology, Pasadena, CA, 91109
Corresponding Author: Daniel. J.Crichton@jpl.nasa.gov
Summary
The characterization of extrasolar planets and the search for life beyond Earth is a topic that is naturally crossdisciplinary between Planetary Science and Astrophysics, and may touch upon Heliophysics and Earth Science.
However, the relevant data are spread over multiple NASA data archives (including the PDS). NASA could accelerate
and enable new approaches to studying both extrasolar planets and bodies within the solar system by investing in
developing analytical data services infrastructures, post-archive, that provides the ability to extract, integrate, and stage
data across archives that is structured to support interdisciplinary science with appropriate data-driven approaches [1].
This is well articulated in SMD’s Strategy for Data and Computing in 2019 [2]. Observations within the solar system
provide a spatial and spectral resolution unimaginable for extrasolar planets, but those extrasolar planets greatly
outnumber the relatively small number of targets available nearby, providing a more complete picture of the wide
diversity of planetary systems and allow for a generic, less parochial understanding of how planets form and evolve. It
is only through comparative and joint analysis of the solar system and extrasolar planetary systems that we can piece
together a more complete understanding of the formation of planetary systems, leading to insight into the frequency of
occurrence of habitable worlds within those planetary systems.

1. Science needs and opportunities across data archives
An example of the type of analysis that could be enhanced by cross-disciplinary access between the PDS and
Astrophysics Data Archives is given by extrasolar planet phase curve modeling validation using Cassini ISS images of
Jupiter. Phase curve analysis of extra-solar systems (spectroscopic observations of the unresolved stellar and orbiting
planet during a full orbital revolution), in combination with transit spectroscopy, probes the content, structure and
dynamics of exoplanets atmospheres. The next generation of datasets (JWST, ARIEL) will not only push the on-going
theoretical effort into more detailed and complex modeling but will also unveil a regime of extrasolar planetary
atmospheric physics that has been poorly explored, due to the natural observational bias towards high temperature
atmospheres of gas giants. In the near-infrared (NIR), the contribution of the orbiting body to the total (host star +
planet) signal is essentially thermal emission for a vast majority of characterized exoplanets with HST and Spitzer, stateof-the-art datasets in the field.
As the community interests are trending towards colder targets such as super-Earths and warm Neptunes with the
incoming generation of datasets from JWST and ARIEL, the relative contribution (dominance) of thermal emission from
the planet compared to the stellar light bouncing through the extrasolar planet’s atmosphere will change, requiring the
modeling to consider not only absorbers, but also scattering and reflecting components such as aerosols and clouds, in
particular in the context of phase curve science.
An extreme case of this regime of radiative transfer modeling is the modeling, in the ultraviolet (UV) and NIR, of
Jupiter---a cold gas giant compared to most known extrasolar planets---for which scattered and reflected light dominates
the signal. To validate the augmentation of the current extrasolar planet transit modeling to phase curve analysis, we can
stress-test both the forward model and the retrieval facility against Cassini ISS images (extremely accurate compared to
extrasolar planetary data), challenging our modeling effort on extrasolar planet aerosols and clouds into an unexplored
regime where the scattering and reflective contribution create the majority of the measured signal.
Other opportunities exist to model solar system objects as “extrasolar planetary analogs.” As the Juno mission
travelled from Earth to Jupiter, ground-based facilities performed complementary observations of Jupiter. In particular,
NASA's InfraRed Telescope Facility (IRTF) undertook an extensive observing campaign covering a range of infrared
wavelengths over more than 1000 epochs. If the data are easily accessible and discoverable from both the PDS and the
Astrophysics Data Archive, they would provide an opportunity to 1) to quantify variations of Jupiter's flux as it rotates,
particular at longer wavelengths (5 microns) where thermal emission is stronger than scattered light, 2) to retrieve a 2-D
1
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surface map of Jupiter as a function of wavelength, and 3) to use the 2-D model as a template for simulated extrasolar
planet observations, for which the aim is to image directly an extrasolar planet's rotational modulation.

2. Data and Computing Architecture and Infrastructure:
Data captured in NASA archives is often optimized for archiving. It is not structured in a way that enables it to be
quickly extracted, combined with other data, and analyzed. As science moves to become more data intensive, staging
data in such environments is going to open opportunities to apply more data-driven methods. As it is, groups that want
to apply different data mining approaches often need to restage and build their own data environments to be able to begin
applying different techniques (e.g, machine learning, deep learning, etc). Further, building well-labelled data is important
to improving the efficacy of different approaches, particularly deep learning which requires massive amounts of labeled
data. The NASA Planetary Data Ecosystem (PDE) needs a strategy for extract, staging, and constructing such
environments. This will give way to more interdisciplinary capabilities by laying the necessary foundation to not only
bring data together but to do it in a systematic manner using modern data science approaches.
As a result, the PDE should recognize analytical capabilities beyond basic archives. The PDS is highly critical to
supporting both missions and the research community. However, architecturally, there needs to be a distinction
between archival data and data prepared to support analysis. This is particularly important for leveraging modern data
science approaches where data must be staged and structured to support analysis that may span multiple disciplines,
missions, instruments, and observations. As a result, the PDE should explicitly extend the science data lifecycle to
recognize analytical capabilities beyond archives.
Building a more rigorous platform to enable data science beyond archives that is constructed through systematic
approaches such as on-demand computational workflows can yield significant improvements towards repeatability.
Today, much of this is ad hoc and mechanisms to repeat and attempt to reproduce science results often cannot be
accomplished. Archives themselves generally are capturing raw and processed observational data, but the shift to
integrate data across archives coupled with processing requires a more rigorous approach to delivering computational
capabilities and services in a disciplined manner. Constructing more rigorous pipelines that can also integrate data
science methodologies (e.g., machine learning, deep learning, applied statistics, etc.) can be used to provide more
routine extraction and preparation of data to enable analysis. This requires an explicit data science strategy from PDS
and the NASA planetary science division along with investments in analytical data infrastructures.

3. Examples: The JPL Interdisciplinary Environment for Exoplanet Research
JPL has developed a prototype infrastructure linking planetary and astrophysics archive together towards this vision
of an interdisciplinary analytical capability. This included integrating data from across the PDS with astrophysics data
into an online data portal based on the PDS4 model to support search and usability of the data. The virtual portal pulls
data from the Ring Moon Systems Node of the PDS combing it with other data for exoplanet research. The results
will enhance the analysis and interpretation of data from many NASA missions, for example Cassini and Juno, as well
as improve our interpretation of exoplanet observations from HST now and JWST, and WFIRST in the
future. Moreover, this will enable new data products from ground-based observations (such as the Infrared Telescope
Facility, Keck, and others) archived and/or available to the PDS to be available for comparative studies of our Solar
System and exoplanetary systems across discipline archives.

4. References
[1] Crichton, D., Hughes, J. S., Roudier, G., West, R., Jewell, J., Bryden, G., … Lazio, T. J. W. (2019). On the Use of
Planetary Science Data for Studying Extrasolar Planets. Bulletin of the AAS. Retrieved from
https://baas.aas.org/pub/2020n3i130
[2] Science Mission Directorate’s Strategy for Data Management and Computing for Groundbreaking Science, 2019.
https://science.nasa.gov/science-pink/s3fs-public/atoms/files/SDMWG%20Strategy_Final.pdf
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TOWARDS SCIENCE AUTONOMY FOR PLANETARY MISSION: MACHINE LEARNING
APPLICATION FOR EXOMARS MISSION. V. Da Poian1,2, E. I. Lyness1,3, R. Danell5, X. Li1,4, M. G. Trainer1,
W. B. Brinckerhoff1, 1NASA Goddard Space Flight Center, Planetary Environments Laboratory (8800 Greenbelt
Road, Greenbelt, MD 20771, victoria.dapoian@nasa.gov), 2Southeastern Universities Research Association
(Washington DC 20005), 3Microtel LLC, 4University of Maryland (Baltimore County, Baltimore, MD 21250), 5Danell
Consulting, Inc. (Winterville, NC 28590).
Introduction: The majority of NASA’s robotic space
missions return only one thing: data. The amount of data
that science instruments produce is rapidly increasing,
with large proportions of collected data left unstudied in
significant depth. Earth science investigations, such as
those on satellites observing the terrestrial climate at
high resolution, have already confronted this
overwhelming data management challenge. However,
for remote planetary missions, while the data produced
by science instruments continues to grow with mission
ambitions, the investigations are still limited by
insufficient bandwidth to transmit data back to Earth.
Regardless of the target – the Earth, planets in our solar
system, the sun, or deep space – new science
instruments will continue to generate more data,
requiring more efficient processing approaches that
enable advanced mission operations and speed scientific
progress.
Artificial intelligence (AI), and more precisely
machine learning (ML), have revolutionized the world
in the past decades. Massive amounts of collected data
and development of more powerful computing and
processing devices have been critical to the ubiquitous
growth of AI applications.
To maximize the value of each bit, instruments
need to be highly selective about which data are
prioritized for return to Earth, as increasingly
compression and transmission of the full data volume is
not feasible. The fundamental goal is to enable the
concept of science autonomy, where instruments
perform selected onboard science data analyses and then
act upon those analyses through self-adjustment and
tuning of instrument parameters. Indeed, the selection
of the next operation(s) to be run following preliminary
measurements, without requiring ground-in-the-loop,
could allow missions to transmit the most compelling or
time-critical data yielding a more efficient and
productive scientific investigation overall.
We present a first step toward this vision of
science autonomy for space science missions. As a case
study, we present a machine learning approach for
analyzing data from the Mars Organic Molecule
Analyzer (MOMA) instrument, [1], which will land on
Mars within the ExoMars rover Rosalind Franklin

planned to land in 2023. MOMA is a dual-source (laser
desorption and gas chromatograph) mass spectrometer
that will search for past or present life on the Martian
surface and subsurface through analysis of soil samples.
We use data collected from the MOMA flightlike engineering model to develop mass-spectrometryfocused machine learning techniques. We apply
unsupervised and supervised algorithms designed for
MOMA’s scientific goals in order to provide
information to the scientists about the likely content of
the sample [2]. This will help the scientists with their
analysis of the sample and decision-making process
regarding subsequent operations.
We also discuss motivations, related work, and
the challenges and limitations of this implementation, as
well as lessons learned and approaches that could be
used for future space science missions.
References: [1] F. Goesmann, W. B. Brinckerhoff,
F. Raulin, W. Goetz, R. M. Danell et al., “The Mars
Organic Molecule Analyzer (MOMA) Instrument:
Characterization of Organic Material in Martian
Sediments,” International Journal of Astrobiology 17,
2017. [2] X. Li, R. M. Danell, V. T. Pinnick et al.,
“Mars Organic Molecule Analyzer (MOMA) laser
desorption/ionization source design and performace
characterization,” International Journal of Mass
Spectrometry 422, 2017.
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ENHANCED SCIENCE RETURN FOR PROCESS INVESTIGATIONS FROM ENVIRONMENTRESPONSIVE CONOPS. Serina Diniega1,*, Brian Jackson2, Alejandro Soto3, Scot Rafkin3, Gary Doran1, Lukas
Mandrake1, Christy Swann4, Rob Sullivan5, Don Banfield5, Lori Fenton6, Ryan Ewing7, Devon Burr8, Ian Walker9,
Nathan Barba1, Louis Giersch1. 1Jet Propulsion Laboratory, California Institute of Technology
(*serina.diniega@jpl.nasa.gov), 2Boise State Univ., 3SwRI, 4Naval Res. Lab., 5Cornell Univ., 6SETI Institute, 7Texas
A&M, 8N. Arizona Univ., 9Univ. California Santa Barbara.
Motivation and Summary: Our aim is to initiate
conversations about development of a data-efficient,
strategic ConOps plan for in situ investigations of
planetary
surface/atmosphere
interactions
and
environments [1], and to understand how development
of such ConOps plans enhances science return for
process
or
environment-focused
planetary
investigations. When studying processes, it is
important
to
gather
integrated/concurrent
measurements of both the activity and environmental
drivers. Additionally, accurate measurement of both
the meteorological environment and activities requires
measurement of background values/cycles as well as
during transient phenomena (such as wind gusts or
convective vortices). Typical “pre-scheduling” of data
acquisition thus requires either continuous highfrequency measurements or serendipitous capture of
transient conditions; the first is not data-efficient and
the second is not strategic and limits science value of
returned data. Recent advances in onboard processing
capabilities present agile science options [2]—e.g.,
data acquisition timing that responds to current
environmental conditions, thus addressing both issues.
Some Environmental & Process Investigations:
(1) Dust devils (Figure 1) have been imaged on Mars
from orbit and rovers. These regular phenomena
contribute to dust lofting on Mars. Characterizing
them yields insight to general dust lifting
mechanisms and rates – which is vital for Mars
climate studies [3], and provides a novel analog
to dust devils seen on Earth and hypothesized for
e.g., Titan [4].
(2) Models of wind speed distribution and windinduced sediment transport are, at present,
strongly based on terrestrial experiments and
observations [5]. It is generally assumed that
similar physics applies in other planetary
environments, with appropriate scaling. But
extraterrestrial in situ “field” measurements of
atmospheric boundary layer dynamics would
provide critical model validation/calibration data.
(3) On Earth, turbulent fluxes in the near-surface
atmosphere can be directly calculated from
correlated, high frequency measurements of the
3D wind components and the quantity of interest;

such fluxes are also related to large-scale (and
more easily measured) quantities such as the
vertical temperature gradient and wind shear,
based on models that have been carefully
calibrated by terrestrial field studies [e.g., 6].
These same relationships are often assumed in
planetary studies, but have not yet been proven to
extend to those environments—which may be far
outside of terrestrial conditions.
(4) Sublimation of subsurface ice is thought to form
many planetary landforms [5], such as pits (e.g.,
Pluto) and scalloped terrain (e.g., Mars), as well
as exospheres (e.g., Ceres [7]). Within the
martian mid-latitudes, large reservoirs of nearsurface ice are thought to be stabilized under a
coating of dust/regolith [5]. In addition to ice,
regolith can harbor adsorbed water, brine, premelted liquids at mineral-ice and ice-grain
interfaces, or hydrous minerals—all of which
may exchange H2O with the atmosphere.
Understanding these processes, as well as how
they may depend on local relative humidity and
temperature
conditions,
requires
careful
environmental monitoring.

Figure 1. A martian dust devil imaged by MER [8],
with a mock instrumented mast. As dust devils
sporadically may pass a lander, science return would
be enhanced if onboard data analysis was able to detect
when a dust devil is present, so as to prioritize
downlinking data from that observation period or to
prompt a “dust devil observation” mode.
Strategies for Data-driven Discovery & Analytics:
Environmental and process focused investigations have
different observation frequency/timing needs than
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many geological studies. In particular, the science
value of relevant measurements is significantly
enhanced when we have:
• Correlated measurements of drivers and activity,
• Large range of measurable scales, as drivers and
activity occur over many scales,
• Ability to focus measurements (e.g., fidelity,
frequency) around transient conditions/changes –
e.g., high-frequency during short events, lowfrequency during cycles, and the
• Ability to capture both cycles/background and
transient, random “events.”
Typical “pre-scheduling” of data acquisition
consists of either continuous high-frequency
measurements or lower-frequency measurements and a
hope for serendipitous capture of transient conditions
(Figure 2). Even when guided by predictive models for
when increased observations are needed, it is generally
impossible to ensure capture of the full range of natural
dynamics. Additionally, the first method is not dataefficient, and the second is not strategic and limits
science value of returned data. Finally, this assumed
framework means that when we encounter data volume
or power issues, the response is to descope an
instrument, decrease observation time, or decrease
correlation of measurements.
Recent advances in onboard processing capabilities
present options for data acquisition timing that
responds (in real time) to environmental conditions.
For example, we can use detection of a change or
anomalous condition to either change downlink
priority of previously collected data, or change the data
acquisition parameters. The first could decrease the
required downlink data volume (to achieve the same
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science goals), and the second would decrease both
power and data volume. This change in ConOps also
changes strategies for resource management, as now
there are options for changing the strategy for
observation collection and data downlink, while
maintaining a focus on the most important
events/surface activities (rather than e.g., descoping an
instrument). For example:
• For studies of dust devils, pressure sensor
observations might be used to “trigger” collection
of other data types, such as those collected by:
cameras, sediment sensors, temperature/energy
sensors, wind sensors, or electrostatic sensors.
• Wind
sensors
could
detect
when
anomalous/higher wind conditions are occurring
(e.g., wind gusts), so as to collect more and more
detailed sediment transport data, beyond
averaged/non-optimized wind and sediment
transport rates.
• Volatile surface-atmosphere exchange rates could
be tracked specifically during periods of the day
when such exchange is enhanced (i.e., replacing
the scheme in Figure 2).
References: [1] Diniega et al., 2020 PS&A Decadal
Survey white paper, “A Critical Gap.” [2]
https://cs.jpl.nasa.gov/public/projects/agile-science/.
[3] Newman et al., 2020 PS&A DS white paper. [4]
Jackson et al. 2020, JGR Planets 125(3),
e2019JE006238. [5] Diniega et al. 2020,
Geomorphology 380, 107627. [6] Li et al. 2010, GRL
37, L15404. [7] Tu et al. 2014, P&SS 104 B, 157-162.
[8] NASA photo, pia20012-1041.jpg.

Figure 2. Example of common strategies within a “prescheduled” observation acquisition strategy.
Volatile exchange (in this case, of martian H2O) is expected to peak around sunrise, but may have
significant, varying rates through other parts of the diurnal cycle. Exchange rates are likely based on local
environmental conditions such as temperature and pressure. To capture the general trends as well as brief
peaks, but without overwhelming the data budget, short samples (1 min) are collected at regular intervals,
and larger samples (1 hr) are collected at sunrise and during “floating” blocks (some cycling through the
day, and some may be targeted, if a time beyond sunrise is identified, in advance, to be important).
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ON-BOARD DOWNLINK PRIORITIZATION BALANCING SCIENCE UTILITY AND DATA DIVERSITY
G. Doran, M. Wronkiewicz, and S. Mauceri. Jet Propulsion Laboratory, California Institute of Technology, 4800 Oak
Grove Drive, Pasadena, CA, 91109-8099, USA (gary.doran@jpl.nasa.gov).
Introduction: Science instruments for planetary
missions are becoming increasingly complex and able
to collect ever larger data volumes. This poses a challenge for missions targeting the outer planets because
communications with ground teams on Earth are highly
constrained. Transmitting information over vast distances
requires large amounts of energy and, therefore, has to be
limited to what is most essential. Additionally, there is
a significant time delay between send and receive operations [1]. These constraints mean that science teams
do not have access to the full raw data sets and can not
operate the instruments interactively. Instead, data must
be carefully selected on-board for return to Earth in order
to maximize science yield.
In this study, we focus on data from the Ocean Worlds
Life Surveyor (OWLS) platform, which comprises several
different instruments to search for life in water at both the
molecular and cellular level. Because signs of life are
expected to be rare within the data OWLS will collect,
we have developed systems that will analyze data onboard the spacecraft to produce smaller summary products called Autonomous Science Data Products (ASDPs),
which are highly compressed versions of the data that include only the most scientifically relevant information.
For example, ASDPs include the tracks of moving particles in raw microscope images or the location of peaks
within the spectra from a mass-spectrometer. By combining advanced instruments with on-board autonomy,
OWLS is aimed at advancing our life detection capabilities on ocean worlds like Europa and Enceladus. Given a
set of generated ASDPs available for downlink, the goal
of this work is to sort and down-select these products
while balancing two objectives: (1) maximize the estimated per-byte science utility of the downlinked products
to achieve mission objectives and (2) maximize the diversity of the products downlinked to enable the discovery of
rare science content. Below, we describe our prioritization approach and compare its performance to baselines.
Background: OWLS is designed to search for life in
water samples on ocean worlds using several instruments
including a Digital Holographic Microscopy (DHM)
and a Capillary Electrophoresis-Electrospray Ionization
(CE-ESI) mass spectrometer. If life does exists on these
bodies, it might be rare and only appear sporadically
within acquired samples [2]. OWLS instruments can produce hundreds of gigabytes of data across observations,
but not all of this data will be scientifically valuable if
the signs of life are rare. Limitations in the bandwidth of
data transmission and mission lifespan will permit only
about one hundred megabytes of returned data. This rep-

resents approximately 0.01% to 0.1% of the original data
volume. Therefore, we must select only a small portion
of the most relevant data for the purpose of life detection.
To downlink the most scientifically relevant data under such extreme bandwidth constraints, we have developed two systems to automatically analyze raw data
on-board the spacecraft and produce summary products
called ASDPs. The first system, Holographic Examination for Life-like Motility (HELM), analyzes DHM
videos to track moving objects, then classifies these tracks
as either exhibiting life-like “motility” behavior or randomly drifting non-motile behavior. Small cutouts surrounding the detected motile particles are extracted for
downlink that make up a small fraction of the raw video
data volume. The second system, Autonomous CE-ESI
Mass-spectra Examination (ACME), searches for peaks
within data from a CE-ESI mass spectrometer, and creates
ASDPs that summarize detected peaks and their context
within the raw observations. After extracting the ASDPs
using either HELM or ACME, the autonomous software
must decide how to prioritize these products for downlink.
This key problem is addressed by the Joint Examination
for Water-based Extant Life (JEWEL) component of the
OWLS autonomy system. JEWEL will trade-off between
the competing objectives of (1) maximizing the utility or
scientific relevance of selected data while also (2) selecting a set of diverse observations to avoid redundancy and
maximize the return of rare and novel features in the data.
Approach: In order to incorporate both science utility and diversity, JEWEL relies on two pieces of information provided by HELM, ACME. First is the Science
Utility Estimate (SUE), which is an quantitative estimate
of the scientific value of an observation. In the case of
HELM, the SUE is derived from the number of tracked
particles in an observation classified as “motile,” and for
ACME, the SUE is based on the number of peaks detected
in an observation, the number of these peaks corresponding to known organic compounds, and size of these peaks
relative to the background noise levels. The second piece
of information is a Diversity Descriptor (DD), a vector
that encodes properties of the observation’s content such
that a set of observations with large Euclidean distances
between DDs are considered to be diverse. For HELM,
the DD is comprised of the numbers of detected motile
and non-motile particles, and for ACME, the DD is comprised of 13 factors describing the numbers of peaks, their
sizes, shapes, and background information.
To incorporate both SUEs and DDs when prioritizing
ASDPs for downlink, JEWEL uses an algorithm based
on the Maximum Marginal Relevance (MMR) criterion
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Cumulative Utility

for ranking [3]. MMR works by iteratively selecting
the data product with the highest utility, but discounted
by a factor proportional to the Gaussian similarity of
each candidate ASDP to the most similar product already
selected for downlink. A user-specified parameter controls the balance between the initial SUE value and the
similarity-discounted SUE value based on DDs during the
iterative selection process. This computationally simple
approach is well-suited for JEWEL, which will need to
run on-board OWLS under the computational constraints
of a radiation-hardened flight processor. In additional to
the MMR algorithm that balances utility and diversity,
JEWEL also allows scientists to use standard bin-based
prioritization if certain observations are known a priori to
have higher downlink significance, and enables scientists
to specify data volume constraints on individual instruments so that observations from a single instrument do not
block data from another instrument, even in cases where
utility might be higher. Thus, the data volume constraints
ensures that JEWEL selects products that are diverse not
only within instruments, but also across instruments.
Evaluation: To evaluate JEWEL, we compare its prioritization to that produced by other baseline approaches
for ranking data. We use a dataset comprised of 12 DHM
observations processed by HELM from both laboratory
samples and samples acquired from Newport Beach, CA,
and 7 samples processed by ACME that were prepared
in a laboratory. We compare to two baseline strategies:
random ordering and first-in first-out (FIFO) ordering, in
which the ASDPs are downlinked in the order they were
produced (which is more-or-less arbitrary in this case).
For the MMR-based JEWEL algorithm, the trade-off parameter is set to 0.0 and 1.0, which ignores diversity,
or completely relies on the diversity-discounted values
based on DD similarities, respectively. For the random
strategy, we compute the performance across 1000 random trials. Our evaluation metric is cumulative utility,
the total utility as a function of data volume.
Results: Figure 1 shows the cumulative science utility as a function of the cumulative amount of data downlinked, prioritized by each of the three approaches compared. For the random downlink approach, the average
across 1000 trials is plotted along with the standard deviation to show the variability across trials. A square
and circle marker indicate where in the downlink the first
ACME and HELM ASDPs appear for the JEWEL and
FIFO prioritization approaches (one of these always occurs at the far left-hand side of the plot).
These results show that as expected, JEWEL selects
the products with the largest per-byte SUE values first,
so it achieves a larger cumulative utility faster than the
other approaches. The other algorithms do not incorporate SUE values, so the largest increase in utility either comes later in the downlink for FIFO, or is spread
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Figure 1: A comparison of the cumulative utility of selected
data products using JEWEL, random, and FIFO prioritization
algorithms. The square and circle indicate where the first of
each type of data product appear in the downlink.

out evenly for random downlink ordering. Furthermore,
comparing the multiple runs of JEWEL that either ignore
the diversity-based prioritization or rely entirely on the
diversity-discounted SUE values (“max. diversity”), there
is only a small difference in the ordering produced in this
case. However, the first HELM product is downlinked
sooner when taking diversity into account, likely because
the marginal utility of the final ACME product is much
less than its initial SUE. This example illustrates the
benefit of accounting for diversity during prioritization.
Conclusions: These experiments demonstrate the
importance of content-based prioritization in missions to
the outer solar system. Accounting for both diversity and
utility is important to ensure that the most scientifically
relevant data is returned to Earth as quickly as possible.
Both factors are essential for platforms like OWLS that
have the ability to collect much more data than is possible
to transmit. In the future, we will consider alternative prioritization strategies to MMR, explore the incorporation
of additional instruments and cross-instrument dependencies, and perform evaluations with scientists to measure
their agreement with the prioritization of selected data
products.
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at the Jet Propulsion Laboratory, California Institute of
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MINERALOGICAL DATABASE WITH DEEP LEARNING BASED MULTI-SPECTRAL UNMIXING. I.
Drozdovskiy1, F. Sauro2, S.J. Payler1, 3, S. Hill4, P. Jahoda4, K. Jaruskova4, F. Venegas4, A. Angellotti4, M. Franke4, P.
Lennert4, G. Ligeza4, P. Vodnik4, L. Turchi1, 5, L. Bessone1 1Directorate of Human and Robotics Exploration, European
Astronaut Centre (EAC) - European Space Agency (Linder Höhe, D-51147 Cologne, Germany;
igor.drozdovskiy@esa.int), 2Geological and Environmental Sciences, Italian Institute of Speleology - Bologna
University, 3Agenzia Spaziale Italiana, Rome, Italy, 4ESA-EAC, CAVES & PANGAEA interns, 5Spaceclick Srl,
Milan, Italy.
Introduction: The ESA-PANGAEA Mineralogical
Toolkit is a set of data analytics tools aiming to enhance
the recognition of planetary minerals. It includes a
custom structured database called the PANGAEA
Mineralogical Database, which contains information on
all known minerals found on the Moon, Mars and other
planetary bodies [1]. This database then serves as the
basis for a set of spectral classification methods using
machine learning designed to perform in-situ
spectroscopic identification of minerals [2]. Developed
and tested together in the context of ESA’s astronaut
field science training using analogue environments,
PANGAEA, the mineral library and recognition
software are conceived as a real-time decision support
tools for future planetary surface exploration missions.
PANGAEA Mineralogical Database: The
Mineralogical database [1] can be viewed as two
distinct products: a catalogue of petrographic
information and an analytical library. The catalogue
consists of petrographic information on all currently
known minerals identified on the Moon, Mars, and
found primarily, or exclusively, within meteorites. The
catalogue is envisioned to provide essential analytical
in-field information for each mineral to assist in rapid
identification and understanding of significance in real
time geological exploration. Each mineral entry
includes: IMA recognized Name, Chemical Formula,
Mineral Group, surface abundance on planetary bodies,
geological significance in context of planetary
exploration (e.g. occurrence, environmental conditions,
marker for important processes), number of collected
VNIR and Raman spectra, their spectral discoverability
and the possible spectral features. In addition,
supplementary characteristics for each mineral that may
help with its identification are included, such as
chemical abundances calculated from known empirical
chemical formula, as well as basic physical properties
such as hardness, specific gravity, crystal system. The
database was compiled through systematic literature
research, followed by the careful cross-validation ("outof-sample" testing) of all mineral characteristic
information, including flagging of doubtful or erroneous
data. The second major contribution, provided by the
PANGAEA Mineralogical Database, is a customized
library of analytical data from all known planetary
terrestrial analogue minerals Fig. 1). This covers four

analytical methods: reflective Visual-to-Near- &
Shortwave-Infrared (VNIR), Raman vibrational
(molecular) spectroscopy, Laser-Induced-Breakdown
(LIBS), and X-Rays Fluorescence (XRF) atomic
spectroscopy. This library also includes a set of standard
spectra, which is used for evaluating the detectability of
minerals with different analytical methods.
Part of the archive consists of spectra collected from
available open access on-line catalogues, such as
RRUFF (Raman), and USGS, RELAB and
ECOSTRESS (VNIR). It also includes our/our
collaborators own bespoke spectroscopic measurements
(VNIR, Raman, LIBS & XRF) of planetary analogue
minerals taken from different collections, and synthetic
spectral libraries, such as LIBS NIST; see [2] and
references therein. Only high-quality spectra of
confirmed mineral samples were included, determined
by the quality flag in the original database or by our own
statistical evaluation of the within-class spectra. We
also removed outliers from all single-method spectra of
each mineral by finding the weighted average spectrum
for each class and removing those that significantly
deviated from the average [2]. This was to ensure the set
was not skewed by random instrumental artefacts or
sample misclassification. This multispectral library is
designed to be used for the recognition of planetary
materials, and acts as a training dataset for our mineral
recognition software.

Figure 1: The current census of the minerals with
archived Raman or VNIR spectra in the PANGAEA
mineralogical database.
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Analyst, 146(1), pp.184-195. [3] Turchi L. et al.
Planetary Space Science, 197, p.105164.
Machine Learning (ML) software for recognition
of minerals from multispectral data: To utilize the
PANGAEA Mineralogical Database for identifying
minerals in the field from the output of analytical tools,
we also developed identification methods that combine
types of material characteristics, mineral structure
(obtained with VNIR and Raman spectra) and its
chemical composition (derived from XRF and LIBS
spectra). To achieve this, we chose to use a ML-based
approach. This was for several reasons: ML is fast and
accurate when developed properly, can handle
multimethod datasets, and the accuracy can be
progressively improved by adding new training data to
the classification models without losing the recognition
speed. To maximise the accuracy of the ML methods,
we evaluated various Machine Learning approaches
used to identify mineral species from single analytical
methods (Raman, VNIR or LIBS), and developed a
flexible and modular algorithm that can classify
minerals either from standalone spectroscopic methods,
or using a combination thereof. The flow diagram
detailing this methodology is shown in Figure 2. Our
new approach was then evaluated using our own
internal archive of analytical data, as well as in some
cases, other publicly available spectroscopic datasets.
Our cross-validation tests show that multi-method
spectroscopy paired with ML paves the way towards
rapid and accurate characterization of minerals [2] (see
Figure 3), as well improving the quantification of
mineral abundances in rocks and soils using ML-based
spectral unmixing.
PANGAEA Mineralogical Tookit as an
Analytical Toolset for Moon Surface Exploration:
The PANGAEA Mineralogical Toolkit is envisioned as
a part of the PANGAEA Electronic Fieldbook Suite
(EFB) [3]. The EFB is a deployable system that
enhanced scientific outcome of field mission operations,
enabling scientific documentation of field traverses,
sampling and interaction with remote science support
teams. The EFB can interface with handheld
spectrometers intended for planetary exploration,
simultaneously feeding their measurements into the
embedded Mineralogical Toolkit. Combined within the
EFB Tool Suite with various spectral analytical tools,
and benefiting from its instrument agnostic nature the
PANGAEA Mineralogical Toolkit will enable fast and
reliable in-situ recognition of rocks and minerals, thus
becoming a crucial decision support tool for future
human and robotic planetary surface exploration
missions.
References: [1] Drozdovskiy, I. et al. 2020, Data in
Brief, 31, 105985. [2] Jahoda, P. et al. 2020, The
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Figure 2: Simplified flow diagram showing our method
for recognizing minerals from combined Raman/VNIR
and LIBS spectra.

Figure 3: Better mineral predictions rates from
combined Raman and VNIR spectra than from singlemethod spectroscopy.
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A NOVEL HEURISTIC ALGORITHM FOR FINDING SPARSE, THIN CURVED LINES IN IMAGERY
WITH STRUCTURED NOISE. N. T. Dutton1, M. A. Mendlovitz1, F. S. Turner1, G. W. Patterson1, 1The Johns
Hopkins University Applied Physics Laboratory; Laurel, MD (nicholas.dutton@jhuapl.edu).
Introduction: Many problems in digital signal processing, specifically image processing and computer vision, require object identification of curved lines. Examples include medical imaging applications such as xray angiograms, Intelligence Surveillance and Reconnaissance applications for finding roads and rivers, and
– in the particular case of this work – finding the directpath signal in bistatic Synthetic Aperture Radar (SAR)
pulse-compressed data (i.e., waterfall plots).
Signal localization of lines in noisy imagery [1] is a
broad topic. Edge detection techniques such as the Sobel or Canny operators, and feature extraction techniques such as the Hough transform exist and are well
represented in literature, however with large datasets
they can often be computationally expensive and also
require customization for the specific application. This
fine tuning can become cumbersome and time consuming especially when the imagery content significantly
varies between datasets.
To mitigate some of these issues, the authors developed a general purpose solution to isolating thin, curved
lines of variable shape and intensity in imagery that includes complexly structured and/or similarly shaped
noise. We follow with an example application using bistatic SAR data in which the approach was used with
excellent results.
Problem Statement: The problem presented is to
create an algorithm that will completely automate finding and fitting of a vertical, thin, curved line of varying
intensity and shape in the presence of structured noise.
For this application, the vertical, thin, curved line represents the direct-path signal from a ground station transmitting through the back of the Mini-RF antenna
onboard the NASA Lunar Reconnaissance Orbiter
(LRO). The following is a list of constraints on the waterfall plots:
1) The structured noise in the imagery may cross the
direct-path throughout the image. When this occurs the
direct-path intensity may be less than, equal to, or
greater than the crossing noise source at different pixels
within the crossing region. 2) A minimum of two structured noise sources are present in the imagery, but there
may be others. 3) The direct-path may not be visible in
portions of the image. 4) The imagery may have horizontal strips where no data exists. 5) The structured
noise may also be similar in shape and intensity to the
direct-path. When this occurs, we cannot use traditional
outlier rejection techniques such as the Hampel filter.

Solution Approach: The direct-path is usually distinguishable from the structured noise sources to the
trained eye. One is inclined to recreate a similar process
by which a human locates this thin line in the imagery.
First, we seek an algorithm to find the “sharpest”
peak in intensity for each row (or column if the signal is
generally horizontal in nature) of the imagery. The intensity values for each row across the sample (column)
axis 𝐼(𝑥) are collected from the imagery. For each row,
an average intensity count is then computed in a buffer
window, 𝐼!"# (𝑥 ± ∆𝑥$%&&'( ), on each side of every element in 𝐼(𝑥). The index, 𝑥, with the highest ratio of
the peak intensity value to the average buffer intensity,
𝐼(𝑥)/𝐼!"# (𝑥 ± ∆𝑥$%&&'( ), is the sharpest peak. This is
the signal’s estimated location on the sample axis for the
given row. Using this buffered average approach reduces the likelihood that a signal will be selected purely
because it is bright and selects thin vertical lines in the
image over thicker ones. This process is repeated for
every row in the image and the sharpest peak location is
stored for later use.
Second, the mode of all of the sharpest peak x-coordinate locations provides the best estimate of the signal’s centroid location on the sample axis.
Third, a rectangular subsection of the image is taken,
centered on the centroid sample provided by the mode,
and at the top row in the image. This subsections size is
chosen such that the signal will always be contained
within it. The signal’s sample location is then estimated
within the rectangular subsection by summing samples
across rows and using the algorithm discussed in the
first step. The estimated coordinates are then placed at
the center row and sharpest peak sample of the subsection. This process steps through rows and is repeated
until the full image has been spanned in 1 dimension.
Fourth, once the estimated 𝑥-𝑦 coordinates of the
signal are stored for the full (vertical) image strip, outliers must be checked to ensure the estimates do not drift
radically. These outliers can occur if one of the structured noise sources in the image crosses or is in close
proximity to the signal. The outliers are removed by
checking that the angle between adjacent signal pixel 𝑥
and 𝑦 coordinate estimates is approximately 90 degrees
– i.e. a locally vertical signal. This initial filter is applied twice to minimize the amount of jump discontinuities in the sample space.
Finally, in several cases there happen to be similarly
structured data point estimates that are not part of the
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having a similar linear structure as shown in Figure 1.
When this occurs, we apply a newly developed heuristic algorithm we refer to as Maximum Segment, Minimum Residuals (MSMR).
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Arecibo and DSS-13 observatories to collect bistatic radar data on the nearside of the lunar surface [2]. When
processing the bistatic radar data, the direct-path signal
is the signal received by Mini-RF directly from the
Earth-based transmitter and is used to improve timing
and phase reconstruction of the chirped signal.
Several factors make automating the isolation of the
direct-path in pulse-compressed data difficult. The
Arecibo and DSS-13 observatories operate at different
transmit powers and frequencies; 200kW in the S-band
and 80kW in the X-band respectively. This leads to different signal strengths received by the radar and in general the direct-path may not be the strongest signal in the
radar waterfall plot. The geometry and signal characteristics of the bistatic collect also influence the specular
forward scatter and diffuse backscatter signal returns.
Situations can arise where the direct-path signal approaches (or overlaps) the forward and/or backscatter.
The algorithm described above is applied to the MiniRF waterfall plots in order to locate the direct-path.

The MSMR heuristic recognizes the need to maximize the data available for the current fit, otherwise regions could become sparse and fitting may be poor. It
also ensures we are not including data in a problematic
region (i.e. samples that are not signal). The following
steps define the MSMR approach:
1) Categorize “segments” of data where the end of
a segment is a jump discontinuity in the dependent variable (sample dimension).
2) Generate all possible combinations of segments, assuming the largest segment is always
present (the largest ellipse in Figure 1). This
results in 2N-1 – 1 combinations of segmented
estimates in x-y pixel space.
3) For each combination of segments, fit a low-order polynomial that just under-represents the
nature of the curvature and store the residual
norm of the fit.
4) The segment combination that maximizes the
ratio of the number of segments used in the test
to the residual norm for that test is the best estimate for the correct signal estimates.
The signal estimated locations can then be fit to a
higher order polynomial and reapplied to the image as
necessary. We see the MSMR algorithm works perfectly in the given example as shown in Figure 2.
Application: The LRO Miniature Radio Frequency
(Mini-RF) dual-polarized synthetic aperture radar
(SAR) instrument is operated in concert with the

Rows

Figure 1. Signal estimated locations. Similarly
structured noise causes false estimates in the upper
right. MSMR segments are shown as ellipses.

Samples
Figure 2. Direct-path Estimate and Fit after MSMR is
applied
Conclusions: This work follows as an improvement
to the previous techniques described in [1]. Previously,
we were able to successfully identify the direct-path in
>95% and ~80% of the S-band and X-band collects respectively. With the new algorithmic approaches discussed in this paper, we’re now able to achieve a 100%
success rate in finding and fitting the direct-path for
both S-band and X-band collects. This achievement allows the radar processing workflow to remove the human in the loop.
References:
[1] Dutton, et al. (2019) LPICo2151.7078D
[2] Patterson G. W. et al. (2017) Icarus, 283, 2–19.
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AWS PROCESSING PIPELINE FOR MAVEN IUVS. J. P. Elliott1, R. Meisner1, B. McClellan1, E.
Jacobshagen1, S. Jain, N. Schneider1. 1Laboratory for Atmospheric and Space Physics, University of Colorado, 3665
Discovery Dr, Boulder, CO 80303 (joshua.elliott@lasp.colorado.edu)
Introduction:
The
Imaging
Ultraviolet
Spectrograph (IUVS) [1] aboard the Mars Atmosphere
and Volatile Evolution Mission (MAVEN) spacecraft
is designed to measure the characteristics of the
atmosphere and ionosphere of Mars, as well as
atmospheric dayglow, nightglow and aurorae in the
Far-UV and Mid-UV portions of the spectrum
(collectively 110nm-340nm).
As presented by Elliott et al. 2019 [2], the
increasing data volume over the continuing mission
has prompted the need for a higher degree of data
processing parallelization in order to meet mission
deliverable requirements including our regular PDS
release schedule and full-mission reprocessing. This
led us to explore cloud-based options for our data
processing needs. Our new AWS based processing
pipeline gives us the flexibility and scalability to meet
those needs.
AWS Pipeline: In recent months we have finished
the migration of our Level 1 data product pipeline to
the AWS cloud, allowing us to scale our processing
infrastructure to meet mission processing demands.
For our regular three-month PDS releases this means a
quicker turn around (on the order of 10 hours rather
than a week or more) for our science team so that they
have more time to perform data analyses and generate
the higher level products that they are responsible for.
There is also the periodic need to reprocess the
entire mission dataset. This arises when a significant
change to the L1 pipeline code or data product format
occurs. Since Mars orbit insertion on 21 September
2014, nearly seven years of data have accumulated.
Our new AWS pipeline has the ability to complete a
full mission reprocess in just a matter of a week rather
than many weeks or even months on our older in-house
processing system.
Our pipeline can also be configured to perform our
regular weekly staging processing, which provides our
science team with quick access to newly downlinked
data from the spacecraft for analysis.
In each of these three processing scenarios EC2
compute resources are spun up only when needed and
scaled to meet the demands of each type of processing
job.
Benchmarks: We present a comparison of the
architecture of our old and new processing pipelines.
Advantages and disadvantages of each system are
presented along with a yearly cost breakdown.

Computation times and benchmarks will also be
presented.
References:
[1] McClintock W. E. et al. (2015) Space Science
Reviews, 195, 75-124.
[2] Elliott J. P. et al. (2019) 4th Planetary Data
Workshop, 2151, id.7029.
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A NEW METHANE SPECTRAL INDEX FROM NASA’S NEW HORIZONS RALPH/MVIC
INSTRUMENT. A. Emran1, V. F. Chevrier1, and C. J. Ahrens2, 1AR Center for Space and Planetary Sciences,
University of Arkansas, Fayetteville, AR 72701. 2NASA Goddard Space Flight Center, Maryland, MD 20771.
(alemran@uark.edu).
Introduction: NASA’s New Horizons probe
onboard Ralph/ Multispectral Visible Imaging Camera
(MVIC) and Linear Etalon Imaging Spectral Array
(LEISA) instruments have revealed spatial distribution
of volatile methane (CH4) ice on the surfaces of the
dwarf planet Pluto and its largest moon Charon [1].
MVIC instrument comprises seven independent
Charged-Coupled Device detectors (CCDs) array to
produce both panchromatic and colored images of
different filters. The color filters consist of a blue
channel (400 – 550 nm), red channel (540 – 700 nm),
near-infrared/NIR channel (780 – 975 nm), and a
narrow band methane absorption channel (860 – 910
nm) [2].
Previous studies used different MVIC color bands
to produce a planetary scale methane distribution from
high-resolution methane “equivalent width” and
spectral slope maps of Pluto’s surface [3]. The study
[3] used red, NIR, and the narrow methane bands to
quantitatively analyze the relationships between
methane distribution, redness, and other parameters
such as altitude and latitude. In this study, we propose
a new methane spectral index from MVIC instrument
data. The new index uses only two bands (red and the
narrow methane absorption channels) to produce a
global methane distribution on the surface of Pluto.
Observations and Method: We use MVIC 4color image cube 0299178092_0x536 to produce a
methane distribution map on Pluto by implementing
our proposed spectral index. Refer to [4] for the detail
of the calibration of the MVIC image cube. We also
applied the index to the MVIC global color mosaic
produced by Southwest Research Institute (SwRI). The
mosaic is composed of all MVIC color scans between
MET (Mission Elapsed Time) 0298652198 and
0299178098 [5]. We propose the new methane spectral
index (MSI) as:
𝑀𝑀𝑀𝑀𝑀𝑀 (𝐶𝐶𝐻𝐻4 ) =

λred − λCH4
λred + λCH4

where λred and λCH4 are the I/F of MVIC red and the
narrow CH4 absorption channels, respectively. The
index values range from -1 to +1, where negative
indicates little or no methane ice absorption and
positive values represent greater absorption by
methane ice grains in the surface volatile mixtures.

Since we use a CH4 band of around 890 nm, a weak
methane band, the positive values may be indicative of
pure and coarse-grain-sized methane ice. However, the
index can be affected by the methane dilution sates and
ice texture like the methane “equivalent width” does [3
and the references therein].
Results and Discussion: We produce a methane
ice distribution map from the MVIC 4-color scene
(Fig. 1) and MVIC global color mosaic (Fig. 2; where
“high” and “low” represent positive and negative index
values, respectively) on the surface of Pluto. The
spatial distribution of methane ice using the new
spectral index is visually consistent/ comparable to the
existing methane distribution map using Ralph/ LEISA
instrument by the existing study [1]. Around the
equator at Cthulhu shows negative values in the index
corresponding to the lack of absorption by methane ice
and the dominance of redder materials or tholin
deposits (Fig. 2). Eastern Sputnik Planitia (SP) at
Tartarus Dorsa shows higher (positive) values in the
index – suggesting the presence, perhaps, of pure and
coarse-grain-sized methane ice.
The index can be used to see if this output is
consistent with methane distribution in local areas of
interest: for instance, methane-capped mountains e.g.,
Pigafetta and Elcano Montes at Cthulhu Macula, and
eastern Tartarus Dorsa; Al-Idrisi Mons; glacier flow on
the eastern SP (methane ice has a lower density (0.52 g
cm-3) than other surface volatiles e.g., nitrogen (1.0 g
cm-3) and carbon monoxide (1.0 g cm-3) ices so pure
methane signature can be seen on glacial flow); and
Virgil Fossae and Elliot crater, etc. The
potential advantages of this index are it is a quick
method (using only two bands instead of using three
bands in "equivalent width" and spectral slope maps by
the previous study [1]) and the proposed index readily
renders a (qualitative) impression of the pure methane
ice distribution or abundance.
Conclusion and Future work: We propose a new
spectral index for mapping the global-scale volatile
methane ice distribution on the surface of Pluto. We
plan to expand this project to see if our prosed index
result is consistent with the local scale geology and
associated methane ice abundance on the dwarf planet
as mapped by the previous studies [1,3].
Acknowledgments: We use MVIC instrument data
downloaded from NASA Planetary Data System
(PDS): Small Bodies Node (SBN). All image data can
be found at https://pds-smallbodies.astro.umd.edu/.
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References: [1] Grundy W. M. et al. (2015)
Science, 351. [2] Reuter D. C. et al. (2008) Space Sci
Rev., 140, 129-154. [3] Earle A. M. et al. (2018) Icarus
314, 195–209. [4] Howett C. A. et al. (2017) Icarus
287, 140–151. [5] Stern A. J. (2018) NASA PDS.

Fig 1: (on the left) Methane ice distribution map (histogram equalized stretch) as derived using the proposed
spectral index from MVIC red and the narrow methane channels. Negative values indicate little or no absorption by
methane volatile ice whereas positive values represent a greater absorption by coarse-grain-sized (pure) methane ice
in surface volatile mixtures. (on the right) Absorption of methane ice (distribution) as mapped using LEISA
instrument data by the study of Grundy et al. (2015), where the brighter colors corresponding to higher methane
absorption. The two maps (left and right panels) show a similar spatial distribution of methane volatile ice.

Fig 2: Global-scale methane ice distribution as derived by using the proposed spectral index using red and methane
channels from the MVIC global color mosaic. The blue color indicates a higher concentration of coarse-grained/
pure methane ice whereas the red color represents an absence of methane ice (or presence of redder/ non-volatile
materials/ tholin deposits).

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

7073.pdf

PLANETARY DATA IN THE VIRTUAL OBSERVATORY: VESPA (VIRTUAL EUROPEAN SOLAR &
PLANETARY ACCESS). S. Erard (1), B. Cecconi (1), P. Le Sidaner (2), A. P. Rossi (3), L. Tomasik, (4), S. Ivanovski
(5), B. Schmitt (6), N. André (7), L. Trompet (8), M. Scherf (9), R. Hueso (10) M. Demleitner (17), N. Manaud (18), M. Taylor (19), I. Alexeev (20), A. Määttänen (11), E. Millour (12), F. Schmidt, (13), I. Waldmann (14), P. Fernique (15), M.
D'Amore (16), C. Brandt (3), H. Rothkaehl (4), M. Molinaro (5), V. Génot (7), A. C. Vandaele (8)
(1) LESIA, Obs. Paris/PSL/CNRS/Sorbonne Univ/Univ. Paris, Fr (stephane.erard@obspm.fr) (2) DIO-VO, Obs. Paris/CNRS,
Fr (3) Jacobs University, Bremen, Ge (4) CBK-PAN, Warsaw, Po (5) INAF/OATS, Trieste, It (6) IPAG UGA/CNRS, Grenoble, Fr (7) IRAP/CNRS/UPS/CNES, Toulouse, Fr (8) BIRA/IASB, Brussels, Be (9) OeAW, Graz, Aust (10) UPV/EHU, Bilbao, Spain (11) LATMOS/IPSL, Sorbonne Université, UVSQ, U. Paris-Saclay, CNRS, Guyancourt, Fr (12) LMD/IPSL/
CNRS, Paris, Fr (13) GEOPS/IPSL/CNRS/UPS, Orsay, Fr (14) University College London, UK (15) Observatoire de Strasbourg/UMR 7550, Fr (16) PLL, DLR, Berlin, Ge (17) Heidelberg Univ, Ge (18) Spacefrog, Toulouse, Fr (19) Univ of Bristol,
UK (20) LMSU, Moscow, Ru

Introduction: VESPA (Virtual European Solar
and Planetary Access) has been focusing for nearly 10
years on adapting Virtual Observatory (VO) techniques to handle Planetary Science data [1] [2]. The
objective of this activity is to build a contributive data
distribution system where data services are located
and maintained in research institutes, as well as in
space agencies and observatories. VESPA is part of
Europlanet, a series of programs funded by the European Union and dedicated to enforcing collaborative
activities in Planetary Science both within and outside
Europe. A new program called Europlanet-2024 has
started in 2020 for a 4-year period.
During the previous Europlanet-2020 program,
VESPA has defined an architecture adapted from the
astronomy VO, and incorporating concepts and standards from other areas (Earth observation, Heliophysics, etc). The basic system uses the VO infrastructure:
data services are installed in any location but are declared in a system of harvested registries with identifiers, end-point (URL), mention of supported access
protocols, and rough description of content. Such services are interoperable via clients and tools, which
also provide visualization and analysis functions.
Data description: VESPA has adopted the Table
Access Protocol (TAP) from the International Virtual
Observatory Alliance (IVOA) to query data services.
In addition to this general mechanism, the EPNCore
vocabulary has been designed to provide a uniform
metadata system describing observational, instrumental, and physical parameters with fixed names, scales,
and units. EPNCore encompasses all fields of Solar
System studies and supports simulations and experimental data as well as observational ones. It can be
extended to new parameters whenever required. Beyond TAP, EPNCore provides a handy parameter description system that can be used in various contexts,
including with personal databases in the course of a
research program.

A PDS4 dictionary has been provided for future
conversion schemes with modern space agency archives. ENPCore is both a project study of the International Planetary Data Alliance (IPDA), and an
emerging standard of the IVOA (currently under review to become a proposed recommendation [3]).
Data access and tools: Since VESPA data services are responsive to TAP, they can be queried by
all TAP clients – either web interfaces, java tools,
python libraries, Jupyter notebooks, etc. Some VO
tools include specific support for EPN-TAP (i.e., using EPNCore with TAP).
The VESPA portal (http://vespa.obspm.fr) is a
dedicated web interface oriented towards data discovery, that can query all public EPN-TAP services simultaneously; it also converts EPN-TAP queries to
NASA keyword-search queries and the older PDAP
protocol. The portal also uses VO-compliant web services as support applications, e.g. Miriade (ephemeris
system), quaero (name resolver for solar system objects) and WebGeoCalc (SPICE computation).
All tools and search interfaces in the VO can exchange data via a specific protocol called SAMP.
Hence, data selected from the VESPA portal are readily sent to TOPCAT, Aladin, CASSIS, SPLAT-VO,
etc (respectively for tables, images and spectra), for
visualization and analysis — when data format permits. Aladin now provides access to planetary HiPS,
which are multiscale versions of the most recent planetary maps distributed by USGS and other institutes.
Non-VO tools can be connected by installing available SAMP libraries. Such integrations have been performed with 3Dview (spacecraft measurements), Autoplot (time series) and QGIS (georeferenced surface
data).
Data services: 55 public data services currently
have an EPN-TAP interface, including the complete
ESA Planetary Science Archive, and the outcome of
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several EU funded projects and space experiments in
various fields: SSHADE for experimental spectroscopy of solids, PVOL for amateurs images, AMDA for
plasma-related data, several archives of radio observations and solar data, planetary observations by HST,
several services providing access to georeferenced
data according to the WMS or WCS protocols, etc.
About 20 more projects are currently under development in the frame of Europlanet-2024. Of particular
interest is the VizieR database of astronomical catalogues at CDS, which includes many planetary data
tables published in science journals but not easily
accessible due to limited description. Beyond such
catalogue archives, VESPA potentially provides research institutes with a simple and economical solution to distribute data associated to publications, according to FAIR principles.
Prospects: In the framework of the Europlanet2024 program, VESPA will develop this infrastructure
even further (Fig. 1): 30-50 new data services will be
installed, focusing on derived data, and experimental
data produced in other Work Packages of Europlanet2024.
EPNCore will be developed by integrating future
community standards in critical areas, e.g. universal
identifiers for planetary coordinate systems or spaceFigure 1 : global infrastructure of VESPA

7073.pdf

craft and observatories. Interoperability with other
data distribution systems will be enhanced.
A run-on-demand platform (OPUS, adapted from
the ESCAPE astronomy program) is under assessment
to provide simulations and data analysis capacities.
Machine Learning capacities are developed to process
the available content of data services in several fields.
Long-term sustainability is also being improved:
definition files from all public services are gathered in
a unique gitlab platform to assist data providers in
maintaining their services. Authentication is provided
by GÉANT/eduTEAMS, and services stored in the
gitlab can be deployed on the new EU-funded European Open Science Cloud (EOSC), with support from
the EGI consortium. In addition to favoring data exploitation, VESPA will provide a handy and economical solution to Open Science challenges in the field.
Acknowledgments: The Europlanet-2024 Research
Infrastructure project has received funding from the
European Union's Horizon 2020 research and innovation programme under grant agreement No 871149.
References: [1] Erard et al (2018) PSS 150, 65
[2] Erard et al (2020) Data Science Journal 19, 22 [3]
https://ivoa.net/documents/EPNTAP/20201027/index.
html
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UPDATES ON SPICE FOR ESA PLANETARY MISSIONS. A. Escalante1, R. Vallés1, and C. Arviset2, 1RHEA
Systems for the European Space Agency, ESA/ESAC Camino Bajo del Castillo s/n, Ur. Villafranca del Castillo,
28692 Villanueva de la Canada, Madrid, Spain, alfredo.escalante.lopez@esa.int, 2ESA/ESAC.
Introduction: SPICE is an information system the
purpose of which is to provide scientists the observation geometry needed to plan scientific observations
and to analyze the data returned from those observations. SPICE is comprised of a suite of data files, usually called kernels, and software -mostly subroutines
[1]. The user incorporates a few of the subroutines into
his/her own program that is built to read SPICE data
and compute needed geometry parameters for whatever task is at hand. Some examples of geometry parameters typically computed are range or altitude, latitude
and longitude, illuminations angles (phase, incidence
and emission), instrument pointing and field-of-view
calculations, reference frame transformations, and coordinate system conversions. SPICE is also very adept
at time conversions.
The ESA SPICE Service: The ESA SPICE Service (ESS) leads the SPICE operations for ESA missions. The group generates the SPICE Kernel Datasets
(SKDs) for missions in development (Hera, ExoMars
2022 and JUICE), missions in operations (Mars Express, ExoMars 2016, and BepiColombo) and legacy
missions (Venus Express, Rosetta and SMART-1).
ESS is also responsible for the generation of SPICE
Kernels for Solar Orbiter. The generation of SKDs
includes the development and operation of software to
convert ESA orbit, attitude, payload telemetry and
spacecraft clock correlation data into the corresponding SPICE format. ESS also provides consultancy and
support to the Science Ground Segments of the planetary missions, the Instrument Teams and the science
community. The access point for the ESS activities,
data and latest news can be found at the following site
https://www.cosmos.esa.int/web/spice. ESS works in
partnership with NAIF.
Providing the best data: The quality of the data
contained on a SKD is paramount. Bad SPICE data can
lead to the computation of wrong geometric quantities
which can jeopardize science results. ESS, in collaboration with NAIF, is focused on providing the best
SKDs possible. Kernels can be classified as Setup
Kernels (FK kernels defining Reference Frames of a
given S/C, IK kernels describing a given sensor fieldof-view and other characteristics, PCK or Planetary
Constants Kernels, and LSK or Leapseconds Kernels)
and Time-varying Kernels (SPK and CK kernels
providing Trajectory and Attitude data, SCLK providing Time Correlation Data, and MK or Meta-kernel).
Setup kernels are iterated with the different agents in-

volved in the determination of the data contained in
those kernels (Instrument Teams, Science Ground
Segments, etc.) while Time-varying kernels are automatically generated by the ESS SPICE Operational
Pipeline to produce the Operational kernels that are
used in the day-to-day work of the missions in operations (planning and data analysis). These Time-varying
kernels are peer-reviewed a posteriori for the consolidation of SKDs that are archived in the PSA and PDS.
Status of the Kernel Datasets: The current status
and latest developments of the SKDs for the before
mentioned missions will be described in this contribution. In general, the ESS is reviewing the legacy and
operational datasets and developing the ones for future
missions. DOIs have been incorporated to both operational and archived datasets and shall be used for citing
ESA missions SKDs.

Figure1: SPICE for Venus Express Cosmos page
SPICE Kernels Archived in the PSA. ESS is also
responsible for the generation of PDS3 and PDS4 formatted SPICE Archives that are published by the PSA.
ESS in close collaboration with NAIF, peer-reviews
the operational kernels for the PSA [2] in order to publish being compliant with the Planetary Data System
(PDS) standards and uses them in the processes that
require geometry computations.
Extended Services: ESS offers other services beyond the generation and maintenance of SPICE Kernel
Datasets, such as instances and configuration for
WebGeocalc and Cosmographia for the ESA missions.
SPICE-Enhanced Cosmographia. NAIF offers for
public use a SPICE-enhanced version of the open
source visualization tool named Cosmographia. This is
an interactive tool devoted to 3D visualizations of celestial bodies ephemerides and shape models, space-
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craft trajectories and orientations, movable parts position, and instrument field-of-views and footprints. ESS
provides the framework and configuration required to
load the ESA missions in Cosmographia, this contribution will demonstrate its usage for the ESA Planetary
missions [3].

Figure2: JUICE Orbiting Ganymede in Cosmographia
WebGeocalc. The WebGeocalc tool (WGC) provides a web-based graphical user interface to many of
the observation geometry computations available from
the SPICE APIs. A WGC user can perform SPICE
computations without the need to write a program; just
a web browser is required. WGC is provided to the
ESS by NAIF. This contribution will outline the WGC
instances for ESA missions [3].
References: [1] Acton C. (1996) Planet. And
Space Sci., 44, 65-70. [2] Bessel, S. et al., (2017)
Planet. And Space Sci. [3] Acton, C. et al., (2017)
Planet. And Space Sci.
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Analysis Ready Data Available Through the SpatioTemporal Asset Catalog (STAC) Specification:
Investigating the Application to Planetary Data. R. L. Fergason1, M. A. Hunter1, J. R. Laura1, T. M. Hare1. 1U.S.
Geological Survey, Astrogeology Science Center, Flagstaff, AZ, USA, rfergason@usgs.gov.
Introduction: Most publicly available planetary
data are not analysis-ready, meaning that individuals
must download raw or reduced data from mission
websites or the Planetary Data System (PDS),
radiometrically and geometrically calibrate and
photogrammetrically correct the data, often using
multiple software packages before analysis can begin.
This effort is significant and requires individuals to
develop specialized processing and tool knowledge
unrelated to their scientific expertise and for each
dataset of interest. This current model is a barrier to
using new planetary data sets, takes effort away from
data analysis and science investigations, likely reduces
the scientific output of the planetary science
community, and potentially inhibits innovative science
and collaboration. In addition, the burden is
disproportionately felt by those new to a field or data
set, including graduate students and individuals not
connected to mission teams.
In contrast, the terrestrial community typically has
access to analysis-ready data products (e.g., Landsat 8
[1] and Sentinal-2 [2]) that are ready for immediate use
in a Geographical Information System (GIS) or other
data analysis tools. This broad access to analysis-ready
data significantly reduces redundant data processing
efforts. We look to the terrestrial community to gain
insight into these methodologies and then seek to adapt
these techniques to meet the needs of the planetary
community. By developing a means by which the
planetary community could have ready-access to
calibrated and geometrically projected data using welldocumented and proven methods, the need for
individuals to learn and complete these tasks would be
reduced, providing additional resources for science
investigations and potentially increasing the science
return from R&A programs. In addition, the availability
of controlled data products with improved image
position knowledge could be significantly increased.
Petabytes of raw and derived planetary spatial data
have been collected and generated throughout the
planetary community, with the potential to greatly
increase our understanding of the solar system and
improve mission and policy decisions. Historically,
tools have been provided (e.g., ISIS software system) to
allow individual researchers to process data in a
consistent, reliable, and repeatable way. As planetary
data evolves and the volume of data collected continues
to increase, we expect that there will be ever-increasing
value to data pre-processed using standard and
demonstrated methods. Furthermore, as data migrates to
the Cloud we have an opportunity to make these data
more accessible and interoperable. Our goal for the

efforts described herein is to enable planetary data to be
more easily discoverable in a format that is analysis
ready. We envision such a service to both allow
individuals to discover and utilize discrete images or
derived products for scientific or engineering purposes
and for existing services and portals to consume data via
this service through a well-documented Application
Programming Interface (API).
The STAC Specification: We are currently
adapting, implementing, and testing one means by
which the planetary community could have ready access
to calibrated and geometrically projected data, discrete
images and derived data products, using the SpatioTemporal Asset Catalog (STAC; http://stacspec.org/;
https://github.com/radiantearth/stac-spec) specification.
The STAC specification provides a method to describe
a range of geospatial metadata information, so it can
more easily be indexed and discovered (c.f.
http://stacspec.org/). The primary module for this
service is a spatiotemporal asset, which is any file that
represents information about a planetary body acquired
at a specific location and time. This asset is typically the
image or derived geospatial data product and we
provide these data in the STAC-preferred Cloud
Optimized GeoTiff format (COG). A JavaScript Object
Notation (JSON) document is also created for the asset
data, which is simple, straightforward, and can be
customized
for
individual
purposes
(https://stacspec.org/ core.html). Through a planetary
extension in development through efforts by this team,
the core GeoJSON object and related structures can be
modified to include information specific to the planetary
science domain.
A primary element of this service is the STAC Item
and represents a collection of related data and metadata
(i.e., a collection of assets, as described above).
A STAC Item is a GeoJSON object and can be easily
read by any modern GIS or geospatial library.
The STAC Item JSON specification includes fields for:
1) the time the asset represents; 2) a thumbnail for quick
browsing; 3) asset links and links to the described data;
and 4) relationship links which allow users to traverse
other related STAC Items. A STAC Item can contain
additional fields and JSON structures to enable data
providers to expose additional metadata information
and to enable the creation of additional tools. (c.f.,
https://stacspec.org/core.html, with modifications).
Results: We have investigated the feasibility, in
terms of data standard requirements and software needs,
for developing a method whereby radiometrically
calibrated and geometrically projected data could be
provided as a service to the planetary community using
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STAC. Through this investigation, we have: 1)
identified data products and standard formats we for
initial testing; 2) developed the processing pipelines as
a technology demonstration; and 3) defined preliminary
middleware, backend, and frontend mechanisms for
data delivery. We tested this implementation using the
controlled Galileo and Voyager images of Europa [3]
and the controlled Thermal Emission Imaging System
(THEMIS) infrared data set of Mars [4]. We chose data
from different missions to different planetary bodies to
help ensure that our implementation was adaptable
across different data sets and target bodies, and scalable
between both smaller and larger planetary data sets. In
addition, if the smithed kernels derived from a control
network is not the default kernel in ISIS, then access to
these controlled images requires significant data
processing and kernel knowledge, is of high value to the
planetary community, and these individual images are
not currently available through another means.
We determined that the STAC specification can be
applied to planetary data and our current progress
includes understanding the STAC core specification and
existing extensions, developing a prototype planetary
extension, and generating a STAC compliant catalog of
125 Galileo image mosaics of Europa, 1204 controlled
Galileo images of Europa, and of 29 controlled
THEMIS infrared images of Mars.
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are required to enable the discoverability of data of
interest with greater ease and is the subject of current
work efforts.
As data are available on the Cloud, the STAC
schema provides the means to enable gaining access to
geospatial data and analyzing those data without the
requirement to download products locally. For the
THEMIS data (Figure 2), we have developed a
prototype QGIS plug-in that queries the STAC
compliant catalog. Based on the user defining a location
of interest, the COG images that fall within that userdefined location are then streamed directly to the QGIS
application with no requirement to have the data
available locally, although data can be downloaded and
stored locally if desired (Figure 2). This plug-in
eliminates the need for the user to download data onto
their hard drive or a local server and then process these
data before use. This QGIS plug-in is another
technology demonstration that enabled us to ensure that
our STAC catalogs were compliant and could be
utilized by other standard tools.
Future work consists of further developing this
means to deliver analysis-ready data to the community,
including implementing state-of-the art search
capabilities. In addition, if STAC continues to prove as
promising as our initial investigation suggests, the
leveraging of STAC standards in collaboration with the
PDS will be a topic for future study.

Figure 1. Example of STAC catalog browse page
under development for Europa Galileo image mosaics,
demonstrating the technical implementation and the
typical product information available.

Figure 2. Prototype QGIS plug-in that queries a STAC
compliant catalog of THEMIS infrared data of Mars and
based on the user defining a location of interest. Cloud
Optimized GeoTiff images were streamed directly to the
application without downloading images locally.

We have developed two prototype implementations
to explore both the generation of a STAC catalog and
how to provide data in a way that is discoverable and
straightforward to ingest in a typical GIS. The Galileo
and Voyager data of Europa are available in a basic
catalog format where the user must currently search
manually through the catalog to identify data products
of interest (Figure 1). This implementation
demonstrates a successful technical implementation of
the STAC schema to these data. Although this is a
necessary first step, we recognize that search methods

Acknowledgements: References to commercial
products are for identification purposes and do not
imply an endorsement by the U.S. Government.
References: [1] Dwyer J. L. et al. (2018) Remote
Sens., doi:10.3390/rs10091363. [2] Drusch M. et al.
(2012)
Remote
Sens.
Envi.,
doi:10.1016/
j.rse.2011.11.026. [3] Bland M. T. et al. (2020) LPSC
LI, Abstract #1195. [4] Fergason R. L. and Weller L.
(2019) 4th PDUW, Abstract #7059.
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PLANETARY IMAGE EDITOR I/O-WEB SERVICE. C. Frasier, L. Keszthelyi. U. S. Geological Survey,
Astrogeology Science Center, 2255 N. Gemini Drive, Flagstaff, AZ, 86001 (cfrasier@contractor.usgs.gov).
Introduction: The USGS Astrogeology Science
Center is developing the Planetary Image Editor (PIE),
an I/O Web Service that can be used by researchers to
create publication ready figures from images found
using the Planetary Image LOcator Tool (PILOT) [1]
and processed by the Map Projection On the Web
(POW) service [2]. PIE accomplishes this by utilizing
the Integrated Software for Imagers and Spectrometers
(ISIS) [3] to read labels and convert raw binary data to
graphical image formats.
This application removes the tedious parts of
preparing publication-ready figures by limiting the
amount of effort required to create scale bars and other
annotations as well as extract metadata for image
captions. For example, researchers looking to add a
scale bar to an image product typically need to extract
the pixel scale from the metadata and then calculate the
mathematical ratio to make a scale bar the correct
length for the image using an image editor like Adobe
Photoshop. PIE does this automatically, not just for
scale bars but also for figure annotations with standard
icons for a north arrow, sun direction and observer
position. PIE also extracts information from the
metadata to fill in an image caption template at the
push of a button. PIE greatly reduces the steps that
researchers must complete every time they want to
create a figure for publications. Automating these
procedures following established standards will also
enhance the completeness of captions and
interpretability of figure annotations.
Background: The original goal for PIE was to
assist researchers in creating publication ready figures
from ISIS .cub files. However, it was decided that the
utility would be greatly enhanced by integrating PIE
into an online tool. We chose PILOT since it is an
inhouse tool that already works with ISIS on the back
end. Working with PILOT simplified some aspects of
the problem because the input files to PIE are the
products of a well-defined processing pipeline. The
problem with using any generic ISIS file, is that the
level of processing and available metadata can be
extremely variable.
PIE takes advantage of the design of POW to
retrieve the user’s products while on the USGS servers
without needing to download a file before editing an
image. POW gives the user a job key when they submit
a new job, and with this key we can use the known file
system design of POW to query for folders with the
specified job.
The user interface had to be redesigned in the shift
away from accessing local files on a user’s computer.

The new design is focused on giving users additional
customizable options. PILOT simplifies the process of
preparing the files by connecting the use of POW. PIE
then simplifies the last steps in the process, making a
publication figure.
Implementation: Users of PIE will be able to 1)
upload map projected images (.cub or .tif), 2) input a
POW job key to retrieve images processed by POW, 3)
add icons to the images, 4) add annotation to the image
5) drag and drop any of the elements in the figure, 6)
create inlayed caption boxes, 7) manipulate the size
and colors of any figure element, 8) customize text
sizes and color of caption 9) change the layers of the
objects in the figure, 10) export the caption text as an
ASCII file (.txt) separately from the figure, 11) export
figure with icons and annotation objects as PNG, JPG,
SVG, or GeoTIFF and 12) accomplish all these tasks
on any browser.
To allow users to upload a map projected image,
PIE uses a simple upload button with a validation
script that checks the file type of the image uploaded
before uploading and again on the server after upload.
Accepted file types are ISIS .cub and GeoTIFF.
If users have processed images with POW and
received the job key, they can access the output using
the key given to them from the POW service. PIE uses
the key to return a copy of the folder to the user. This
gives PIE users the ability to edit their map projected
images and download them in one step as opposed to
downloading the images, calculating scale and editing
them, then downloading the finished image.
PIE users can add icons to the screen by dragging
and dropping the icons from the button toolbox on to
the figure area. Icons were made using SVG 1.0 and
added to the image using JavaScript. Annotation
elements for PIE include SVG line and rectangle
objects. For both annotation elements and icons, SVG
gives PIE the freedom to manipulate the photo all on
the browser instead of requiring a strong internet
connection to a server and it can be used on any
browser. Using Sharp.js gives the PIE server the ability
to convert SVG metadata into JPG or PNG files then
the Geospatial Data Abstraction Library (GDAL) [4]
can be used to reattach the geospatial data labels to
make GeoTIFF files.
PIE allows users to drag and drop objects all within
the figure area by simply clicking and dragging the
objects. This was done by writing an object class for
tracking objects using class names to distinguish from
different important objects in the figure. In order to
add multiple draggable objects to the figure, the user
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will only need to drag and drop them into the figure;
PIE assigns unique object IDs and uses a generic drag
and drop module in JavaScript to handle the rest.
PIE allows users to write custom captions as well
as providing recommended captions based on the
metadata within the image itself. The caption can then
be exported as an ASCII file (.txt) so the user can copy
and paste it into their document editor of choice. PIE
uses JavaScript to download the text file of the caption.
In order to give users an interface for writing the
captions, PIE created a custom formatter that uses
SVG 1.0 text objects as well as SVG tspan elements to
format the caption within the editor box, something
that SVG text elements alone does not support. The
key parameters in this module are the text size, the
width of the caption box and the total non-whitespace
character count. With these measures, PIE is able to
force a paragraph format on SVG text elements which
are designed for single lines of text at a time and does
not render new line characters.
PIE provides a high level of customizability of the
output. Any object in the figure area has customizable
locations, primary and secondary color schemes, and in
the case of icons, scale. PIE created a custom layer
system for the SVG figure where the level of the
toolbox inside of the toolbar is directly correlated with
the location of the icon in the SVG layer. Users drag
the toolboxes up or down and the object associated
with it is moved as well. This helped customizability
by giving users the freedom to order layers and icons
inside the figure.
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The last and most important feature of PIE is the
ability to take the figure that was created and export
that image into a format that meets the requirements of
major journals as well as support meeting posters and
presentations. PIE does this using Sharp.js to convert
SVG image data to JPG for posters, presentation slides
and web pages as well as PNG or TIFF files for
journals. GDAL is used to combine a geospatial label,
called a virtual file, and a JPG or PNG file created by
Sharp.js to export GeoTIFF files.
To maximize accessibility, PIE uses raw CSS and
JavaScript features that are supported by all the major
browsers. For example, foreignObjects in SVG 1.0 are
not supported in some browsers and thus we could not
use them to format the text for the caption. Raw
JavaScript was used extensively to guarantee
compatibility between the various web engines and
many design choices on the front end were made to
guarantee compatibility with browsers.
Conclusion: The main functionality of PIE has
been implemented. Soon this service will replace the
PIP Server as the new online publication figure editor
at the Astrogeology Science Center. The link to this
service is not active yet but it will be hosted on the
ASC servers in Flagstaff.
References:
[1] https://pilot.wr.usgs.gov/.
[2] https://astrocloud.wr.usgs.gov/.
[3] https://isis.astrogeology.usgs.gov/.
[4] https://gdal.org/.
Figure 1. The
graphical
interface for PIE.
A Galileo image
of Europa is
shown on the
right with a north
arrow, scalebar,
and indicator of
the sun direction.
Working down the
left side are
controls for (a)
sizing the figure
to fit journal
formats, (b) icons
and text
annotations, (c)
exporting results
and (d) adjusting
layers
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The Outer Planets Unified Search (OPUS) Tool – Current Status and Future Plans. R. S. French1, D. J.
Stopp1, Y.-J. Chang1, M. S. Tiscareno1, M. R. Showalter1, and M. K. Gordon1. 1SETI Institute, 189 Bernardo Ave,
Suite 200, Mountain View, CA 94043, rfrench@seti.org
Introduction:
Outer Planets Unified Search
(OPUS) is a comprehensive search tool provided by
the Ring-Moon Systems Node of NASA’s Planetary
Data System (PDS). Since its first release 12 years ago,
OPUS has continued to become more user-friendly,
support more complex searches, and include more data
sets.
OPUS currently hosts 1.5 million images, spectra,
and occultations from Cassini, Voyager 1 and 2,
Galileo, New Horizons, and the Hubble Space
Telescope. In addition to an intuitive web-based user
interface that allows cross-mission and crossinstrument searches of the metadata provided by each
instrument team, OPUS adds searchable metadata
describing surface geometry and lighting of all planets
and satellites in the field of view as well as ring plane
geometry and lighting where applicable.
Recent Improvements: Over the past two years,
OPUS has added a variety of new features and data
sets, while simultaneously undergoing internal changes
that will eventually allow the inclusion of data in the
PDS4 format.
New data sets:
 Saturn ring occultation profiles from Cassini
RSS, UVIS, and VIMS, as well as from a
variety of ground-based telescopes. In addition
to optical depth profiles at multiple resolutions,
these observations include preview images,
viewing geometry diagrams, and full
documentation.
 Cassini ISS Saturn observations calibrated
using the final version of CISSCAL.
 Updated data for Cassini UVIS.
New features:
 A complete redesign of the shopping cart,
including the addition of a “recycle bin”
allowing the restoration of removed
observations, the ability to add all search
results to the cart, and a full breakdown of
what product types are available for
download.
 The ability to sort on multiple fields
simultaneously.
 Improvements to the “table view” and
“slideshow”, allowing the easy insertion and
deletion of metadata fields.
 The addition of units to relevant metadata
fields, with the ability to perform searches

using other units (e.g. Saturn radii instead of
km).
 The ability to search string fields using full
regular expressions.
 The ability to search for multiple values for a
single metadata field.
 A new “Multiple Target List” field that allows
easy searching for observations containing
multiple bodies.
 Preprogrammed ranges that make it easy to
search on common values, such as the
minimum and maximum radius of Saturn’s A
Ring.
 An interactive chat system that allows users to
ask questions or give feedback in real time.
 Improved documentation, including a
complete tutorial available on YouTube:
https://tinyurl.com/opustutorial2020
Public API: In addition to the web-based interface,
OPUS supports a public RESTful API that allows easy
programmatic queries. We have written a new guide
for the API which fully explains all of its features, and
have also produced a video tutorial available on
YouTube: https://tinyurl.com/opusapi2020
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GSYMBLIB: A GEOLOGIC MAPPING SYMBOL LIBRARY AND DEVELOPMENT ENVIRONMENT
FOR QGIS. Alessandro Frigeri1 , 1 Istituto di Astrofisica e Planetologia Spaziali (IAPS), Istituto Nazionale di Astrofisica (INAF), via del Fosso del Cavaliere 100, I-00133 Rome, Italy (Alessandro.Frigeri@inaf.it).
Introduction: Geologic mapping is one of the thematic mapping which relies most on symbology to communicate its content. An accurate chosen color scale is
critical for an effective visual perception of the stratigraphic relationships of the mapped units. Different line
styles communicate the type of contact between units and
also de different types of linear features which can be
represented as a line at a given scale. Lastly, point units
indicate localized features, as for example a peak or a pit.
Modern geologic mapping is mostly crafted in Geographic Information System (GIS) which provide also
real-time visualization, rendering and printing capabilities. It is thus important to have symbol libraries to properly describe in GIS the wide range of information that
can be included in a geologic map. As of today, no specific digital format standards for geologic symbology are
available and every GIS package relies on different implementations.
Geologic mapping symbology in QGIS: QGIS is a
desktop GIS part of the family of OSGeo Free Open
Source Software for Geospatial (FOSS4G). Through the
years, several solutions have been proposed to solve the
problem of dressing geologic maps for QGIS and Free
Open Source Software systems. The first attempts date
back to 2010 by Ryan Mikulovsky at UC Davis. An
FGDC QGIS symbols library has been published in 2015
on SourceForge by Stefan Revets[1]. In 2017, Daven
Quinn published the complete FGDC Geologic Patterns
for the Web in SVG format[2]. In 2019, GeoProc.com
published FGDC-4-QGIS patterns on GitHub[3].
Starting from version 3, QGIS greatly improved its
capabilities in the graphical representation of geospatial information, both in the interactive displaying and
in the design of printable cartography through map templates. Complex styles can be designed directly into
QGIS through the functionalities and the graphical interface of the Style Manager and symbols, line styles
and patterns can be individually exported and imported
thanks to an xml based qgis style format.
The gsymblib project: The gsymblib project aims to
gather all the necessary styles, patterns, colors, and fonts
for a complete representation of geologic maps in QGIS,
facilitating also the process of growing and improving
the library by collaborative efforts.
Gsymblib brings into QGIS a geologic mapping symbology which is:
• ordered: families (for example different agencies
standards) of symbols are kept separated.

• documented: every symbol/line/pattern has always
an id and description.
• incrementally improvable/upgradable: new single
symbols or group of symbols can be added to the
library, or some symbols can be fixed individually.
Since every institution or company from the international to the regional level has its symbology recommendation or standard, gsymblib keeps families of style separated, so multiple definitions of the same element can
co-exist in the library (Figure 1). Moreover, the filtering
capabilities of QGIS Style Manager avoid cluttering the
symbology selection GUI by isolating the styles of the
same family.

Figure 1: Symbol families are separated into distinct
folders, each one of them representing an institution or
specific project. This way, different representation of the
same element (e.g. a normal fault) can be included in the
same library.
Each symbol or style is defined by three elements:
1) the graphic definition 2) an alphanumeric ID and 3)
a description of the symbols, and all this information are
nested into the tree of a qgis style XML file (see Figure 2).
Another feature of gsymblib is that new styles can
be added or updated without touching other the elements
of the library, facilitating contributions of even just one
style.
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Figure 2: The ID, description and style family tags are
displayed passing the pointer over (hovering) a symbol
in the QGIS Style Manager. This specific case reports
the symbol 25.094 from FGDC from gsymblib version
1.0.0, describing the raised rim of an impact crater.

Figure 3: The different elements of the gsymblib project
hosted on GitHub. New symbols and fixes can be proposed and submitted through the issue tracker thanks to
specialized category tags, or directly into the main repository through pull requests. A build system parses the
single style files, imports external styles and generates
the updated library with a pdf handout.
gsymblib availability, structure and functions:
Gsymblib software scripts, the XML style library,
and the SVG graphics are available from the GitHub
collaborative development platform at the URL
https://github.com/afrigeri/geologic-symbols-qgis. The
software part of gsymblib is composed of python scripts
dedicated to processing the input styles and assembling
them into the final library (figure 3). The building process is automated through the GNU/Make tool. During
building, each style is processed, tagging is applied and
a single XML library file is generated together with a
folder of SVG symbols. External style libraries can be
ingested in this process. Currently, gsymblib imports
and converts into the QGIS-compatible TinySVG 1.2
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specifications all the FGDC geologic map pattern styles
generated by Daven Quinns’ FGDC Geologic Patterns
for the Web[2].
Figure 3 synthesize the elements of the project and
their relationship. The GitHub repository contains all
the scripts to build the library from scratch and also the
most up-to-date version of the library for immediate use
which can be downloaded from the releases section of
the repository and used immediately. Instructions for installing the latest release are described on the GitHub
landing page of the project.
Conclusions: The gsymblib project aims to organize
a suite of symbols, patterns and styles required for a
complete representation of earth and planetary geologic
maps in QGIS. Symbols and styles of a specific institution or agency can be included in the catalog so that
styles for the same element can co-exist. The development on GitHub makes it possible to organize the work
collaboratively and contribute incrementally and asynchronously to the library and scripts. In the first year,
contributors from several countries completed all the 144
symbols defined in the Federal Geographic Data Committee (FGDC) Digital Cartographic Standard for Geologic Map Symbolization Section 25 – Planetary Geology Features. The XML format of gsymblib keeps doors
open to further developments as exporting the styles as
Styled Layer Descriptor (SLD) specified by the Open
Geospatial Consortium (OGC) or converting and including the styles in other software projects dealing with the
representation of geologic maps.
Acknowledgments: Thanks to the QGIS and FOSS4G
developers and contributors. Gsymblib is intended to
grow as a community driven project, the author is grateful to all the people that contributed to the first steps of
the project in its first year: Marc Hunter, Daven Quinn,
Luca Penasa, Erika Luzzi, Valentina Galluzzi.
References: [1] Stefan Revets. QGIS Geology Symbology. 2016. URL: https://sourceforge.net/
projects/qgisgeologysymbology/ (visited on
04/19/2021). [2] Daven Quinn. FGDC Geologic Patterns
for the Web. 2021. URL: https : / / davenquinn .
com / projects / geologic - patterns/ (visited on 04/19/2021). [3] GeoProc.com. QGIS Geology
Symbology. 2019. URL: https : / / github . com /
BC - Consulting / FGDC - 4 - QGIS (visited on
04/19/2021).

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

7063.pdf

FEATURE DETECTION AND LINE OF SIGHT ANALYSIS ON THE MOON TREK PORTAL. N.
Gallegos1, S. Malhotra2, C. Nainan3, Solar System Treks Team4 , and B.H. Day5, 1Jet Propulsion Laboratory, California
Institute of Technology (natalie.gallegos@jpl.nasa.gov), 2Jet Propulsion Laboratory, California Institute of Technology, 3Jet Propulsion Laboratory, California Institute of Technology, 4Jet Propulsion Laboratory, California Institute
of Technology, 5NASA Ames Research Center.
Introduction: The Moon Trek portal found at
https://trek.nasa.gov/moon aims to provide the scientific community as well as the general public access to
lunar data collected from various missions. The portal
also offers a suite of tools with the goal of allowing users of the portal to analyze the data for the purposes of
education, mission planning, and research. Such tools
include elevation profilers, crater and rock detection,
lighting analysis, and slope analysis to name a few.
Moon Trek is further expanding its analytic capabilities
by adding feature detection and line of sight analysis to
its toolset.
Feature Detection: The feature detector, similar to
the rock and crater detection tools, seeks to detect features on the lunar surface using orbital imagery. Unlike
the detection tools currently on Trek, the feature detector is built to be generic, trainable to seek out any feature
when provided a training set for the feature in question.
The tool currently supports detection of craters, rocks,
and lunar pits.
Adding a generic feature detector to the platform
further aligns Moon Trek with its goal of offering mission planning utilities to the scientific community. The
detection of various lunar features can be used for
chronological aging of lunar surfaces and hazard detection and avoidance during a mission planning phase.
Feature Detection Methodology. The feature detector takes a deep learning approach in finding features
from orbital imagery. This is in contrast to the rock detector that uses classical image processing techniques,
and the crater detector that uses both image processing
and a convolutional neural network. The model used in
the latest detection tool is a Faster Region Based Convolutional Neural Network (Faster-RCNN) [1] with a
finetuning approach. More succinctly, the finetuning
approach uses a model which has been developed and
trained on a different and larger training set. The classification layer is replaced to detect features of the chosen
domain (rocks, pits, craters, etc.) The model is then
trained with smaller training sets.
Currently we use Narrow Angle Camera (NAC) images from the Lunar Reconnaissance Orbiter Camera
(LROC) as input. However, the model can be trained on
orbital imagery from any mission. The tool’s output includes the NAC image with bounding boxes over detected features as shown in Figure 1, and an ascii file
showing pixel coordinates of each detected feature.

Figure 1: Sampled feature detection outputs from top to
bottom, rocks, lunar pits, and craters.
Feature Detection Future Work. Pending work for
the detector includes training the model to detect features on varying lighting conditions, for example detecting craters on polar regions of the moon. Additional
work includes adding an interface where users can upload their own training sets and train our model with labels provided by users.
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Line of Sight Analysis: The second tool to be
added to the Treks is the Line of Sight (LoS) tool. This
utility searches for windows of communication or a
“line of sight” between any two entities. Entities include
orbiters, rovers, planetary bodies, topographical locations on planetary bodies such as DSN ground stations,
and asteroids to name a few. In addition to establishing
communications between two entities, the tool also
takes into account local terrains of the entities in question.
The LoS tool attempts to answer questions about establishing communications between a rover and an orbiter, or an orbiter and a ground station. In mission planning, this tool can be used to determine possible
traverses for a rover that must maintain communications
with a lander, or find intervals of communication to an
orbiter when a rover or lander are near an obstructing
surface feature such as a crater rim or mound. The tool
is capable of more detailed computations, such as
searching for lines of sight between an instrument on an
orbiter/rover to another entity. A RESTful implementation is integrated into the tool to allow for easy access
to users from their browsers.
Line of Sight Methodology. LoS uses NAIF SPICE
System software for computations of planetary geometries [2]. In addition to this powerful software, LoS also
employs in-house software for converting Digital Elevation Models (DEMs) into SPICE compatible plates
for use in our computations. As input, the tool accepts a
DEM, start and end UTC dates and times for searches,
and topographical coordinates on planetary bodies or
mission IDs. Given that some computations can be quite
complex depending on use case, users can use the UI
imaged in Figure 2 for simple use cases. Additionally,
users can potentially provide their own SPICE kernels
and DEMs for computations on missions of their choosing.
Currently the tool has built in terrains for the Lunar
Surface, Martian surface, and DSN ground station locations. SPICE Kernels for Mars Science Laboratory
Rover, Mars Reconnaissance Orbiter, Lunar Reconnaissance Orbiter, and all DSN ground stations are included
in the tool for users who want to peruse the tool’s capabilities without needing a complete knowledge of underlying SPICE workings.
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Figure 2: Line of Sight UI from Moon Trek showing visibility results from LRO to a surface point on the moon
for interval 2019-01-01 to 2019-01-12
Line of Sight Future Work. Potential work for the
Line of Sight tool includes adding an interface to allow
users to upload input files for their own computations
(SPICE Kernels and DEMs). Returning results in higher
resolution when an obstruction is detected. i.e. find the
nearest time for start of obstruction.
Acknowledgements: The authors would like to
thank the Planetary Science Division of NASA’s Science Mission Directorate (SMD), SMD’s Science Engagement and Partnerships Division, the Advanced Exploration Operations Directorate, and the Moons to
Mars Mission Directorate for their support and guidance
in the development of the Solar System Treks.
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SATURN'S EQUATORIAL JET THROUGH REANALYSIS OF NEWLY NAVIGATED VOYAGER
DATA. J. Garland1, K. M. Sayanagi1, J. W. C. McNabb1, and R. M. McCabe1, 1Hampton University, Department of
Atmospheric and Planetary Sciences, 23 E. Tyler Street, Hampton, VA 23668

Introduction: We analyze images of Saturn captured by the Voyager and Cassini missions using consistent methodologies to investigate how the planet’s
zonal wind speeds have evolved between 1980 and the
Cassini era. Zonal wind as a function of latitude during
the Voyager flybys has been retrieved by previous
studies; notably, Sánchez-Lavega et al. 2000’s measurements using Voyager data have been treated as the
standard wind profile of Saturn. Even though the
Sánchez-Lavega el al. profile is treated as the standard
zonal wind record, it is part of a long-standing discrepancy in the equatorial jet speed in which subsequent
studies using Hubble Space Telescope8 and Cassini2
data have had trouble reproducing. No study has systematically analyzed the wind speeds during the Voyager flybys and the Cassini era using a consistent
method. We hypothesize that the long-standing discrepancy in Saturn’s equatorial wind speed is either a
result of systematic selection bias introduced by manual cloud tracking methods, vertical shear, or a combination of both. We expect that analyzing the Voyager
datasets with modern, automated methods will help us
better constrain previously published trends in wind
profiles retrieved for the planet. We also aim to produce higher-confidence Voyager wind profiles for future studies than those currently available in the literature. The focus of this presentation is our open-source
image processing and navigation pipeline which has
produced calibrated, re-navigated Voyager and Cassini
images for use in wind measurements.
Voyager Data: Voyager 1 and 2’s Imaging Science Subsystem (ISS) took images of Saturn during
flybys of the planet. Images have spatial resolutions
ranging from 50 km / pixel in the northern hemisphere
to 150 km / pixel in the southern hemisphere due to the
encounter trajectories7. Our work considers approximately 21,000 total images in the clear, violet, blue,
orange, green, CH4-U, and CH4-JST ISS filters for
wind measurements. Our image processing pipeline
performs image selection in all filters based on criteria
such as pixel resolution and coverage of the planet. We
exclude Voyager’s UV filter because the images show
few trackable cloud features. All images are publicly
available on the Planetary Data System (PDS).
Cassini Data: Our research group has extensive
experience in analyzing Cassini ISS images to investigate the cloud dynamics on Saturn1,10. In this work, we
focus on Cassini ISS Wide Angle Camera views in the
CB2 (750 nm), MT2 (727 nm), and MT3 (889 nm)

narrow-band filters as previous studies have tied the
altitudes they sense in Saturn’s atmosphere to those of
Voyager’s filters. The Voyager green filter senses approximately the same altitude as the Cassini CB2 filter5,6,9. Similarly, the Cassini and Voyager methane
absorption filters are both sensitive at higher altitudes5,6,9. We use Cassini images from 2004-2017 to
search for changes in the equatorial jet’s speed from
our measured Voyager wind speeds.
Tools: Our image processing pipeline utilizes two
tools to prepare images of Saturn for cloud tracking.
The Integrated Software for Imagers and Spectrometers (ISIS3)11 is the primary software package used to
process both Voyager and Cassini images. It can calibrate, map-project, and mosaic images of planetary
bodies captured by various missions. A key weakness
of ISIS3 for this project is the lack of options to correct
image navigation beyond what was recorded in the
Navigation and Ancillary Information Facility SPICE
kernels. Our pipeline uses the Open-source Multi INstrument Analysis Software (OMINAS)4, initially developed during the Cassini mission, as a secondary
processing tool to rectify this issue. While its data reduction and analysis capabilities are similar to ISIS3,
OMINAS includes limb, ring, and stellar navigation
routines. We take advantage of these tools to update
the SPICE kernels of the Voyager and Cassini datasets
in order to improve the cloud tracking analysis.
Data Processing and Re-navigation: Using ISIS3,
our pipeline first calibrates the raw images retrieved
from the PDS and performs radiometric and photometric corrections on the data. Additionally, bilinear interpolation removes the reseau points present in Voyager
images. A high pass filter improves contrast in the images. The navigation of Voyager data, particularly that
taken with the narrow-angle camera, is poor due to the
use of an instrument scan platform3. The second step
of our pipeline renavigates calibrated Voyager images
using OMINAS’s limb-fitting, ring-fitting, and stellar
navigation capabilities. Updated navigation is stored in
SPICE kernels and ingested by ISIS3 in the next steps.
While Cassini SPICE kernels generally provide sufficient navigation without correction, we also renavigate
Cassini images in order remain consistent with the
treatment of Voyager data. Third, re-navigated images
are map-projected into cylindrical or polar coordinates
based on their latitudinal coverage using ISIS3. These
renavigated, mapped images are the final product of
image processing to be used in cloud tracking.
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Archival: All IDL and Python processing code
used to calibrate and renavigate images is available as
open-source on GitHub. This allows reproduction of
all data produced in our analysis from that hosted publicly by the PDS,
Acknowledgments: Data provided by the PDS
Planetary Atmospheres and Cartography and Imaging
Sciences Nodes. SPICE kernels provided by the Navigation and Ancillary Information Facility.
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MIGRATING THE CASSINI RADAR ARCHIVE TO PDS4. P. E. Geissler, U.S. Geological Survey, 2255 N.
Gemini Drive, Flagstaff, AZ, USA (pgeissler@usgs.gov).

Introduction: Since 2011, NASA has required
that new data submitted to the Planetary Data System
(PDS) for inclusion in their archive be in the modern
PDS4 format [1-3]. This has necessitated both migration of data formatted in the older PDS3 format and
establishment of new methods and tools for creating
data archives that are fully compliant with PDS4 formats [4-5]. The PDS provides a number of tools to
support users in archive migration and creating and
working with archived data in PDS4 formats (see
https://pds.nasa.gov/tools/about/).
Here we describe the steps taken to migrate the
Cassini RADAR archive to PDS4 compliance while
preserving the PDS3 archive intact so that it can continue to be used as it has been in the past.

in the PDS4 Viewer, we converted them to generalized
label templates by replacing the product-specific information with Apache Velocity variables and expressions [6]. To test our templates, we used the PDS4
Generate tool together with our templates to re-create
our prototype labels.
Next we wrote 53 python scripts to hunt down each
file type in our test archive, match them with the correct template, and generate PDS4 labels. For data
products with PDS3 labels, the scripts ran the Generate
tool to extract specific information from the PDS3 labels for use in the corresponding PDS4 labels. For ancillary files without PDS3 labels, we made generic
templates and used python to replace variables such as
$file_size with the actual file size.

Archive Design and Approach: Cassini RADAR
data are organized into separate volumes corresponding to distinct close flybys of Saturn’s satellites. Each
flyby was planned differently and documented as if it
were a distinct mission. Therefore, it made sense to
keep this organization and create PDS4 collections
corresponding to each PDS3 volume. The structures of
these collections are similar to one another, so only a
single bundle was needed.
Cassini used a year-day_of_year system to designate start and stop times which must be converted to
year-month-day for PDS4. We found that the python
time function could do the task and decided to do the
entire migration using python scripts.
We made a collection of sample data consisting of
a handful of PDS3 volumes representative of the rest of
the archive to test our scripts and validation.
We decided to migrate everything in the PDS3 archive, including data products, documentation, index
tables and EXTRAS.
We altered the CART dictionary to include the
Oblique Cylindrical map projection used by the BIDR
images.

Generating Inventories, Collections, and Bundle: Inventories were produced by walking through
each volume in our test archive, reading each xml file,
and writing the urn to a collection_inventory_#volume
file preceded by status and anteceded by the version
number as determined from the file name.
Collection labels were next generated using a generic collection label template and replacing variables
with the correct urn, inventory file name, number of
inventory records, collection type, md5 checksum and
current date, all computed with python.
The bundle was also produced from a generic template, with the bundle member entries appended by
walking through the volumes in our test archive.

Generating PDS4 Labels: We used the PDS4
Generate tool (now known as MILabel) to produce
PDS4 labels from PDS3 label input. The steps involved are detailed in [6]. First we used Oxygen XML
Editor to write prototype labels for each of our 53 distinct file types, including all the information available
from the PDS3 labels along with relevant citation and
context information. After verifying that the labels
were valid and correctly represented the data products

PDS Review: The Cassini RADAR data had already been through a science review, but needed another pair of eyes on the PDS4 implementation. The
PDS Atmospheres Node provided a careful review.
Their most important suggestion was to further subdivide our collections so that data, documents, and ancillary files were in separate collections. They also pointed out that certain strictly PDS3 files such as FMT files
should not be migrated at all.
We made the changes suggested, reviewed the revisions and were set to migrate the entire archive.
Audit: Prior to the migration, a complete audit of
the Cassini RADAR archive was carried out by the
PDS Cartography and Imaging Node. They compared
our holdings to those at JPL, eliminated superseded
volumes, and added or updated volumes that had fallen
behind to be sure that we were migrating all the data
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that should be migrated and no data that should not.
The full audited archive was then copied to a scratch
disk for migration and validation.
Migration and Validation: Migration simply consisted of running the scripts on the full archive, capturing the output into text files, and checking to see that
everything completed correctly.
Validation was trickier. Many of the data products
are stored as compressed .ZIP files for quicker download and had to be inflated for product level validation.
Even with a relatively small archive of ~14,000 items,
the PDS Validate tool took about 36 hours to complete.
The Validate tool was run with the PDS4 Bundle rules
applied to enforce referential integrity checking.
Errata and Oddballs: Validation of the complete
archive found several errors among data products that
were not included in our sample data set. For example,
the length of the first field of INDEX.TAB changed
twice during the course of the mission so a script was
written to make them consistent. Many CSV files used
‘-Inf’ as a marker for bad data, so a script was written
to replace those markers with ‘-9999’ to be PDS4
compliant. Two ASCII tables had a few obviously
wonky values that were replaced with ‘-9999’ by handediting.
Other errors could be fixed by modifying the PDS4
label rather than the data product. A couple of binary
tables had PDS3 labels that incorrectly reported the
number of records in the table. One binary image could
only be accommodated by including
<error_constant>NaN</error_constant>
among the <Special_Constants>.
We also altered the archive deliberately, for example replacing the essential Software Interface Specifications with PDF/A versions to be PDS4 compliant.
We replaced each volume’s CUMINDEX.TAB with
the final mission CUMINDEX.TAB for utility and
consistency.
All these modifications are recorded in the text file
PDS4_errata.txt to facilitate synching our altered archive with the archive currently offered online.
Last Steps: Now that we have a PDS4 archive that
passes validation, we have two more steps to complete
in order to pass the finish line. The first is to obtain a
DOI number from the PDS Engineering Node (EN)
and include it in our bundle.xml. Second is to have the
archive harvested into the PDS4 database, a task that
will also be undertaken by the EN.
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IN THE FOOTSTEPS OF THE FIRST: APOLLO 14 SPATIOTEMPORAL MAP. N.R. Gonzales1, J.A.
Schulte1, and M.S. Robinson1, 1School of Earth and Space Exploration, Arizona State University, Tempe, AZ 85287
(ngonzales@ser.asu.edu, jschulte@ser.asu.edu).
Background: On February 5th, 1971, the first
American in space become the first human to set foot
on the lunar highlands. Nearly a year after Apollo 12
had proven it was possible to land within one km of a
target site, Apollo 14 became the first mission to
venture into a more difficult landing zone, amidst the
hummocky Fra Mauro terrain.
Once there, astronauts Alan Shepard and Ed
Mitchell would spend two EVAs (Extravehicular
Activities) - each approximately 4 hours long - setting
up the Apollo Lunar Surface Experiment Package
(ALSEP) with experiments not used on prior missions,
hiking across the rolling lunar hills towards Cone
Crater, and getting in some memorable golf shots.
Introduction: Piecing together the geologic
history of the area, and learning what it is like to
explore the Moon from an astronaut’s perspective,
requires precise knowledge of sample and photo sites,
as well as an understanding of the equipment used. By
using a minute-by-minute approach we created a
spatiotemporal map [1] (Fig. 1) that documents where
the astronauts were and what they were doing at any
given time. We also produced shapefiles that
document equipment, sample, and photo sites, as well
as geologic observations. The minute-by-minute
approach also allows a closer view of challenges the
lunar environment posed for the astronauts, and what
can be improved upon when we return.
Methodology: As an extension of the Apollo 11
and 12 works [2,3], this Apollo 14 spatiotemporal map
uses the same process, and types of sources (mission
reports [4-7] and prior studies [8]) with two
exceptions. One: Python scripts were used to collect
and format transcript data from [9] to allow for a more
complete record of the timeline of the mission
activities, and to speed up the mapping process. Two:
similar to Apollo 11, but not 12, the data from the
Passive Seismic Experiment (PSE) has not been
incorporated.
To partially automate Apollo 14 data collection
and organization, two web-scraping scripts were
written using Python. The first script retrieved and
organized the transcripts found in [9] to allow the
authors to connect the timing of events with spatial
data, sample, and photographic details. The second
script downloaded and cataloged TV and 16mm Data
Acquisition Camera (DAC) footage from [9] so that
gaps in the footage could be identified and one
complete, continuous video of each EVA could be
reconstructed.
It should be noted that, like Apollo 12, much of
Apollo 14 occurred out of view of the TV or DAC

cameras. The TV cameras used on early Apollo
missions were wired directly into the Lunar Module
(LM) and thus not portable, until the introduction of
the transmitter equipped Lunar Roving Vehicle (LRV)
on Apollo 15. Because the TV camera was stationary,
a significant part of 14 activities were not caught on
video. The EVA-2 trek to Cone Crater was mostly out
of TV camera view, and the DAC was not in use.
Error Analysis. The traverse shapefiles inherit the
accuracy of the NAC controlled images used as
basemaps. These images were controlled to the PSE
location in the NAC digital terrain model [10], and the
LM and PSE locations match [11] to within 0.8 m in
latitude and 0.6 m in longitude, which is within the
confidence intervals of [11]. This mission did not
focus on video and photo documentation of astronaut
activities as much as later missions. Also, the geology
stations have more tasks and therefore the astronauts
moved around more at each station than in [2,3]. Thus,
each mapped shapefile point is precise to within 1 m
when video of activities exists, or has a 5 m (EVA-1)
or 8 m (EVA-2) max radius of error without video.
Audio and video footage were reassembled to
support the mapping of the astronaut locations. The
audio [12] was used as the anchor to assemble the
video clips into one long video and calculate the
timing of events. We found that the audio tracks from
[12] were digitized at a slightly faster speed than they
were recorded and have an average discrepancy of 40
seconds with a max discrepancy of 60 s, when
compared to the transcript [9]. As was done on Apollo
12 [3], the audio (including dialog and non-verbal
sounds) [12] was used to calculate the timing of events
within a few minutes of the nearest transcript dialog
[9] to ensure any discrepancies would only result in
short timing errors of +/-1 minute. The video clips
[9,13,14] were of varying resolution quality and were
therefore only used to determine approximate
locations.
Results, Conclusions, and Future Work: By
mapping the events minute-by-minute, we can more
accurately determine locations and timings of events,
particularly when the activities were not within view
of the TV or DAC cameras. For example, tracking
when a shovel was retrieved from the Mobile
Equipment Transporter (MET), or making note of
when a microphone bumps a helmet interior, we can
determine where the astronauts were at a given time.
This detailed mapping process enables a complete
analysis of what worked and what did not during the
Apollo traverses, providing information with respect
to similar issues Artemis planners may face, such as
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dust mitigation, mobility, and effectiveness of tools.
For example, the difficulties astronauts faced when
using the wheelbarrow-like MET on Apollo 14
provided a clear indicator of which tracks seen in the
NAC images were left behind by which astronaut. The
astronaut carting the MET had to travel slowly to
prevent the loss of equipment or samples when the
MET bounced, got stuck in soft regolith, traveled
uphill, or if they changed direction. The faster an
astronaut travels, the more dust they kick up and the
darker and wider their track appears in the Hasselblad
[9,15] and NAC images (Fig. 1). When they are
travelling between stations, identifying which
astronaut was pulling the MET, helped determine
which tracks were from which astronaut. When both
astronauts carried the MET together, the single set of
tracks appear darker and wider.
Similar difficulties were faced on Apollo 12, when
using the bucket-like Hand Tool Carrier (HTC),
though the softness of the regolith meant that the
astronaut carrying the HTC often also kicked up a lot
of dust, and the tracks were not as easily identifiable.
In contrast, the Surveyor Parts Bag (SPB) – a
backpack-like attachment for their Portable Life
Support System (PLSS) used on Apollo 12 – left the
center of gravity of the astronaut closer to their body,
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which was easier to control, and allowed them to move
freely, without needing to work against the inertia of a
tool and sample carrier. Notably, PLSS-attached tool
and sample carriers were the only type of humancarried containers that did not make walking more
difficult for the astronaut.
The spatiotemporal traverse maps of Apollo 14 are
available on the LROC website [1]. Maps of Apollos
15 and 16 are in the works. Efforts to develop a new
list of lessons learned during the Apollo missions are
also underway.
References: [1] Apollo 14 Temporal Map
(http://lroc.sese.asu.edu/featured_sites/view_site/62).
[2]
Gonzales et al. (2019) LPSC L, Abs. #3089. [3] Gonzales et
al. (2020) LPSC LI, Abs. #1578. [4] Apollo 14 Preliminary
Science Report (1971) NASA SP-272. [5] Apollo 14
Mission Report (1971) MSC-04112. [6] Apollo 14 Press Kit
(1971) Release No.: 71-3k. [7] Apollo 14 Lunar Surface
Procedures (1970) MSC-3195-71. [8] McInall, B. Apollo
14 EVA-1 Traverse Map – in progress. [9] ALSJ,
(https://www.hq.nasa.gov/alsj/a14/a14.html).
[10]
Henriksen et al. (2015) PDW II, Abs. #7033. [11] Wagner et
al. (2017) Icarus, 283, 90-103. [12] NASA JSC (2010)
(https://archive.org/details/Apollo14). [13] NASA JSC,
Apollo Film Archives, Vol. 2. [14] Gray (2002)
(http://spacehistory.tv/blog/?page_id=66).
[15]
(http://tothemoon.ser.asu.edu/gallery/apollo).

Figure 1. Both EVAs are shown on NAC image M114071006L, along with the astronaut-named features (white
italics), geologic stations (teal blue) [4-7] visited in alphabetical order, and the Laser Ranging Retroreflector (LRRR).
Orange traverse is the path of Commander (CDR) Shepard; yellow is that of the LM Pilot (LMP) Mitchell. Lower
right inset image is a cropped version of Hasselblad photo AS14-67-9367 [9] from EVA-1 near the ALSEP site,
looking ESE towards the LM. Note the kicked-up dust around the footprints of the astronaut that was not pulling the
MET, indicating they were travelling at speed.
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FUNCTIONAL PROGRAMMING FOR DUMMIES: THE DATA FLOW PERSPECTIVE.
B. Grieger, Aurora Technology B. V. for the European Space Agency (ESA), European Space Astronomy Centre (ESAC), Camino Bajo del Castillo s/n, 28692 Villanueva de la Cañada, Madrid, Spain
(bgrieger@sciops.esa.int).
Introduction: Until recently, functional programming was not widely known and mostly only
used in academics (from where it originated). But
now, also major companies have started to pick it
up and the phrase is heard more often. Many people
might in fact have applied functional programming
long before they first heard it.
The name may not be quite elucidating to many,
as all programming languages know functions. The
definition of pure functions and the lambda calculus
used to describe functional programming are very
abstract.
The principal property of functional programming is that it establishes a data flow. A data flow
can be defined in terms of functions, but it does not
have to. Describing the data flow directly makes
functional programming much more intuitive.
Spreadheets: The commonly used spreadsheet
programs are in fact manifestations of functional
programming. A spreadsheet cell can contain a
function of values from other cells (which may also
contain functions). Such a function establishes a
data flow between cells. These function are pure in
the functional programming sense in that they only
provide their value when called and have no side
effects.
Note that the user does not write a sequence of
commands (imperative programming), but rather
defines a data flow (functional programming). The
spreadsheet program decides what to execute, and
when.
OpenDX: OpenDX provides a right away view
on the data flow. OpenDX is a powerful 3D visualization system introduced by IBM in 1991 as Visualization Data Explorer. It was envisaged to superseed IDL in the world of scientific visualization, but
never really succeded. In 2000, it was handed over
to the open source community as OpenDX. Further
development idled out about 2007.
Open DX is a true data-flow implementation [1],
where all modules are pure functions (i. e., their outputs are fully defined by their inputs). While Open
DX uses (pure) functions under the hood, the visual
programming interface visualizes directly the data
flow, see Fig. 1.
The visual program can be executed on demand
or automatically if something changes. In the latter
case, only modules downstream of the change are

Figure 1: An OpenDX program is composed visually by placing modules from the tool bar on the
canvas and connecting them by click and drag.
re-executed.
The ∗nix make utility: The make utility [2]
available on all ∗nix systems is mostly used to build
executables from source code. The user provides
a so-called Makefile which contains rules that describe the dependencies between files (i. e., the object file for a subroutine depends on the file which
contains the source code) and commands to create
or update files (compile or link commands). The
make utility reads the Makefile, checks the modification times of all files, and executes (only) the
commands needed to update everything.
The rules in the Makefile represent a data flow
description. The sequence of rules is arbitrary
(though the placement of other structures, e. g.,
macros, may matter). The make utility decides
which comands to execute, and when. The make
language is true funtional programming without
functions.
The make utility cannot only be used to build
executables but basically for all kinds of computations. A peculiarity is that make connects several main programs, not subroutines, that exchange
data via the hard disk. So all intermediate results
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are preserved between make runs.
The arcs wrapper language for make: Assume one wants to connect two programs with
make, e. g., a program that applies a dark correction to an image (or many) with a program that
afterwards applies a flat field. The benefit of this
is that when the dark correction is updated, everything has to be recomputed, but when the flat
fielding is updated, only that has to be rerun. The
user does not need to keep track of any changes and
take care of appropriate recomputation — the make
utility will do that.
Establishing such a connection requires inserting code at three places: code to write the dark
corrected image to file in the dark correction program, code to read the dark corrected image from
file in the flat fielding program, and the rule with
the file dependencies and the program execution
commands in the Makefile. This is not only tedious, but also error prone. All three code snippets
have to be absolutely consistent which each other.
This made the author creating a pure data flow
description language called arcs. The arcs compiler
reads a file which contains “arcs” describing connections between “modules”. The compiler inserts the
code to read and write files as appropriate into the
source code of the modules and writes a Makefile
with the respective rules. Each “arc” is maintained
at a single point in the arcs file.
One application of the arcs language is the tool
Envisionary for early science operations studies for
the EnVision mission to Venus. The data flow of the
computation of ground station events is illustrated
in Fig. 2.
The spk arc (top right) is the SPICE spacecraft
position kernel, which contains the spacecraft trajectory. The two compute ∗ modules right below
are quite time consuming, but they have only to be
re-executed when the spacecraft trajectory changes,
which does not happen often. Everything else runs
pretty fast, so for any changes downstream of the
compute ∗ modules, re-running Envisionary takes
very little time.
Envisionary can perform various other tasks,
e. g., computation of Region Of Interest coverage.
The data flow approach has proven to be very efficient in terms of rapid development and computational performance.
The dataflow C++ template library:
Functional programming languages like Haskell or
functional programming extensions for other languages all use functions to establish a data flow.
In order to be able to directly describe the data
flow, the author has created a C++ template li-
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Figure 2: The data flow of the computation of
gorund station events with Envisionary. Boxes are
modules, ovals are “arcs” (data structures passed
between modules). Only a subset of modules (13
out off ≈ 220) is displayed. Such diagrams are automatically created by the arcs compiler from source
code.
brary called dataflow.
The dataflow library is implemented object oriented. Modules are objects which provide methods
to access their output. The output of a module can
be connected to the input of another module by a
simple command. If an output is requested, only
upstream modules directly or indirectly connected
for which any input has changed are re-executed.
Conclusions: Functional programming is a
powerful programming paradigm and the specification of a data flow to solve a problem is in fact
intuitive and straight forward. However, the use
of functions to describe the data flow obscures the
inherent simplicity and makes writing and understanding functional programs more difficult. We
have discussed some tools that allow the user to
directly describe the data flow and facilitate “functional programming without functions”.
References: [1] IBM Visualization Data Explorer User’s Guide, http://www.opendx.org/
support.html. [2] GNU Make Manual, https:
//www.gnu.org/software/make/manual.
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CLOUD PROCESSING OF PDS ARCHIVAL PRODUCTS WITH AMAZON WEB SERVICES,
KUBERNETES, AND ELASTICSEARCH. Kevin M. Grimes II1, Rishi Verma1, James Michael McAuley1, Tariq
Soliman1, Anil Natha1, Zachary M. Taylor1, 1Jet Propulsion Laboratory, California Institute of Technology,
Pasadena, CA (kevin.m.grimes@jpl.nasa.gov).
Introduction: As cameras and other spacecraft
instruments improve, the data they produce becomes
richer in quality and, inevitably, larger in volume.
Processing these data in a timely fashion via traditional
means becomes sluggish, inefficient, and expensive. In
order to address challenges posed by next-generation
missions taking place in our solar system, a
reconsideration of processes used to process these data
is required.
The Planetary Data System (PDS) Cartography and
Imaging Sciences Node (IMG) retains hundreds of
terabytes of data, collected from dozens of missions
and spacecraft over as many years. Among the
responsibilities of IMG is to make the data not only
accessible by the public, but also searchable. By
leveraging PDS Engineering Node’s (ENG) [1]
software, Amazon’s [2] cloud offering AWS [3], and
the open-source container orchestration platform
Kubernetes [4], IMG has made strides to provide a rich
search experience of its data for the community.
Architecture: IMG follows the microservices
pattern for its backend architecture, which enables
“rapid, frequent and reliable delivery of large, complex
applications” [5] in the form of small, individual
services. These services may be developed
independently from one another. In IMG’s case, they
do not run on traditional servers, but instead on AWS’s
EKS [6] service, which provides Kubernetes clusters
using Docker [7] as a service. Communication between
these services is achieved via APIs, and common data
is stored in various databases, including Elasticsearch
[8] and DynamoDB [9].

IMG API. Central to the architecture is the IMG
API, a lightweight application interface responsible for
interpreting general user requests, authenticating the
user who made them, determining the user’s access via
role authorization, and routing the request to the target

backend service. By forcing all requests to the system
(either from tools internal to IMG, or from outside
entities) to go through this central location, we can
easily revoke access to entities who abuse our services.
For this component, IMG uses API Gateway [10],
another AWS offering that interprets OpenAPI 3.0 [11]
specifications and allows routing to other services IMG
maintains in the cloud. Additionally, API Gateway
offers token-based authentication, which IMG uses.

Data Access. Previously, IMG has allowed users to
download its data holdings via HTTPS directly from
our servers. However, IMG does not intend to continue
holding all of its data on-premises; instead, it is
exploring gradually moving its holdings to Amazon’s
Simple Storage Service (S3). Of course, with
movement to the cloud comes a variety of concerns,
including cost. A requirement of the new system is that
IMG be able to regulate users who abuse our system
and, consequently, rack up a large bill, have their
download rates be curtailed. This is enabled by the
Data Access API, a lightweight application inspired by
TEA [12]. The Data Access Application Programming
Interface (API) abstracts away the physical location of
files, allowing them to be stored in various different S3
buckets and actual servers. Additionally, access to
these files is controlled by tokens, which the IMG API
manages. Finally, users who abuse the system are
curtailed, and risk having their tokens revoked
altogether.
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Search. Searching IMG’s holdings is a capability
that has been in place for years; however, several
improvements are being made in various regards to the
system. First, every file in our archive is being
indexed, rather than just image files. This allows users
to query programmatically for all the files in a virtual
directory, for example. The entire label is being
indexed into Elasticsearch for every product in the
archive, using tools like Harvest [13] for PDS4, and
Logstash [14] + PVL [15] for PDS3.
Of course, mission-specific nuances exist in both
the PDS3 and PDS4 cases. For example, the fields
“longitude” and “latitude” may imply the location of
the spacecraft for landed missions, but for orbital
missions, may instead describe the location of the
target being captured. Multimission tools like the Atlas
[16] require these discrepancies to be resolved,
otherwise search across all of them would result in
inconsistencies. Toward this end, IMG separately
converts the label contents into a “common” structure
that maps between PDS3 and PDS4, while allowing
users to query for the individual label fields as well.
Deployment: The majority of the components
described above are packaged as Docker images,
which offer isolated runtime environments and
virtually infinite scalability. Connecting containers to
each other via their APIs is a challenging task, and
requires additional tooling to orchestrate properly.
Additionally, scaling (increasing the number of
instances of) individual Docker containers to match
increased consumer requests is a non-trivial task.
To this end, we leverage Kubernetes, an
open-source container orchestration framework. By
defining individual services within the context of
Kubernetes-native resources, we can easily connect
different components to each other via their APIs,
regardless of how many replicas for each exist. The
applications themselves and their corresponding
definitions in Kubernetes are packaged into Helm [17]
charts, which enable rapid deployment to the cluster.
An advantage of using Kubernetes and Docker for
application deployment is that the system can be run
effectively anywhere: as long as the target system can
run Kubernetes (and, therefore, Docker), it can run the
services. With few exceptions, there is little to no
dependency on the host operating system; Docker
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containers can operate in their own contexts without
worrying about the larger context. In IMG’s case, this
involves running our development environment on
hardware at JPL, but our production environment out
of AWS.
Scaling and upgrading our services with no
downtime is another requirement of the system.
Kubernetes enables this with the help of a few
additional technologies: Flagger [18], FluxCD [19],
and Istio [20]. With the help of these tools, “canary”
rollouts [21] are enabled which slowly redirect traffic
to new, upgraded versions of services. If the system
detects that a significant number of requests are failing,
it cancels the rollout and automatically redirects traffic
to the previous instance. If there do not appear to be
any problems with the upgraded instance, however, all
traffic is redirected to the new instance and the old
instance is removed.

Future work: Due to the rapidly changing nature
of the technologies described above, IMG is constantly
learning new and improved design patterns and
technologies. Additionally, IMG hopes to interface
with PDS Engineering Node’s PDS API [22]–a
centralized API that routes traffic to different nodes.
References: [1] https://pds-engineering.jpl.nasa.gov.
[2] https://amazon.com. [3] https://aws.amazon.com.
[4] https://kubernetes.io. [5] https://microservices.io/.
[6] https://aws.amazon.com/eks/. [7]
https://docker.com. [8]
https://www.elastic.co/enterprise-search. [9]
https://aws.amazon.com/dynamodb. [10]
https://aws.amazon.com/api-gateway/. [11]
https://swagger.io/specification/.
[12] https://github.com/asfadmin/thin-egress-app.
[13]
https://pds-engineering.jpl.nasa.gov/development/pds4/
5.0.0/ingest/harvest/.
[14] https://www.elastic.co/logstash.
[15] https://pypi.org/project/pvl/.
[16] https://pds-imaging.jpl.nasa.gov/search.
[17] https://helm.sh. [18] https://flagger.app. [19]
https://fluxcd.io. [20] https://istio.io. [21]
https://semaphoreci.com/blog/what-is-canary-deploym
ent. [22] https://github.com/NASA-PDS/pds-api.

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

7040.pdf

Using the ESA’s Planetary Science Archive to Search for Mars Express VMC Data of an Elongated Cloud
Near Arsia Mons. E. Grotheer1, I. Barbarisi1, M. Bentley2, S. Besse3, M. Breitfellner1, A. Cardesín-Moinelo1, M.
Castillo1, D. Coia4, T. del Río-Gaztelurrutia5, R. Docasal3, B. Grieger3, D. Heather6, J. Hernández-Bernal5, R.
Hueso5, T. Lim4, N. Manaud7, J. Marín-Yaseli3, P. Martin6, B. Merin6, D. Merritt4, A. Montero1, J. Osinde-López8,
F. Raga-López4, E. Ravanis9, J. Saiz-Santos8, A. Sánchez-Lavega5, D. Titov10, and M. Voelker6,
1
Serco for the European Space Agency - ESAC (Camino bajo del Castillo, s/n; Villanueva de la Canada; 28692
Madrid, Spain; corresponding author: egrotheer[at]sciops.esa.int), 2HE Space for ESA, 3Aurora for ESA,
4
Telespazio UK for ESA, 5Universidad del Pais Vasco (Barrio Sarriena, s/n; 48940 Leioa, Spain), 6ESA - ESAC,
7
SpaceFrog Design (Toulouse, France), 8RHEA for ESA, 9University of Hawaiʻi at Mānoa (2500 Campus Road;
Honolulu, HI 96822), and 10European Space Agency - ESTEC (Keplerlaan 1; 2201 AZ Noordwijk, The
Netherlands).
Introduction: The European Space Agency’s
(ESA) Mars Express (MEX) mission to Mars has been
returning valuable scientific data for 17+ years. This
data is available to the public for free via the Planetary
Science Archive (PSA), which houses the raw,
calibrated, and higher-level data returned by the ESA’s
planetary missions, including data provided by the
various MEX instrument teams.
The Visual
Monitoring Camera (VMC) was originally used to
monitor the deployment of the Beagle 2 lander. In
recent years, these images have been worked on by a
science team from Bilbao for scientific research.
These raw and processed images of this new ‘8th
instrument’ have been included in the PSA, including
observations of an elongated cloud near Arsia Mons
that garnered considerable public attention [1, 2, 3]. In
this presentation we will show how to use the PSA
user interface to find this data.

Figure 1. The elongated cloud at Arsia Mons (courtesy of
MEX-VMC)

The PSA user interfaces: The ESA’s PSA uses
the Planetary Data System (PDS) format developed by
NASA to store the data from its various planetary
missions. For more information on the PSA in general,
see the presentation “ESA’s Planetary Science Archive
efforts to support the scientific community” by Besse
et al. In the case of MEX, the data is stored in the
PDS3 format, which primarily uses ASCII files to store
and describe the data. There are two primary ways in
which to find the data. One is the FTP area, which
houses all the public data in the PSA. Here, there are

no advanced search capabilities, but it does provide
access to all the supporting files and documentation for
the various datasets. When first searching for new
data, users would benefit from using the web-based
search interfaces [4]. Here the user can search using
various parameters, such as mission name, target (e.g.
Mars), instrument name, processing level, observation
times, etc. The development of the PSA’s search
capabilities continues, thus more search parameters
continue to be added. The Image View interface is
particularly helpful when looking through browse
images provided by the instrument teams. Recently, a
new Map View has been made public, in which most
of the MEX data can be seen. For more information
on the PSA’s Map Views, see the presentation “PSA
2020: Toward the Discovery of ESA Planetary Data
through 2D and 3D Interfaces” by Barbarisi et al.
These various search methods rely on the metadata
provided by the instrument teams in the labels
associated with each of the data products.
Access and Feedback: All this data can be freely
accessed
at
the
ESA’s
PSA,
at
https://archives.esac.esa.int/psa/. There are multiple
ways of browsing the data. The development of the
PSA’s user interface is an ongoing project, and we
welcome feedback from the community for
suggestions on new ways to search this wealth of data.
Feedback and suggestions can be sent to
psahelp@cosmos.esa.int.
Acknowledgments: Our thanks go to the European
taxpayers, whose contributions to the European Space
Agency enable the gathering and dissemination of this
scientific knowledge, and preserving it for future
generations of scientists to work on.
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Introduction: The Planetary Data System (PDS) is
in the midst of a five year effort to migrate its legacy
datasets from the older PDS3 standard to the current
PDS4 standard [1]. As part of that effort, the PDS
Geosciences Node led by Washington University is
migrating its collection of Magellan Venus datasets in
FY21 and FY22. The Geosciences Node archive of
Magellan data consists of twelve datasets and comprises
a data volume of about 750 Gbytes with over 700,000
files (Table 1). There are also a few Magellan datasets
archived at the PDS Cartography and Imaging Sciences
(CIS) Node, but these datasets are not part of this
project. The CIS Node plans to migrate them at some
time the future. Data returned by Magellan is one of the
prime sources of data for Venus surface geology and
geophysical studies. The migration of Magellan datasets
will make these data more accessible and useful to
science investigators and will support science from
proposed future Venus missions such as VERITAS and
the DAVINCI probe as possible NASA Discovery class
missions or concepts for missions to Venus proposed in
the next Planetary Science Decadal Survey.
Magellan Mission: The Magellan spacecraft was
launched on May 4, 1989. It arrived at Venus on August
10, 1990 and began systematic mapping of the Venus
surface on September 15, 1990. The main experiments
for geologic mapping were Synthetic Aperture Radar
(SAR)
imaging,
altimetry
and
radiometry
measurements using the spacecraft's main antenna,
along with radio science experiments [2, 3]. The
mission phases were divided into 243 Earth day
mapping cycles. The first three mapping cycles
concentrated on collecting radar imaging and altimetry
data. The fourth and fifth cycles were used to collect
data on the planet's gravity field. The final cycle
occurred after the spacecraft orbit was lowered to
collect better gravity data near the poles. The mission
was completed on October 13, 1994 after the spacecraft
was commanded to drop into the Venus atmosphere.
Magellan Data Archiving: The Magellan Mission
was one of the first missions to archive its data directly
to the PDS during the mission lifetime. PDS standards
were in the early stages of development at the time of
Magellan operations and archiving. In some cases, the
standards used by Magellan pre-date the PDS3 standard.
In addition, some datasets were created on Digital
Equipment Corporation VAX computers and used VAX
storage formats for binary data, which are no longer in

common use. Many of the raw datasets were written
onto 9-track magnetic tape by the Magellan Project for
delivery to PDS. A set of derived datasets (i.e., image
mosaics and altimetry and radiometry data) were
transferred to CD-ROMs with hundreds of copies made
and widely distributed to the interested research
community. The remaining datasets were written to a
limited number of write-once CDs either by the original
data producer or by the Geosciences Node for archiving
at the PDS. For example, the Geosciences Node
transferred its collection of several thousand F-BIDR
(Full Resolution Basic Image Data Record) 9-track
tapes to hundreds of write-once CDs. Eventually, the
Geosciences Node copied all of its Magellan archives to
online storage and makes the data accessible via its
website and Orbital Data Explorer (ODE) search
service.
Geosciences Node Archive of Magellan Datasets:
Table 1 summarizes the twelve Magellan datasets in the
PDS Geosciences Node archive and their size. There are
several SAR imaging datasets. The F-BIDR and CBIDR (Compressed Basic Image Data Record) data are
along-orbit-track images that span nearly pole to pole
with the F-BIDR being full resolution (75 m/pixel) and
the C-BIDR with resolution reduced by a factor of 3x.
The F-MIDR (Full Resolution Mosaicked Image Data
Record) and Cx-MIDR data are mosaics derived from
the F-BIDRs and C-BIDRs, respectively. The CxMIDRs have three different levels of resolution
reduction. There are also several altimetry and
radiometry datasets. The ALT-EDR (Altimetry
Experiment Data Record) dataset contains the raw
altimetry data organized by orbit track. Note that the raw
radiometry data is stored with the F-BIDRs. The
ARCDR (Altimetry and Radiometry Composite Data
Record) data contain the reduced altimetry and
radiometry data stored in along orbit track format. The
GxDR dataset is a set of four global maps derived from
altimetry and radiometry data, such as topography,
slope, and microwave reflectivity and emissivity. The
SCVDR (Surface Characteristics Vector Data Record)
and GVDR (Global Vector Data Record) datasets
contain a set of surface properties (e.g., RMS slopes and
Fresnel reflectivity) derived from data in the other
datasets. Finally, there are several datasets produced
from the radio science observations, including the raw
radio science tracking data, gravity datasets (LOSAPDR
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and spherical harmonic models), and Bi-Static Radar
(BSR) raw and reduced data.
Expected Data Improvements due to PDS4
Migration: Some of the advantages of the PDS4
standard over the older standard include simpler and
fewer data storage formats, more uniform and robust
metadata requirements, and use of XML for metadata in
labels, which enables a variety of standard software
tools to access the metadata. As such, several of the
Magellan data product types will have to be reformatted
to meet PDS4 data storage standards. For example, the
F-BIDR and C-BIDR image products need to be
reformatted because they contain line prefix bytes that
are not allowed in PDS4. In addition, any binary data
that was originally stored using VAX floating-point
format will be converted to IEEE formats. For the F- and
Cx-MIDR mosaic products, the original 56 1k by 1k
tiles of each mosaic will be merged into a single 8k by
7k mosaic. Browse products will be generated, where
appropriate, and stored in a commonly used format such
as JPEG or PNG. The newly migrated datasets will
undergo PDS peer reviews because many of the data
products will be reformatted.
Dataset Migration Priorities and Project Status:
We are starting with the imaging datasets as the first
priority for migration (BIDRs, MIDRs, and GxDR),
along with the ARCDR and spherical harmonic gravity
datasets. These are likely the datasets that are of most
interest to the science community based on input from
our Node advisory group. The more highly derived
datasets would be migrated next, and finally the raw
datasets, such as the ALT-EDR dataset. We have
currently assembled the relevant mission documentation
for data formats and have designed PDS4 bundles and
collections structures for each dataset, along with
bundle and collection logical identifiers (LIDs; the
unique identifiers used in PDS4). We have also started
PDS4 label design and software development for data
conversion. When the migration and peer review are
complete these new datasets will be ingested into the
Geosciences Node ODE service for Venus, so that users
can search, browse, and download the PDS4 versions of
the data.
References: [1] Planetary Data System Standards
Reference, Version 1.15.0.0, Oct. 2, 2020. [2] Saunders
et al. (1992) JGR, 97, 13,067-13,090. [3] Johnson, W.
T. K. (1991) Proc. IEEE, 79, 777-790.
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Table 1: Geosciences Node Magellan Datasets
Data Type
PDS3 ID
Volume,
Files;
GBytes
PDS3
Volumes
F-BIDR
mgn-v-rdrs480.698
229,632;
5-bidr-full594
res-v1
C-BIDR
mgn-v-rdrs77.252
134,231;
5-c-bidr-v1
124
F-; Cxmgn-v-rdrs75.453
153,449;
MIDR
5-midr-full126
res-v1
ALT-EDR mgn-v-rdrs43.319
90,880; 71
2-alt-edr-v1
ARCDR
mgn-v-rdrs8.342
39,794; 19
5-cdr-altrad-v1
GxDR
mgn-v-gxdr0.507
802; 2
v1
SCVDR
mgn-v-rdrs29.664
51,786; 49
5-scvdr-v1
GVDR
mgn-v-rdrs0.567
412; 1
5-gvdr-v1
BSR
mgn-v-rss7.018
1,871; 3
1-bsr-v1
and 13^
LOSAPDR mgn-v-rss1.057
2,699; 2
5-losapdrl2-v113
Spherical
mgn-v-rss0.884
54; 1
Harmonics 5-gravity-l2v1
Radio
mgn-v-rss9.293
765; 1
Tracking
1-trackingv1
Totals
747.288
703,574;
1003
^ 3 calibrated data and 13 raw data volumes
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STANDARDS PROPOSAL FOR 2021 TO SUPPORT PLANETARY COORDINATE REFERENCE
SYSTEMS FOR OPEN GEOSPATIAL WEB SERVICES. T. M. Hare1, Malapert J-C.2, 1U.S. Geological
Survey, Astrogeology, Flagstaff, AZ, 86001 (thare@usgs.gov), 2Centre National d’Etudes Spatiales (CNES).
Introduction: This abstract outlines an updated
proposal to encode planetary map projections for open
geospatial consortium (OGC) web services. The update
leverages the recent availability of the International
Organization for Standardization (ISO) 19162
standard, also known as WKT2. ISO 19162 standard
defines a well-known text (WKT) definition for
coordinate reference systems (CRS) and has been
improved to support nearly all planetary CRS needs.
These codes are needed to allow streaming mapping
applications to recognize a defined planetary CRS and
give them the capability to overlay multiple data sets
from different sources and implement accurate
measures and calculations.
Background: Hare et al. in 2006 [1] originally
proposed methods to support planetary CRSs within
existing OGC web mapping standards. Within a typical
OGC web mapping session, the server must define a
minimum set of information such that the client
application understands not only the data layer but also
the current CRS and/or map projection. Generally, web
mapping servers only support the numeric European
Petroleum Survey Group (EPSG) codes to define the
CRS also referred to as the Spatial Reference System
(SRS). For example, code "4326" is the EPSG
identifier for Earth’s "WGS 84" geographic CRS. The
client relays this code to the map server by passing an
in-line
SRS
request
using
the
string
“SRS=nameSpace:code” (e.g., “SRS=EPSG:4326”).
Additional EPSG codes catalog the most widely used
cartographic map series from all countries (e.g.,
“32612” = WGS 84 / UTM zone 12N; “21413” =
Beijing 1954 / Gauss-Kruger zone 13). However, if a
CRS is not part of the EPSG database, and no
planetary definitions are available, there is not an easy
mechanism to explicitly define custom settings within
the EPSG namespace.
To help solve this incompatibility among
planetary clients and servers, the authors have
proposed their own set of codes outside of the EPSG
namespace, but for eventual adoption by the OGC. The
proposed codes will leverage both the Navigation and
Information Facility (NAIF, http://naif.jpl.nasa.gov)
numeric code for extraterrestrial bodies and the IAU’s
publication date from the Report on Cartographic
Coordinates and Rotational Elements [2].
In the original 2006 proposal, the publication
year was part of the namespace (e.g., IAU2018). We
now propose to use the publication date as method to
version the codes, separating the date from the IAU
namespace (e.g., IAU:2015, IAU:2018). We will
continue to model our numeric codes after the
planetary codes defined in existing NAIF system.
NAIF codes define the barycenter (center of mass) of
the Solar System as 0 and defines the Sun as 10. This

allows the planets to be classified as 1 through 9
starting with Mercury out to Pluto (even though Pluto
is now considered only a dwarf planet). The NAIF
planet ID is then defined as the planet barycenter ID *
100 + 99. Thus Mars, in the NAIF system, is defined
as “499”. To build upon that value for our proposed
planetary IAU codes, the new geospatial code for Mars
is derived as follows:
• Mars IAU:2005 code = 499 * 100 = 49900
• Sample WMS call: “SRS=IAU:2018:49900”
The moons for each body, as defined by NAIF, start at
planet barycenter ID * 100 + 1. For example, Phobos
is defined as “401” and Deimos as “402”. Thus, the
new planetary IAU codes would be defined as:
• Phobos IAU:2018 code = 401*100 = 40100
• Deimos IAU:2018 code = 402*100 = 40200
To continue with the Mars example for the IAU codes,
the first 10 numbers, 49900 to 49909, are reserved for
geoid definitions (Table 1). Codes in the range of
49910 to 49959 are reserved for predefined projection
definitions intended to capture the most popular
projections used in the planetary community. Codes
from 49960 to 49999 are for “AUTO” projections
(Table 2). AUTO projections allow the user to submit
the projection parameters also (e.g., SRS=
“IAU:2018:49960,100,45,1.0”,
where 49964 is
Transverse Mercator, center longitude=100º, center
latitude=45º, and scale = 1.0).
Working with the OGC: As stated above, the WTK
v2 standard currently supports most but not all
planetary CRS needs. One update that is required, and
already agreed to by OGC members, is the use of a
two-parameter “spherical” definition for ocentric
latitude systems. That update will be added in the
coming months. Lastly, we will also submit for the
creation of a planetary domain working group within
the OGC.
Conclusion: While the proposal to support EPSG-like
planetary codes is not ideal, we feel it is still required
to support exiting OGC web protocols. We also plan to
include these codes within the PROJ library for use
within applications like GDAL and QGIS. And finally,
we will continue to push the more robust WTK v2
standard for file-based and forthcoming streaming
standards and continue to work with the IAU Working
Group on Cartographic Coordinates and Rotational
Elements to inform and coordinate these efforts.
References: [1] Hare, T.M., Archinal, B., Plesea, L.,
Dobinson, E., Curkendall, D. (2006) LPSC XXXVII,
Abs #1931. [2] Archinal, C. H. Acton, M. F. A’Hearn,
et al., (2018) Celestial Mechanics and Dynamical
Astronomy, 130:22, doi: 10.1007/s10569-017-9805-5.
https://rdcu.be/b32V4. [3] Tables for the codes and
Python scripts to generate the codes are available at
Github (https://github.com/PlanetMap/csvForWKT).
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Table 1: List of the five options per body using the defined IAU radius value(s) and longitude direction [2].
xxx00
Ocentric on a sphere. If triaxial use IAU Mean radius. If elliptical use semi-major axis as a sphere, (always east
longitude direction). This is to enable the most interoperable definition for the body.
xxx01
Ographic on ellipse, (east or west, depending on body rotation).
xxx02

Ocentric on ellipse, (always east).

xxx03

Ographic on triaxial, (east or west, depending on body rotation).

xxx04

Ocentric on triaxial, (always east). Note triaxial definitions are not generally supported in typical mapping
applications but may be useful for more advanced applications like ISIS3, VICAR, etc.
xxx05 – xxx09 Reserved for special cases uniquely defined per body. For example, Mars 49905 can be used for the “truncated”
Mars radius 3396000 (m) as defined by some instrument teams (e.g., MOLA and HRSC Team). In rare cases a
reserved code may be defined to support using a polar radius as a sphere. This can be useful for a system
defined in an ocentric latitude system within a polar stereographic map projection.
Table 2: Example planetary codes to support planetary OGC services for Mars using the “IAU:2018” namespace. Other bodies will
follow similar definitions as derived from the NAIF planetary codes [3].
IAU:version

IAU Codes

GEOIDS

IAU:2018

49900

Mars 2018, sphere, aerocentric latitudes, positive east longitudes

IAU:2018

49901

Mars 2018, ellipse, aerographic latitudes, positive west longitudes

IAU:2018

49902

Mars 2018, ellipse, aerocentric latitudes, positive east longitudes

IAU:2018

49903

Mars 2018, triaxial, aerographic latitudes, positive east longitudes

IAU:2018

49904

Mars 2018, triaxial, aerocentric latitudes, positive east longitudes

IAU:2018

49905*

Mars 2018, Mars truncated sphere (3396000), aerocentric latitudes, positive east longitudes

IAU:2018

49906*

Mars 2018, Mars polar radius (3376200), aerocentric latitudes, positive east longitudes

IAU:2018

49907 – 49909*

*Reserved for special cases

IAU:2018

49910

Equirectangular (Simple Cyl.), clon=0º, sphere, areocentric, east longitudes

IAU:2018

49911

Equirectangular (Simple Cyl.), clon=0º, ellipse, aerographic, west longitudes

IAU:2018

49912

Equirectangular (Simple Cyl.), clon=0º, ellipse, areocentric, east longitudes

IAU:2018

49915

Equirectangular (Simple Cyl.), clon=180º, sphere, areocentric, east longitudes

IAU:2018

49916

Equirectangular (Simple Cyl.), clon=180º, ellipse, aerographic, west longitudes

IAU:2018

49917

Equirectangular (Simple Cyl.), clon=180º, ellipse, areocentric, east longitudes

IAU:2018

49920 – 49927

Sinusoidal (same pattern as above)

IAU:2018

499

North Polar Stereographic, clat=90º, clon = 0º, sphere, areocentric, east longitudes

IAU:2018

49931

North Polar Stereographic, clat=90º, clon = 0º, ellipse, aerographic, west longitudes

IAU:2018

49932

North Polar Stereographic, clat=90º, clon = 0º, ellipse, areocentric, east longitudes

IAU:2018

49935

South Polar Stereographic, clat= -90º, clon = 0º, sphere, areocentric, east longitudes

IAU:2018

49936

South Polar Stereographic, clat= -90º, clon = 0º, ellipse, aerographic, west longitudes

IAU:2018

49937

South Polar Stereographic, clat= -90º, clon = 0º, ellipse, areocentric, east longitudes

IAU:2018

49940 – 49947

Mollweide (same pattern as Equirectangular)

IAU:2018

49950 – 49957

Robinson (same pattern as Equirectangular)

Non-triaxial map projections

AUTO map projection (parameter order)
IAU:2018 or Auto

49960 – 49962

Auto Transverse Mercator, areocentric, (clon, clat, scale)

IAU:2018 or Auto

49965 – 49967

Auto Orthographic, spherical equation, areocentric, (clon = 0 [default], clat)

IAU:2018 or Auto

49970 – 49972

Auto Orthographic, spherical equation, areocentric, (clon = 180 [default], clat)

IAU:2018 or Auto

49975 – 49977

Auto Lambert Conic Conformal, areocentric, (clon, clat, 1st std. par, 2nd std.)

IAU:2018 or Auto

49980 – 49983

Auto Lambert Azimuthal Equal Area, areocentric, (clon, clat)

IAU:2018 or Auto

49985 – 49987

Auto Albers Equal Area, areocentric, (clon, clat, 1st std. par, 2nd std. par)
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BUILDING A LUNAR SPATIAL DATA INFRASTRUCTURE (SDI). T. M. Hare1, B. J. Thomson2, L. R.
Gaddis3, J. Stopar3, B. A. Archinal1, J. R. Laura1 and the MAPSIT steering committee, 1U. S. Geological Survey,
Astrogeology Science Center, Flagstaff, AZ, thare@usgs.gov, 2Dept. of Earth and Planetary Sciences, Univ. of
Tennessee, Knoxville, TN, 3Lunar and Planetary Institute, Houston, TX.

Introduction:
Within the past decade, the
planetary community has worked to define spatial data
infrastructures (SDIs). An SDI is a robust framework
for (1) data and data products, (2) metadata and data
access mechanisms, (3) standards, (4) policies, and (5)
a user community that helps to define and standardize
data and data access necessary to meet common goals
[1]. For a planetary spatial data infrastructure (PSDI),
Laura and Beyer [2] define the following as required
foundational geospatial data products: (1) geodetic
control networks; (2) topography; and (3) rigorously
(i.e.,
photogrammetrically)
controlled
and
orthorectified images (monochrome or color) tied to a
standardized reference frame. They also define higher
order, derived products like geologic or compositional
maps and feature catalogs as framework products.
Framework products are no less important and are
enhanced by being tightly coupled or tied to the
foundational data sets.
PSDI Use Case—The Moon: Given its long
history of exploration and the sheer amount of groundbased and spacecraft data gathered for the Moon, a
lunar SDI may seem straightforward to envision.
However, while gravity information from the Gravity
Recovery and Interior Laboratory (GRAIL, [3])
mission and topography from the Lunar Orbiter Laser
Altimeter (LOLA, [4]) mission have drastically
improved our knowledge of the detailed shape of the
lunar geoid (selenoid), many image data sets do not
conform to the rigorous definition for a
photogrammetrically controlled product. To develop a
lunar SDI, this criterion and the other PSDI
requirements (i.e., standardized policies, metadata,
methods to store and access the data, and support for
an international user community) must all be met. Here
we briefly introduce the five PSDI themes [5] to aid in
the development of a lunar SDI.
PSDI Theme 1—Foundational Data Products:
Both existing lunar foundational data and framework
data (e.g., geology, mineralogy, feature catalogs) are
available as major elements of a lunar SDI. Below, we
only list the currently available lunar foundational data
sets in order of increasing spatial resolution. To be
included, these data should be at a minimum tied to the
corrected LOLA spot observations or derived elevation
models [4]. For a more complete list of lunar data

products and additional data set references, please
see this publication [2] and presentations [6].
• LOLA defines a lunar geodetic coordinate
reference frame and global topography. The
spatial resolution of the LOLA-derived digital
elevation models are dependent on location, but
global extent is good at ~60 m/pix and
conservatively the absolute horizontal uncertainty
up to ~20 m with a vertical uncertainty of ~1m.
Although, gaps between the LOLA tracks of 1 to 2
km are common, and some gaps up to 4 km occur
near the equator. Site-specific LOLA-derived
products near the poles [7] are sampled to 5 m/pix
with a stated improvement for relative horizontal
uncertainty and vertical uncertainty of 0.50 m or
better. Also, the LOLA/Kaguya Terrain Camera
(TC)–derived topography, called SLDEM2015,
has a spatial extent from 60°S and 60°N and can
be used as a reference geodetic framework at 60
m/pix for non-polar data. All these products are
available from the Planetary Data System (PDS).
• LROC NAC controlled mosaics for the poles [8]
cover 85.5°N and 90°N and 85.5°S and 90°S at 1
m/pix; these were created by USGS/Astrogeology
in 2011 and are available from the Jet Propulsion
Laboratory’s Moon Trek (https://trek.nasa.gov).
• Lunar Reconnaissance Orbiter Camera narrow
angle camera (LROC NAC) supports stereoderived topography and orthorectified images [2,
6]. However, these products created by Arizona
State University (ASU), the University of Arizona,
USGS/Astrogeology, and a few other facilities,
offer only very sparse spatial coverage at 0.5 to 2
m/pix for orthoimages and 2 to 5 m/pixel for
derived topography. These products are available
from the PDS and JPL’s Moon Trek.
Laura and Beyer [2, p. 10] described other
available lunar data products which are “qualitatively
of exceptional accuracy,” but they cannot be identified
as foundational using the strict PSDI definition
because their uncertainties are undetermined. This
includes data like the LROC wide angle camera
(WAC) global mosaic from ASU, the forthcoming
(and updated) Clementine UVVIS/NIR mosaic, and the
Apollo metric camera mosaic from NASA Ames.
Laura and Beyer also describe the mosaics generated
from Kaguya terrain camera (TC) to be internally
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consistent but not tied to LOLA. And finally, the
Chandrayaan-1 Terrain Mapping Camera (TMC) may
indeed be foundational, but the products are not readily
accessible for comparison.
PSDI Theme 2—Data Access and Metadata: A
priority goal for any lunar SDI would be to design and
maintain a strategic investment in data access that
transcends individual missions. This includes goals for
deploying a lunar SDI catalog/registry for the
discovery of existing analysis-ready data (ARD) and
the development of standards and best practices on
how to characterize, capture, and represent uncertainty
and distortion within the metadata for each product.
Such infrastructural services and data catalogs will
help to distinguish the needed data storage and access
from the many tools that would make use of the data.
The term ARD is meant to define products which
are consistently processed to the highest scientific
standard and level required for direct use, distributed
in a common cartographic projection and format, and
accompanied by descriptive metadata while also
retaining the traceability of data provenance.
Supporting ARD products in this manner should
significantly reduce or remove the need for further
data processing by the community.
PSDI Theme 3—Standards: A lunar SDI should also
define goals related to standards. This might include a
common metadata format and data access standards as
well as the following:
• Updating of lunar coordinate system and
orientation standards, as recommended by the
Artemis III SDT [9, Rec. 8.2-1].
• The promotion of common data formats for
interoperability between different applications and
facilities.
• The establishment of cartographic standards (e.g.,
symbologies) for engineering elements required
for exploration zones, leveraging existing
cartographic standards when possible (e.g., from
the Federal Geographic Data Consortium).
• Defining standards and best practices for
converting, distributing, visualizing, and archiving
temporal data sets (e.g., 3D + time).
PSDI Theme 4—Policies: A lunar SDI should define
responsibilities and policies established by a lunar SDI
governing board or working groups (WGs). An
example charter might include:
• A body through which the WG is chartered (e.g.,
NASA, LEAG, MAPSIT, etc.) to integrate and
manage lunar SDI efforts.
•
Rules by which to operate (e.g., “by consensus”),
commonly agreed upon procedures for making
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decisions and findings, and an understanding that
all decisions and/or recommendations will be
communicated to the chartering body.
PSDI Theme 5—User Community: A lunar SDI
should prioritize the fostering of a community of
practice to support lunar SDI coordination, technical
task execution, and sharing of knowledge and
capabilities. This includes providing guidance to selfmoderated citizen science initiatives and public
outreach efforts to aid them in processing data and
publishing any ARD in standardized formats with
appropriate metadata. A lunar SDI may also define
optional services for the community, for example, a
method to geospatially link features (e.g., Shackleton
crater) to relevant published research to improve
feature identification, ease of access, and searchability.
Conclusion: Under a single international lunar SDI
umbrella, representative working groups should be
built from planetary community members (e.g.,
mission planners and engineers, scientists, data
providers, outreach specialists) to develop goals and
identify the data and steps needed to fully support
landing site analysis and eventual human operations on
the Moon. Lunar SDI WG(s) would then need to
perform a full knowledge inventory to help identify
strategic gaps in foundational data products, continue
to assess the current state of data interoperability in
off-the-shelf geospatial tools and available data access
methods, as well as to engage and involve the data
providers and user communities.
References: [1] Laura, J. R., Hare, T. M., Gaddis, L.
R.,
et
al.
(2017)
IJGI,
6,
181,
doi:
10.3390/ijgi6060181. [2] Laura, J.R. and Beyer, R.
(2021) Knowledge Inventory of Foundational Data
Products in Planetary Science, Planetary Science
Journal, 2 18, doi: 10.3847/PSJ/abcb94. [3] Zuber, M.
T., Smith, D. E., Watkins, M. M., et al. (2013), Sci.,
339, 668. doi: 10.1126/science.1231507. [4] Smith, D.
E., Zuber, M. T., Neumann, G. A., et al. (2017) Icarus,
283, 70. doi: 10.1016/j.icarus.2016.06.006. [5] Laura,
J. R., Bland, M. T., Fergason, R. L., et al. (2018). Earth
and
Space
Science,
5,
486–502.
doi:
10.1029/2018EA000411 [6] LSIC Workshop on Lunar
Mapping for Precision Landing, March 2-4, 2021,
http://lsic.jhuapl.edu/Events/Agenda/index.php?id=120
[7] Barker M. K., Mazarico, E., Neumann, G. A., et al.
(2020) Planetary and Space Science 105119, doi:
10.1016/j.pss.2020.105119 [8] Lee et al. (2012) LPS
XLIII, #2507. [9] Artemis III Sci. Definition Team
(2020).
NASA/SP-20205009602.
url:
https://www.lpi.usra.edu/Artemis/
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ACCESS TO PLANET HIGH SPATIAL AND TEMPORAL RESOLUTION EARTH OBSERVATION
IMAGERY VIA THE NASA COMMERCIAL SMALLSAT DATA ACQUISITION (CSDA) PROGRAM. T.
N. Harrison1 and J. Mascaro2, 1Planet (Federal), Washington, DC (tanya.harrison@federal.planet.com), 2Planet, San
Francisco, CA (joe.mascaro@planet.com).
Introduction: NASA’s Commercial Smallsat Data
Acquisition (CSDA) Program was established to
identify, evaluate, and acquire data from commercial
providers that support NASA's Earth science research
and application goals. Through this program, all NASAfunded researchers have access to Planet’s vast archive
of PlanetScope and RapidEye imagery for scientific use.
This provides a rich dataset for terrestrial analogue work
for planetary scientists [e.g., 1].
PlanetScope: Planet’s Dove, Dove-R, and
SuperDove 3U CubeSats collectively make up the
“PlanetScope” constellation. PlanetScope images the
entire landmass of the Earth and its coral reefs on a neardaily basis at 3-5 meter resolution. The satellites are in
a 98° sun synchronous orbit with crossing times
between 9:30–11:30AM. PlanetScope has been
operational since 2014, with near-daily coverage
achieved in late 2017. Our Dove and Dove-R satellites
collect imagery in RGB and NIR bands. SuperDoves,
which make up the majority of the constellation at
present, acquire 5-band imagery in RGB, red edge, and
NIR. In the coming months, this will be expanded to 8band with the addition of coastal blue, yellow, and a
second green band (see Figure 1 for details). The
evolution from Dove to SuperDove has not only
resulted in more spectral bands, but also significant
improvements to radiometric calibration, dynamic
range, spectral response, image sharpness, and band
alignment with Sentinel-2.
RapidEye: The 5-satellite RapidEye constellation
operated from 2009–2020, at which point the satellites
reached the end of their operational lifespan and deorbit
procedures were implemented. RapidEye provided
RGB, red edge, and NIR imagery at 6.5 meter
resolution.
Data Availability Through CSDA: All NASAfunded researchers have access to an initial quota of 5
million square kilometers of PlanetScope and RapidEye
data through the CSDA Program. PlanetScope imagery
is provided with a 30-day latency. Quota increases and
no-latency access may be approved by NASA CSDA
program managers on a case-by-case basis.
Planet imagery through CSDA is made available via
a non-commercial Scientific Use License. Any
derivative products such as maps, figures, etc., can be
published in journal articles, and used in media releases
or conference presentations with proper citation to
Planet [2]. Raw imagery cannot be shared outside of

NASA-funded researchers, and data cannot be used for
the development of commercial products or services.
How to Apply: All data requests must be approved
by NASA CSDAP data managers. To request access,
please
send
an
email
to
aaron.s.kaulfus@nasa.gov and
manil.maskey@nasa.gov with your name and relevant
NASA grant/contract number. Once the authorization
process by NASA CSDA is complete, you and Planet
will be notified of the approval. The entire process
generally takes 1-2 weeks from the date of your initial
email.
For
additional
information,
visit:
www.planet.com/markets/nasa
Other Data Access Options for Researchers: For
university-affiliated students, faculty, and staff that do
not currently have NASA funding, Planet’s Education
and Research (E&R) Program provides another option
to access our imagery. The Basic E&R license provides
access to 5000 sq km of PlanetScope and RapidEye
imagery per user per month. For larger data
volumes, Departmental (15 TB) and Campus
License (100 TB) options are available for
purchase.
For
additional information, visit:
www.planet.com/markets/education-and-research/
References: [1] Harrison T. N. et al. (2017) AGU
Fall Meeting 2017, P43C-2297. [2] Planet Team (2017)
Planet Application Program Interface: In Space for Life
on Earth. San Francisco, CA. https://api.planet.com.

Figure 1. Spectral bands of Planet’s Dove Classic,
Dove-R, and SuperDove satellites compared to
Sentinel-2A. Note the addition of bands to
SuperDove and the improved alignment with
Sentinel-2A over time.
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Figure 2. Samples of PlanetScope imagery. From left to right, top row down: Piqiang Fault,
China (09/29/2019); Dukono volcano, Indonesia (03/29/2017); glaciers in southern Patagonia,
Chile (05/24/2016); Occidental Glacier, Chile (01/12/2016); Marum Crater, Vanuatu
(01/27/2016); Lake Macdonald, Australia (03/28/2016); Northern Manitoba, Canada
(11/15/2016); Valle de la Luna, Argentina (07/27/2016); sea ice in the Tyuleniy Archipelago,
Caspian Sea, Kazakhstan (12/07/2020). All images ©Planet.
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THE ROSETTA SCIENCE ARCHIVE: PREPARING FOR LEGACY SCIENCE. D. J. Heather1,2, M. G. G.
Taylor1, S. Besse2, I. Barbarisi2, A. Montero2, R. Docasal2, B. Grieger2, and the PSA and ESDC Teams. 1ESA /
ESTEC, Keplerlaan 1, 2201 AZ, Noordwijk ZH, The Netherlands. 2ESA / ESAC, Villanueva de la Canada, Spain.
(David.Heather@esa.int).
Introduction: 30 September 2016 marked the end of
the Rosetta mission as the spacecraft came to rest on the
surface of comet 67P/Churyumov-Gerasimenko.
Although this marked an end to the spacecraft’s active
operations, intensive work continued for several years,
with instrument teams updating their science data in
response to scientific reviews and delivering them for
ingestion into ESA’s Planetary Science Archive (PSA)
[1]. ESA has worked with a number of instrument
teams to produce new and enhanced data products in
this time, and has also been working internally to
improve the Rosetta specific support provided by the
PSA in an effort to provide the best long-term archive
possible for the Rosetta mission.
This presentation will outline the final status of the
Rosetta archive, as well as highlighting some of the
archive enhancement activities that have been
completed to finalise and prepare the Rosetta archive for
legacy.
Status of the Rosetta data in the Planetary Science
Archive: All science data from the Rosetta mission are
hosted jointly by the Planetary Science Archive (PSA)
at ESA (http://psa.esa.int) [1,2], and by NASA’s PDS
Small Bodies Node (SBN).
All teams have now completed both their nominal
science data deliveries from the comet phase, and where
appropriate, delivered data from their enhanced
archiving activities. All reviews were closed out and the
majority of final products were delivered to the PSA in
2020.
The long duration of the Rosetta mission, along with its
diverse suite of instrumentation and the range of targets
observed throughout its lifetime combined to make this
an extremely challenging mission to archive [3]. In
order to track the evolution and ensure the quality of the
data from each instrument throughout the long mission,
a total of nine independent science data reviews were
completed for Rosetta. Five of these took place after the
closure of the nominal mission, along with a number of
small individual reviews that were needed to assess the
final deliveries from some of the teams using their latest
pipelines. In combination, these reviews have assessed
the complete Rosetta data holdings, and closely
examined the updated outputs from the enhanced
archiving activities, discussed in the following section.

This series of reviews has ensured that the Rosetta
archive is now ready for the long-term.
Selected Rosetta Enhanced Archiving Activities: The
nominal archive deliveries from the Rosetta mission are
of excellent quality, and will be of immense interest and
use for many decades to come thanks to the efforts of all
involved in their production, assessment, storage and
dissemination. However, there is always more that can
be done as calibrations and data reduction processes
improve.
Once the resources from the operational mission came
to an end, ESA established a number of joint activities
with the Rosetta instrument teams to allow them to
continue to work on enhancing their archive content.
The updates planned were focused on key aspects of an
instrument’s calibration or the production of higherlevel data / information, and were therefore very
specific to each instrument’s needs. Several of these
activities continued through to the very end of Rosetta
funding in December 2020 when the full ‘archive
enhancement’ process was officially completed, and a
few final deliveries from these activities are still
pending or being prepared for release. In parallel with
these instrument team activities, significant effort was
placed on enhancing some of the services available in
the PSA itself that would allow for users to query,
retrieve and exploit these new products.
This
presentation will highlight just a few of the activities
within the archive enhancement to give a flavour of the
updates that have been completed and those few that are
expected to be delivered in the coming months.
Almost all instrument teams have now provided a
Science User Guide for their data, and most teams have
also updated their calibrations, with some producing
higher-level processed data and derived products based
on these updates.
For example, the OSIRIS team has delivered straylight
corrected,
I/F
corrected,
three-dimensional
georeferenced, and boresight corrected / full frame data
products. These are all already available in the archive.
OSIRIS has also delivered their data additionally in
FITS format, and provide quicklook (browse) versions
of their products, to allow an end-user to more easily sift
through the data and select the images they may be
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interested in. Outside of the officially supported
activities, the OSIRIS team aims to make a re-delivery
of all of their data using their final and best pipelines in
April/May 2021. The aim is to have this large volume
of data available in the final archive by end of summer
2021.

the problem of geometry on the comet and the
production of consistent set of queriable geometry data
[4]. The latest version of the PSA includes a number of
features to help exploit the Rosetta data with this in
mind, including a 3D orbital view of the comet allowing
for data query and download, as detailed in [5].

The VIRTIS team also updated their spectral and
geometrical calibrations, and will deliver mapping
products to the final archive. This work has been
extended into early 2021, with the aim to close out and
release the final versions by summer.

In addition, an ‘Advanced Search’ panel has been
included in the latest version of the PSA, allowing for
more specific parameters to be queried. These include
complex Instrument Modes for ROSINA and various
specific parameters for COSIMA to allow users to
quickly identify and retrieve the specific data they need.
RPC users can now also query by type of measurement
of calibration source using the Advanced panel.

The Rosetta Plasma Consortium (RPC) instrument suite
completed several cross-calibrations that greatly
improved the final data from each experiment, as well
as a number of activities individual to each instrument.
An illumination map of the comet has also been
produced to help with their cross-calibration work, and
this will be released in the archive this year.
The MIDAS and GIADA teams have delivered higher
level products in the form of a dust particle catalog from
the comet coma and dust environment maps, with
omnidirectional plus time products, respectively.
Similarly, the COSIMA team has delivered a groundbased catalog of spectra for comparison to help calibrate
and understand their in-flight data; this is expected to be
released this year.
A separate activity was also established to produce and
deliver data set(s) containing supporting ground-based
observations of the comet. These data were taken
simultaneously with Rosetta operations and could
provide some important contextual information that will
be of considerable value to the end user community.
Final versions of these products were delivered in mid2020. There is still some work needed to have these
ready for a full ingestion, but the aim is to have these
available in the archive this year.
In addition to these activities with the instrument teams,
the Rosetta ESA archiving team produced and released
calibrated data sets for the NAVCAM instrument, and
archived all of the radiation monitor data produced by
the SREM instrument on Rosetta, Work is ongoing with
colleagues at PDS to include the latest shape models
from the comet into the final Rosetta archive this year.
Final PSA Updates: In order to support the new and
enhanced products being delivered to the PSA, and
prepare the archive for legacy phase, some additional
work has been completed within the PSA. Updates have
included the implementation of a centralized solution to

Finally, a number of specific implementations were
completed to allow for the Rosetta Housekeeping data
to be queried. With the large number of subsystems and
data types available, it was important to provide specific
functions that will allow users to more easily access the
data they need, and this has been implemented within
the Advanced Search. The Housekeeping data also had
a complex set of browse products, with a non-one-toone relationship between browse data and the actual
product, and thanks to some additional effort these are
now all accessible using the PSA’s postcard and product
viewer.
Summary: This poster presentation will outline the
status of the final Rosetta science archive in ESA’s PSA
and in NASA’s PDS. In addition, an overview of the
few remaining activities will be provided. Thanks to the
support of the instrument teams and the entire PSA
team, the Rosetta archive will remain an immensely
valuable resource for scientists in years to come, and the
full scientific potential of the mission can be realized.
References: [1] Besse, S. et al., (2018) Planetary
and Space Science v150, 131-140; [2] Besse, S. et al.,
(2021) ESA’s Planetary Science Archive efforts to
support the scientific community, this meeting; [3]
Barthelemy, M. et al., (2018) Planetary and Space
Science v150, 91-103; [4] Manaud, N. et al., (2021)
GEOGEN: A new approach and tool for computing the
geometry metadata of ESA’s PSA observational data
products, this meeting; [5] Barbarisi, I. et al., PSA 2020:
Toward the Discovery of ESA Planetary Data Through
2D and 3D Interfaces, this meeting.
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ATMOSPHERES DATA: GALILEO, MARINER, JUNO MIGRATION
L.F. Huber, T. Güth, J. Emmett, N. Chanover, L.D.V. Neakrase
Planetary Data System, Atmospheres Node, Dept. of Astronomy, P.O. Box 30001, MSC 4500, New Mexico State
University, Las Cruces, NM 88003-8001
Introduction. The PDS Atmospheres Node is
continuing the process of migrating its archived data
holdings from the PDS3 to PDS4 archiving standard.
The goal of this work is to bring all data holdings up
to the PDS4 standard, allowing for better integration
across all investigations. Here we discuss our recent
migration work that encompasses the Juno, Galileo
and Mariner missions. Our migration of the
Cassini/CIRS data is part of a larger, multi-node
Cassini migration effort that is beyond the scope of
this presentation.
PDS3-PDS4 and Python. The Atmospheres Node
has developed a collection of Python methods and
scripts to make the migration process as automatic as
possible, even when working with the more complex
labels, such as those used by several of the Juno
instruments. The Python codes handle reading the
valid PDS3 labels (.lbl) using translation files to
convert to equivalent PDS4 attributes. The resultant
PDS4 output creates .xml labels for all the pieces of
the bundle utilizing the various parts of the PDS3
structures. The archive bundles are created all at once
through the code and PDS4 archive bundles are built
with minimal human effort. Resultant bundles are
then validated against the PDS4 standard and
released alongside the certified PDS3 versions of the
same data.
Initial testing of the code was done on Phoenix
Lander atmospheric data in 2016 and has evolved
over time alongside the PDS4 Information Model
(IM) as refinements are released. Current migration
codes convert PDS3 to PDS4 up to IM Version
1.15.0.0 (released December 2020).
With more complex datasets and the inclusion of the
larger mission data, there has been a need to utilize
local data dictionaries (LDDs). Local data
dictionaries may incorporate mission attributes in a
mission dictionary or discipline specific attributes
(e.g., display, geometry, cartography, spectroscopy,
etc.) that are defined outside the core PDS4
Information Model. Dictionary support within PDS4
labels is found in the Discipline_Area section of any
label and the core migration codes have needed to
include local data dictionaries to complete migration
of several datasets.
Features and Capabilities. Several different Python
scripts and other supporting files work together to

properly execute a migration. A blank XML
template that corresponds to the overall structure of
the PDS3 labels is the starting point. For datasets
containing Local Data Dictionaries, the XML
declaration at the top of this template (the preamble)
must be modified to include the appropriate
targetNamespace and schemaLocation for those
dictionaries in order for those tags to show up in the
template. A keyword lookup file (or character
definition dictionary) for translating keywords from
PDS3 to PDS4 is used to fill in many of the repeated
tags of the label, the LID’s and/or LIDVID’s, and
points to the appropriate tags used within the LDDs.
A compilation of Python methods (PDS_Module)
capable of handling different tables, file types, and
tag-filling methods is continuously being
updated/modified and maintained by our staff of
undergraduate research assistants. One main Python
script is generally used per dataset (and adapted for
each dataset) to read through the PDS3 label, call the
respective functions from the Module, and output the
corresponding PDS4 .xml files.
The amount of human effort that goes into preparing
a dataset for migration primarily depends on the
datasets themselves. The more complex datasets
(e.g., FITS files, files containing SPICE kernels, or
datasets with multiple instruments) require more
effort as the structure of these files is rather
complicated and the methods used to handle these are
more complex. As more migrations are done, this
process becomes more intuitive. Node experience and
continued refinement of the Python routines reduces
the severity of errors and acts as an iterative process
that in turn provides further examples for the base
migration code. Files other than data files (e.g.,
documents) take more time to complete as they
frequently require manual processing.
Current Efforts. The Atmospheres Node has
completed the process of migrating all of its Juno
holdings (Gravity, MWR, UVS and JIRAM
instruments) to PDS4 and currently migrates each
new delivery so that the PDS4 files can be released
alongside the delivered PDS3 data.
Older data sets that have been completed or are
undergoing migration efforts currently include the
Galileo Orbiter UVS and PPR instruments, Mariner
6/7/9 UVS instruments and all of the Galileo Probe
data. At the time of writing, the Galileo Orbiter UVS
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and PPR and the Mariner 6/7 UVS were nearly
complete, while the others were at about 50%
completion. The Galileo UVS has provided some
challenges due to varying formats between the data
files and the geometry files.
Expandability and Future Plans. The Atmospheres
Node plans to completely migrate all of its holdings
in the next 5 years. The next target for migrations
will be the active Mars missions Mars
Reconnaissance Orbiter and Mars Science
Laboratory. The migration code for these continuing
missions as well as Juno will need to be maintained
until those missions have ceased science operations.
As the PDS4 Information Model continues to mature,
it is likely that we will “re-migrate” our holdings that
were migrated very early on in order to make better
use of improvements to the IM. Some of the more
complex data sets will be reserved until the end of
our efforts.
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THE STATE OF THE PDS4 INFORMATION MODEL. J.S. Hughes1, J.H. Padams2, R.S. Joyner3, M.S. Bentley4,
T. Lim5, T.G. Loubrieu6, 1Jet Propulsion Laboratory, California Institute of Technology, 4800 Oak Grove Dr.,
Pasadena, CA 91109, USA, John.S.Hughes@jpl.nasa.gov, 2Jet Propulsion Laboratory, California Institute of
Technology, 4800 Oak Grove Dr., Pasadena, CA 91109, USA, Jordan.H.Padams@jpl.nasa.gov, 3Jet Propulsion
Laboratory, California Institute of Technology, 4800 Oak Grove Dr., Pasadena, CA 91109, USA,
Ronald.Joyner@jpl.nasa.gov, 4Space Astronomy Centre ESA - ESAC, 28691 Villanueva de la Cañada, Madrid, Spain,
Mark.Bentley@esa.int, 5Space Astronomy Centre ESA - ESAC, 28691 Villanueva de la Cañada, Madrid, Spain,
tlim@sciops.esa.int, 6Jet Propulsion Laboratory, California Institute of Technology, 4800 Oak Grove Dr., Pasadena,
CA 91109, USA, thomas.g.loubrieu@jpl.nasa.gov.

Introduction: The PDS4 Information Model (IM)
Version 1.16.0.0 was released for Build 11.1 in
February 2021 with twelve relatively minor Standards
Change Requests (SCRs). These minor changes suggest
continued convergence toward a stable Common
dictionary and provides evidence that the foundational
principles under which the IM was developed are sound.
International Planetary Data Alliance (IPDA)
participation in the development of the IM ensures that
the IM and the resulting PDS4 Standards are also
meeting the requirements of the international planetary
science community. The impact on the IM due to
changes in PDS software and services has been
negligible due to the IM’s “independence” design
principle. The growing number and maturity of the
discipline and mission level Local Data Dictionary
(LDD) extensions to the Common dictionary provide
evidence of the IM’s abilities to stay viable in an
evolving science discipline and to maintain the usability
of the science data now and into the future.
Significant Changes: Since the 2019 report on the
state of the IM, several changes have significantly
improved efficiency and use of the IM, aka the Common
dictionary and its discipline and mission LDD
extensions
An enhanced Local Data Dictionary (LDD)
management process has been initiated to couple LDD
generation with the PDS4 IM. This includes
management of the LDD source and generated files in
GitHub as well as the complete re-generation of all
LDDs at each build. In addition, an LDD Working
Group was formed for developing processes and
software for maintaining and managing LDD
development activities.
Several changes have been made to LDDTool to make
it more stable and enhance its role in the design of
Local Data Dictionaries (LDDs) and its use for the
generation of operational artifacts. A third version of
the PDS4 Data dictionary, the “WebHelp” version as
illustrated in Figure 1, provide the same information as
in the HTML and PDF versions but in addition offers a

table of contents, index navigation, and text search
capabilities.

Figure 1 - WebHelp Version of the PDS4 Data Dictionary

The Resource Description Framework (RDF)
formatted file generated by LDDTool has been updated
to include additional class and property information to
better support PDS semantic search and Data Science
applications. Figure 2 illustrates the Instrument class
hierarchy generated by a graph database.

Figure 2 - PDS4 Instrument Class Hierarchy
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The development of a discipline “type list” LDD
allowed the Instrument Type enumerated value list to
managed at the discipline level, improving the stability
of the Common dictionary. This concept can be applied
to other enumerated lists that change frequently.
Conclusion: The resulting PDS4 Data Standards are
the de-facto standards for archiving science data for the
international planetary science community. They ensure
that the community has a world-class knowledge-base
and science data archive for current and future planetary
science research and data science and data analytic
applications. This presentation will provide additional
information about improvements to the PDS4 IM and
how its original intent continues to be realized.
Acknowledgments: The research was carried out at
the Jet Propulsion Laboratory, California Institute of
Technology, under a contract with the National
Aeronautics and Space Administration.
© 2021. All rights reserved.
References:
[1] PDS4 Information Model Specification, PDS4
Information Model Specification Team, December 23,
2020,
Version
1.15.0.0,
https://pds.nasa.gov
/datastandards/documents/im/current/index_1F00.html.
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ASTROLINK ROADMAP FOR THE PRESERVATION, DIGITIZATION AND SERVICE OF
HISTORICALLY SIGNIFICANT MATERIALS. M. A. Hunter1 and A. E. Zink1, 1USGS Astrogeology Science
Center (2255 N. Gemini Dr., Flagstaff, AZ 86005; mahunter@usgs.gov, azink@usgs.gov).

Introduction: Beginning in 2019, AstroLink was
tasked with digitizing a subset of material identified by
the NASA History Office as unique and of high interest
to the planetary science community. That work was
completed in 2020 and expanded to the rest of the
collection, material amassed over decades by the
Regional Planetary Information Facility (RPIF). In this
process, materials are digitized, reviewed, corrected for
text content, and documented using Federal Geographic
Data Committee Content Standard for Digital
Geospatial Metadata (FGDC CSDGM) [1].
Completing this digitization will take years, so to
facilitate public discovery of holdings the current
spreadsheet-based inventories are being migrated to a
web-based archive management platform.
Current Work: This current year’s work focuses
primarily on two tasks: 1) the migration of spreadsheetbased
inventories
and
finding
aids
into
CollectiveAccess, which uses open source catalog and
publishing software to manage archives online, and 2)
re-organization of materials to better facilitate longterm preservation.
Preservation. With the focus primarily on the
digital service of collections, it is essential that physical
materials are organized and archived according to best
practices, to limit both degradation from exposure
during storage and double handling. Much of the
AstroLink collection is 50 years old or more, and even
the best-preserved document mediums are at risk for
permanent loss if they are not protected from light in
climate-controlled facilities.
As documents are processed, they are also reorganized into acid-free file folders with uniform labels,
within larger banker boxes, which block ultraviolet light
and facilitate transportation as well as storage (Figure
1). Oversized materials, such as maps, are laid flat in
map drawers and labelled according to the same
organizational scheme.
Arguably the most difficult aspect of preservation
work is identifying materials, whether they exist
elsewhere and in what state, to determine whether they
are unique to planetary science. AstroLink has
discovered products published by a variety of sources,
and they must be triaged if they are to be effectively
processed, transferred to another institution, or disposed
of according to the records management schedule.
Storage space is increasingly difficult to justify and
fund, so gaining efficiencies and modularity are
necessary to protect collections into perpetuity.

Figure 1. Re-organized materials in protected
boxes, away from direct sunlight.
Digitization. The digitization process is detailed in
the Zink et al. 2021 LPSC abstract, which has
progressed steadily despite on-site restrictions [2].
AstroLink has been able to continue digitizing
operations in a de-centralized environment by
developing and periodically updating guidelines. With
the methodology and end-state as the focus of this work,
it must be recognized that any online archive is only as
useful as the content it offers. By using uniform
specifications and open data formats, content can be
generated concurrently with the development of the
catalog infrastructure.
Increasingly, full texts are being indexed for content
discovery, instead of relying strictly on keyword tags.
Because many of the documents being digitized are
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aggregations of topics, findings, or authors, they are all
scanned with optical character recognition software and
corrected to ensure embedded text is suitable for text
search. Older, hand typed documents cannot be scanned
reliably, and often require full over-writing of sections.
Like creating metadata, this is a time-consuming step,
but critical to ensure the long-term viability of the
digital product.
Cataloging and Dissemination. This step is the
primary focus of 2021 work, currently in progress
(Figure 2). To this point, multiple spreadsheets had
been used to track attributes unique to each product type
(documents, maps, images and film, and artifacts). This
resulted in disparate sources of information that were
both inconsistently formatted (i.e., dates as text) and
used (i.e., author names). By identifying overlap
between spreadsheets, schema discrepancies have been
resolved so that field data types will not collide during
import. This has also been a useful exercise for
assimilating like fields that were differently titled or
used across inventories.

Figure 2. Major steps to migrating from spreadsheet
inventories to a database.
The next step is to clean and complete spreadsheet
inventories using OpenRefine, an open source webbased tool for manipulating tabular data. This will
standardize the names of people, organizations,
planetary bodies, missions, and instruments. This level
of agreement is fundamental to enabling faceted search
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in downstream client applications, and it is at this level
that community-scale development of controlled
vocabularies is needed most.
The last steps are specific to migrating data into
CollectiveAccess, which may not be directly applicable
to other archive management platforms; however, these
general steps are illustrative of mapping one data source
to another. The mapping spreadsheet used for
CollectiveAccess simply declares the mapping rule,
source field, destination element, and options to parse,
group or evaluate contents.
With the CollectiveAccess instance running and
enhanced inventories complete, they will be imported
and the CollectiveAccess profile will be further adjusted
to support compatibility with major metadata standards,
like FGDC or ISO (International Organization for
Standardization),
along
with
defined
administrative/user roles, relationships and widgets to
support archive management. It is the ultimate goal of
this project that holdings can be imported or exported in
sync with outside resources, and that the AstroLink
profile will be available for others to use directly for
setup.
Future Work: Looking ahead to the future,
AstroLink plans to bring this archive management
model to the greater planetary science community, and
to empower custodians of historical planetary science
collections of all sizes who wish to make their holdings
public. Rather than offer a prescriptive end state that
may not seem feasible for a small collection, this
workflow is designed to address the most common
problems for archive managers whose holdings are
diverse and/or sparsely described.
Within the context of a larger Planetary Data
Ecosystem (PDE) it will be necessary to solicit feedback
on processes like this, as well as the standards and
systems they are built on. Better understanding across
which domains and at which levels interoperability are
needed will drive many of the community’s
requirements. The underlying technology will continue
to evolve but by maintaining interoperability across
archives, a greater whole can be realized that is greater
than the sum of its parts.
Acknowledgments: This work is funded by the
FY21 USGS-NASA Planetary Spatial Data
Infrastructure IAA.
References: [1] Zink, A. E. et al. (2020) LPSC LI,
Abstract #2597. [2] Zink, A. E. et al. (2021) LPSC LII,
Abstract #2548. [3] Skinner, J. A., et al. (2019) USGS
Open-File Report 2019-1012.
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MIGRATION TO THE CLOUD: LESSONS LEARNED FROM THE PROJECT “Development and
Operation of the Astromaterials Data System”
P. Ji1, K. Lehnert1, D. Stern2, J.D. Figueroa1, L. Profeta1, J. Mays1, A. Johansson 1, L Song 1
1
Lamont -Doherty Earth Observatory, Palisades, NY, United States
2
Stern Devops Group
Introduction: The Astromaterials Data System
(AstroMat) team has been working over the past year
to migrate the initial on-premise infrastructure of the
Astromaterials Data System to Amazon Web Services
(AWS). This presentation will discuss the rationale for
migrating Astromat to the cloud and describe the
lessons learned from the migration.
What is the Astromat: AstroMat is a comprehensive
data system for laboratory analytical data generated by
the study of astromaterials curated at the NASA
Johnson Space Center[1]. It is designed as an ecosystem
of interconnected applications that provide human- and
machine-readable interfaces to the data gathered and
managed in AstroMat’s databases[2]. The architecture is
illustrated in Fig. 1. The various components of
AstroMat are intended for specific purposes and
include interfaces for users to search, access, explore,
visualize, analyze, and contribute data; software tools
for data curators to compile, track, validate, ingest,
manage, and annotate data; and machine-actionable
interfaces that connect the databases to internal and
external
software
tools.

Fig. 1. Architecture of the Astromaterials Data System

Why Migrate: Astromat uses an API-driven
architecture. In the original architecture, each
component of Astromat was containerized and
operated in an on-premise container orchestration
platform. While operationally stable,
this
infrastructure required substantial effort for data
backup and recovery, maintenance of the orchestration
platform, development and deployment automation,
and did not offer sufficiently robust reliability and
scalability.
Migration to AWS: The migration to AWS
followed a simplified five-step model, which included

assessment, prototype, implementation, testing, and
optimization. This migration path was designed in
collaboration with a consultant, who provided the
required expertise in AWS architectures. The migration
assessment was the first step necessary to understand
the architecture, the team’s knowledge of AWS, the
usage level of different components, and other critical
aspects.. The next step was to map each component of
Astromat to proper AWS services, like S3, Fargate
service, etc., and to create a proof of concept on which
to build the infrastructure. In the next step, a series of
AWS CloudFormation templates were developed to
automate AWS resource management, and github
actions to trigger automated deployment. Following
implementation, component testing and optimization
were iterated many times. Finally, a stable AWS
infrastructure for Astromat was achieved see Fig. 2.

Fig. 2. the Infrastructure of Astromat
Conclusion: Migration into the cloud and
operation within the cloud have a lot of challenges,
such as rapid technological changes, potential vendor
lock-ins, and culture changes in the team, etc.. With a
prescriptive approach from experienced partners can
help to achieve a successful future in the cloud.
Creating the required guidelines and workflows for an
agile execution of development, deployment and
management is the key to survive in the cloud.
Transforming workforce culture and growing cloud
skills of the team continually is the way to adapt to the
new agile-DevOps-cloud software engineering mode.
Acknowledgments: The work described in this
abstract was supported by National Aeronautics &
Space [80NSSC19K1102].
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DEEP REDATUMING OF CHANDRAYAAN-2 LARGE AREA SOFT X-RAY SPECTROMETER (CLASS)
DATA FOR CHEMICAL MAPPING OF THE LUNAR SURFACE. Karpoor, P.R.1, Bharadwaj,
P.1, Narendranath, S.2, Pillai, N.S.2 ,1Indian Institute of Science, Bengaluru, India preethi.karpoor@gmail.com, 2U R
Rao Satellite Centre, ISRO, Bengaluru, India .
Introduction: Chandrayaan – 2 Large area Soft Xray Spectrometer (CLASS) [1] is an X-ray fluorescence
experiment onboard the second Indian lunar
mission Chandrayaan 2 [2].
The primary science
objective of CLASS is to map the major elemental
abundances of the lunar surface globally. From the
polar circular orbit of 100 km altitude of Chandrayaan2, the best spatial resolution [3] achieved with CLASS is
12.5 km x 12.5 km, which is an order of magnitude
better than such experiments in the past.
CLASS has been providing a large amount of lunar Xray fluorescence (XRF) data. However, the inverse
map from the observed spectrum to the elemental
abundances
is
far
from
straightforward—
complications arise due to 'nuisance' or 'irrelevant'
parameters. For example, the XRF data lines that
describe the elemental abundances are heavily
dependent on the phenomena related to the incident
solar spectrum. The solar spectrum's strength and
shape rapidly change during the flares. The XRF data
also depends on other factors like the geometry of
observation, matrix effect, and grain size.
As
opposed
to
the
current
inversion
methodologies [4,5,6,7] that
rely
on
the
forward modeling of the underlying physics, this paper
aims to develop deep-learning-based methods
to redatum the nuisance effects of the CLASS data.
Towards deriving elemental compositions, we show
that redatuming allows accurate identification of the
XRF signal from the background. High spatial
resolution datasets such as CLASS result in millions of
spectra over the years. Conventional methods are
tedious and time-consuming to execute. Their accuracy
is questionable when the physics of the
forward modeling is incomplete. It becomes imperative
to adapt machine learning algorithms to utilize big data
in astronomy and learn the underlying signal structure
in this context. Such algorithms can potentially filter
out nuisance variations towards a reliable identification
of weaker signals from minor elements [8].
Solar variability is one
of
the critical factors that
obscure
the
XRF
lines. For
example, C1XS
of Chandrayaan 1[9] reported this issue, where the
solar spectrum undergoes a non-linear variation due
to solar flares. Even in the NEAR (Near Earth Asteroid

Rendezvous)[10] mission of NASA that aimed to map
the surface chemical composition of Asteroid Eros
observed rapid fluctuations in solar activity that led to
their models being less reliable for further
analysis. Finally, in any space mission where data
gathered is dependent on solar variability, there is
always a good margin for inaccuracy in modeling.
Challenges of these sorts lead to great difficulty and
loss of accuracy in the determination of chemical
abundances. In our novel approach, which we describe
in the forthcoming sections, we aim to avoid the
difficulties mentioned earlier almost entirely by not
resorting to modeling. Instead, we produce XRF
spectra as if virtual solar radiation illuminates a
particular region of interest, allowing us to do a more
accurate elemental estimation.
Deep Redatuming:
Redatuming is a crucial step for correcting
experimental data in earth and planetary sciences. It
accounts for the nuisance variations due to
complexities and irregularities in the data acquisition
(e.g., during complex space missions), which is near
impossible to control. For example, measured data in
seismology from uncontrollable ambient-noise sources
(similar to the sun) are redatumed to generate "virtual
sources" [11]. The idea is that the data from these virtual
sources can aid subsequent imaging without any
hindrance due to the nuisances. In contrast to physicsbased redatuming commonly used in geophysics, we
have adopted a recently developed symmetric autoencoder architecture named 'SymAE' [12] to perform
data-driven redatuming.
SymAE is a semi-supervised model that relies on
identifying a group of instances, which share coherent
information related to the phenomena of interest. In our
case, we consider the recorded XRF data from
CLASS under various conditions. These data are
calibrated and available through the Indian Space
Science Data Centre (in PDS4 standard).
The data instances are scoured through to identify a
consistent or coherent parameter (for example, data
that may be recorded from a particular geographical
location on the Moon, etc.) that comes coupled with
incoherent parameters, like solar nuisances. Such
datasets are then grouped together into bags of
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instances to generate labeled datapoints. Multiple bags
are processed using SymAE to extract the information
on the surface chemical composition of the
Moon. Specifically, SymAE is trained to represent
these instances while disentangling the coherent
information
from
the
remaining
nuisance
variations. Physical symmetry is embedded into one
of
SymAE's
encoders
to
achieve this disentanglement. Finally, SymAE's repres
entation can then be used to redatum nuisances from
one instance to another to generate virtual
instances for further analysis.
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Finally, this method has tremendous scope to be
generalized to a wider variety of similar inverse
problems.
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Fig 1 : SymAE assisted Workflow for Deep Redatuming of CLASS Data for Chemical Mapping of Lunar Surface
Fig 1 illustrates SymAE's network architecture used for
the nuisance disentanglement. Here, the coherent
information is due to the fluorescence from a lunar
region in orange is separated in the latent space. We
train SymAE to learn the redatuming of the solar
spectrum from one instance to another. As a result, we
show that any two instances that describe the chemical
compositions of different lunar regions can now be
compared even when the solar spectrum is
variable. Such a comparison allows us to comment on
the accuracy of the solar-spectrum modeling
and helps us better constraint the subsequent inversion
algorithms. Also, the chemical maps generated
by modeling can
be
validated,
verified
for their accuracy, and enabled to serve as training data
for future machine learning implementations.
To conclude, this abstract presents an application
of semi-supervised deep redatuming towards an
accurate inference of the chemical composition of the
Lunar surface. Our approach undertaken in this work is
novel and complementary to the existing physicsbased redatuming practices.
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PLANETARY DATA: HIDDEN BARRIERS TO DIVERSITY IN THE PLANETARY SCIENCE
COMMUNITY. L. Keszthelyi1, M. Milazzo2, M. Miller3, E. Lakdawalla4 1U.S, Geological Survey, Astrogeology
Science Center, Flagstaff, AZ (laz@usgs.gov), 2Other Orb LLC, 3Jacobs/NASA Johnson Space Center, 4The
Lakdawalla Group LLC.

Introduction: NASA has placed importance on
building diversity in the planetary science community
[1]. A variety of NASA programs (e.g., MUREP) seek
to increase the participation of people from groups that
have historically been under-represented in planetary
science. Here we highlight the role that planetary data
plays as an unacknowledged systemic barrier to entry
into the planetary science community.
As with many systemic barriers to inclusion, there is
no obvious intentional effort to exclude specific groups.
Instead, steps taken to serve the existing community
have often been made without explicit consideration of
the challenges being created to those outside of the
community. This inadvertently builds barriers that are
essentially invisible to those within the community.
There will always be high barriers to working in
planetary science. The field is “rocket science” and
requires highly specialized knowledge. The existence of
these significant unavoidable barriers makes it all the
more important to remove unnecessary barriers to entry
into the planetary science community. Here we
narrowly focus on issues related to planetary data, i.e.,
the topic of this workshop.
While the discussion below is informed by the
experiences of all the authors, it draws specifics from an
FY20 project to determine the challenges to
investigating the photometry of planetary surfaces. This
study was conducted from the perspective of a first-year
graduate student starting new research into lunar
photometry. This “persona” sought to find and gather
appropriate data products, process them to extract
photometric information, compare the observations to
various photometric models and, ultimately, share the
results. During this exercise, it became clear that the
outcomes would be very different for a student at an
institution with strong existing ties to lunar science
versus one that was largely outside of the planetary
science community.
We describe our observations through the lens of the
FAIR (Findable, Accessible, Interoperable, and
Reusable) data principles [2] which we found useful for
framing the issues we encountered.
Findable: Mission data are meticulously archived in
the NASA Planetary Data System (PDS) and similar
archives maintained by other space agencies. The PDS
has a mandate to focus on archival of data which drives
an emphasis on raw and lower-level products [3]. Expert
users who intend to produce their own higher-level

products are the intended customers of this system.
While the PDS is not perfect, it is generally observed
that expert users are well-served by it [4].
The same cannot be said for a novice user at an
institution without established links to the planetary
science community. Such persons lack ready access to
advisors or mentors who can point them to start their
search for data from a specific instrument on a specific
mission (in this case LRO LROC-WAC images on the
PDS Imaging Node). Novice users without community
connections may struggle to even find the PDS, much
less discover which instruments on which missions
obtained data relevant to their study. For example,
nothing on the first page of a Google search on “lunar
photometry” is helpful (i.e., points to the LROC WAC
images or publications from them). The problem is not
that key information is hidden but rather that it is
obfuscated by vast quantities of information that all
appear relevant. Even after deciding to use the LROC
WAC data, the challenge in selecting a subset of the data
to analyze is similar. The PDS provides seven different
search tools with no clear guidance for which to use in
a particular case. Furthermore, some of the most
powerful tools, such as the JMoon and MoonTrek are
not listed. While our persona highlighted concerns with
the LROC-WAC data, this is just one specific example
of issues endemic to searching planetary science data.
The challenges are far greater when it comes to
finding higher-level data products. Only a small fraction
of such products are hosted in the PDS. Of the rest, only
some are uploaded to a myriad of data repositories
(typically associated with the authors’ institution).
Search is sometimes possible within a given repository,
but there is no central portal that is aware of the contents
of the many dozens of separate repositories that may
contain relevant data. In practice, the most reliable way
to find these products is by word of mouth within the
community. This obviously excludes anyone who is not
already a member of that science network. Lacking such
access, one usually must search for the relevant journal
publications and contact the authors.
Accessible: Once data have been located, barriers to
access lower-level data are minimal. Mission data are
all provided without cost. Transfer of large volumes of
data is always a challenge but relatively easy-to-use free
tools exist. However, higher-level products are often
less accessible. Some are provided as supplemental
materials to journal articles that are behind a paywall.
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NASA’s new mandate that all publications (and
associated data) be stored in a public repository begins
to address this issue, at least going forward. Other data
are available “on request” from authors. The response to
such queries is anecdotally almost always prompt and
positive when it comes from a known member of the
community. While we do not have quantified metrics on
the responses to queries from individuals outside the
community, the need to ask for help from a stranger is
itself a non-trivial barrier.
Interoperable: Once a researcher has the data,
working with it requires specialized software. Data from
the PDS are not immediately ready to import using
typical data analysis software (e.g., ArcGIS or
MATLAB). There is a host of programs and scripts to
convert PDS data into formats more amenable to
analysis tools. Some of these, like JMARS, even
integrate search, download, and analysis into a single
package. These tools, and expert users to help explain
their use, are part of the basic infrastructure at
institutions that are integrated into the planetary science
community. Given the availability of in-house training
for those within the planetary science community, there
has been little perceived need for formal or online
training in the installation and use of these types of
tools. However, this capability is largely alien to other
institutions. Tools are relatively easy to discover, but
very little guidance is provided on which is the most
appropriate for a given use case.
The depth and breadth of this issue is hard to
overstate. As a simple but critical example, one can take
standards for longitude. Terrestrial geospatial tools
typically present longitude with values between -180°
and +180° with positive to the east. But for planetary
data, many data sets are provided with longitude values
from 0° to 360°. Some data have positive to the east and
others are positive to the west. Another example is that
some raster data index the first pixel as (0,0) while
others define it as (1,1). The position of the corner of the
image can refer to the position at the center of the
reference pixel or its outer corner. There are different,
but parallel, issues translating between standards used
by astronomers and planetary scientists.
The PDS4 standard does begin to address some of
these problems. The geospatial portion of the PDS4
metadata now follow the FGDC (Federal Geographic
Data Committee) standards. And the FGDC standards
are being brought in line with international (ISO)
standards. However, not all interoperability issues can
be solved by planetary science simply adopting existing
standards. For example, it is not uncommon for existing
standards to have planetary radius hardwired for the
Earth, providing no option for different planetary radii.
Active and effective engagement with international
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standards groups outside of planetary science is
required.
Reusable: Once a researcher has created a data
product, there is no standard process to make it available
to others. Given the legal requirements set by many
funding agencies to make derived data public, this is no
longer a problem that researchers can address on a “best
effort” basis.
For a researcher at an institution that is integrated
into the planetary science community, placing data onto
their institutional data repository is a viable option,
especially if followed up with vigorous institutionsupported publicity at key meetings (e.g., handouts at an
institutional LPSC booth). The planetary science
community is small enough that this type of word-ofmouth communication is effective – but also effectively
excludes those not already within the community.
For a researcher seeking to enter the community, the
options are all suboptimal. Their institutional data
repository will not be found by the community. Their
ability to publicize data as an individual is limited. The
process for entering data into the PDS, designed for
archiving streams of data from active spaceflight
missions, is inappropriate for many one-off, highly
processed products. Many journals have noted this gap
and are creating private data repositories that may meet
the letter of the legal requirement but do not meet the
intent of making data products freely available.
Conclusion: Existing methods of saving and
sharing planetary science data favor people already in
the community and needlessly exclude those outside it.
Integrating FAIR data principles into planetary science
would reduce those barriers to entry. This work cannot
be performed in isolation; it requires collaboration with
many other communities (Earth science, astrophysics,
software developers, etc.). It includes adopting existing
standards and instigating changes to standards that
exclude planetary data. Metadata that follow a common
standard open the door to interoperability with widely
used tools, data repositories, and search methods.
As a final note, making it easier for everyone to find,
use and share our data will also help those already in the
community. We make the case that attending to the
needs of those outside the community is an important
factor when prioritizing improvements to the planetary
data ecosystem.
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Gaussian Process Variational Autoencoders for Generative Modeling of ChemCam Data. N. Klein1, P. Gasda1,
J. Castorena1, and D. A. Oyen1. 1Los Alamos National Laboratory, neklein@lanl.gov.
Introduction: Predictive machine learning algorithms such as deep neural networks have recently
proven very successful for high-dimensional data with
complex structure (i.e., natural images). Deep neural
networks have also been developed to predict chemical
compositions from atomic emission spectroscopy (specifically, LIBS, or laser-induced breakdown spectroscopy, measured by the ChemCam instrument) [1]. However, these predictive methods do not give measures of
uncertainty in their predictions. As a result, they may
silently make incorrect predictions when new observations deviate from those used during training. For instance, algorithms trained on available data (ChemCam
calibration standards measured on Earth) could give
nonsensical predictions on new data (measurements
made on Mars). To supplement the success of predictive
algorithms, we investigate deep generative models of
ChemCam data. Such models learn to generate distributions over LIBS spectra given input chemical compositions, so that when the trained model is given a new
chemical composition, it samples from possible LIBS
spectra consistent with that chemical composition. We
want to impart certain desirable features into this mapping; for instance, the further the input composition falls
from those seen during training, the less certain the
model should be about the output. This property is, in
fact, not present in many modern machine learning algorithms. To address this issue, we incorporate Gaussian process models into the latent space of the deep generative models. The resulting generative models may be
useful for several tasks, including sensitivity analysis
and quantifying uncertainty on the unknown chemical
composition corresponding to a new LIBS measurement. In this work, as a first step, we first describe a
framework for deep generative modeling, then demonstrate its properties on ChemCam calibration data.
Gaussian Process Generative Models: The first ingredient in our generative models are Gaussian process
(GP) models: flexible regression models that are particularly well-suited for our purposes because they yield
not only predictions, but also measures of uncertainty.
Background. GPs describe distributions over random functions such that any finite-dimensional collection of function values follows a multivariate Gaussian
distribution. The covariance matrix of that distribution,
often specified through a covariance function, imparts
properties such as smoothness to the functions [2]. In
this work, we focus on zero-mean GPs with a covariance function denoted 𝑘(𝑥, 𝑥′), meaning the covariance
between function values at locations 𝑥 and 𝑥′ is given

Figure 1 A) Samples from a Gaussian process. B) The Gaussian process posterior, conditioned on data (black circles), with mean shown
in red and two standard deviations around the mean in grey. C) Example GPVAE predictions for one test set member (‘umph’); top row
shows the mean prediction with the lab measured LIBS spectra and
representative samples from the generative model. Middle row shows
absolute residual. Bottom shows standard deviation across samples.

by the function 𝑘. We use a squared exponential covar&
iance function, 𝑘(𝑥, 𝑥′) = 𝜎 ! 𝑒𝑥𝑝,!(#!#$)
-, where
ℓ
!
ℓ, 𝜎 are parameters that control the length scale and
variance of the Gaussian process. Processes with this
covariance function are smooth, as shown in Figure 1.A.
Conditioning on data. If we suppose that the data 𝑦
follows a zero-mean GP with additive Gaussian noise,
𝑦 = 𝑓(𝑥) + 𝜀, then the latent function values 𝑓 and
the observed data are jointly Gaussian. Using properties
of multivariate Gaussian distributions, the moments of
the conditional distribution of the latent function values
at
a
location
𝑥* are 𝐸[𝑓|𝑦] = 𝑘"∗," 𝐾"," %& 𝑦,
𝐶𝑜𝑣[𝑓|𝑦] = 𝑘"∗,"∗ − 𝑘"∗," 𝐾"," %& 𝑘","∗ , where 𝐾"," is
the covariance at the observed data locations and 𝑘","∗
is the covariance between the observed data locations
and the desired predicted locations. As shown in Figure
1.B, after conditioning on observed data, the conditional
GP mean passes through the observed data points. As
the location 𝑥* moves away from the observed data, the
prediction returns to the process mean and the uncertainty intervals (obtained from the conditional covariance) increase. This is an often desirable trait not shared
by all machine learning algorithms; when far away from
the training data, the GP model will indicate that it has
little information by reverting to the mean with large uncertainty.
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Handling high-dimensional data. High-dimensional
outputs, such as LIBS spectra with several thousand
wavelengths and complex structure, are difficult to
model directly using GPs. Our previous work uses GP
models along with linear dimension reduction [3]. The
potentially nonlinear matrix effects in LIBS spectra motivated us to explore nonlinear dimension reduction.
Nonlinear Gaussian Process Generative Models:
Variational autoencoders. Variational autoencoders
(VAEs) are a popular deep learning generative model
[4]. Similar to stacked autoencoder neural networks,
they use a neural network encoder to compress high-dimensional inputs into a lower-dimensional latent representation and a decoder to translate back to the original
space. VAEs also learn a distribution over latent representations to obtain samples over latent representations
and outputs instead of a single reconstruction for each
input. However, VAEs typically use a spherical Gaussian prior on the latent space, which does not account for
the inputs (chemical compositions).
Gaussian process VAEs. GPVAEs have been proposed as a modification of VAEs with a GP prior placed
on the latent space [5, 6]. Because input information is
taken into account, new predictions from the model
arise from new inputs, and properties of GPs (smoothness in input space and increasing uncertainty away
from training data inputs) are automatically incorporated. After training, the GPVAE can be used as a generative model for predicting outputs given new input locations, or for uncertainty quantification [7].
Implementation details. We consider a nine-dimensional input space with independent squared exponential covariance functions for each dimension. We use a
latent dimension of 10, with the encoder a fully-connected three-layer neural network with numbers of neurons [50, 20, 10] (order reversed for the decoder). The
model is implemented in PyTorch [8].
ChemCam Calibration Data Results:
Data. We use ChemCam LIBS calibration measurements [9] corresponding to 378 unique materials. All
measurements were made in the lab at a distance of
1.6m in a Mars atmosphere chamber. For each material,
we compute the average LIBS spectrum after discarding
the first five shots. As a test set, we use measurements
from 5 randomly-selected materials. We consider as inputs to the model the chemical compositions, given by
the oxide weight percent values for SiO2, TiO2, Al2O3,
FeO (total), MnO, MgO, CaO, Na2O, K2O. All LIBS
spectra are rescaled by the maximum value across all
wavelengths prior to analysis.
Test set results. After training the GPVAE until convergence, we apply the generative model to the held-out
test set to investigate how well the generative model reproduces the LIBS spectra given the known chemical
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compositions. For each input, we draw 100 samples
from the latent space Gaussian process and propagate
these through the decoder to obtain 100 distinct LIBS
predictions to measure uncertainty in the predictions.
Figure 1.C shows an example of the predictions, residuals, and across-sample standard deviation for one of
the held out test set members (‘umph’, a syenite rock
from Umfraville, Ontario). The table below gives the
root mean squared error (RMSE) and coverage for each
test set member. The RMSE is between the average
LIBS spectrum prediction and the lab measured LIBS
spectra for each test set element, where low values indicate higher accuracy of the mean prediction. Coverage
indicates the percent of wavelengths for which the true
spectrum falls within the 90% quantile of the samples,
where high values indicate that the generative model includes the lab measured spectrum.
RMSE
Coverage

cadillac

jsc1371

mo7

pg4

umph

0.013
81.9

0.009
100.0

0.017
96.7

0.001
99.7

0.010
67.3

Our results indicate that on the test set, the GPVAE
model accurately predicts the LIBS spectrum from the
input chemical composition. However, accuracy varies
across the five materials in the test set. The degree to
which the predicted distributions over LIBS spectra captures the laboratory measurements also varies across the
test set; more investigation is needed to determine if
specific rock properties (i.e. high silica or alkali) may
influence the results.
Future Work: We plan to extend this work to infer
distributions over chemical compositions given a new
ChemCam observation. While we have preliminary results based on Markov Chain Monte Carlo sampling, we
also plan to compare to computationally efficient variational approximations. After validation, we will compare to state-of-the-art calibration approaches on ChemCam data from Mars. In addition, we plan to conduct
sensitivity analysis to understand which parts of the input space have the most influence on the outputs at particular wavelengths.
Acknowledgements: Research presented here was
supported by the Laboratory Directed Research and Development program of Los Alamos National Laboratory
under project number 20210043DR.
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[3] Gattiker, Klein et al. (2020) SEPIA software:
www.github.com/lanl/SEPIA. [4] Kingma and Welling.
(2013) arXiv:1312.6114. [5] Pearce. (2020). Sym. On
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(2020) arXiv:2010.10177. [7] Böhm et al. (2019)
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Passthrough: Template-Driven PDS4 Product Generation. A. Ladegaard1, 1Department of Physics, Aberystwyth
University, Aberystwyth, SY23 3BZ, UK, arl13@aber.ac.uk
Introduction: The Passthrough software library
seeks to provide PDS4 data processors with an
integrated solution for generating output labels based
on declarative product type templates. It serves as a
complementary counterpart to the PDS4 Tools [1]
read-in library, enabling processors to interact natively
with the PDS4 format without the need for
intermediary internal product representations or
separate file formats.
Background: When the data processing
infrastructure used by a mission does not natively
support or produce PDS4 compliant products, a
distinction is formed between “operations” and
“archive” products [2]. To generate the latter, product
labels must be transformed from their operations
format into PDS4 before delivery to the archive.
Dedicated tools exist to tackle this task, such as
MILabel [3] (formerly “Generate Tool”, as described
by [4]), which employs multimission templates written
in the popular Velocity [5] language.
On the other hand, when a mission is not tied to
existing processing infrastructure or operations
formats, there are few compelling reasons for treating
archive products as secondary. Since PDS4 labels are
implemented in XML, its Document Object Model
(DOM) can be used as a platform- and
language-neutral interface to the metadata of products
read in by a processor or other software tool. This is
demonstrated by the PDS4 Tools library, which only
lightly wraps a label’s underlying tree structure to
provide convenient access also to its associated
payload data. Thus, it is straightforward for processors
to interact with existing PDS4 products on the input
side, and doing so does not require processors to carry
a separate internal representation (i.e. intermediary
data structure).
The task of generating a PDS4 product on the
output side, however, requires specific knowledge of
the structure of both its label and payload data. Ideally,
the source of this knowledge should not be contained
within a particular product processor. Rather, a mission
or instrument’s product types (e.g. raw, calibrated,
mosaic, housekeeping etc.) should be externally
defined via template files, to enable these to serve as
the formal interfaces between processors that might
likely be developed by separate teams. As the basis for
such a “type template”, a skeleton label could be used,
for instance as assembled with PLAID [6]. But at a
minimum the template should additionally carry
information on permissible structural variations. A key
principle of type templates that differentiates them
from the kinds used by tools such as MILabel, is that a

member of the former should describe the key
properties of a product type, invariant of whichever
processor that happens to generate it.
Using type templates, a processor wishing to
generate products of a particular type would require a
means by which to instantiate a blank copy - a “partial
label” - based on the type’s template. Passthrough is
intended to provide this functionality, together with a
language specification for type templates, and an
extension API to facilitate code reuse.
Template Handler: The template handler
component of Passthrough takes the form of a Python
library intended to be integrated early in a processor’s
product generation flow. The “Template” handler class
pre-processes a template file into a partial label, which
is subsequently made available for the processor to
populate key attributes via the DOM. Finally, the
handler performs any post-processing tasks before
exporting the output product to the file system.
This three-step sequence means that the partial
label can be made available to the processor from the
get-go, and template logic can be associated with either
the pre- or post-processing stage. Conventionally,
metadata inheritance and remapping from input
products takes place during pre-processing, while
pruning of unused substructures, population of
regulated attributes, and consistency checks are
performed as part of post-processing.
Consistency checking constitutes an important
feature of Passthrough, whereby a partial label is
validated against the allowed structural variations
afforded by the product’s template. This provides
benefits in particular for human-in-the-loop
applications (where a user can be prompted to make
corrective changes), as well as during processor
development and conformance testing.
Passthrough
Template
Language:
The
Passthrough template language (PTL) was developed
to accommodate the requirements of type templates. It
encourages a declarative approach to logic expression,
and seeks to aid human readability by letting templates
closely reflect the structure of their end product label.
Therefore, substructure imputing macros commonly
used in e.g. the Velocity language are disallowed.
The language uses XML-attribute annotations
coupled with XPath expressions, which enables
template logic to leverage the XML DOM directly.
Functionality such as metadata inheritance and
remapping, conditional logic, and statically specified
attribute population, is coupled syntactically to
XML-elements (i.e. PDS4 classes and attributes). For
example:
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<img:Exposure pt:fetch="true()" pt:sources="input">
<img:exposure_duration_count/>
<img:exposure_duration unit="s" pt:fetch="false()"/>
<img:exposure_type
pt:required="//psa:identifier = 'HRC'"/>
</img:Exposure>

XML-attributes under the pt namespace are
referred to as Passthrough “properties”. Above, the
fetch property is declared on the img:Exposure class,
through the XPath expression “true()”. This indicates
that descendants of the class should have their values
fetched and imputed (inherited) by Passthrough from
their counterparts present in another product label,
unless overridden. The sources property also declared
on the class specifies that whichever product the
processor has assigned to the moniker “input” should
be the source queried for these values. While this rule
will be applied to the img:exposure_duration_count
child attribute, fetch is explicitly deactivated on
img:exposure_duration. The absence of further
properties within its context implies that the product
processor is expected to populate this attribute after the
pre-processing stage. Finally, required is declared on
the img:exposure_type child, contingent on the
conditional "//psa:identifier = 'HRC'". This expression
compares the value of a specific attribute (in this case,
a sub-instrument ID) of the “input” product to the
string literal “HRC”, to determine whether Passthrough
should expect the presence of img:exposure_type‘s
counterpart in the source tree.
Beyond those showcased in this example, PTL
defines several other properties. In short, these are:
multi, used to specify the expected cardinality of
fetched elements, or to expand repeating elements
that have been collapsed in the template for
clarity;
fill, which allows attributes to be populated by
XPath expressions; and
defer, which delays the evaluation of an
XML-element’s other properties until the
post-processing stage.
It should also be mentioned that sources more
generally sets the evaluation context(s) of other
property expressions.
The fact that the PTL syntax is exclusively made
up of XML-attributes works well with PDS4’s very
sparse use of these, and arguably results in highly
readable templates. This also makes future
implementations of the template handler in other
languages than Python straightforward.
Extension functions: Employing XPath as the
expression evaluation engine has saved a significant
amount of development time, but it also presents
templates with powerful functionality in the form of
extension functions. XPath defines a range of built-in
functions that can be used as part of expressions, but it
also enables PTL, missions, instruments or processors
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to define their own extensions via Passthrough’s API.
For instance, the following excerpt uses the
pt:datetime_add extension function to populate
pds:stop_date_time during post-processing, based
on the partial label’s inherited pds:start_date_time
and processor-populated img:exposure_duration:
<Time_Coordinates pt:fetch=”true()” pt:sources=”input”>
<start_date_time/>
<stop_date_time pt:fetch="false()"
pt:sources="template" pt:defer="true()"
pt:fill="pt:datetime_add(//pds:start_date_time,
//img:exposure_duration)"/>
</Time_Coordinates>

Note that a useful feature of extension functions is
their access to the DOM representation of their
arguments. The pt:datetime_add function is in this way
able to inspect img:exposure_duration‘s unit (e.g.
seconds or milliseconds) and act accordingly.
Project Status and Future Work: Passthrough is
a relatively new project under active development, and
is slated for use by several of the processors that will
comprise the ground pipeline for the ESA/Roscosmos
ExoMars 2022 mission’s PanCam instrument [7]. The
software should at present be considered to be in the
late alpha stage; while major changes to the language
specification are not foreseen, the template handler
API and list of common extension functions are not yet
stable. Additionally, more work is required to increase
the support for File_Area_* components (instantiating
blank payload structures from the template, generating
checksums during export, etc.). Finally, an automated
test suite with continuous integration must be
implemented before Passthrough can be recommended
for mission critical applications.
Conclusions: Passthrough represents a departure
from conventional template solutions, and is intended
to explore new possibilities in this space afforded by
the increasing adoption of the PDS4 standard.
Feedback and contributions from the community are
welcome and appreciated. The project is open source
under the MIT licence and can be found together with
more comprehensive documentation on GitHub [8].
Acknowledgements: This work was funded by the
UK Space Agency, grant numbers ST/T000058/1 and
ST/V002686/1.
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AWS Glacier use at PDS SBN. P. J. Lawton1, J. M. Bauer2, and J. H. Padams3, 1University of Maryland (Department of Astronomy, Physical Sciences Complex (415), Rm 1113, 4296 Stadium Drive, University of Maryland, College Park, MD 20742-2421, plawton@umd.edu), 2University of Maryland (Department of Astronomy,
Physical Sciences Complex (415), Rm 1113, 4296 Stadium Drive, University of Maryland, College Park, MD
20742-2421, gerbsb@umd.edu), 3Jet Propulsion Laboratory (4800 Oak Grove Drive, Pasadena, CA 91109, Jordan.H.Padams@jpl.nasa.gov).
Introduction: The Planetary Data System (PDS)
Small Bodies Node (SBN) has been involved in a pilot use of Amazon Web Services (AWS) Glacier as an
offsite backup.
Cloud Use: The use of various Cloud services has
become increasingly popular. The robustness of cloud
services copies, in conjunction with the availability of
multiple remote storage sites makes cloud storage an
appealing solution to PDS’s backup storage requirements. PDS is approaching the cloud usage by considering practical, enabling, and cost effective implementations. Cost is a major concern related to cloud
use. A full-cost accounting model has been developed
to balance costs against recovery utility. Uploading
data to the cloud is inexpensive. Storage costs vary
based on storage type and speed of access, while
providing the advantages of easy expandability.
However, the egress costs can be detrimental to budgets [1].
Pilot Study: SBN’s use of Glacier as offsite storage has served as a remote backup of the data while
providing cost information in a controlled environment where access is limited to a few members of the
SBN staff. The PDS Engineering Node (EN) facilitated use of AWS Glacier through their agreement
with Amazon. This is one of multiple cloud use pilots
being conducted by the PDS. For some other examples, please see references [2, 3].
Summary: Lessons learned will be presented,
along with potential future applications of the cloud
that are being explored at SBN.
Acknowledgments: Data was provided by the
PDS SBN at the University of Maryland. Contributions from J. Stone of PDS SBN at Planetary Science
Institute (PSI) and University of Maryland students V.
Kannan and C. Farley. AWS access was provided by
the PDS EN. Funding for the SBN is through a cooperative agreement with NASA’s PDS.
References: [1] NASA Office of Inspector General (2020) NASA’s Management of Distributed Active Archive Centers, https://oig.nasa.gov/doc/IG-20011.pdf. [2] Padams, J. et al. (2019) PDW 2019, Poster #7105. [3] Politte, D. V. et al. (2021) LPSC 2021,
Number 2548.
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DESIGNING A MACHINE LEARNING LOCAL DATA DICTIONARY. M. N. Le1 and J. M. McAuley1, 1Jet
Propulsion Laboratory, California Institute of Technology, 4800 Oak Grove Dr, Pasadena, CA 91109,
minh.n.le@jpl.nasa.gov, michael.mcauley@jpl.nasa.gov
Introduction: In order to support the description
of data across diverse science domains, the Planetary
Data System (PDS) maintains a series of discipline and
mission data dictionaries, as well as a broader common
dictionary. While current dictionaries support robust
descriptions for data products from planetary missions,
the PDS ecosystem is lacking in metadata focused on
products that are related to, but not directly produced
by, mission operations. In particular, there lacks
focused metadata to capture the contributions of the
machine learning community, whose work often makes
use of planetary surface and orbital imagery from PDS
collections, especially from the Cartography and
Imaging Sciences Node (Imaging Node) archive. The
metadata that is available and applicable to machine
learning products remain broad and general, leaving
much of the contextual data story untold and ultimately
hindering future usability of datasets. In order to fill
this gap, the Imaging Node team has created a
dedicated Machine Learning Local Data Dictionary
(LDD) to support the long-term preservation of this
community’s output.
Justification: The PDS Common Dictionary,
derived from the PDS Information Model, contains a
common set of broad classes and attributes to define
the essential, required components of any product label
[1] [2]. Therefore, every single PDS4 label makes use
of the PDS Common Dictionary, in addition to any
other pertinent discipline or mission dictionaries.
While it is possible to describe machine learning data
products entirely with the Common Dictionary alone,
shoehorning this complex domain into general use
categories would ultimately not capture enough
context, limiting future reproducibility efforts of the
archived work. Additionally, the decision to create a
standalone discipline dictionary rather than adding
these classes and attributes on to another existing
discipline dictionary, allows for more broad use in the
machine learning community and across all seven of
the PDS domains [3].
Dictionary Design Process:
Domain Knowledge Extraction. The Imaging Node
team kicked off initial dictionary design by meeting
with subject matter experts in the machine learning
field at the Jet Propulsion Laboratory on a biweekly
cadence to extract domain knowledge to better
understand the problem space. Publications in the field
were also supplied by the team of domain experts, to
provide a full account of the processes, tools, and
datasets involved in developing a machine learning
model. The Imaging Node team then conducted an

audit of example machine learning artifacts to develop
initial descriptions for the products in the context of
the PDS archive. Products such as predicted class
outputs, validation, training, and test datasets, and
image labeling guides were all examined for reference.
Knowledge Modeling. Following PDS best
practices and precedence, an ontology model was then
created using the Protégé modeling tool [4] [5]. This
ontology served as a high-level, object-oriented view
of the domain and as a visual anchor for group
discussions and shared understanding of concepts.
XML Implementation. Again, following current
PDS convention, the object-oriented model was then
translated into Extensible Markup Language (XML),
the archive system’s default structured language for all
metadata labels. The dictionary file itself was
maintained in a Github repository to allow for ease of
collaboration and full tracking of changes.
Iteration and Community Review. Machine learning
subject matter experts and senior PDS metadata
professionals provided consistent feedback throughout
the iterative development process of the Machine
Learning LDD. The dictionary team continued
biweekly tag-ups with machine learning colleagues,
workshopping not only definitions for concepts, but
also term relationships, rules, and data properties (data
type, cardinality, and nullability). Members of the
PDS4 Data Design Working Group (DDWG) were also
consulted for guidance, and upon official completion,
the dictionary will additionally undergo testing and
validation before official release to the public.
Use Case: The dictionary’s inaugural use will
center on preserving machine learning models used in
Mars image content classification work, conducted by
Kiri Wagstaff et. al [6]. With this Machine Learning
LDD, the Imaging Node team will be able to capture
the relationships between the many products involved
in developing a model for image content classification,
providing users with procedural context. The
dictionary will be able to capture details such as the
types of algorithms used, parameter settings specified,
specific pointers to the training, test, and validation
sets that informed the model, and predictions generated
by the model.
Conclusion: The ability to fully describe machine
learning work for long-term archiving is significant.
Beyond furthering research within the machine
learning domain itself, this community’s work also
highlights a unique use of PDS archival holdings and
inclusion of their products will further diversify the
archive’s overall content. The Imaging Node team
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hopes that the creation of this dictionary will
ultimately encourage widespread archival practices in
this field for posterity.
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[7] Guinness, E. (2018) PDS4 Local Data Dictionaries,
Europa Clipper PDS4 Training Session.

7085.pdf

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

BRINGING LAB ANALYTICAL DATA FOR ASTROMATERIALS TO THE PLANETARY DATA
ECOSYSTEM. K. Lehnert, J. Mays, J. D. Figueroa, P. Ji, A. Johansson, L. Profeta, L. Song, Lamont Doherty Earth
Observatory/Columbia University (jmays@ldeo.columbia.edu).
The Astromaterials Data System (AstroMat) is a comprehensive solution to the management, archiving, and
dissemination of laboratory data of astromaterials samples. AstroMat preserves the ‘data legacy’ of the astromaterials collections at JSC, making these data easily accessible to scientists in a way that enables novel approaches to
mining and analyzing the data. Astromaterials Data System’s services promote creation of new knowledge and
maximizes the scientific return of NASA’s investment into sample return missions, sample curation, and data
acquisition on these samples. AstroMat’s public interface contains two main components: AstroSearch and
AstroRepo. AstroSearch is a comprehensive search application where users can discover astromaterial data. Users
can search, extract, and integrate data across publications. Data is findable by mission, collection, analysis methods,
and other variables, and available for customizable download. AstroRepo, or Astromaterials Data Repository, is a
repository of user submitted astromaterials data. AstroRepo welcomes contributions of a broad range of extraterrestrial data, including but not limited to, compositional data for samples of lunar rocks, meteorites, minerals, melt and
fluid inclusions, and more; geochemical synthesis datasets; geochronological data; petrographic descriptions of
samples; kinetic data from geochemical and petrological experiments. All of AstroMat’s content will be archived in
the Planetary Data System, the mapping of AstroMat metadata to the PDS4 has been completed.
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AN UPDATE ON THE EXOMARS 2022 ROVER DATA ARCHIVE
T. L. Lim1, R. Docasal1, E. Sefton-Nash2, F. Salvioli3, D. Coia1, M. Bentley1, S. Besse1, B. Grieger1, E. Grotheer1, D.
Heather1, P. Martin, J. Osinde1, J. Ruano1
1
ESA/ESAC Camino Bajo del Castillo s/n, Ur. Villafranca del Castillo, 28692 Villanueva de la Canada, Madrid,
Spain
2
The European Space Research and Technology Centre, European Space Agency, 2201AZ, Netherlands
3
ALTEC SpA, Turin, Italy

Introduction: The ExoMars (Exobiology on
Mars) programme is a joint programme of the
European Space Agency and Roscosmos with a
contribution from NASA.
The ExoMars 2022 Rover and Surface Platform
(RSP) mission, is due to be launched in September
2022 with Mars arrival and landing in Oxia Planum in
June 2023. This mission will carry full scientific
payloads on both a landing platform and a rover. The
mission will investigate the Mars surface and subsurface for biological signatures for at least a nominal
mission of 211 sols.
ExoMars in the PSA: The ESA Planetary Science
Achive (PSA) currently hosts two PDS4 archives
comprising ExoMars 2016 data and early mission Bepi
Colombo data.
The ExoMars 2022 Surface Platform long term
archive is being produced at the Space Research
Institute of the Russian Academy of Sciences (IKI),
and the Rover long term archive is being produced at
the European Space Astronomy Centre (ESAC) in
Spain. Both archives will be mirrored and hosted at
both centres. At ESAC these data archives will be
incorporated into the PSA and data will be served in
line with the existing missions through the standard
PSA interfaces such as the table view and the image
gallery. The data will also be available through the
machine access protocols PDAP and EPN-TAP plus
FTP, or a similar successor.
The Rover Mission Archive: The Rover mission
will be the first mission to produce a large quantity of
surface and sub-surface data in contrast to the existing
mainly orbital missions within the PSA. Therefore it is
planned to expand the PSA capability with several new
data views dedicated to the Rover mission. The entry
point for an archive user will still be the existing PSA
user interfaces (at psa.esa.int), however the Map View
landing page, currently serving a choice of a Mars or
67P Comet map, will have an additional option, taking
the user to the Rover Traverse view. In a similar way
to the Mars Map view, this option will allow a user to
view, from above, the Rover Traverse and it takes
inspiration from the NASA Analyst’s Notebook. This
view will be interactive and will allow the archive user

to view various overlays giving information about the
Rover mission activities at a location or on a given Sol.
An initial Rover Traverse view prototype has been
developed and has been integrated with the other parts
of the PSA infrastructure. We report here on this
ongoing agile development and the plans for its
improvement leading up to the landing and surface
mission. Critical to this is the Rover data design and in
particular the approach which has been adopted to
support the different types of Rover targets, from the
large scale to the microscopic. The implementation of
this target scheme as a separate dictionary and using
Product_Ancillary files will also be discussed.
Summary: This presentation will provide an update on
the development of the ExoMars 2022 Rover mission
archive. The status and plans for the Rover Traverse
view development will be discussed along with the
data design choices for the mission.
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VALIDATION OF PHOTOMETRICALLY CORRECTED LUNAR IMAGES. K. Macdonald, R. Lindsay,
R. Procter-Murphy, A. Horchler, Astrobotic, 1016 N. Lincoln Ave, Pittsburgh, PA 15233 (research@astrobotic.com).

Introduction: Terrain Relative Navigation (TRN)
is a mission critical capability that uses computer vision
techniques to reduce spacecraft navigation uncertainty
from the order of kilometers to the order of meters, enabling precision landing. Astrobotic’s TRN solution requires a set of reference maps covering the range of potential trajectories, illumination conditions, and camera
viewing angles to match the terrain features in camera
images acquired during descent [1].
Satellite images of the lunar surface are publicly
available from missions such as the Lunar Reconnaissance Orbiter (LRO) [2] and SELENE (Kaguya) [3].
Although over a million images are available, TRN requires large swaths of terrain at the precise illumination
conditions prescribed by the mission. As such, it is necessary to extract surface features from the illumination
effects induced by topography to enable subsequent rendering of target regions to predefined illumination conditions. In this abstract, the performance of several photometric models are evaluated to remove topographic
shading from LRO Camera (LROC) Narrow Angle
Camera (NAC) images.
Methodology: Surface reflectance at a specified
wavelength is controlled by the geometric configuration
of the scene, including the phase, incidence, and emission angles, seen in Figure 1.

Figure 1. Geometric angles based on spacecraft viewing angle, surface normal, and sun position.
In this work, “reflectance” is defined as the radiance
factor (I/F, unitless), or the reflectance relative to a perfect Lambertian surface observed and illuminated normally, as per [4]. Photometric models capture the dependence of reflectance on these angles, as well as on
the particular scattering properties of the surface material. Three photometric models are considered: Lambert
[5], Lunar Lambert [6], and Hapke [4]. Lambertian reflectance is based on the observation that surface brightness is dependent on the incidence angle, and is independent of the angles at which the surface is viewed.
The Lunar Lambert model accounts for the dependence

on viewing angle by employing the Lommel-Seeliger
function at small phase angles, and Lambert’s cosine
law at large phase angles. This describes the multiple
scattering among soil particles and macroscopic roughness more accurately than the Lommel-Seeliger function alone [7]. The spatial variation in the composition
and maturity of the lunar regolith is accounted for by the
Hapke model, which provides a set of empirically derived parameters to account for the physical properties
of lunar regolith [8]. Each of these models is applied to
the locally calculated phase, incidence, and emission angles to adjust the pixel brightness to a normalized viewing angle of (i, e, g) = (30°, 0°, 30°) [9].
Validation of the photometrically corrected data is
critical to ensuring that 1) the dependence of reflectance
on the angle of incidence is removed, and 2) shading artifacts are corrected such that data can be rendered to a
date/time of interest. To address (2), the photometrically
corrected image is rendered and compared to the illumination conditions of an independent target NAC image.
This rendering is done using Astrobotic’s LunaRay
Suite [1], which employs physics-based ray tracing and
SPICE-based ephemerides to simulate solar illumination on the terrain. The Structural Similarity (SSIM) index is used to quantify the similarity between the rendered and target NAC images [10], along with an average of the pixelwise root mean square error (RMSE).
Datasets: Results are presented for two regions: in
Lacus Mortis southwest of Bürg crater (43.88N, 25.38E
to 44.53N, 25.64E), and in the Highland Ponds region
(42.35N, 167.42E to 42.95N, 167.93E). Lacus Mortis is
the landing site for Astrobotic’s Peregrine Mission 1. A
wide range of geometric angles highlights the variations
in the chosen photometric models, therefore a second
more topographically varied area was chosen in the
Highland Ponds region.
For the Lacus Mortis (LM) region, an internally generated and validated DEM at 4 m/pix was used. NAC
image M110339496 was photometrically corrected and
then rendered to the illumination conditions of
M104354152. For the Highland Ponds (HP) region, a
publicly available terrain model (HP 21 DTM) was used
at 5 m/pix [11]. NAC image M1146059731 was photometrically corrected, rendered, and compared to
M1183745548. The variations in incidence angles are
outlined in Table 1, exemplifying a key topological difference between lunar maria and highlands.
Table 1. Incidence angles for selected regions.
Metric
LM
HP
77.35°/10.03°
98.55°/1.95°
Max/Min
Mean (Std. Dev.) 46.52° (4.52°) 50.42° (13.18°)
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Results: Figure 2 compares the original NAC image
to the Hapke photometric correction, along with the
emission and incidence angle maps.
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Table 2. Derived slopes between reflectance and incidence angle (units: reflectance per radian).
Model
Slope LM
Slope HP
-0.0259
-0.0519
Original
6.35E-5
-1.62E-4
Lambert
4.15E-5
9.66E-6
Lunar Lambert
2.74E-5
-2.21E-5
Hapke
Table 3. SSIM and RMSE results for corrected data.
SSIM
RMSE
SSIM
RMSE
Model
LM
LM
HP
HP
Lambert
Lunar
Lambert
Hapke

Figure 2. A: NAC Image M110339496L. B: Corrected
image. C: Incidence angles. D: Emission angles.
A sample of rendered data to the illumination conditions of an independent image in the Highland Ponds
region is shown in Figure 3.

Figure 3. A: NAC Image M1183745548. B: Lambert
model correction. C: Lunar Lambert model correction.
D: Hapke model correction.
The dependence of reflectance on incidence angle
can be understood by deriving the slopes of the line of
best fit. Photometric correction effectively removes this
coupling, as summarized in Table 2 for the two regions.
Finally, in investigating the similarities between the rendered data and the target NAC image, SSIM was calculated to provide a similarity measure that accounts for
luminance, contrast, and structure of either image. Additionally, the RMSE is calculated to show the average
pixelwise difference between reference and rendered
images. Table 3 summarizes these results.

0.882

0.009

0.876

0.011

0.952

0.006

0.966

0.005

0.978

0.004

0.971

0.004

Producing accurate renderings to different illumination conditions was achieved by deriving the geometric
angles of local topography and employing photometric
models, thus removing topographic illumination effects
in corrected images. The Hapke model consistently
achieves the best results in similarity of renderings, and
along with the Lunar Lambert model demonstrates a
large increase in performance relative to the Lambert
model alone. The Hapke model, however, is far more
complex than the Lunar Lambert model, requiring the
use of spatially varying parameters and more complex
equations, impacting computation time. In practice, the
tradeoff between complexity and output performance
must be made depending on the application.
This effort progresses towards validating the use of
this data for future missions employing TRN. Further
work is required to derive the dependence of rendering
accuracy on variation in image illumination conditions.
These models of photometric correction have additionally been employed for SELENE Terrain Camera data.
Work is currently underway to compare the derived reflectance values for these independent data sources,
providing further opportunities for validation and a
larger pool of data at varying extents and resolutions to
aid in the production of mission relevant data.
Acknowledgments: This work has been supported
by NASA Tipping Point 80LARC19C0008. NAC data
was obtained via the Planetary Data System (PDS).
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SciTech, 2021-0376. [2] Robinson M. et al. (2010)
Space Sci. Rev., 150, 81–124. [3] Kato M. et al. (2008)
Adv. Space Res., 42, 294–300. [4] Hapke B. (2012) Theory of Reflectance and Emittance Spectroscopy, CUP.
[5] Oren M. and Nayar S. (1995) IJCV, 14, 227–251.
[6] McEwen A. (1991) Icarus 92, 298–311. [7] Yokota
Y. et al. (2011) Icarus, 215, 639–660. [8] Sato H. et al.
(2014) JGR, 119, 1775–1805. [9] McEwen A. (1996)
LPS XXVII, 841-842. [10] Wang Z. et al. (2004) IEEE
Img. Proc., 13. [11] Henriksen M. et al. (2017) Icarus,
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GEOGEN: A ne approach and tool for computing the geometr metadata of ESA's PSA obser ational data
products. N. Mana d1, S. Be e2, A. Mon ero2, A. E calan e2, R. Valle 2, I. Barbari i2, G. de Marchi2, B. Merin2, J.
Ga p ri3, and he PSA eam2, 1SpaceFrog De ign, To lo e, France (nicola @ pacefrog.de ign), 2ESA-ESAC,
Madrid, Spain, 3SnapPlane , To lo e, France
Introduction: The ob er a ional da a prod c
geome r me ada a a ailable
i hin he ESA'
Plane ar Science Archi e (PSA) [1] da a e are
picall comp ed and pro ided b he in r men
eam . Ho e er, he le el of comple ene
and
con i enc of he e me ada a ma ar con iderabl
acro in r men and mi ion .
In order o enable PSA end- er
i h earching
capabili ie for all ob er a ional da a prod c ba ed
on geome rical parame er in a con i en a , and o
offer rich map-ba ed i ali a ion and fea re , he
PSA eam, oge her i h SpaceFrog De ign, ha
implemen ed a common and independen approach and
ool for comp ing ob er a ional geome r me ada a.
S stem O er ie : GEOGEN i a SPICE-ba ed
command-line applica ion, ri en in P hon [2],
hich e en iall ake a inp a JSON file (PLF)
con aining a li of PDS da a prod c proper ie , and
genera e one or e eral o p
co erage GeoJSON
file con aining he geome r me ada a a ocia ed o
each alid inp ob er a ional da a prod c .
The Fig re 1 ill ra e he o erall da a flo ,
componen and ac i i ie : from he PDS da a e
inge ion proce , o he genera ion of ob er a ional
geome r me ada a, o he end- er geome rical
earch and PSA UI in erac ion .

Fig re 1: O er ie of he PSA geome r genera ion
end- o-end
em ing GEOGEN

PLF / da a
d c
- A minim m e of
da a prod c proper ie (me ada a) i req ired for
GEOGEN o comp e he a ocia ed ob er a ion
geome r me ada a: prod c ID, UTC ob er a ion ar
and op ime, arge name, in r men ho ID,

in r men ID and prod c pe. Addi ional proper ie
are req ired o iden if he SPICE de ec or FOV and
implified de ec or geome r model applicable o a
gi en da a prod c . The e proper ie are picall
e rac ed from a PDS3 or PDS4 da a prod c label in a
pre io
ep.

Fig re 2: E ample of PLF da a prod c proper ie .

M
a d
c
a
- The
comp a ion of he inp da a prod c geome r
me ada a i done according o a
er-defined
config ra ion JSON file. Thi config ra ion file mainl
allo
for he defini ion of comp a ion-enabled
arge , in r men ho , in r men , and prod c
pe ; defining he req ired addi ional da a prod c
proper ie for a gi en in r men da a prod c pe. I
link o applicable ESA SPICE Kernel [3] and o
addend m e kernel , hich are ed o define
pplemen ar informa ion req ired o in erpre he
applicable de ec or geome r model of a gi en inp
in r men da a prod c .
C
a G JSON - O p geome r me ada a,
incl ding ob er a ional geome r parame er and
foo prin , are genera ed in he andard GeoJSON
forma [4] o ea e he inge ion proce in o he PSA
GIS
em. Ob er a ional prod c
i hin a
co erage are gro ped b arge , mi ion, in r men ,
prod c pe, and arge
rface model (ellip oidal or
digi al hape model).
Ke concepts:
S
d D c
G
M d - We define
and
e 3 de ec or pe : poin , line, and frame
de ec or . Poin de ec or are olel defined b a
SPICE de ec or FOV bore igh ; he are picall
ed
o model pec rome er . Line de ec or are defined b a
SPICE de ec or FOV bore igh , an angle-of- ie and
ro a ion ec or; he are ed o model hi kbroom
and p hbroom camera . Frame de ec or are ed o
model framing camera .
G
Pa a
- Geome r me ada a
incl de a e of 51 geome rical parame er [5] ha are
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in ended o co er he in ere of a man cien ific
di cipline a po ible, and be rele an o all de ec or
pe . The ha e been defined b he PSA eam and
he PSA U er Gro p.
Ob
a
F
- Geome r me ada a al o
incl de
he ob er a ion foo prin plane ocen ric
coordina e a GeoJSON Geome r . A Fig re 3
ill ra e , e define an ob er a ion foo prin a he
map-projec ed ob er ed- arge
geome r . U ing
TAMN [6], foo prin can be pli hen cro ing he
arge bod an imeridian and/or cro ing he nor h or
o h pole. Thi enable correc ob er a ion foo prin
i ali a ion, and earch re l , in a imple c lindrical
map-projec ed coordina e
em; a ignifican
impro emen
i h re pec o man
imilar GIS
er ice .

Fig re 3: Ill ra ion of he concep of ob er ed- arge and
ob er a ion foo prin , applicable o all in r men pe .

Status and de elopment: GEOGEN ha been
config red, e ed and i being opera ionall
ed for
Mar E pre and Ro e a mi ion , re pec i el for
he follo ing in r men : ASPERA-3, HRSC,
MARSIS, OMEGA, PFS, SPICAM; and OSIWAC,
OSINAC, NAVCAM, ALICE, VIRTIS, MIRO. I
enabled he fir relea e of major ne 2D/3D fea re
of he PSA UI in December 2020 [7,8].
De elopmen i on-going o impro e he geo pa ial
repre en a ion, and rela ed geome r parame er , of
limb ob er a ion (incl ding arge
rface and
off- rface poin ing). Config ra ion and e ing i
on-going for Mar E pre VMC and EM16 CaSSIS
in r men . I i in ended o enable geome r me ada a
comp a ion on a
ema ic ba i for all in r men
of ac i e and legac mi ion of he PSA.

7067.pdf

Fig re 4: PSA UI 6.1 di pla ing Mar E pre / HRSC
ob er a ion foo prin and geome r parame er

References: [1] S. Be e e al. (2018), ESA'
Plane ar Science Archi e: Pre er e and pre en
reliable cien ific da a e , Plane ar and Space
Science, Vol me 150, p. 131-140, [2] Anne e al.,
(2020). Spice P : a P honic Wrapper for he SPICE
Toolki . Jo rnal of Open So rce Sof are, 5(46), 2050,
h p ://doi.org/10.21105/jo .02050, [3] ESA SPICE
Ser ice :
h p ://
.co mo .e a.in / eb/ pice,
pice@ ciop .e a.in , [4] B ler, e al., The GeoJSON
Specifica ion
(RFC
7946),
h p :// ool .ie f.org/h ml/rfc7946, [5] PSA Geome r
Parame er , h p://bi .l /p a_geoparam , [6] J. Ga p ri
(2019), The An iMeridian Nigh mare (TAMN)
of are, h p :// napplane .io, [7] I. Barbari i e al.
(2021), PSA 2020: To ard The Di co er of ESA
Plane ar Da a hro gh 2D and 3D In erface ( hi
conference), [8] PSA UI, h p ://p a.e a.in /p a.e a.in .
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DEVELOPMENT OF A RAMAN SPECTRAL DATABASE FOR LUNAR SCIENCE: A LITTLE SALSA
ON YOUR DATA. S. Manigand1, N. Turenne1, S. Sidhu1, S. Connell1, S. M. Potin1, D. Applin1 and E. A. Cloutis1.
1
Centre for Terrestrial and Planetary Exploration (C-TAPE), University of Winnipeg, 515 Portage Avenue,
Winnipeg, Manitoba, Canada.

Introduction: Raman spectroscopy is gaining
interest of the community to investigate in situ
geological samples in a non-destructive and remote
way [e.g., 1]. Upcoming insights from the SuperCam
instrument on board NASA Perseverance [2] has
motivated the planning of Raman-equipped multiple
remote exploration mission on Mars, with the 2022
ESA-Roscosmos Rosalind Franklin rover [3], and back
on the Moon, such as the CNSA Chang'e-7 2024 lunar
south pole lander and rover mission [4].
In this context, we present the development of a
new Raman spectral database of lunar-relevant
samples: The Spectral Analyses of Lunar Soils and
Analogues Database (SALSA database). This database
will support future lunar missions hosting a Raman
instrument by storing and sharing the data to the
scientific community, and providing a set of analytic
tools to facilitate Raman spectral analysis.
Architecture and Database Features: The
SALSA database is associated with the LunaR
spectrometer project, conducted under the CSA’s
Lunar Exploration Accelerator Program (LEAP [5],
currently in phase 0). LunaR is a Raman spectrometer
that will be on board a future lunar rover. The spectra
will be added to the database and freely accessible via
a public website interface. The interface will be made
the most ergonomically possible way to facilitate
access to the users. Both the data and the website will
be hosted by the University of Winnipeg’s C-TAPE
data centre (http://www.uwinnipeg.ca/c-tape).
The SALSA database is built as a normalized,
relational database, based on Structured Query
Language (SQL). Figure 1 shows the architecture
diagram of the database. Information on the samples,
the spectrum metadata, the laboratory, and the related
publications are stored in different tables, linked
together through elaborated SQL queries. The spectra
themselves are stored in individual tables that are
pointed by a single element from the spectrum metadata table. The intrinsic limit for the number of objects
that an SQL database can define offers the possibility
to host a large number of spectra (>10.000.000
spectra).
In addition to the data, a set of spectral analysis
tools will be freely available, as Python scripts. These
tools can be used to: (1) read the exported spectra from
SALSA, (2) remove sharp fluorescence or spurious

Figure 1: Architecture diagram of the SALSA database. The
yellow and green boxes correspond to the tables in the initial
and augmented versions of the database, respectively.
Associations between tables are represented by the black
lines with the modality ‘1’ or ‘n’ on each side. Arrows
correspond to ‘one-to-one’ associations.

peaks, (3) fit and subtract the continuum background,
and (4) detect and fit Raman peaks.
Spectra Collection: The SALSA database focuses
on Raman spectra relevant to lunar science and
exploration, including new and existing laboratory
Raman measurements of lunar samples, analogues, and
end member minerals. The data that will be included in
the database should be corrected from any instrumental
bias, however, they will, in general, include the
continuum background. The choice of the continuum
background subtracting method is left to the user. The
user-friendly website interface will allow users to
upload their data on their own and update/correct the
data and headers of their contributions.
We started a laboratory measurement campaign of
mono-modal geological sample of lunar analogues.
Currently, the data collection counts more than 200
spectra taken from more than 60 different samples,
including mineral types such as ortho-/clinopyroxenes, olivines, silicates, feldspars, ilmenites and
other oxides. This first campaign will consist of ~450
spectra of ~150 samples, including a few lunar samples
returned from Apollo missions, and will be a basis that
the community can contribute to with time.
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Augmented version: We have planned to expand
the spectra database to a Raman transitions list similar,
in some aspects, to the rotational transitions databases
such as the widely used Cologne Database for
Molecular Spectroscopy (CDMS, [6, 7]). This
additional table will be linked to the spectra where the
Raman signature has been found and the associated
publication. Multiple assignations of the same Raman
transition will allow us and the community to extract
statistical information, such as the peak position
distribution or the correlation between peak
parameters, about the spectroscopic signature
depending on the physical condition (temperature,
pressure, etc.) of the sample or the mixing
composition. The submission of new transitions entries
will be systematically reviewed in order to ensure the
consistency of the tables.
An initial batch of Raman transitions will be
gathered, in relation to the minerals that compose the
initial batch of Raman spectra. This collection will
include both fitted transitions resulting from
experimental measurements [e.g., 8, 9] and theoretical
Raman studies [e.g., 11-14].
Acknowledgments: We acknowledge the support
provided by the Canadian Space Agency through their
Lunar Exploration Accelerator Program (LEAP). This
study is also being supported with funding from
NSERC, UWinnipeg, CFI, and MRIF.
References: [1] Hipkin V.J. et al. (2017) LEAG
2017; abstract #5054. [2] Wiens et al. (2012) Space
Science Reviews, 170, 167-227. [3] Rull et al. (2017)
Astrobiology, 17, 627-654. [4] Zou et al. (2020) LPSC,
51, 1755. [5] https://asc-csa.gc.ca/eng/fundingprograms/programs/leap/about.asp. [6] Muller, H. S. P.
et al. (2001) A&A, 370, L49-L52. [7] Muller, H. S. P.
et al. (2005) J. Mol. Struct., 742, 1-3, 215-227. [8]
Ling, Z. C. et al. (2011) Icarus, 211, 101-113. [9]
Wang, A. et al. (2004) American Mineralogist, 89,
665-680. [11] Griffith, W. P. (1969) J. Chem. Soc.
(A), 1372-1377. [12] Griffith, W. P. (1970) J. Chem.
Soc. (A), 286-291. [13] Tuinstra, F. & Koenig, J. L.
(1970) J. Chem. Phys., 53, 1126. [14] Chopelas, A.
(1991) American Mineralogist, 76, 1101-1109.
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The Planetary Software Organization and Open Source Software Governance. J. Mapel1, A. M. Annex2, K. M.
Aye3, R. A. Beyer4,5, J. Laura1, and V. Silva6. 1USGS Astrogeology Science Center, Flagstaff, AZ 86001
(jmapel@usgs.gov), 2Johns Hopkins University, Baltimore, MD 21218, 3Univserity of Colorado at Boulder, Boulder,
CO 80309, 4SETI Institute, Mountain View, CA 94043, 5NASA Ames Research Center, Mountain View, CA 94043,
6
Arizona State University, Tempe, AZ 85281.

Introduction:
The
Planetary Software
Organization works to promote open source software in
the planetary sciences by helping software creators
examine and improve their governance.
Governance is a component of all Open Source
Software (OSS). Even if it is not stated formally, the
contributors to an OSS project are making decisions and
interacting with each other, users, and those not
affiliated with the project [1]. Examining and improving
the governance of an OSS project helps the project
achieve its goals, such as facilitating planetary science
[2].
The Technical Steering Committee (TSC) is the
governing body of the Planetary Software Organization.
It is modeled after the Node.js Technical Steering
Committee [7]. The TSC is tasked with mentoring OSS
projects and administering the Planetary Software
Organization GitHub Organization. The fundamental
decision making process of the TSC is lazy consensus.
Software Governance: There are three critical
components of software governance: participation,
processes, and transparency.
Participation. The contributors to OSS are a
community of practice that work together to improve
the software [1]. Who is a part of that community and
who they are responsible to are the first component of
governance. For example, a contributor could be
someone who submits a pull request and they are
responsible to the committer that reviews their pull
request. In turn, that committer could be responsible to
a project leader that sets the scope of the project.
Processes. The ultimate goal of OSS is to
continuously improve. Software governance establishes
the processes that guide this continuous evolution [2].
These processes vary depending on the project, but
ideally all of them ensure the participants are
collaborating to achieve the goals of the project.
Processes often describe how participants in OSS are
expected to interact. For example, a code of conduct
describes what conduct is acceptable and what conduct
is unacceptable.
Transparency. Participants in OSS are loosely
affiliated and the majority of participants only
contribute a small amount of work [1]. Transparent
operations and decision making in a project keeps
participants heading in the same direction and reinforces
collective responsibility [3]. A contributor can work on

a particular part of an OSS project and then move on.
By having open discussions, the contributor can easily
return to the OSS project if there is a bug or another
contributor wants to modify that part of the project. For
new participants, transparent processes and decisions
demonstrate how to contribute to the OSS project and
provide crucial onboarding points. Open discussions
and commentary give new participants a place to
contribute any expertise they have and opportunities to
learn from and ask questions of other participants.
Planetary Software Organization Projects: The
Planetary Software Organization is a collection of OSS
projects that share ideas and best practices to improve
their software governance. These projects are referred
to as Top Level Projects (TLPs) and each TLP is invited
to have a representative on the TSC.
Currently, there are two TLPs in the Planetary
Software Organization: the Integrated Software for
Imagers and Spectrometers project [4], and the
PlanetaryPy Project [5].
The Planetary Software Organization also provides
governance documents such as contribution guidelines
and a code of conduct that can be used off-the-shelf.
OSS projects are not required to join the Planetary
Software Organization to use these documents. If a new
OSS project wants to become a TLP, there is an
application process where a mentor from the TSC is
assigned to help the project with their governance until
they meet the requirements for becoming a TLP.
Top Level Projects do not give up any of their
autonomy or ownership by joining the Planetary
Software Organization; they become collaborators with
the other TLPs to make software for planetary science
better. It is also not necessary that all TLPs share the
same governance models. Depending on the maturity,
scope, and goals of an OSS project there are many valid
governance models. For example one project could be
run by a single maintainer who accepts contributions
from interested parties while another could have a
highly differentiated core team that manages different
components independently but works together to
maintain alignment. The ultimate goal of the Planetary
Software Organization is to promote and improve all
types of OSS for planetary science.
The Technical Steering Committee: The Planetary
Software Organization has its own governance which is
led by the Technical Steering Committee (TSC). The
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TSC membership consists of participants from the TLPs
and each TLP is invited, but not required, to add a
member to the TSC. Additional members can also be
added by the TSC itself. The TSC hosts all of its
documents and meeting notes on GitHub [6].
The TSC is a “do-ocracy” where members promote
the topics that they are interested in. All TSC members
can add items to meeting agendas to share their findings
or seek input on problems. Similarly, all decisions are
made via lazy consensus. Interested members discuss
the topic and then if there are no objections a decision is
made [3]. In extreme cases, a majority vote can be taken,
but this is a last resort. This setup was chosen to mirror
how OSS is developed. Participants can engage with the
parts of the project they are most interested in but do not
need to full engage with every component of the project.
References: [1] de Laat, P.B. (2007) J Manage
Governance, 11, 165-177. [2] Chulani S. et al. (2008)
Proceedings of the 1st International Workshop on
Software Development Governance, 3-6. [3] Capra E. et
al. (2008) IEEE Transactions on Software Engineering,
34, 765-782. [4] Sucharski T. et al. (2020) ISIS 4.2.0
Public Release. [5] Aye, M. et al., this conference,
https://github.com/planetarypy/TC.
[6]
https://github.com/planetarysoftware/TSC.
[7]
https://github.com/nodejs/TSC.
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STUDYING THE FORMATION OF TERRESTRIAL EXOPLANET IN HABITABLE ZONE REGIONS OF
BINARY SYSTEMS. Mayra Meirelles Marques1, Bruno Leonardo do Nascimento-Dias2 and Bárbara Celi Braga
Camargo³ , Institute of Physics, Federal University of Rio de Janeiro1, Department of Physics, Federal University of
Juiz de Fora2. Department of Physics, UNESP of Guaratinguetá³. (may.mmarques@gmail.com)
Introduction: Large numbers of exoplanets are
discovered every day and the natural question that arises
is with respect to the habitability of these new planetary
systems. That is why it is important to have
computational tools that optimize the work of analyzing
exoplanet systems in order to generate information that
can contribute to this research. About it, one very
important point to note that the habitability of a planet
in a system of binary stars depends on numerous factors,
in which each star will play a different role in
determining the ZH [1]. In this context, the main idea of
this work is to carry out the analysis of planetary
systems, which orbit binary stars through computational
modeling and to build a database with possible
candidates in ZH.

used was it is possible to obtain the result of the
habitability zone Fig.1:

Methodology:
Overall, it is possible to generally calculate the radiation
flux emitted by a star by [2]:
Fig.1 - ZH do sistema Kepler-34

𝑁

𝐹𝑡𝑜𝑡𝑎𝑙 = ∑

𝑊𝑖 (𝑇𝑠𝑡𝑎𝑟) (𝐿𝑖 /𝐿𝑠 )/𝑑𝑖2

𝑖=1

Similarly the habitability zone of the Kepler-35 system
was obtained, as shown in Fig.2:

Where 𝐹𝑡𝑜𝑡𝑎𝑙 is the total radiation flux received by the
planet, 𝐿𝑖 is the brightness of the star, 𝐿𝑠 the brightness
of the sun, 𝑑𝑖 the distance from the planet to the star
(AU) and 𝑊𝑖 (𝑇𝑠𝑡𝑎𝑟) é o fator de ponderação espectral.
However, for this work we will use a generalization of
the HZ calculation for multiple star systems that
corresponds to the final formula [2-3]:

𝐿𝑠
𝑙𝑖𝑛−𝑆𝑢𝑛

≤

∑𝑁
𝑖=1

𝑊𝑖 (𝑇𝑠𝑡𝑎𝑟) ( 𝐿𝑖 )
𝐿
𝐿𝑠
≥ 2 𝑠
2
𝑑𝑖
𝑙𝑜𝑢𝑡−𝑆𝑢𝑛

Thus, based on the general HZ formula for multiple
systems, two systems of interest were initially chosen,
Kepler-34 and Kepler-35. Subsequently, the site was
used Habitable Zone in Multiple Star Systems
(http://astro.twam.info/hz/) hat through data provided
about the system, such as temperature, mass and
luminosity of both stars, as well as the eccentricity of
the binaries and the semi-major axis, a graph was
generated representing the habitability zone of Kepler34 e Kepler-35. The results will be compared in the
future with data developed by the Rebound software [45].
Results and Discussion: Based on the information
from the Kepler-34 system through the methodology

Fig.2 - ZH do sistema Kepler-35

Conclusions: In future expected to obtain data on the
structural composition of the systems of interest, in
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order to produce informational data that make it
possible to understand the origin, formation and
evolution of these planetary systems, mainly, on
terrestrial planets in regions of the Habitability Zone of
binary systems. Thus, with this information, databases
of candidates will be built to be examined by
observational missions in the future that can verify the
data and simulations.
Agradecimentos: First of all, we thank the 5th
Planetary workshop committee for the opportunity to
present my work. I thank my advisor, Bruno, for always
trusting me. I thank my boyfriend, Lucas, for supporting
me. And I thank CAPES and CNPQ.
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SCIENCE DATA PROCESSING, QUICK-LOOK ANALYSIS AND ARCHIVING APPROACH FOR ESA’S
PLANETARY MISSIONS
S. Martínez1, M.S. Bentley2, T. Cornet3, M.A. Cuevas4, N. Fajersztejn5, M. Freschi6, D. Galan2, J.Gallegos6, A.J.
Macfarlane6, R. Moss5, F. Vallejo2, and the BepiColombo and JUICE Science Operations Centres; 1European Space
Agency (ESA), European Space Astronomy Centre (ESAC), Camino bajo del Castillo, s/n Urbanización Villafranca
del Castillo, Villanueva de la Cañada, E-28692 Madrid, Spain, 2HE Space for ESA, 3Aurora Technology BV for
ESA, 4Rhea Group for ESA, 5Vega Telespazio for ESA, 6SERCO for ESA. santa.martinez@esa.int
Introduction:
The data processing, quick-look analysis and archiving
approach for ESA’s planetary missions is evolving
towards a very strategic concept with a clear focus in
getting science data with the highest-quality possible
into the archive and in promoting the exploitation of all
mission data by the science team and the scientific
community in a very open and collaborative manner
over the entire mission to maximise the scientific results. This strategy, with a stronger ESA involvement
in the data processing and archiving workflow, involves a number of challenges and requires a very
close and productive cooperation with the PI teams.
Details:
This contribution will describe the functionalities of
the science operations downlink system developed for
the BepiColombo mission [1] (launched in 2018 and
scheduled for arrival at Mercury in 2025) and how
these functionalities are being adapted to the next ESA
large-class planetary mission, JUICE (scheduled for
launch in 2022 and with a very exciting cruise phase
prior to arrival at the Jupiter system in 2031).
The main functionalities of the downlink system are
listed below:
•
•
•
•
•
•
•

Data Acquisition, Storage & Dissemination
Parameter Storage & Dissemination
Data Processing [2]
Quick-Look Analysis [3]
Monitoring & Control
Data Distribution
Archiving [4]

Due to the modular design/architecture of this downlink system and the commonalities on the science operations downlink requirements of ESA’s planetary
missions, it is straightforward to identify and isolate
the SOC downlink system components to be reused for
future missions. In addition, the system has evolved
into a service-based architecture, offering several ad-

vantages towards reusability (namely better scalability,
better decoupling, and better control over development, testing, and deployment). The possibility to reuse software, interfaces, processes and infrastructure,
as well as knowledge, offers a significant advantage
and cost-effective solution not only to ESA but also to
the PI teams in our planetary community.
The BepiColombo downlink system is in operation
since launch (2018) and its functionalities have been
incrementally added, validated and exercised during
the Cruise phase in preparation for the nominal mission (2026). The flybys are unique opportunities to
exercise and consolidate the downlink system capabilities, and to evolve the system based on the feedback
from the science team. Continuous interactions between the science users and the development team are
very important to align the system with the mission
needs as it evolves and to foster creativity and innovation when looking for solutions.
The science operations downlink system is currently
being enhanced with a monitoring & control service
aiming at streamlining the downlink operations to increase the efficiency during the nominal mission, and
allowing the SOC and the science team to focus all the
efforts on the validation, analysis and interpretation of
the science data. Capturing any relevant information
during the planning process and the post-analysis of
the executed observations is also key to understand the
full context and ensure a good understanding of the
acquired data.
Building on the experience from previous missions,
and on the lessons learned during the development and
Cruise operations for BepiColombo, the existing
downlink system is aiming at providing a very ambitious but robust and efficient solution for future planetary missions.
References:
[1] Montagnon, E., Budnik, F., Casale, M., de la
Fuente, S., Martinez, S., Murakami, G., Ogawa, M.,
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PLANETARY SURFACE DATING WITH CRATERSTATS3 – A NEW OPEN
IMPLEMENTATION IN PYTHON. G. G. Michael. Albrechtstr. 83, 12167 Berlin, Germany.

Introduction: Craterstats is a software tool for
analyzing crater count data in the context of a planetary
surface chronology model. It was first developed in
2007 to replace an older piece of software used at the
Freie Universitaet for crater dating [1], known as
Kranch, which was written in HP BASIC and took its
data input in the form of hand digitized measurements
from photographic plates. The new program was coded
in IDL with the aim of exactly reproducing the analysis
of the old measurements while also being able to
process new data produced by GIS software.
Subsequent changes to enable better comparison
between different chronology models and data
presentations, as well as to introduce new calculations
to account for resurfacing effects eventually led to a
restructuring as Craterstats2 in 2010. Since then,
notable updates have included adaptations to allow:
Fitting of the differential form of polynomial-style
cumulative production functions, removing the
necessity to make so-called resurfacing corrections,
making the analysis both simpler and mathematically
cleaner [2].
Compensation of exponential binning bias. When
working with binned data representing a decreasing
exponential function, a bias arises when plotting against
the bin centre since, statistically, more craters occur
close to the left edge of the bin than its right. The
consequence is that points are plotted higher than would
be the case for a continuous function. The effect
becomes larger as the bin width increases, and makes a
difference of a few percent in model ages for root-2
binning. Where the slope of the production function is
known (even approximately), the effect can be
compensated out [2].
Poisson timing analysis. Following a workshop on
Issues in Crater Studies and the Dating of Planetary
Surfaces (Laurel, Maryland) where the problem of
calculating errors for chronology models fitted to
binned data was discussed at length, a new approach
was introduced which evaluates the model exactly –
without binning or fitting. The method describes the
surface age probabilistically, and remains valid for
those cases where the number of craters is low or even
zero, when the binning/fitting method becomes
inadequate [3].
μ-notation. At the same workshop, we discussed the
importance of distinguishing the error arising from the
Poisson process of crater formation, which may in some
cases be rather small, from the uncertainty of
correctness and calibration of any particular chronology
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model, which may remain considerably larger and is not
easily quantifiable. We denote this latter uncertainty by
the function μ in a quoted age estimate, e.g.
𝜇10.9+2.8
−2.4 Ma, with the plus/minus values representing
only the stochastic error [3]. Provided that the model is
broadly valid – that we are counting primary craters that
accumulate with time – the stochastic errors maintain
meaning in distinguishing the relative age of surfaces
even when the model calibration is less well known.
New implementation: Craterstats3 is designed to
replicate the output of the previous version as closely as
possible. As before, it produces plots in cumulative,
differential, Hartmann, and R-plot styles [4] with
possible overlays of crater counts, isochrons,
equilibrium functions and epoch boundaries, as well as
chronology and impact rate functions (Fig. 1). Data can
be shown with various binnings or unbinned, and age
estimates made by either cumulative fitting, differential
fitting, or Poisson timing evaluation. Numerical results
can be output as text for further processing elsewhere.
A number of published chronology systems are already
set up for use, but new ones may be added by the user.
The software is written as a Python package with a
command line interface, the intent being to create an
archived reference implementation of the calculation
components of the software. Some example command
lines are shown in Figure 1 with the plots they generate.
The package is designed to be easily integrated into
other software, which could allow the addition of a
graphical interface or the inclusion of some Craterstats
functions into a GIS.
Installation instructions and the source code can be
found at: https://github.com/ggmichael/craterstats. Note
that the installation procedure is likely to be revised in
the near future.
The methods of the companion program for spatial
randomness analysis of crater populations provided
with Craterstats2 were recently generalised for analysis
of regions covering a significant fraction of a curved
surface body [5]. It is intended to provide a future
Python parallel of this program based on this
generalisation.
Acknowledgements: I thank Trent Hare, Corey Fortezzo, and Ross
Beyer for ideas, testing, and advice on Python configuration. Support from
USGS is gratefully acknowledged.
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python craterstats.py -cs 3 -ep 2 -ef 1 -title Differential plot with Poisson age evaluations, -subtitle equilibrium
function, and epoch system -p source=craterstats/sample/Pickering.scc -p type=poisson,range=[2,5],offset_age=[2,-2] -p
range=[.2,.7]
python craterstats.py -pi 1 -cs 3 -title Cumulative fits showing resurfacing correction -subtitle and fitted isochrons -p
source=craterstats/sample/Pickering.scc,psym=1 -p type=c-fit,range=[2,5],isochron=1 -p range=[.2,.7],resurf=1,psym=10
python craterstats.py -pi 4 -cs 6 --equilibrium 2 -title Hartmann style plot -subtitle with H&D 2016 production function
-isochrons 4s,3.7s,3s,1,.1,.01,.001,1e-4,1e-5,1e-6,1e-7,1e-8,1e-9 -p source=craterstats/sample/Pickering.scc,psym=1
python craterstats.py -pi 5 -ep 2 -cs 3 -title Chronology function -subtitle with Mars epochs and transition times

Figure 1. Example plots generated by Craterstats3 with command lines used to generate them
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EXTRAVEHICULAR ACTIVITY MISSION SYSTEM SOFTWARE (EMSS) - ENABLING HUMAN
PLANETARY EXPLORATION DATA WITHIN THE BROADER PLANETARY DATA ECOSYSTEM. M.
J. Miller1,3, B. Feist1,3, C. W. Pittman1,3, A. Alexander2,3, A. Britton1,3, A. Jagge1,3, J. Montalvo2,3, T. Graff1,3, A.
Abercromby3 and A. Kanelakos3, 1Jacobs Technology, Inc.; 2KBR Wyle, 3NASA JSC; corresponding author email:
matthew.j.miller-1@nasa.gov
Introduction: The planetary science community is
once again on the verge of generating, capturing and
analyzing human planetary exploration data, this time
via the Artemis program. Artemis missions will
involve robotic missions in addition to human
extravehicular activity (EVA) where crew will be
generating scientific data [1]. Present-day robotic
mission data expectations for data archiving involves
ingesting data into the Planetary Data System (PDS),
but how might PDS be leveraged/adapted/ready (or
not) for human spaceflight mission data, particularly
EVA data that includes non-scientific data that
provides important context to the scientific data
gathered on the lunar surface? This question has
broader implications than what this abstract can
answer, but we wanted to pose the question to 1) get
conversations started and 2) highlight how operations
software data handling could play a role in overall data
curation.
An initiative known as EVA Mission System
Software (EMSS) at NASA Johnson Space Center has
emerged as a way to infuse software support
capabilities for the EVA flight control team. The
EMSS team comprises a multi-directorate cohort of
personnel with backgrounds in EVA flight control,
science operations, human health and performance,
data engineering, and software development. Central to
this effort is matching the Flight Operations
Directorate flight mantra of ‘plan, train, fly’, and the
underlying software support and data needs so the
flight team and in particular science communities can
‘explore’. Enabling this requires answering persistent
questions such as ‘where are we?’, ‘what are we
doing?’ and ‘what are we learning?’ The remainder of
this paper focuses describing EMSS components and
proposes how Artemis EVA mission data might
integrate with the broader planetary data ecosystem
(PDE) [2-3].
EMSS - Where are we?: Figure 1 shows a
software prototyping effort to understand geographic
information system (GIS) capabilities and EVA flight
operator needs. The figure shows the latest
images/illumination basemaps of the lunar south pole
annotated with estimates of boulder counts, regions of
interest identified, alongside a possible EVA traverse
all of which are pulling from the latest lunar planetary
data sets/analysis. For Artemis EVA, features of this
system could include photography, video, sensor data,
space suit consumables, all spatially correlated to the
map products and underlying scientific layers. By

uniting this information geospatially, on demand and
automatically, these synthesized data products can
begin to support the EVA flight team’s decision
making processes. Note that this data synthesis is novel
to the EVA workspace which has historically united all
activities data exclusively in a temporal, rather than a
geospatial, context.

Figure 1: EVA details overlaid on Lunar surface.
EMSS - What are we doing?: EMSS Maestro is a
digital EVA task authoring and real time tracking
application. Figure 2 shows an excerpt of Maestro in
authoring mode with detailed lists of steps for each
member of the flight team to perform. Maestro is
helping standardize input fields using templates that
remove the need for authors to spend time on
formatting details. During execution, Maestro features
include the ability to ‘check off’ steps as they are
completed and facilitate the ability to alter the
procedures ‘on the fly’ to accommodate necessary
changes throughout operations. In doing so, Maestro
provides digital, timestamped, temporal written records
of what happens on an EVA as it occurs. These efforts
are on-going and developing alongside Artemis EVA
procedure development.

Figure 2: Maestro EVA procedure editing view
EMSS - What are we learning?: Figure 3 shows
the tool CODA (Collaborative Operations Data
Activation), which consolidates EVA timeline data
(provided by Maestro) alongside audio, video,
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telemetry feeds (provided by ground infrastructure) as
well as map products (provided by GIS solutions). This
consolidated view provides the opportunity to relive
every moment of the EVA as it happened for the flight
team to review on-demand. Additionally, this effort
provides a long-term, mission context vantage point
for long term analysis and review, particularly for the
scientific community who will depend on the source
data gathered during Artemis EVAs.

Figure 3: CODA integrated EVA display
Why Mission Context? The EMSS components
emphasize the need to make mission context as
transparent and accessible as possible. By embedding
mission context into the dataset itself, we have the
opportunity to directly alleviate the challenges of
integrating different datasets to promote shared
common knowledge. Context, or “the circumstances
that form the setting for an event, statement, or idea, …
in terms of which it can be fully understood and
assessed,” implies the data generated from the mission
should be coalesced temporally. All events can then be
understood within the sequencing of mission activities
and geospatially. It is unacceptable to allow data
produced within a mission to live in isolation, devoid
of the opportunity to be placed alongside all the other
data generation activities taking place within the
mission.
Mission Context in Planetary Data Curation:
One central challenge of promoting team science is the
integration of knowledge from disparate disciplines to
a shared research problem, and by extension a shared,
integrated, data set from which research problems can
be answered [4]. This is further complicated by the fact
that the scientists that worked to produce the data from
planetary missions are not necessarily the scientists
that examine and make meaning of the data many
years after the missions are completed. As a result,
scientists are left to piece together disparate and
incomplete sources of data before being able to begin
assessing possible scientific lines of inquiry. The 50+
years of subsequent study of the Apollo lunar surface
missions is one obvious example [5]. Therefore, we
have the opportunity now to serve the scientific
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community an integrated data set embedded with the
appropriate mission context.
The Apollo in Real Time website [6] shows how
this temporal alignment of disparate data sets for the
Apollo lunar missions was employed to enable an
entirely new, modern Apollo experience. In doing so,
human relatable information, such as timeline
information about who was doing what when, is
aligned with video and photography data. The whole
becomes greater than the sum of the parts. Taking
mission context one step further, having the mission
data instantiated in this way then enables every single
event to be associated with all subsequent follow-on
activities. This traceability is made tangible by linking
the source capture of a specific sample collected such
as Bag 469 during Apollo 17 and all subsequent
imagery and in-depth studies (with links to all
publications) that were derived from this specific
sample.
Proposed Concepts: Discussions of Artemis
planetary data curation must take a proactive stance in
establishing standards for mission and instrument
teams to adopt that will facilitate the capture of
“mission-context-ready” data as it is produced during
missions. This concept can be decomposed as follows:
● Level 1: collect data and metadata for Principal
Investigator use
● Level 2: Level 1 plus storage and metadata
expansion into the PDS/PDE
● Level 3: Level 2 plus local data compatibility and
cross-disciplinary context within mission across
(engineering and scientific) systems
● Level 4: Level 3 plus universal data standards that
facilitate globally understood data, metadata
available across missions (Open data)
Central to this layered approach is applying a
consistent universal indexing standard such as
timestamp formats, clocks synchronized within a tight
tolerance to an agreed-to standard mission clock, and
single source of truth expectations in the PDE. As the
use-cases within each progression level are addressed,
interested parties will not have to retroactively answer
simple questions like, what did or did not happen
during the mission? Are there other samples collected
from the mission that are of particular interest? Why
was this sample collected?
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The Planetary Data Reader (pdr): a Python toolkit for reading planetary data. C. C. Million1, M. St. Clair2,
K. Michael Aye3, and Jordan Padams4; 1Million Concepts (chase@millionconcepts.com), 2Million Concepts,
3
University of Colorado Boulder, 4Jet Propulsion Laboratory, California Institute of Technology.
Introduction: We are developing the Planetary
Data Reader (pdr), an open-source, Python-based tool
for the ingestion of planetary observational data into
planetary science workflows. This project seeks to
solve a well-known pain point for planetary data users:
simply figuring out how to read the data. This is a
particular problem for data archived under the Version
3 standards of the Planetary Data System (PDS); the
PDS is in the process of migrating archives to the
stricter PDS4 standard, but the timeline is uncertain.
pdr provides a stopgap solution and future-proofs
research workflows while also supplementing the
migration effort.
The software is currently available in an alpha
stage with functional support for a large fraction of
PDS3-compliant image and table data, as well as all
PDS4-compliant data. We are actively using it on a
number of current and recently completed projects and
are ready to accept more users and community
feedback. [1]
Basic Design and Functionality: The pdr tool is
being designed to have almost no learning curve for
users with basic Python proficiency. You must simply
import the module and then pass an observational or
metadata file path to a `pdr.read()` function. pdr
returns an object with both the metadata and
observational data as attributes in standard Python
types (e.g. list, numpy.ndarray, pandas.DataFrame) or
as pvl objects [2]. The structure of the object is the
same regardless of whether an observational data or
metadata file is passed, or what standard the data were
archived under. The user will not be required to specify
the data format type; the software infers this.
Direction: Over the next several years --- with
support from the NASA PDART program --- we will
build out pdr with functionality and a thorough test
suite to cover almost all data (including tables and
images) and metadata formats currently archived by
the PDS, as well as some formats common in planetary
science but not typically archived in the PDS (e.g. ISIS
cube, JP2, GeoTiff).
References:
[1] https://github.com/millionconcepts/pdr
[2] https://github.com/planetarypy/pvl

Figure. These are mock-up workflows for reading
data and deriving simple information about those data.
The top frame gives an example for reading an image
file archived under PDS3. The bottom frame is for a
table file in PDS4. This very closely represents the
behavior of the current alpha-stage version of pdr.
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GEOLOGIC MAPPING OF PLANETARY BODIES (GMAP) – CURRENT STATUS, REQUIREMENTS
AND PLANS. A. Naß1, M. Massironi2, A. P. Rossi3 , L. Penasa2, R. Pozzobon2, C. Brandt3, and the GMAP Consortium 1DLR Institute for Planetary Research (Andrea.Nass@dlr.de), 2Dipartimento di Geoscienze, Università di
Padova), Jacobs University Bremen.
Introduction: Geological mapping is the basic tool
to understand any kind of planetary surface. The geological map is the only way to describe and understand
the distribution and meaning of the landforms/deposits,
both vertically and laterally. As such, it represents the
prerequisite for exploration, science development, risk
management and resources exploitation. The interpretation of the genesis of the landforms/deposits represent
the aim of the scientific investigations, but the science
might provide information also on the different kinds of
materials which in turn might become targets for future
exploration projects aimed at the exploitation of some
elements/minerals/rocks. Parallel to science investigations, in-situ exploration needs to take in account the
risks associated with landing, navigation, and eventually with permanent or temporary infrastructures. Different purposes and different data availability result in
different cartographic products, but all of them need to
comply with the basic stratigraphic principles and geological laws just like it happens with the geological
mapping process on Earth.
The Astrogeology Team at USGS provides coordination of NASA's planetary geologic mapping program
[1] which is the first and so long only coordinated and
standardizes geological mapping in Planetary sciences.
In order to address the major scientific and technological challenges facing modern planetary science and
strengthen Europe´s position and the forefront of space
exploration the pan-EU infrastructure will provide by
the EUROPLANET 2024 Research Infrastructure
(EPN-2024-RI). One component of this 4-years-project
is the Geologic MApping of Planetary bodies (GMAP).
This aims to serve the European planetary community
through a solid infrastructure to foster, support and sustain the production of planetary geological maps and related products following standard procedures. [2]). In
order to do so, GMAP directly built on a previous project PLANetary MAPping project (Planmap [3]) and several partners and institutions with previous experience
in planetary geologic mapping are involved.
In doing so that means any planetary scientist can
produce a geological map or a derived higher-level
product through GMAP Virtual Access (VA) with the
help and advice of the GMAP partner institutions, who
will provide base-maps and technical aid as part of the
Joint Research Activity (JRA). The maps will provide
support for ongoing and future planetary missions,
training activities and non-standard science-driven
mapping projects.

The aim of this contribution is to present the current
status of the GMAP efforts, describe what are the requested requirements within the European Mapping
community, and finally to introduce the on which advancing evolutions we are focused on.
GMAP – the status quo: The focus is to streamline
the processes which are involved in the production of
geological and geomorphological maps of Planetary
Surfaces. It mainly collects already existing approaches
and related documents which handle the standardization
of GIS-based mapping process to enable the European
community in creating cartographic products. The aim
is to describe, develop, store, combine (!), access, update, revise and, finally, visualize scientific cartographic
products. As soon as these steps could be handled in one
workflow and distributed among researchers and mappers, the highest possible level of homogenization and
thus standardization, is reached. This is the essential
step to finally use these research products for further
studies as a basis [1] Activities in the coordination task
during the first year targeted the planning and the initial
setup of basic services that will be needed for supporting
VA and JRA activities in terms of digital infrastructure.
The domain europlanet-gmap.eu was acquired by
GMAP and dedicated to the main website (Figure 1) that
will serve as the entry point for presenting the GMAP
initiative, collecting most notable resources in a single
place for users access and providing basic guidance for
publishing new maps, request support and contributing
to the overall project. The website is built on the same
open source Content Management System (wordpress)
already employed for the main Europlanet website, on
https://europlanet-society.org . The GMAP data portal
[4] and additional services and tools are being setup.
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Figure 1 The GMAP website (https://europlanet-gmap.eu),
access point for upcoming documentation, data services and
tools available to the community.The graphics for the website
are in large part inherited from the PLANMAP project. The
website now hosts basic presentation content for the GMAP
activities and will serve to introduce the overall project to the
end users, providing an easy-to-access and clear entry point..

GMAP – the requirements: In order to extract the
requirements to support the European community to
streamline their planetary geological mapping a document was produced out within the last year of JRA activities (see [1]). The document contains state of the art
information in this field and addresses the geologic
mapping and cartographic aspects of the various Solar
System bodies.
Geologic Process-specific and body-specific best
practice and exemplary published cases are included in
[1]. The approaches for two-dimensional mapping and
three-dimensional geologic mapping and modelling are
introduced, as well as the range of non-standard map
types that are envisaged within GMAP activities.
Mapping review directions are indicated, as well
data sharing, distribution and discovery. Proposed
standards, best practice, and tools are based on those existing, as well as on additional or new developments and
adaptations [e.g. 5]. The document will be periodically
updated.
GMAP – plans and evolution: The development of
the GMAP data portal [4] was initiated, based on existing developments from PLANMAP. The availability of
GMAP products and underlying datasets is going to be
FAIR, as also recommended by the VA Review Board
(see also [6]), and building on the practice of
PLANMAP [7], see also e.g. [8]). The use of existing
tools by NASA and USGS such as ISIS [9, 10], ASP
will be promoted. Moreover, in addition to the community support by the GMAP VA, interaction with the
community via OpenPlanetary [11] is also planned.
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Manaud et al., (2019) EPSC-DPS Joint Meeting, EPSC
Abstracts, Vol. 13, EPSC-DPS2019-1654-1

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

7071.pdf

MULTI-MISSION INFORMATION SYSTEM IN PLANETARY SCIENCES: A PROTOTYPE FOR
PLANETARY RESEARCH DATA AND PUBLICATIONS. A. Naß1, M. Mühlbauer2, M. d’Amore1, T. Heinen2,
M. Böck2, R. Munteanu1, T. Riedlinger2, J. Helbert1, T. Roatsch1 and G. Strunz2
1
DLR, Planetary Research, Rutherfordstr. 2, 12489 Berlin, Germany (andrea.nass@dlr.de); 2DLR, German Remote
Sensing Data Center (DFD), Oberpfaffenhofen 82234 Weßling, Germany

Introduction and Motivation: Research data
acquisition and maintenance plays an important role in
any scientific discipline. In the recent years, further
discussions and demands came up to also push the
sustainability and reusability and, last but not least, the
interoperability of research data within different
disciplines. In order to provide platforms to facilitate
use and reuse of data in a transparent and sustainable
way and to comply with recommendations and
guidelines research initiatives such as the Research
Data Alliance (RDA) (www.rda-alliance.org), GoFAIR
(www.go-fair.org) or CODATA (www.codata.org) have
been established. Besides this, the field of Research
Data Management (RDM) has become an integral part
of the research and publication process, not least to
fulfill the upcoming requirement of such management
tasks within proposals submitted to research
foundations and publishers. Pushed by these
requirements
repositories
like
figshare
(www.figshare.com/), zenodo (www.zenodo.org) or
PANGAEA (www.pangaea.de) were founded in order to
provide the scientific community with platforms to
archive citable, sharable, discoverable and citable
research data. Beside this, further federal initiatives like
Nationale Forschungsdateninfrastruktur (NFDI) on
national and the European Open Science Cloud (EOSC)
(https://ec.europa.eu) on European level were
established in order to provide a trusted and virtual
environment that cuts across borders and scientific
disciplines to store, share, process and re-use research
digital objects. All these initiatives are now based on the
FAIR principles in order to create findable, accessible,
interoperable and reusable data [1].
Looking into the field of Planetary Exploration one
can say that along with recent and upcoming planetary
missions the amount of different data (remote sensing
data, in-situ, astronomical data and measurements and
derived products) increases constantly and serves as
basis for scientific research resulting in derived
scientific data and information. Within missions to e.g.
to Mercury (BepiColombo), the Outer Solar System
moons (JUICE), and asteroids (NASA`s Dawn mission)
one way of scientific analysis is the systematic surface
analyses which is based on the numeric and visual
comparison and combination of different remote
sensing data sets, such as optical image data, spectral/hyperspectral sensor data, radar images, and/or derived

products like digital terrain models (here: primary
research data). Conditioned by the spatial component,
the analyses mainly result in derived research data like
map(-like) figures, profiles/diagrams as well as models
(here: secondary research data), and finally serve for
describing research investigations within scientific
publications. Hence, cross-links between different
missions, surfaces, bodies and topics are possible and
thematical analogues could be extracted by the spatial
context. This includes a great potential to create a
sustainable reuse of historical, current and future
information.
In the last years web-based Geographic Information
Systems (GIS) became a common mean to impart
spatial knowledge to all kinds of possible users. Those
systems are often built upon a well-established stack of
open source software such as PostgreSQL (database)
[2], GeoServer (server for sharing geospatial data) [3]
and a graphical user interface based on JavaScript [4].
Standards developed by the Open Geospatial
Consortium (OGC), such as the Web Map Service
(WMS) [5] and the Web Feature Service (WFS) [6],
serve as interface between the user interface and the
server. While those technologies were developed with
geographic data in mind, our present study applies them
in the context of planetary data.
Aim: Having in mind the developments of
reusability of research data in general and the huge
amount of heterogeneous planetary research data, we
here present a project that aims at a prototypical system
for the structured storage, accessibility and visualization
of planetary data compiled and developed within or with
the contribution of Institute for Planetary Research (PF)
at German Aerospace Center (DLR). The goal is to
enable different user groups to store and spatially
explore research data centrally, sustainably across
multiple missions and scientific disciplines in planetary
science for future investigations.
Technically, the prototype is based on two main
components developed at the German Remote Sensing
Data Center (DFD) (see also Figure 1): (1) data storage
and management capabilities as well as OGC-compliant
interfaces for collaborative and web-based data access
services (EOC Geoservice) [7]. (2) UKIS (Environmental and Crisis Information Systems), a framework
developed at DFD or the implementation of
geoscientific web applications [8].
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Figure 1 Combined structure between PostgreSQL,
GeoServer and web application.

Method and Implementation: Starting the
development of the prototype, as first step (1) a user
analysis and inventory of the available data and
information diversity in PF is needed (cf. requirement
analysis). Here, the complementary character and
delimitation of this prototype to existing projects is
stated. Within the analysis, question should be answered
like: Which data should be provided in a combinable
way? How do existing data structures have to be
processed in order to be integrated into an information
system? Who is the addressed user group and what kind
of information system do they require? Furthermore, an
analysis of integration possibilities for DLR
BepiColombo data (MERTIS and BELA) will be
conducted.
The second step will be (2) the data storage and
management within EOC Geoservice which combines a
PostgreSQL database and a data management via
GeoServer. Therefore, a representative and exemplarily
data collection is used which is based on a recent
approach developed within PF [9]. Here, an existing
database established at Planetary Spectroscopy
Laboratory (PSL), handling different kind of spatial
data, meets a vector-based data collection of thematic,
mainly geologic and geomorphologic mapping results
[e.g. 10-13], as well as raster-based global mosaics in
different resolutions [13, 14] as background. This data
merging enables a multi-parameterized querying across
different data types, multiple missions and scientific
disciplines in planetary science.
The third step will be (3) the implementation of a
geospatial information system using UKIS. Within this,
the visualization and utilization of the exemplarily data
package will be realized in an interactive, web-based
system that displays all different datasets within the
individual spatial reference system. For the already
existing framework of UKIS this means an adaptation
for planetary usage, implementation of numerous
additional functionalities, e.g. a dashboard, more
automation, and spatio-temporal filtering. This
addresses both, internal DLR users’ needs for
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visualization and sharing of structured geospatial
information from different sources as well as external
scientists interested in DLR data and collaboration.
With the integration of a flexible user management
system, the prototype could also easily integrate rules
for data restriction, needed for ongoing missions.
The fourth and currently final step is (4) to configure
generic interfaces. These will enable the connection to
other DLR systems and databases like the electronic
library (ELIB) on the one hand. On the other hand, to
other archives and repositories outside the DLR, which
are substantially related to the internal stored data, but
were conducted without DLR involvement.
Conclusion: The topic of this contribution is to
introduce a current work at DLR to implement a (for the
time being institutional) platform for PF, which can
retrievably provide and visualize various scientific data
and information of individual planetary bodies. After
prototyping and testing this structure internally, it is
planned to make the system also available to the
scientific community outside DLR as well as the open
public. UKIS, as DFD-developed software framework
for web-based geographic information systems,
together with an infrastructure providing geospatial data
access and data management services, such as the DFDhosted EOC Geoservice, are the ideal basis for such a
spatial platform due to their stable architecture. Both
can adapt to other spatial reference systems, as well as
provide and visualize the planetary data after individual
system configuration. A research data information
system of this kind is essential to ensure the efficient
and sustainable utilization of the information already
obtained and published by previous research. This is
considered a prerequisite for guaranteeing a continuous
and long-term use of scientific information and
knowledge within the departments, the institute and
potentially also outside of DLR. Finally, the utilization
of scientific data and results is increasingly demanded
by third-party funding agencies (e.g. DFG, EU).
References:
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ELSA REVEALED: PHILOSOPHY AND PURPOSE, STUDENT-LED DESIGN
L.D.V. Neakrase, T.D. Pagán, T. Arnold, L. Huber, N. Chanover
Planetary Data System, Atmospheres Node, Dept. of Astronomy, P.O. Box 30001, MSC 4500, New Mexico State
University, Las Cruces, NM 88003-8001.
Introduction. In an effort to aid derived data and/or
single-time data providers, the PDS Atmospheres
Node (ATM) has been developing a new online tool,
the Educational Labeling System at Atmospheres
(ELSA). ESLA provides an online web environment
to build PDS4 bundles for simple data while teaching
users about PDS4 structures and organization.
Under the PDS4 archiving standard, datasets are
organized by an Information-Model-driven hierarchy:
Bundle à Collection(s) à Basic Products
Every registered product consists of a metadata label
and the product itself (data, document, inventory
files, context products, etc.). The labels are standalone XML files that contain all the necessary
information about the companion files, including
linkages to related files. All products must have
unique identifiers (logical identifiers – LIDs) that are
used to register and reference every product under
this system. Logical Identifiers are implemented
through the use of Uniform Resource Names (URNs)
and for NASA will have the form:
urn:nasa:pds:bundle_id:collection_id:product_id
There are formal and informal rules for constructing
unique, valid URNs for PDS4. Although these rules
are laid out in PDS documentation (e.g., [1] PDS
Data Preparers Handbook, §2.5, p.6-7), some data
providers have found this portion of the data
archiving process to be confusing and cumbersome.
To simplify and streamline this process, ELSA is
designed to assist data providers in building PDS4compliant metadata labels for their archives using an
intuitive and educational web-based interface.
Philosophy and Purpose. More than just a tool for
creating labels, ELSA employs a philosophy for
working with data providers borne out of
Atmospheres Node experience working with newer,
less-experienced data providers, many of whom are
new to the PDS and are tackling the archiving task
for the first time. ATM is adapting our personal
experience with the parts of the PDS4 standard into
the ELSA system.
Because of the integrated nature of the URN-LID
system in PDS4, it is important to build most of the
associated labels all at once from the top down. This
can sometimes be confusing for new PDS4 users. The

hierarchical layout of a PDS4 bundle builds off of the
LID initially setup for the bundle file, continuing
down to the file/product level.
Alongside the internal referencing for the bundle
hierarchy are context references that provide pointers
to PDS-curated product descriptors for system-wide
references for investigations, hosts (spacecraft and
facilities), instruments, telescopes, and targets. Each
context product has a unique LID that can sometimes
be difficult to produce. The goal of ELSA is to
provide an easy interface for selecting what a user
wants and then correctly populating it in the system
of bundle labels.
The desired end product of the ELSA application is
a populated, cross-referenced system of bundle labels
with hard-to-find, tough-to-remember references
provided through a web interface to allow users to
explore and become familiar with the PDS4 standard
whilst constructing viable label templates for a
complete PDS4 bundle. The goal is to have an easy
way to edit and create files that can eventually be
used for generating large numbers of labels through a
data archive generation pipeline, or for making
individual label files as needed.
Process and Mechanics. ELSA at ATM has been a
student-driven process and its development is a
testament to the hard work and devotion of the ATM
undergraduate workers that have developed the
software from the ground up. Initially started as a
JavaScript and PHP project, student involvement led
the project to adopt a Python/Django framework that
has proven to be easier for the students to learn and
develop new modules. ELSA development has
moved into object-oriented design to increase the
ability to build modularly, which fits with an
expanding architecture and the students’ busy
academic schedules. Object-oriented design also
allows more stability and control for editing and
updating the software.
Design principles employed by ATM for the initial
design of ELSA included:
- Educational: include instructive text to
guide users and provide links to further
resources.
- Plug and Play: allow a more tactile
approach to input, allowing users to
input values, select from drop-down
menus, etc.
- Uniformity: include a uniform look and
feel across all aspects of the application
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with rules set in place for how new
sections should look.
- Modularity: allow subsections and new
functionality to be added or modified on
the fly.
ELSA is maintained locally at ATM and is also
posted to our internal GitHub site while we beta-test
the software and address functionality issues.
Although ATM designed ELSA based on our node’s
specific experience with atmospheric data providers,
it could be adapted for more general audiences. Once
the first fully operational build of ELSA is functional
online, we intend to post to more publicly facing
GitHub repositories.
Current Status. Users for ELSA are required to set
up login credentials for a free account with ATM that
allows users not only access to ELSA, but also
allocates disk space at ATM to create bundles within
the online environment. ELSA is currently set up to
build bundles including all collections pertinent for
completion of a bundle. Because of requirements and
strong recommendations from ATM, ELSA
automatically includes the default document, context,
and XML schema collections as part of the bundle.
These collections are generated inheriting the values
for the URN LIDs based on user input for the naming
of the bundle. The user (data provider) has the ability
to add data collections and soon a host of other
supporting collections (browse, geometry,
calibration, etc.). Product-level files can then be
added to each of the collections with inheritance of
selected context product options. Currently, ELSA is
designed to handle tabular data (binary, delimited,
and fixed-width tables). Inclusion of some of the
PDS4 local dictionaries is under development
alongside the inclusion of basic arrays as upcoming
valid data types. Internal beta-testing is ongoing at
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ATM with clean-up and editing occurring Spring
2021. Public beta rollout is tentatively scheduled to
take place by the time of this conference (June 2021).
Future Work. Our current goals are to be able to
allow label design for arrays, which in turn could be
composited with already functional tables to move
towards FITS file capabilities (which are common
files in atmospheric science).
ATM plans to have ELSA rollout potentially other
services We currently use the same development
environment to create Python/Django-driven online
review forms to help with science peer reviews of
data sets submitted for archiving. With further
refinement and interfacing ELSA’s capabilities could
be expanded to include full data submission allowing
data providers to design labels, download the
templates, apply them to their data, and then easily
upload them through the same account system
through the ELSA environment. We also plan to offer
helpful tutorial walkthroughs to show users how
different parts of ELSA work and what expected
output should look like in the ELSA environment.
Conclusions. ATM’s efforts to design an educational
tool for an often-overlooked group of data providers,
namely novice or first-time providers, that can also
be used by veteran data providers will help PDS
move into a new era of PDS4 archiving. ELSA will
allow data providers an intuitive, straightforward
option for designing and producing archive bundles
for submission to PDS.
References. [1] “The PDS4 Data Provider’s
Handbook” (2020), V1.15.0,
https://pds.nasa.gov/datastandards/documents/dph/cu
rrent/PDS4_DataProvidersHandbook_1.15.0.pdf .
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NASA Planetary Data System API. J. Padams1, T. Loubrieu1, D. Crichton1, J. S. Hughes1, E. Law1. 1Jet Propulsion
Laboratory, California Institute of Technology, Pasadena, CA.

Introduction: The NASA Planetary Data System
(PDS) captures, archives, and distributes data from
robotic exploration of the solar system. In supporting
this mission, it has developed an innovative
architectural approach called “PDS4” to support the
highly diverse set of heterogeneous data from over 600
instruments. The PDS is implemented as a set of
distributed archives with different “nodes” managing
repositories for this federated system [1]. This PDS4
architectural approach has evolved in the PDS Data
Services Initiative with a vision to Provide an
integrated world-wide data services platform that
enables the efficient discovery, dissemination, use and
analysis of internationally sponsored planetary science
archives [2]. One of the primary tasks needed to make
that happen is providing consistent APIs for sharing
archival data and services across PDS, among
planetary archives, and within the planetary science
community. These consistent APIs will enable a
federated cross-node, cross-agency search that enables
users to get as close to the archived data and services
as possible.
PDS Application Programing Interface (API):
The PDS API is a capability being built by the PDS to
enable users and systems to explore and use PDS data.
In other words, the PDS API is the highway to drive
users to the data by providing a consistent,
well-documented, integrated layer on top of the
archive.
In response to this need, the PDS has formed a PDS
API Working Group that provides technical expertise
and guidance to the PDS Management Council and
international community on the design, development,
and implementation of the PDS API Specification.
Implementation: The initial alpha version of the
API has been developed and is not available through
an ecosystem of elementary, reusable, and evolving
components:
– PDS API Specification:
– Released:
https://github.com/NASA-PDS/pds-a
pi/blob/master/docs/spec/pds-api-spe
cification.md
– In Development:
https://docs.google.com/document/d/
16d0MVh48bFLvWsa5-B_Hy-cby1r
GWdnNojWOJpUcOvA/edit?usp=sh
aring
– Automated documentation:
https://nasa-pds.github.io/pds-api/

–
–
–
–
–
–
–

Test with Postman:
https://github.com/NASA-PDS/pds-api#to-ge
nerate-a-postman-test-collection
API search query lexer:
https://github.com/NASA-PDS/api-search-qu
ery-lexer
API data model implementation (java):
https://github.com/NASA-PDS/pds-api-javali
b
Skeleton server (java):
https://github.com/NASA-PDS/pds-api-servic
e
Base API Client (python):
https://github.com/NASA-PDS/pds-api-client
Demonstration notebooks:
https://github.com/NASA-PDS/pds-api-noteb
ook
Demo server:
https://pds-gamma.jpl.nasa.gov/api/swagger-u
i.html

Presentation Scope:
This presentation will
provide a brief introduction to the early alpha release
of the PDS API and an example use case utilizing
Jupyter Notebooks to search for and access PDS
metadata and data products. The intent of this
presentation is to provide an initial look into PDS
developments and solicit community feedback to
inform future development efforts.
Acknowledgements: This research is being
performed at the Jet Propulsion Laboratory, California
Institute of Technology, under a contract with NASA.
References:
[1]
About
the
PDS.
https://pds.nasa.gov/home/about/. [2] J. Padams, et. al.
(2019) Planetary Data Workshop 2019, Abstract
#7105.
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NASA Planetary Data System and Data Object Identifiers (DOIs). J. Padams1, A. Raugh2, D. Crichton1, E.
Law1, J. S. Hughes1, R. Joyner1. 1Jet Propulsion Laboratory, California Institute of Technology, Pasadena, CA.
2
University of Maryland.
Introduction: The NASA Planetary Data System
(PDS) captures, archives, and distributes data from
robotic exploration of the solar system. In supporting
this mission, it has developed an innovative
architectural approach called “PDS4” to support the
highly diverse set of heterogeneous data from over 600
instruments. The PDS is implemented as a set of
distributed archives with different “nodes” managing
repositories for this federated system [1]. To enable
this federated approach, the PDS uses an information
model to drive configuration of its archive and
services, enabling it to evolve as data from the mission
evolves, as well as the structure of the PDS. This
approach has also enabled the PDS to work with and
share its standards and architectures with the
international community though the International
Planetary Data Alliance (IPDA) [2].
The development of PDS4 has not only focused on
the construction of compatible archives, but also on
becoming a more FAIR system through improving
access, (re)use, and interoperability of the data in the
big data era. One primary method for enabling this has
been the minting of Data Object Identifiers (DOIs) [3]
for all PDS archival data as a standard mechanism:
● To credit data creators: PDS archived data
sets are refereed publications.
● To support reproducibility of published
research: This will sometimes involve citing
subsets of a data set, or selected products
from multiple data sets.
PDS DOI Policy: The PDS began investigating the
use of Digital Object Identifiers (DOIs) in 2017 with
the objective of assigning DOIs to various PDS data
objects. To address the challenge of adopting and
developing a consistent DOI solution applicable across
the entire PDS and its international partners, the PDS
Management Council (MC) approved a pilot project
for creating and registering PDS4 data using DOIs. A
working group, with members from each Discipline
Node (DN) and international partners from the IPDA,
was later formed in 2020 to establish the PDS DOI
Policy [4], best practices for assigning DOIs to data
sets, and improvements in the user documentation for
citing PDS data [5].
NASA PDS has implemented an operational DOI
system - where DOIs are assigned to PDS3 data sets,
PDS4 data bundles, PDS4 data collections, and
associated documents that are produced, archived, and
distributed by the PDS Discipline Nodes (DNs). Each
Discipline Node (DN) serves a different planetary

science discipline user community and, accordingly,
has a unique approach and process for generating and
archiving a variety of data products. Such variation has
brought about the need to establish DOI policies and
processes, while still permitting enough flexibility to
accommodate each DN’s individual needs.
Future: NASA PDS will look to collaborate with
the IPDA to adapt these policies and documents to
provide a consistent approach for assigning and citing
DOIs across all internationally-sponsored planetary
science archives.
Acknowledgements: This research is being
performed at the Jet Propulsion Laboratory, California
Institute of Technology, under a contract with NASA.
References:
[1] About the PDS. https://pds.nasa.gov/home/about/.
[2] International Planetary Data Alliance.
https://planetarydata.org/. [3] The DOI System.
https://www.doi.org/. [4] PDS Data Object Identifier
(DOI) Policy.
https://pds.nasa.gov/datastandards/documents/policy/P
olicyOnDOI10142020.pdf.
[5] Citing PDS Data.
https://pds.nasa.gov/datastandards/citing/.
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Automated Characterization of Planetary Surface Geological Features from Surface Spacecraft Cameras to
Support Mission Operations. K. V. Raimalwala1, M. Faragalli1, M. M. Battler1, E. P. Smal1, M. Cole1, M. Cross1,
and J. E. Reid1, 1Mission Control Space Services Inc., kaizad@missioncontrolspaceservices.com, 162 Elm St. West,
Ottawa, ON K1R 6N5, Canada

Introduction: The characterization of a planetary
surface from visual imagery is a common initial step in
almost every scientific investigation that may then use
specialized instruments for remote sensing, contact
sensing, and sample analysis. Understanding the
formation and evolution of a geologic setting requires
an understanding of what facies are present in the
scene, their layout, geometry, density, and the contact
boundaries and spatial relationships between them [1].
Autonomous characterization of a planetary surface
using standard colour imagery can enable autonomous
decision-making onboard or support analysis in the
ground segment, beneficial for most planetary science
missions that face communications and computational
constraints. The ASAS-CRATERS (Autonomous Soil
Assessment
System:
Contextualizing
Rocks,
Anomalies and Terrains in Exploratory Robotic
Science) suite of science autonomy applications
developed by Mission Control offers such capabilities
to help maximize scientific return in upcoming
missions [2]. It comprises deep learning algorithms for
terrain classification and novelty detection using
convolutional neural networks (CNN), and for data
aggregation to produce relevant data products for
supporting science operations. Built on cutting-edge
algorithms and off-the-shelf flight processors, it offers
low-cost ways to speed up analysis of planetary
surface imagery and tactical decision-making in nextgeneration lunar and planetary missions.

Figure 1: Two examples of deep learning based
terrain classification using Chang’E-3 Yutu-1 images.
Motivation and Use Cases:
Onboard Autonomy for Science Instruments. There
are several motivating factors that drive the need for
autonomy in science operations. In traditional Mars
rover operations, visual surface characterization and
subsequent analysis and decision-making takes place

in day-long tactical cycles [3]. In lunar rover missions
however, reduced latency coupled with shorter mission
durations will require very rapid tactical decisionmaking processes. This means less time to analyze
data, identify sites to explore, and conduct trade-offs
regarding navigation. In other deep space surface
missions, we can expect communication bottlenecks,
making automated surface analysis important for
automated instrument targeting or downlink decisions.
Any AI-based decision-making process onboard
will require a semantic representation of the terrain.
Once an onboard system can infer some knowledge of
the surrounding terrain’s geological features, it can
also be programmed with some decision-making
capabilities. Inspired from methods used in Mars rover
missions [4], we plan to investigate methods to use
outputs of the terrain classifier and novelty detector to
inform intelligent prioritization for data downlink or
instrument targeting: 1) novel features, 2)
representative sampling to capture pre-specified
distribution of known features, and 3) high-priority
classes such as a fresh crater.
The first use of this technology for a science
instrument is the I-SPI (Intelligent Sensing and
Perception in Infrared) thermal imager instrument that
is currently in Phase 0 development with funding from
the Canadian Space Agency [5]. I-SPI is targeted for a
lunar micro-rover mission, and this technology will
provide onboard support for autonomous targeting and
downlink prioritization decisions.
Supporting Ground Segment Operations. ASASCRATERS can support mission scientists and
instrument operators in several ways. If a particular
geological feature is classified and extracted to create a
digital object, it can be further processed, distributed,
archived, and used in many ways across the mission
operations team. In low-latency architectures for lunar
or NEO missions where near-real-time decisionmaking is possible, this autonomously annotated object
can be efficiently evaluated by a science team and
selected for further analysis. This can be particularly
useful for rover missions where scientists may
sometimes only have a few minutes to make decisions
in between rover stops.
For geological features classified from stereo
imagery (or if other correlated depth information is
available), they can be projected onto a map frame and
aggregated from multiple images to build a rich map-
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based data product that can more easily be integrated
into GIS tools for rapid analysis with the context of
scale and other information layers derived from in situ
or orbital sensors.

Figure 2: An illustration of aggregating outputs from
the terrain classifier onto map tiles.
In all cases, features can be catalogued in a
database, enabling feature-based query in real-time,
e.g., an operator can quickly retrieve all fresh craters of
size 3-4m in a specific geographic area. This can make
analysis and decision-making more efficient,
especially for short-duration cycles or for long-range
rover missions that cover large areas. The rapid
classification and cataloguing of lunar surface features
supports analyses, e.g. crater counting and sizefrequency distribution estimation. This can help
scientists to inform their models and hypotheses that
might guide decisions within a short mission.
Results and Future Work: The terrain classifier
was first developed under the Autonomous Soil
Assessment System project by Mission Control,
funded by the Canadian Space Agency (CSA) [6]. In
2019, it was used to classify eight Mars-relevant
terrain types in real-time at ~15 FPS from images
taken by a rover driving at 20cm/s. This was a part of
SAND-E (Semi-Autonomous Navigation for Detrital
Environments), a NASA PSTAR funded project led by
Dr. Ryan Ewing at Texas A&M University, which
integrates robotic terrain analysis and drone mapping
to study operations strategies in Iceland in support of
the Mars 2020 mission.

Figure 3: Classifier output overlaid on one camera
image during a SAND-E traverse in Iceland field tests.
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A second field season for SAND-E is planned in
the summer of 2021, where additional experiments will
be done to synthesize statistical summaries of the
geological features classified over the duration of a
rover traverse, in support of science team operations.
Since 2019, the terrain classifier is undergoing
development for lunar surface exploration applications.
Preliminary prototyping was completed using datasets
from Chang’E 3 and 4 missions as well as a highvolume dataset, generated specifically for training the
CNN, from a lunar analogue testbed at Mission
Control HQ in Ottawa, Canada. A sample of this
dataset may be published for public use in 2021.

Figure 4: Recent demonstration of classifying macrolevel geological features in one image of the Mission
Control lunar analogue testbed.
The terrain classifier is currently at TRL 5 and is
undergoing prototyping on a flight-qualified embedded
processor by Xiphos Systems. A flight demonstration
is targeted for a lunar mission in 2024, and research
investigations will study the use of some of the
operations support strategies highlighted in this
abstract. Refer to Raimalwala et al. [7] for more
technical details and testing results of the terrain
classifier.
Acknowledgments: The authors thank the CSA for
funding this technology, and the ASAS-CRATERS
partners for science and technology support: Dr.
Krzysztof Skonieczny at Concordia University, Dr. Ed
Cloutis at the University of Winnipeg, Dr. Gordon
Osinski and Dr. Kenneth McIsaac at Western
University, Dr. Ryan Ewing at Texas A&M
University, and Xiphos Systems Corporation.
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FULLY CONTROLLING MARS RECONNAISSANCE ORBITER CONTEXT CAMERA IMAGES AND
PRODUCING COSMETICALLY STABLE MOSAICS: METHODS. S.J. Robbins*,1, M.R. Kirchoff1, R.H.
Hoover1. *stuart@boulder.swri.edu, 1Southwest Research Institute, 1050 Walnut Street, Suite 300, Boulder, CO 80302.
Introduction: The Context Camera (CTX) aboard
NASA's Mars Reconnaissance Orbiter (MRO) [1] has
been returning high-resolution (5–6 mpp) and -quality
data of Mars’ surface for over a decade. As of PDS
release 55 (March 2021, including data through August
2020), the instrument has returned >115,000 images
that cover ~99% of the planet in good quality. However, images often have ~100s meter offsets from each
other and a controlled ground source, resulting in seam
mismatches when mosaicking and poor matches to
other, high-resolution datasets.
Over the last several years, we developed and improved upon an efficient, accurate workflow within
ISIS (USGS’s Integrated Software for Imagers and
Spectrometers), driven by Python scripts, to automate
much of the control process that can create a fully controlled CTX dataset. We demonstrated the viability of
this workflow by producing a mosaic of Mare Australe
(“MC-30”), covering south of –65°N, or 4.7% of
Mars’ surface [2]. We have also done other regions of
Mars, totaling >50% of its surface.
Over the past year, we have further improved the
efficiency and speed, which have allowed us to create
fully controlled networks for entire Mars Charts
(“MC”) in about one week (~3% of Mars, ~3000 images, ~2.0 TB of data). In this abstract, we discuss our
new method and why it is faster than our previous approach. In a companion abstract to the 2021 Geologic
Mappers’ Meeting, we discuss our current products
including methods of cosmetic control [3].
Previous Automated Control Network Workflow [2]: For context, we first describe our previous
method of creating cartographic control networks,
since it is easier to understand and therefore compare
our new workflow against. After standard calibration
in ISIS, we begin the control process by finding polygons where at least two images overlap. We originally
did this using ISIS’s FINDIMAGEOVERLAPS (all ISIS
programs in this abstract are in fixed-width font), but
we found that the software was incredibly slow when
the number of images was large, and it was singlethreaded. We created an alternative version in Python
that we could multi-thread, and we went further and
created an alternative to AUTOSEED, which creates a
grid of candidate points, with a set spacing, where
those overlap polygons exist. We set the reference
image (“measure”) to be that image with the minimum
emission/slew angle, the idea being that was the most
likely to match to any random emission angle image.
Our code then proceeded to try to register (match)
the measures for each point, using POINTREG. It used
templates of different sizes to give a range of feature
patterns to try to match, and the code required that a
match be made in at least two different templates for

the match to be saved. Any surviving points were
merged into a single control network.
That single network was solved (JIGSAW), and errors were propagated through. Our code then invoked
a “skimmer,” where the largest-residual points were
extracted (“skimmed”) and attempts were made to try
to register them again, using larger template sizes.
Any that registered were placed back into the network,
which was solved again, and residuals examined. Any
points previously skimmed that were still large residuals were discarded. This process looped until the
99.99th percentile of the point residuals was <1.0 pix.
Next, the code examined the convex hull ratios
(CHRs) of images. CHR is the area of a convex polygon that encompasses all points, divided by the area of
the image. It does not guarantee a good distribution of
points, but it is a reasonable indicator of what images
might need more points. The image was then divided
into 25 equal latitude-longitude regions, and a sample
AUTOSEED grid with half the spacing of the original
was examined. Any points in the new grid that were in
a 1/25th region of an image that would significantly
increase the CHR and point count of that region were
saved. After all areas of all images were examined,
those saved points were registered via POINTREG, and
the process begun three paragraphs earlier was repeated through four successive grid-size halvings.
The entire process for 1/480th of Mars (1/16th MC)
took ~1 day, though areas of significant repeat coverage (landing sites) or the poles took much longer. The
manual effort required to examine and fix remaining
issues was minimal, ~5–15 minutes each, except polar
regions. It should be noted that this code was also
tested and worked with MDIS images of Mercury, ISS
images of Saturn’s mid-sized moons, and LORRI images of Pluto and Charon.
New Automated Control Network Workflow:
Our new workflow grew from looking at the common
issues we had with the previous code’s product and a
desire to increase the speed. A common issue that also
affects speed is that too many sample points were produced and registered, wasting time. Even with a thinning code applied later, we still wasted time creating
and matching those points we would later remove. For
example, the code might produce hundreds of points
on two images that overlap and match well, but that
many points is much more than is needed. We also
found that on images that were large relative to the
body (such as ISS of Saturn’s moons), the grid approach could miss some images entirely.
To mitigate these issues, we started from a different
premise: Instead of a grid, we create a list of all unique
image overlaps. That means for a three-circle Venn
Diagram, there would be four unique overlaps: Each
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combination of two circles, and a fourth for all three
overlapping. By looking at individual overlaps, we
can (a) make sure each overlap has a maximum number
of points, while also (b) ensuring that sometimes critical links between images can be attempted.
Our code sorts overlaps by number of images on
them, and it calculates what the CHR and area coverage would be if that overlap were completely filled by
points. If it significantly improves either, the code
adds that overlap to a “To Do” list. This check means
we can ensure we include small overlaps that may cover many small images, while excluding potentially
large overlaps in the middle of an even larger image
where more points would not benefit the network.
Points are made randomly on overlaps in the reduced list. We create a minimum of 2 points in each
overlap, up to a maximum of 30 points based on area.
We make several versions of each point, each version
with a different reference image. The code tries to
register them (POINTREG) with multiple templates,
requiring at least three matches to within 1 pixel for it
to be saved. After POINTREG is done for an overlap,
the code examines the same point made with different
references and keeps that with the most measures. If
that best point is missing some measures, the code
goes through remaining versions of the point and saves
the one(s) needed to include those missing images, if it
can. The code next looks at the saved points in the
overlap and if it is less than a threshold, it will try to
create more, repeating this paragraph.
After finishing all overlap areas, the networks are
merged, solved, and the iterative skimmer is run, this
time requiring the 99.999th percentile of the points be
<1.0 pix. Then, the CHRs and area coverage of each
image are again analyzed. The code tries to create
more points on any overlap area that includes any image whose CHR or area coverage of points falls below
a certain threshold from what they could have been,
based on the original overlaps selection. It then does
the entire overlaps selection again, lowering the
threshold for what could be a CHR or area coverage
increase. If any image’s registered points fall below a
threshold from the new maximum possible, then the
overlaps covering that image are saved to a new “To
Do” list. The code takes that list and repeats the process from the previous paragraph, up through the
skimmer step in this paragraph.
The manual effort required to fix remaining issues,
for a full MC region, is on the order of ~10–20 hours.
While this might seem to be arduous, it is not bad
when considering that that would be 15 weeks’ time
for all of Mars at 6 m/pix. We are also actively working on code improvements to reduce this time.
New Automated Code Benefits: (a) The new
code is faster than the old code in our tests, completing
a benchmark in 29 minutes versus 65 minutes, on the
same hardware. Even though the CPU time put into
making and registering each point is longer, that is
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more than made up for in the many fewer points made
and tested. We are able to move from 1/16th MCs up
to full MCs, controlling the entire Tharsis Chart (MC09) on a 36-core PC in only one week.
(b) The new code builds more efficient networks
than the old code, even though some points are duplicated (but offsets in NASA’s SPICE means duplicated
points are offset by 100s m). From our old code, a
typical 1/16th MC made a network ~70–250 MB in size.
From our new code, a full MC is ~50–110 MB, meaning these networks are ~10–20× smaller in file size.
(c) The new code builds networks with better CHR
coverage and network depth than the old code. The
average CHR is ~5–10% more in these networks compared with those from the previous, almost certainly an
effect of emphasizing coverage in each unique overlap
rather than a grid. Also, because we emphasize more
measures per point, the average number of measures
per point (“network depth”) is much higher.
Other Bodies: The old code had specific alternative methods for some parts to make it work with other
instruments on other bodies, and the improvements in
the new code were not “made aware” of those different
methods. We tested the new code on a small benchmark region of Mercury, with 145 MDIS images spanning 20–500 m/pix and the full range of solar incidence angles, and we found, without any adjustments,
the new code easily produced a control net for all images, and a mosaic showed no offsets at the seams.
Standards:
Our work uses the communitystandard ISIS software, meaning that all tracking of
uncertainties and other types of output produced by
this software are maintained. Our Python wrapper uses
standard libraries, and Python is a free compiler that
can be run on almost any computer. We use native
Python libraries to divide the work for each region into
multiple areas to take advantage of modern high-corecount computers, allowing it to scale well, even up to a
cluster. Only a few tasks truly need to be done in serial, on one processor (e.g., JIGSAW network solver).
Future Work: While we are still making some
code improvements, at this stage we are mostly applying our code to cartographic control problems, focusing on CTX coverage of Mars, and optimizing it for
that work. However, the code works well on other
bodies, to which we plan to apply it, and we are also
happy to discuss any collaboration (please e-mail the
corresponding author!).
References: [1] Malin et al. (2007). “Context Camera Investigation
on board the Mars Reconnaissance Orbiter.” doi:10.1029/
2006JE002808. [2] Robbins et al. (2020). “Fully Controlled 6 meters per pixel Mosaic of Mars’ South Polar Region.”
doi:10.1029/2019EA001053. [3] Robbins et al. (2021). “Fully Controlling Mars Reconnaissance Orbiter Context Camera Images and
Producing Cosmetically Stable Mosaics: Products.” Planetary Geologic Mappers’ Meeting, Abstract 7003.
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ISIS Test Data Reduction. K. Rodriguez1, K. D. Lee1, A. C. Paquette1, A. R. Sanders1 and J. R. Laura1, 1USGS
Astrogeology 2255 N. Gemini Dr. Flagstaff, AZ 86001; krodriguez@usgs.gov.
Introduction: The Integrated System for Imagers and
Spectrometers (ISIS) uses continuous integration testing with a proprietary test suite to monitor the overall
quality of the code base and avoid code regressions.
The current approach to application (e.g., cam2map
or spiceinit) testing requires a large quantity of test
data. The ~72Gb of test data requires complex synchronization with the ISIS source code and poses a
large developer burden due to its size. Additionally,
working with ISIS test data increases developer time
performing tertiary operations and increases the probability of an error when making changes to
ISIS. Ineffective or redundant tests against this large
dataset increases test run time with the current turnaround time for tests requiring approximately 2.5
hours on an in-house Kubernetes cluster. Data volume
and synchronization requirements are the largest burdens for enabling continuous integration testing, enabling continuous deployment and supporting community contributions, therefore, reducing the velocity at
which improvements can be contributed to ISIS. By
adopting a well documented testing framework
(GTest), outside contributors will not have to learn a
proprietary system to contribute changes. Moving ondisk test data over to minimal representative data colocated in the USGS ISIS repository will eliminate the
code-data synchronization problem and reduce computation time for tests. Herein, we describe the results of
an effort to reduce the overall data volume while
adopting a standard testing framework.
Approach: Large data volumes make running ISIS
tests a challenge for outside users, prevent traditional
source control methods, and create a large burden for
developers. Most ISIS application tests are run using
proprietary tools written using the Make programming
language and uses diff tools as comparators against
“truthData”, files in the ISIS test data store that represent expected output. This requires test data to be written onto a disk drive or another form of non-volatile
memory as output from another program. The dependence on diff tools in place of in-memory assertions
written with native code means data needs to be serialized using OS variant system calls which may cause
changes in test outputs often requiring duplicate data
for OS specific comparisons (e.g. one copy of the test
data for MacOS 10.9 and another copy for MacOS
10.11) creating additional developer burden of maintaining redundant data. ISIS originally had
~72 gigabytes of this test data, far above the limits for
common source control hosting services such as
GitHub. Therefore, ISIS testing data are located in a
file structure parallel to the source code directory

structure. These test data are available to users through
our Rsync server (isisdist.astrogeology.usgs.gov) that
also hosts data required to run ISIS commands (SPICE
kernels, DEMs, etc.). However, locally storing 73 Gb
is a high barrier of entry for potential ISIS contributors.
Some tests also need to be reconsidered as they test
parts of ISIS functionality already tested elsewhere is
the ISIS test suite or tested as part of
a third party software suite (e.g. testing Boost library
functionality already tested by the Boost maintainers) compounding redundancy. USGS developers have
begun to replace the existing test automation tools
with a combination of the GTest suite for writing tests
in native code using in memory assertions and Jenkins
for pipeline automation. The process requires altering
ISIS applications that need tests converted to (1) be
a callable function to be distributed with the ISIS library and (2) be called as part of the test. We leverage GTest fixtures in order to create representative
datasets that can be reused in multiple tests. Therefore,
the high level test conversion workflow:
1. Convert an ISIS application from code in a
Main function, over to a callable functions with parameters as input params;
2. Ensure previous tests still pass after callable
conversion;
3. Identify what tests need to be converted and
which are redundant and can be deleted without reducing coverage;
4. Identify what representative data can be reused or created procedurally to meet testing
needs;
5. Rewrite Makefile tests in GTest;
6. Delete old tests from repo;
7. Submit a pull request for review to the ISIS
repository.
Some disruptions to this workflow include tests
that require novel fixtures (e.g. application test requires
image with specific binary metadata, how do we best
solve this problem while reusing fixtures as much as
possible) which were discussed within the team as
needed. Applications were then sorted by highest to
lowest test data volumes and extracted.
Results: After an initial adjustment period, each
developer
was
averaging one full
iteration of
the test conversion workflow a day. The development
team took a greedy approach, converting tests with the
highest test data sizes first. Some preliminary work,
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with 58.5 Gb of test data remaining in November, focused on applications with multiple Gbs of data
for tests before quickly falling to <1-2 Gbs per application. The 1-2 Gb test data size plus the developers’
capacity to iterate through the workflow about once
per
day,
meant
a predominantly linear reduction in test data over the
length of the 9 week sprint. In total, the ASC team
converted ~40 applications to the new GTest format
reducing the total test data volume from 72.1 Gbs to
9.7 Gbs, a total reduction of 72% of the initial size.

Future Work: Orphaned test data is still archived
and flagged for removal. The next step is to upload the
remaining 9.7 gigabytes to an Amazon AWS service
with appropriate metadata which will be publicly
available for users to download as part of deprecating
the RSync server favor of a USGS approved mechanism for data release. Although the top 40 apps consisted of 72% of the total data area, ISIS has more than
300 applications that still need to be converted. These
applications
need
to
be
prioritized considering objectives secondary to minimizing
files sizes, such as reducing test run times and complexity. This work is being considered in coming
years.
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PRELIMINARY RESULTS ON AUTOMATED CHANGE DETECTION IN THE AUTOCNET
ENVIRONMENT. K. Rodriguez1, A. C Paquette1, A. R. Sanders1, and C. M. Dundas1, 1U.S. Geological Survey,
Astrogeology Science Center, 2255 N. Gemini Dr., Flagstaff, AZ 86004 (krodriguez@usgs.gov).
Introduction: Detecting changes as a means to
quantifying temporal changes in multi-temporal,
spatially enabled imagery is an important approach in
planetary geology. Observing multi-temporal changes
helps us to understand the processes that are shaping
surfaces much more easily than simply studying the
final landforms. Numerous studies have observed
surface change on many worlds, including Mars, the
Moon, Titan, and Io [e.g. 1-4]. We are developing tools
for automated detection of changes, focused on Martian
gullies where previous studies have used manual
methods [e.g. 5].
As part of this work, we explored 4 different,
currently unnamed, methods for studying particular
changes: an image difference approach for detecting
high level change on the surface; OPTICS clustering of
ORB features approach for detecting large contiguous
changes; A blob detector for bolder shift detection;
feature based approach using RV coefficient for
detection points of significant change.
Approach: Two important aspects of our approach:
it does not require a high-resolution Digital Terrain
Model (DTM) for the orthorectification of images; it
does not use machine learning based approaches which
depend on large sample sizes. This allows its use with a
wider range of data. Change detection occurs between
images pairs with significant temporal changes over
some region of interest (ROI). Change detection
proceeds with a few steps: (1) images are ingested into
the USGS’s Integrated Software for Imagers and
Spectrometer (ISIS) cube format to leverage USGS
camera models and bundle adjustment procedures; (2)
cubes are inputted into spiceinit, an ISIS program that
gives us a spatially enabled level 0 image; (3) for
HiRISE, cubes are run through hical to produce a
radiometrically calibrated level 2 image; (4) using
Autocnet [6], a Python library developed originally for
registration and bundle adjustment of large data sets, we
run a pair-wise feature extraction and registration
pipeline to programmatically produce a pair-wise
control network; (5) jigsaw, ISIS’s bundle adjustment
software, is then used with the image pair and output
control network to perform relative geodetic control of
the image pair and updating camera parameters; (6)
using the new camera pointing, the image pairs a
projected onto each other creating a registered product
and supporting data indicating the quality of the control;
(7) at least one of the four change detection algorithms

are ran with final results written out to in-memory
tabular data structures.
At this time, we have implemented four different
algorithms for detecting changes.
The first applies the ORB blob detector to a
difference image created from the registered images. A
heatmap is then generated from the points, giving a
density map of expected change. This has shown to be
most useful for getting high level knowledge of change
within a pair of large images but does not lend itself to
full programmatic change detection.
The second works similarly but searches for
clusters of strong differences. We observed method 1
was effective at visually isolating large contiguous
changes such as erosion along gullies through the
heatmap but did not have a method to tag these large
concentrations of features. So, we slightly modified it
with the OPTICS clustering algorithm for detecting
concentrations as a single feature and flag as detected
change if it meets point density thresholds.
The third approach is a blob detector that searches
for patterns consistent with changes in surface boulders,
similar to [7]. This method detects boulders by using a
blob detector to isolate pairs of bright and dark areas,
presumably the lit and shadowed portion of a bolder,
refined by using expected sun directions from the
image’s metadata.
The fourth algorithm compares subsections of the
registered images via a pattern chip/search chip method
using a RV correlation coefficient to find locations
where the correlation are low. This functions by
assuming chip pairs with low correlations represent
locations that have changed. Each algorithm has some
tunable parameters that influence the type of changes
detected as well as the accuracy.
Status: We are in the process of testing these
algorithms against both real and synthetic image data.
Synthetic data was created by generating fractal
topography and creating hillshade images with added
noise. Changes were applied to the underlying
topography, along with differences in illumination, and
then the various algorithms simulate common surface
topology changes. Preliminary results show good
effectiveness detecting changes in these synthetic data.
Comparisons with real data are ongoing. Initial
results have been promising in some examples but have
failed to detect other types of real change. The
effectiveness also depends on the quality of image
registration, which is variable.
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Raman-LIBS Data Fusion for Ocean World Exploration. L. E. Rodriguez1, A. G. Yanchilina2, S. Lamm1,3, K. H.
Simon2, E. J. Eshelman2, C. Sudlik2, O. Pochettino2, D. S. Kelley4, R. E. Price5, P. S. Sobron2, L. M. Barge1, 1NASA
Jet Propulsion Laboratory, California Institute of Technology, 4800 Oak Grove Drive, Pasadena, CA, 91109
(Laura.Rodriguez@jpl.nasa.gov), 2Impossible Sensing, St. Louis, Missouri, 3Department of Geology, Kansas State
University, 4School of Oceanography, University of Washington, Box 357940, Seattle, WA 98195, USA, 5Stony
Brook University, School of Marine and Atmospheric Sciences (SoMAS), Stony Brook, New York 11794, USA.

Introduction: Ocean Worlds such as Europa and
Enceladus are prime targets in the search for extraterrestrial life as they have an abundance of liquid water
and are likely to host geochemical gradients which can
serve as an energy source to sustain life [1]. Importantly, strong geochemical gradients are most likely to
form wherever hot fluids interact with rocky crust —
conditions that also favor the formation of hydrothermal vents. In Earth’s oceans, hydrothermal vents are
hotspots of geochemical and biological activity, which
may have generated conditions that facilitated abiogenesis on a prebiotic world [2,3]. Hence, hydrothermal
vents on Ocean Worlds are a promising locale to
search for extraterrestrial life.
In this work we explored the feasibility of using
Raman and Laser Induced Breakdown Spectroscopy
(LIBS) both as stand-alone techniques and concatenated together (known as data fusion [4]) to characterize
the organic geochemistry of hydrothermal vent samples
and precipitates collected adjacent to vent sites. Notably, both techniques are complementary: Raman provides information regarding the minerology and/or
organics present within the system whereas LIBS is
generally used to discern the elemental composition.
Raman is better suited for analysis of lighter-colored
minerals (e.g. calcite, barite, anhydrite) because darkercolored minerals (e.g. hematite, magnetite, pyrite, galena) generate poor Raman signals; the reverse is true
for LIBS. Importantly, LIBS is also the only field technique that can detect biogenic elements (CHONPS).
Given that life concentrates these elements relative to
the surrounding environment, identifying CHONPS
hotspots using LIBS may be a feasible strategy to
search for life.
Methods: Samples (Table 1) from the Roane
chimney in the Mothra Hydrothermal Field (Juan de
Fuca Ridge), Strytan Hydrothermal Field (Eyjafjord,
Iceland), Ambitle Island (Papua New Guinea),
Kueishantao hydrothermal field (Taiwan), La Calcara,
Panarea Island (Italy), and standards for minerals
commonly found at such sites were analyzed using a
Raman (Dual in-situ Spectroscopy and coring (DiSCO)) and LIBS (Spectrogrid) system specifically designed for space flight by Impossible Sensing. Both
Spectrogrid and DiSCO employ a 1064 nm pulsed fiber optic laser; for Raman spectroscopy the laser is

frequency-doubled to give a 515 nm laser. High resolution 6 x 6 mm maps were generated using a liquid lens
that enables autofocusing of the laser without the use of
any movable parts [5]. Preprocessing (background subtraction, baseline correction, denoising) and data analysis of the spectra were carried out using R software.
To confirm elemental, mineralogical, and organic
trends, pieces of select hydrothermal vent samples were
sent to Activation Laboratories, Ltd. (Actlabs) in Toronto, Ontario to determine total carbon (TC), total
inorganic carbon (TIC), and total organic carbon
(TOC) content and perform Inductively coupled plasma atomic emission spectroscopy (ICP-OES) and Xray diffraction (XRD) analysis.
Table 1. Field samples characterized in this study.
Sample Type
Vent precipitate

Field Site
Major Minerals
Roane: Mothra Hydrothermal pyrite, chalcopyrite,
Field, Juan de Fuca Ridge
barite, galena,
sphalerite, wurtzite,
amorphous silica
Vent precipitate
Strytan Hydrothermal
saponite
Field, Eyjafjord, Iceland
Precipitate on
Ambitle Island, Papua New ferrihydrite
Elephant Ear coral
Guinea
Cementing sediment Ambitle Island, Papua New aragonite
Guinea
Sulfur balls
Kueishantao hydrothermal
sulfur
field, Taiwan
Hard crust
La Calcara, Panarea
anhydrite
Island, Italy

Preliminary Results: LIBS is highly sensitive to
matrix effects; thus, obtaining accurate concentrations
for elements of interest via univariate analysis can be
difficult to achieve. Fortunately there are workarounds
to matrix effects using supervised learning techniques
such as Partial Least Squares (PLS). We have found
that LIBS analyses of Roane samples yielded elemental
trends consistent with previous work [6,7] as well as
ICP-OES analysis. In addition, we have shown that
matrix effects can be leveraged to deduce mineralogical gradients within these complex geochemical systems using a technique known as Multivariate Curve
Resolution – Alternating Least Squares (MCR-ALS
[8]; Fig. 1). Importantly, this technique does not require a priori information about the sample.
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Figure 1. In general, mineralogical gradients deduced
from MCR of LIBS spectra agree with that from goldstandard techniques. Individual data points and moving
average trend lines are plotted against depth into the
chimney (0 = exterior): black dots (MCR results); blue
triangles (based off SEM data from a different Roane
sample [6]); red crosses (XRD). (Rodriguez et al.
2021, in prep. [9])
Ongoing Work: We are currently analyzing Raman maps generated via DiSCO. In our preliminary
analysis of the Roane samples we have identified hydroxyl-apatite in the exterior samples; this finding was
surprising given that apatite was not discovered in previous analysis of these samples by scanning electron
microscopy [6] or XRD [this work].
We will ground truth the organic and geochemical
trends discerned from Raman analysis with the ICPOES, TOC, and TIC data we have collected. We will
also present our efforts to leverage the known elemental, mineralogical, TOC, and TIC content in the
samples to develop machine learning models (e.g.
MCR-ALS, PLS, hierarchical clustering, K-means
clustering) to discern features diagnostic of CHONPS
hotspots and organic content in Raman and LIBS
alone, as well as Raman-LIBS fused data sets.
Significance: We have generated high resolution
Raman and LIBS maps using instruments designed
specifically for spaceflight. Preliminary analysis has
shown that in using novel chemometric techniques,
LIBS alone is sufficient for discerning elemental and
mineralogical trends within hydrothermal vent precipitates. Given the mission heritage of these instruments
(Raman and LIBS are on NASA’s Perseverance Mars
rover; LIBS is also on NASA’s Curiosity rover), these
techniques are promising in the search for life on
Ocean Worlds. It is thus critical to understand the full
capabilities and limitations of Raman and LIBS on
Ocean World relevant samples, which require the exploration of novel data science tools.
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Introduction:
The PDS Geosciences Node
Spectral Library website (Spectral Library, https://pdsspeclib.rsl.wustl.edu) is a web-based interface that
provides search, review, and download options for
spectral data that has been archived by the PDS. The
website’s catalog (database) currently contains the
Reflectance Experiment LABoratory (RELAB) [1]
data set that was released as a PDS4 data collection in
April 2020. The website currently contains 17,896
spectral measurements of 10,272 geologic samples
(specimens).
Planning and Development: The design and
planning of the website were developed with close
collaboration between RELAB and the PDS
Geosciences Node. Funding was provided through the
NASA PDART program. The PDART PI was Ralph
Milliken, the Manager of RELAB, Brown University.
RELAB data set. The first step of the project was
to design the organization, format, and necessary
metadata for archiving the RELAB data set in the PDS
using the PDS4 data standard [2]. PDS4 uses a
standardized XML format for observation metadata
(PDS label), stricter data format standards, and data
dictionaries for uniform lookup values. The PDS4
format provides consistent structure and values for data
users and better supports software development and
machine learning.
Website design. Several iterations of review and
discussion between RELAB and the PDS Geosciences
Node shaped the Spectral Library interface design. An
emphasis was placed on usability and providing useful
context for the measurements to help users efficiently
locate and download relevant measurements (PDS
products). A framework that could expand to catalog
other data collections was an additional priority.
External review. As part of a PDS data release, a
peer review was conducted on the RELAB PDS4 data
collection and the Spectral Library, prior to public
release.
The peer review provided helpful
recommendations for website enhancements, as well as
additional clarification in the RELAB PDS4 archive.
Public release and first update.
The RELAB
PDS4
data
collection
[3]
(https://pdsgeosciences.wustl.edu/speclib/urn-nasa-pds-relab/) and
the Spectral Library were released to the public in
April 2020. Both are hosted by the PDS Geosciences
Node. An update was made to the PDS archive in

October 2020 as additional specimen measurements,
specimen chemical analyses, and specimen images
became available. The Spectral library was updated to
reflect the additional measurement data and ancillary
files. The Spectral Library was also enhanced with
additional search filters, including a chemistry element
search.
Website Features: The Spectral Library has been
designed to provide a highly interactive interface for
filtering results, viewing measurement metadata and
supporting ancillary files, plotting measurement data,
and downloading selected measurement files. The
system is designed around the concept that each
specimen may have one or more measurements. A
measurement typically corresponds with one PDS
product, although multiple measurements may be
included in one PDS product based on the archived
data. Key interface features are listed, as follows.
Faceted Search. From the search page, the faceted
search filters allow users to rapidly narrow the search
criteria with immediate feedback from updated filter
counts and an updated results list. Highlights include a
keyword search, chemistry element search, and
specimen type, in addition to measurement type,
measurement range, and other typical geology filters.
Figure 1 shows an example of the faceted search set
for terrestrial samples containing Olivine.
Search Results List.
The faceted search
interactively updates the search result list, which is
displayed on the same screen. The search result list is
organized by displaying matching specimens, with
each having an expandable list of corresponding
measurements. Measurements have links that can be
clicked to open a new browser tab for viewing
measurement details. The results list page displays a
summary of the currently filtered count of matching
specimens and measurements, along with the applied
filters. All search results can be added to the user cart
or individual measurements can be added. Icons
indicate measurements that have associated chemical
analysis files and photographs available through the
website.
Quick View. The right side of the Spectral Library
search interface contains a quick view window for
comparing multiple plots from the search results list.
The measurements must be of the same type, such as
reflectance or absorption. The plotting options allow a
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user to filter the x and y ranges, as well as download an
image of the plot.
Detail page. The measurement detail pages
correspond with PDS products. The top section of the
detail page contains metadata about the specimen, such
as its description, owner, material classification, and
links to any chemical analyses that are available.
Specimen images are displayed when they are
available. Measurement details are provided, along
with direct links to the measurement label and data
file. Any ancillary files may be downloaded directly,
or the entire set of measurement and supporting files
can be added to the user cart. The measurement is
plotted for display, with options for cropping the plot’s
x and y axis. Any tagged references and DOIs are also
displayed on the page. Figure 2 shows an example
Spectral Library measurement detail page.
Cart download option. All data that is archived in
the PDS is freely available to the public. The Spectral
Library has a user cart feature to support convenient
bulk downloads of selected data. Measurements can be
added to the cart from the search results list or the
measurement detail pages. The cart checkout page
allows the user to review the cart selections, and select
the desired packaging format of zip, tar, or tar.gz for
the requested files. After submitting the cart request, a
service at the PDS Geosciences Node will package the
files of the user request into the desired packaging
format and email the user an HTTPS link for direct file
download.
Future work: The PDS Geosciences Node plans to
continue to expand and improve the Spectral Library.
Additional data sets. We are in the process of
developing website updates to integrate two additional
PDART data sets into the website. They will require
additional search parameters and additional metadata
displays, which will further expand the functionality of
the Spectral Library. One data collection includes xray absorption spectroscopy measurements, while the
other includes RAMAN spectra of brines. We
anticipate the addition of future data collections along
with periodic additions from RELAB.
Web API. The PDS is currently developing a
standard REST API format. Once the format is in a
mature state, a REST API will be created for the
Spectral Library. This functionality will improve the
ability for data discovery and the use of scripts and
other software to access the cataloged data collections.
Contact Information: As always, the PDS
Geosciences Node appreciates user feedback and
suggestions, which may drive additional interface
updates. To share feedback or ask questions, please
send email to speclib@wunder.wustl.edu.
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Figure 1: The faceted search form filtering RELAB
terrestrial samples that contain olivine.

Figure 2: An example measurement detail page
displaying specimen and measurement data, along with
direct file download links and measurement plot.
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HIGH-THROUGHPUT PROCESSING OF DIVINER DATA FROM THE PDS. Norbert Schorghofer, Planetary
Science Institute, Tucson, AZ & Honolulu, HI, USA (norbert@psi.edu)

Benchmarks: Table 1 lists the compression utilities
and compression formats investigated in this study. They
include classic and widely-known formats (e.g., gzip,
zip, bz2), as well as more recently developed formats,
such as Brotli (br, Google), lz4, lzma, and Zstandard
(zst, Facebook) [2]. Only lossless compression is considered in this study.
The performance benchmarks were carried out on
a desktop workstation with a 6-core (12 thread) Intel
Xeon CPU E5-1650 v4, 3.6 GHz running Ubuntu Linux
20.04LTS. The magnetic disk drive (HDD) spins nominally at 7200 rpm and has a 23 MB buffer. It has a
buffered read speed of 0.19 GB/s, which indicates how
fast the drive can sustain sequential data reads. The same
workstation also has a solid state drive (SSD) with a
buffered read speed of 0.37 GB/s.
Compression ratios. The first test simply measures
the size of the compressed files. Figure 1 includes a
subset of these results. The compression ratio is the ratio of compressed to uncompressed file size. The best
compression ratios are achieved by lzma, brotli, and
zstd. They produce files that are less than half the size
of the zip format used on the PDS archive. The size
of the lzma file is 18 MB, as opposed to 41 MB for the
zip file. Downloads would take less than half the time if
the data files were archived on the PDS in lzma instead
of zip format.
Decompression times. The second test measures the
time it takes to decompress individual files and write the
uncompressed files back to the hard drive. Averages are
taken over three runs, for one file. The memory’s disk
buffer was cleared beforehand, because the Linux kernel

Compression
utility
brotli 1.0.7
bzip2 1.0.8
gzip 1.10
lz4 1.9.2
lzma 5.2.4
rar 5.50
rzip 2.1
zip 3.0
zstd 1.4.4

File
extension
br
bz2
gz
lz4
lzma
rar
rz
zip
zst

level
default (range)
11 (1–11)
9 (1–9)
6 (1–9)
1 (1–12)
6 (0–9)
3 (0–5)
6 (0–9)
6 (0–9)
3 (1–19)

Table 1: List of compression utilities evaluated in this
study.
20

lzma

br
zst-19

15
Compression Ratio

Introduction: As the data volume in NASA’s Planetary Data System (PDS) increases, techniques for highthroughput data processing become increasingly important. Here, several approaches to decompression and filtering of PDS data are explored and benchmarked, using
the Diviner dataset as a case study.
Diviner PDS data. The Diviner instrument onboard
Lunar Reconnaissance Orbiter (LRO), a radiometer that
measures surface temperature [1], has been in lunar orbit for more than 11 years. The Diviner Reduced Data
Record (RDR)—the Level 1b data set— is archived on
the PDS in zip-format, generated at the default compression level 6. These data tables have about 40 MB in
compressed format each, and 289 MB in uncompressed
ASCII format. Each file represents 10 minutes of collected data, and consists of a few header lines and around
886,000 lines of mostly numerical entries. At this time,
&21 TB of zip files are archived.

rzip
bz2
lzma-0

10

br-9

rar
zip

gz

zst
lz4-9

5

lz4

txt
0
0

0.2

0.4
0.6
Decompression Speed (GB/s)

0.8

Figure 1: Performance of various compression utilities
when applied to a level-1 RDR file, which has 289 MB in
uncompressed (plain text, TAB) format. Filled symbols
correspond to the default compression level, and empty
symbols to selected non-default levels.

often keeps files in unused memory.
Table 2 shows a subset of the decompression benchmark measurements, and Figure 1 illustrates the throughput combined with the compression ratio. Plain text
throughput is close to the buffered disk read speed
(0.2 GB/s). The lz4, zstd, and brotli formats decompress several times faster than the zip format currently used on the PDS. Zstandard at the maximum compression level of 19 almost achieves the compression ratio of lzma and the decompression speed of lz4, simultaneously. It is the best dual purpose compression
format.
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File
format

Compression
level

raw
brotli
gzip
lz4
lz4
lzma
lzma
zip
zstd
zstd

11
6
1
9
6
9
6
3
19

Time (s)
decompress decompress
& write
& filter
1.7
1.8
0.52
1.5
1.3
1.3
0.43
1.4
0.35
1.4
1.4
1.5
1.4
1.5
1.3
1.4
0.42
1.0
0.34
1.0

Table 2: Results from decompression study for Diviner RDR Level-1 data file 200908010000 RDR.TAB
(289 MB). Compression levels in italics indicate nondefault values. Third column: Elapsed time for decompression plus writing output back to the same disk.
Fourth column: decompression plus awk filtering.

In a situation where files are compressed only once
but downloaded and read many times, decompression
time is far more important than compression time. It
takes about ten times longer to create an lzma file than
a zip file. Compression with zstd takes even longer
when very high compression levels are chosen.
Decompression and filtering. Next, a file is decompressed and the output filtered, so that only a small fraction of the output is written to hard drive. For this purpose, we find and store data from a small geographic
area. The longitude and latitude of the measurement are
among the columns in the data file. The decompressed
data is written to stdout and piped to awk (gawk
5.0.1), which performs the filtering.
These results are included in Table 2 (last column),
and they show that the throughput is slower than the
decompression, although less output is written to disk.
Most of the time is thus consumed either by awk or
the mere process of parsing each line of the input file.
The thread utilization of awk itself was never close to
100%, which suggests the bottleneck lies elsewhere. Using mawk (1.3.4) instead of awk did not improve the
throughput. Using a dedicated C program with fscanf
instead of awk reduced the throughput. Zstandard outcompetes all of the other formats for the combined task
of decompression plus filtering.
Parallel processing of multiple files on single disk.
Next, many files are decompressed and filtered in parallel. The GNU parallel command was used to queue
the single-threaded jobs for parallel processing. For the
specific parameters chosen, the total output is less than
1% of the total input file size. This analysis was lim-
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ited to lz4 (level 9), lzma (level 6), zst (level 19),
and the classical zip and gzip formats (level 6). The
throughput was measured as a function of the number of
processes that were executed in parallel, for a hard disk
drive (HDD) and a solid state drive (SSD).
For a HDD, the smallest compressed files (lzma and
zst lev. 19) perform the best in terms of scaling with
the number of threads. They are small enough to fit into
internal disk memory, which is 23 MB. Parallel processing of the raw text files always reduced the throughput
relative to sequential processing.
For the SSD, parallel processing increases throughput for all file formats. Zstandard level 19 offers the
highest throughput, on a single thread as well as with
multiple threads.
Conclusions: Modern compression formats result in
file sizes far smaller than the Diviner zip files stored on
the PDS. Compression with lzma, brotli, and zstd
produces files that are less than half the size of the (already compressed) zip files. Using these formats would
result in considerably shorter download times.
Formats zstd, lz4, and brotli can be decompressed far faster than zip files. The modern formats
zstd and brotli, when created with high compression levels, simultaneously result in smaller file sizes and
faster decompression than zip or gzip.
Passing the data through a simple filter based on the
data columns often limits the throughput to less than the
rate of decompression.
When data are read from a single HDD, multithreaded (parallel) data processing increases the throughput only if the individual compressed files are smaller
than the internal disk memory. When data are read
from a SSD, mutli-threaded data processing increases the
throughput significantly.
More detailed results are available at [3]. Whereas
this study was limited to Diviner RDR data, it is apparent that modern compression utilities provide significant
advantages that could be exploited for many other types
of PDS data products as well.
Acknowledgments: This material is based upon work
supported by NASA under Grant No. 80NSSC19K1255
issued through the Lunar Data Analysis Program.
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MARS THERMAL MODEL FOR MEGA-PIXEL DIGITAL ELEVATION MODELS. Norbert Schorghofer,
Planetary Science Institute, Honolulu, HI & Tucson, AZ, USA (norbert@psi.edu)

Surface and subsurface temperatures can be modeled
at high spatial resolution using Digital Elevation Models
(DEMs). Volatiles are often associated with low temperatures, e.g., seasonal CO2 frost in Martian gully alcoves
or perennial water ice beneath pole-facing slopes. Thermal modeling of rough terrain is computationally challenging because of the large number of pixels and the
non-local nature of horizons and the radiative heat fluxes
between surface facets within view of each other. Here, a
surface energy balance model is described that incorporates direct solar irradiance, terrain shadowing, (approximate) terrain irradiance, sky irradiance, and subsurface
conduction. It is fast enough to be applied to DEMs that
consist of over one million pixels and integrations over a
million time steps.
The model is publicly available [1] and further described in Part 5 of the user guide that accompanies the
online repository. It has been developed gradually over
the last 20 years, with the 3D capabilities being the most
recent addition. The topography is defined on a rectangular Cartesian grid aligned with the longitude and latitude
directions, as is typical for gridded DEMs.

Terrain Irradiance: The radiative flux between two
surface facets within view of each other is described by a
geometric “view factor”. The current model implementation provides either full-fledged view factor calculations
using a “slow” O(N 2 ) algorithm or treats the terrain irradiance approximately, with O(N ) steps. The former is
practically limited to about N ≈ 104 pixels (on a single workstation), whereas the second can easly be used
up to N ≈ 106 . The approximation assumes all land
within view radiates at the same surface temperature, using a closed-form expression for the terrain irradiance in
terms of horizon elevations. An algorithmically fast implementation of the terrain irradiance, that does not make
this approximation, is currently under development [6].
Subsurface Heat Conduction: The model includes
1D subsurface heat conduction, using a Crank-Nicolson
method with the Stefan-Boltzmann law as nonlinear
boundary condition. This method is much faster than
the simple explicit time step schemes used by most Mars
thermal models. It has first been used in [7] and is described in Ref. [1] (Part 1). Lateral subsurface heat conduction is neglected.

Sky Irradiance: The model of atmospheric absorption
and sky irradiance is based on the 0-dimensional model
of Kieffer et al. [2]. It includes short-wave and longwavelength sky irradiance.

Outline of Implementation: The model is written in
Modern Fortran. Calculations proceed in two stages.
The first determines the horizons and, optionally, the
view factors. This part is easily parallelized, as calculations for each pixel are independent of one another although the entire DEM has to be loaded into memory
for each parallel job. One slice of the spatial domain is
processed for each concurrent job.
The second part simulates the time evolution of illumination and surface temperature as the sun moves
through the sky, using the horizons and, optionally, the
view factors as input. The surface energy balance is integrated over time at steps of a fraction (e.g., 1/100th) of
a solar day.
The model has been used in Ref. [8] with approximate terrain irradiance and Refs. [9, 10] with exact terrain irradiance. An example result is shown in Figure 1.
Table 1 provides an overview of the program names and
capabilities [1].

In the literature various approximations for the sky
irradiance are in use [3, 4]. One choice for the sky view
factor is the spherical angle of the visible sky. The alternative is to weigh the diffuse sky irradiance with the
cosine of the incidence angle. Both quantities can be calculated from horizon elevations. The results are close to
the more elaborate short-wavelength scattering approximation obtained by [5].

Discussion: A leading uncertainty for the accuracy of
the model output turns out to be the thermal inertia input parameter, which is not known at high spatial resolution. Vice versa, the model can be used for thermal inertia mapping using THEMIS-IR nighttime surface temperatures combined with CTX-derived DEMs.
Suitable applications for the current implementation
of the thermal model are DEMs at resolution coarser

Terrain Shadowing: Shadowing by topography defines local horizons and is important for the surface energy balance. Horizons for each pixel are determined
with azimuth rays, and the highest horizon in each direction is stored. For the purpose of horizon determinations,
the topography is represented by triangular facets.
Use of a hierarchy of spatial grids with varying resolutions (multigrid method) dramatically accelerates the
horizons calculation, because cells that are far from
the point of interest are larger and fewer. For a domain with N pixels, the computational cost without
multigrid method would be O(N 2 ); with multigrid it
is O(N log N ), which makes it possible to calculate all
horizons for mega-pixel DEMs on a single workstation.
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Main program

Task

shadows
fieldofviews
insol3d mars
insol3d earth
cratersQ equilbr
cratersQ moon
cratersQ mars
cratersQ mars parallel
cratersQ mars full

pre-calculate horizons
pre-calculate view factors
direct insolation only, no atmosphere
direct insolation only, Mauna Kea atm.
equilibrium solution for airless body
airless body
Mars orbit and atmosphere
Mars orbit and atmosphere
Mars orbit and atmosphere

Terrain
irradiance
N/A
N/A
no
no
yes
yes
approx.
approx.
yes

Parallel
yes
yes
no
no
no
no
no
yes
no

O(N log N )
algorithm
yes
no
yes
yes
no
no
yes
yes
no

Table 1: Overview of current implementations [1], directory Topo3D/.
than the scale for lateral heat conduction & 5 m/px
(e.g., CTX-derived DEMs) and domains small enough
to neglect changes in latitude and longitude, . 60 km.
DEMs with over 106 pixels have been modeled on a single workstation [8] (Fig. 1), and larger pixel dimensions
can be processed on a computer cluster. Other 3D thermal or illumination models have been developed for airless bodies [e.g., 11, 12, 6]. The niche for the present
model are Mars site studies with gridded DEMs. The
model can be applied to the study of numerous potentially temperature-dependent processes, such as ice retreat, glacial flow, gully activity, slope streaks, seasonal
CO2 frost, and thermal inertia mapping.
Among desired improvements are a pipeline for thermal inertia inversions, vertically stratified thermal properties optimized with regards to memory-CPU bandwidth, 3D equilibrium ice table calculations, interfacing
with a more advanced atmospheric model, and extension
to paleoclimate conditions.
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[4] J. Rakovec and K. Zakšek. Renewable Energy, 37:440,
2012.
[5] A. Spiga and F. Forget. Geophys. Res. Lett., 35:L15201,
2008.
[6] S. Potter.
https://github.com/sampotter/python-flux/,
2021.
[7] N. Schorghofer and O. Aharonson. J. Geophys. Res., 110:
E05003, 2005.
[8] N. Schorghofer et al. J. Geophys. Res., 124:2852, 2019.
[9] N. Schorghofer. Astrophys. J., 890:49, 2020.
[10] P. O. Hayne et al. Nat. Astr., 5:169, 2021.
[11] D. A. Paige et al. Science, 330:479, 2010.
[12] E. Mazarico, M. K. Barker, and J. B. Nicholas. Adv. Space
Res., 62:3214, 2018.

Figure 1: Results of a thermal model calculation with
1.4 million valid DEM pixels [8]. The simulation is over
6 Mars years with 30 min. time steps. White contours
indicate the threshold for the stability of subsurface ice.
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PLANNING SCIENCE OPPORTUNITIES WITH THE JUICE MOON COVERAGE TOOL. B. Seignovert1 ,
N. Altobelli2 , I. Belgacem2 , R. Robidel3 , G. Tobie1 and C. Vallat2 , 1 Université de Nantes, Univ Angers, CNRS,
LPG, UMR 6112, F-44000 Nantes, France, 2 European Space Agency (ESA-SOC), Camino Bajo del Castillo, s/n, E28692 Villanueva de la Canada, Madrid, Spain, 3 LATMOS/IPSL, UVSQ Université Paris-Saclay, Sorbonne Université,
CNRS, Guyancourt, France.
Background: The ESA Space Operations Centre (SOC) is supporting the science activity plan development, in collaboration with the instrument teams
and the Project scientist and the Science Working Team
(SWT). One of the high science priority of the JUICE
mission is to improve the understanding of geological
processes on the Galilean icy satellites. To this end, the
JUICE SOC needs to analyse what are the best opportunities for the JUICE payload to map the surface of each
moon under acceptable geometry conditions. In addition, the JUICE SOC also needs to assess the quality of
an observations plan w.r.t the science requirements, to
study and visualize the spatial coverage of the Jupiter’s
3 main moons (Europa, Ganymede and Callisto) at different scales (global, regional, local).
The moon-coverage tool: To address these requirements, we developed the moon-coverage tool.
It’s a python package, based on numpy, matplotlib
and spiceypy [1] and under active development by
the CNRS/University of Nantes.
The tool provides an overview of the opportunities
(single and cumulated) to observe the surface of the
Jupiter’s moons. It can identify opportunities to observe
a given surface area under specific conditions as well as
to provide surface coverage maps.
Most of the kernels management is performed internally and does not require prior configuration by the
user. We also provide high level object-oriented APIs
on top of the SPICE routines [2] to simplify their usage
as much as possible. The trajectory data can be easily
represented on various icy moons’ basemap and colorcoded with any viewing parameters. For example, the
Figure 1 showcases the complete set of Callisto’s flybys
expected during the mission.
When a trajectory calculation is performed, the user
can also select a subset of temporal sequences that
match its criteria. The Figure 2 represented the evolution of the altitude during the Ganymede orbital phase,
and we selected only the segments where the spacecraft
is below 500 km and on the dayside of Ganymede (ie.
with an incidence lower than 90°).
Finally, the tool is also capable of performing surface intersection between the sub-observer trajectory
and a designated Region Of Interest (ROI) on the surface. The ROI can be manually defined by the user as a
contour with any geometric shape or it can be imported
from the Ganymede and Callisto collections of ROIs [3]

that come directly with the tool (see Figure 3).
Usage on ESA DataLabs: This tool is mainly focus on JUICE requirements but can easily be extent
for other space mission. We also deployed it on the
ESA DataLabs infrastructure in March 2021, to allow
the JUICE SWT members to get their hands on the
tools quickly, without any prior setup (everything is
pre-configured for the user in a JupyterHub environment with the latest set of SPICE kernels).
Limitations and perspectives: Currently, the
tool is only able to perform its computations on the subobserver groundtrack and does not include the spacecraft attitude (only the nadir viewing geometry is implemented). However, we are actively working to support the instruments field of view intersection with the
surface to provide a more accurate description of the instrument opportunities. In the near future, we will add
additional stereographic and orthographic map projections. Finally, we also plan to include a graphical user
interface (with buttons, sliders and menus) to add more
interactivity with the data for the user.
Availablity and contributions: The source code
is distributed under BSD 3-clauses licence and is available on the JUICE’s Gitlab. It is continuously tested on
Python 3.6/3.7/3.8/3.9 and regularly deployed on PyPI
(currently the latest version of the tool is 0.7.0). A
complete documentation is available on ReadTheDocs
and a set of basic examples can be found in this Jupyter
Notebook Viewer. Contributions from external users
are welcome and feedbacks can already be addressed
on our Gitlab instance.
Acknowledgments: The moon-coverage tool
is founded under JUI-ESAC-SGS-SOW-004 contact. The authors would like to thanks Edisoft for they
support on the deployment of the tool on the ESA DataLabs.
References: [1] Annex A. et al. (2020) Journal
of Open Source Software, 5(46):2050. [2] Acton C. H.
(1996) Planetary and Space Science, 44:65–70. [3]
Stephan K. et al. (2021) Planetary and Space Science,
(under review). [4] Kersten E. et al. (2021) Planet.
Space Sci., (under review).
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Figure 1: All the Callisto flybys with CReMA 4.2b22.1. The line is color-coded based on the incidence angle of
the sub-observer point between 0° and 90°.

Figure 2: Selection of the segments of trajectory (in orange) where the altitude is below 500 km on the dayside during
the Ganymede orbital phase (with CReMA 4.2b22.1 in June 2035). The complete trajectory is represented in blue
dashes for reference.

Figure 3: Intersection between Ganymede ROIs [3] and JUICE groundtrack trajectory in June 2035 (with CReMA
4.2b22.1) when the altitude is below 500 km and on the dayside (in orange). The data are projected on Ganymede
latest basemap [4].

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

7057.pdf

STUDY OF THE FORMATION OF TERRESTRIAL EXOPLANETS IN THE HABITABILITY ZONE OF
ORANGE DWARF STARS: SUPER HABITABLE WORLDS. Francielle Maria Antônio Silva1, Bruno
Leonardo do Nascimento-Dias2 and Barbara Celi Braga Camargo3, Observatório do Valongo, Federal University of
Rio de Janeiro1, Department of Physics, Federal University of Juiz de Fora2 and Department of Physics, UNESP of
Guaratingueta 3. (francielle19@astro.ufrj.br)
Introduction: The detection rate of new planets
increases exponentially, with the passage of time due
to technological development. That is why it is
important to have computational tools that optimize the
work of analyzing exoplanet systems in order to
generate information that can contribute to this
research. One very important point to note is that type
K stars (orange dwarfs) represent about 13% of the
Milky Way and live approximately 15 to 45 billion
years. Within a radius of 100 hundred light years from
our Solar System, there are about a thousand K dwarfs.
In this context, the purpose of this project is to carry
out an analysis of planetary systems, which orbit
orange dwarf stars by means of computational
modeling, and to build a database with possible
candidates for terrestrial exoplanets in the Habitability
Zone.

Results and Discussion: Based on the information
from the Gliese 892 system through the application
used, it was possible to obtain the result of the
habitability zone Fig.1:

Methodology:
Usually, it is possible to calculate in a generalized way
the flow of radiation emitted by a star through [2]:
������ =

�
�=1

�� (�����) (�� /�� )/�2�

Fig.1 - System Habitable Zone Gliese 892
In the Same way, the HD 40307 system habitability
zone was obtained, as shown in Fig.2:

Where ������ is the total radiation flow received by the
planet, �� it is the luminosity of the star, �� the solar
luminosity, �� the distance from the planet to the star
(AU) anda �� (�����) is the spectral weighting factor.

Initially the Gliese 892 and HD 40307 planetary
systems were chosen for analysis, these systems were
discovered by radial speed and analyzed by transit
speed. Posteriormente, foi usado o site Habitable Zone
in Multiple Star Systems (http://astro.twam.info/hz/)
que através de dados fornecidos sobre o sistema, como
temperatura, massa das estrelas type K (orange
dwarfs), foi gerado um grafico representativo da zona
de habitabilidade. Finally, planetary systems
discovered by radial velocity will be chosen that have
not detected terrestrial exoplanets. In this way, the
Rebound software will aim to discover terrestrial
exoplanets that are in the habitability zone of these
planetary systems [4].

Fig.2 - System Habitable Zone HD 40307
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Conclusions: In future expected to obtain data on the
structural composition of the systems of interest, in
order to produce informational data that make it
possible to understand the origin, formation and
evolution of these planetary systems, mainly, on
terrestrial planets in regions of the Habitability Zone of
type K stars (orange dwarfs). Thus, with this
information, databases of candidates will be built to be
examined by observational missions in the future that
can verify the data and simulations.
Acknowledgments:The authors are gratefult to
Astrobiology and Meteoritic Group of Brazil, CNPq
and Capes.
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PDS GEOSCIENCES NODE DATA AND SERVICES. S. Slavney, J. G. Ward, L. E. Arvidson, and R. E.
Arvidson, Dept. of Earth and Planetary Sciences, McDonnell Center for the Space Sciences, Washington University
in St. Louis, 1 Brookings Drive, Campus Box 1169, St. Louis, Missouri, 63130, Susan.Slavney@wustl.edu.
Introduction: The Geosciences Node of the NASA
pdsPlanetary
Data
System
(PDS,
geosciences.wustl.edu) archives planetary science data
from missions to Mercury, Venus, Mars, and the Earth’s
Moon, and from individual investigators funded by
NASA data analysis programs. We make the data
available to the public free of charge, and we provide
tools and expert advice for searching and using the data.
Mission Archives: The Geosciences Node works
closely with developing missions to help them design
quality, well-documented, peer-reviewed archives. We
archive regular deliveries from six active missions, and
we maintain archives from past missions as far back as
the Viking and Mariner programs in the 1970s. Table 1
lists our active and developing missions. Not only do we
archive the data from these missions, but for most of
them we are also the designated Lead PDS Node,
responsible for coordinating the archive plans and
development mission-wide.
Table 1. Geosciences Node Archives of Active and
Developing Missions

Active Missions
Mars 2020*
InSight*
MSL*
MRO*
LRO*
Mars Express
Mars Odyssey*
Developing Missions
VIPER*
Europa Clipper
Lunar Trailblazer*
Dragonfly*
* Lead PDS Node

Science Experiments
PIXL, RIMFAX,
SHERLOC, SuperCam,
Returned Sample Science
HP3, RAD, RISE, SEIS,
IDA
APXS, ChemCam,
CheMin, DAN, SAM
CRISM, SHARAD, Radio
Science
Diviner, LEND, LOLA,
Mini-RF, Radio Science
ASPERA, HRSC, MaRS,
PFS, MARSIS, OMEGA,
SPICAM, SPICE
GRS, HEND, NS, Radio
Science
Science Experiments
MSolo, NIRVSS, NSS,
TRIDENT, Rover Imaging
MISE, REASON
HVM3, LTM
DraMS, DraGNS,
DraGMet

Data from the Mars InSight Lander and the Mars
2020 Perseverance Rover are archived under the PDS4
standard, which uses XML (Extensible Markup
Language) to capture metadata in a rigorously
controlled system that provides better access to tools for
searching and reading the data products [1]. Developing
missions will also archive under the PDS4 standard,
while the remaining active missions will continue to use
PDS3.
The first release of data from the Mars 2020 mission
to PDS is scheduled for August 20, 2021.
Individual Investigators: We continue to work
with individuals to archive their data generated by data
analysis programs. Currently we have 49 pending
archives in the queue, with data submitted from the
CDAP, MDAP, LDAP, PDART, PSTAR, SSW,
Exobiology, and other programs. Examples of recently
archived datasets from individual investigators include:
Mars Science Laboratory ChemCam passive surface
spectra, a Mars target database, an Apollo seismic event
catalog, a Magellan stereo-derived topography dataset,
and lunar space weathering maps.
User Services: The Geosciences Node’s primary
interface to the planetary science community is its web
site at pds-geosciences.wustl.edu. All Node data
holdings are online and available for download through
the web site. The archives are organized by planet,
mission, instrument, and dataset. Other services include
the Orbital Data Explorer (ode.rsl.wustl.edu) [2], the
Analyst’s Notebooks (an.rsl.wustl.edu) [3], the Spectral
Library web interface (speclib.rsl.wustl.edu) [4], and
the community forum (geoweb.rsl.wustl.edu/community). A notable new addition to our offerings
includes a listing of Digital Object Identifiers (DOIs) for
all of our datasets (pds-geosciences.wustl.edu/dataserv/doi.htm) to improve the search and access to our
data. Together these web sites receive on average more
than 2600 visitors per day who download more than 400
GB of data daily. Questions about any of our services
can be sent to geosci@wunder.wustl.edu.
Guidelines for Archiving Data in Publications:
Authors of journal articles who are required to archive
their data in a public repository may not wish to
undertake the steps involved in submitting their data to
the PDS, steps that include labeling, documenting, and
possibly reformatting the data products. The effort
involved may not be justified for small, simple data sets.
In this case we recommend that the authors submit the
data to one of the many available online data

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

repositories, such as figshare (figshare.com) or
Dataverse (dataverse.org). On the other hand, if the
authors believe their data belong specifically in PDS
and they are willing to put in the work, and to submit
the data to a peer review, then we will work with them
to create a PDS archive.
PDS3 to PDS4 Migration: NASA has requested
that PDS nodes migrate their data archived under the
previous PDS standard, PDS3, to the current PDS4
standard wherever possible. The Geosciences Node is
implementing a long-term plan to convert almost all our
holdings to PDS4. Table 2 shows our progress and plans
for this effort. The schedule for future migrations is
subject to change. Missions that began archiving with
the PDS3 standard may continue to do so, in which case
the data will be migrated to PDS4 at the end of mission.
Note that LRO has chosen to begin PDS4 migration
while still an active mission.
Table 2. PDS3 to PDS4 Migration Status

PDS3 Mission Archives
at the Geosciences Node
MER
MESSENGER
Chandrayaan-1
Lunar Prospector
LCROSS
LRO
Magellan
Apollo
Mars Phoenix Lander
GRAIL
MGS
Mars Viking Lander
Mars Viking Orbiter
Mars Odyssey
Mars Pathfinder

PDS4 Migration
Status and Schedule
Complete
Complete
Complete
Complete
Complete
In progress FY21-22
In progress FY21-22
FY22
FY22-23
FY22-23
FY22-25
FY23
FY24
FY26-27
FY27

Cloud Capabilities: The PDS Geosciences Node
stores and distributes 263 terabytes of planetary archive
data. Managing the large IT system required to support
archiving efforts is challenging. The node identified
several critical IT processes that would ease the burden
on IT staff if they were migrated to the cloud.
A tertiary, offline copy of PDS archive data has
historically been stored on tape and housed at an offsite
facility. The node observed ~50% reduction in operating
costs by migrating this workload to AWS Glacier Deep
Archive cloud storage. The secondary copy of the PDS
archive was migrated from onsite storage to the Azure
Blob cloud storage tier. Azure Blob is designed to be an
expandable, inexpensive, online cloud storage platform.
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Contracts are in place between Washington University
and Azure to provide discounted storage and egress
fees.
With a copy of the PDS archive data in Azure’s
online cloud, the node is now beginning to investigate
methods by which end-users can use advanced cloud
processing techniques to analyze the data.
References: [1] PDS Concepts, pds.nasa.gov/datastandards/documents/concepts. [2] Wang J. et al.
(2021), this volume. [3] Stein T. C. et al. (2021), this
volume. [4] Scholes D. et al. (2021), this volume.

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

7095.pdf

IMPLEMENTATION OF A WEB-BASED VIEWSHED TOOL. T. Soliman1 and F. Calef III1, 1Jet Propulsion
Laboratory, California Institute of Technology, Pasadena, CA. (Tariq.K.Soliman@jpl.nasa.gov)
Introduction: A viewshed is the visible area seen
from a location based on an observer’s height and
viewable area. Viewsheds are particularly useful for
rover missions because they can aid tactical and
strategic planning by answering questions like: “What
can we see from this rover position?”, “Where do we
need to drive to see this geological feature?” and
“What geologic features am I seeing in this image?”
Viewsheds are often found in geographic information
systems (GIS) where they are commonly rendered
two-dimensionally as a region on a raster map in a
binary representation to signify visible or not-visible.
We implemented a viewshed algorithm based on an
existing open source tool and adapted it to a web-based
environment. This new Viewshed Tool has been added
to the Multi-Mission GIS (MMGIS) web application
and is in use by the Mars2020 Perseverance rover
science and engineering team.
Algorithm: The client-side JavaScript method the
new Viewshed Tool uses is based on GDAL’s
gdal_viewshed function [1] and on the algorithms in
[2]. The decision to implement the same viewshedding
algorithm ourselves was driven by the need for custom
functionalities, higher user interactivity, potential
performance issues, translations to non-Earth radii, and
because MMGIS already implements a tiled elevation
data scheme for its 3D globe view.
GIS viewsheds are generated with raster data from
a digital elevation model (DEM), a two-dimensional
array of elevation values that’s georeferenced to a
surface. The viewshed problem can be thought of as
having a one-dimensional list of values from observer
to destination and asking whether the first value in the
list (the observer) can “see”, without obstruction, the
last value in the list, keeping record of the visibility,
then repeating for every other possible list of values.
This operation’s compute-time grows with distance.
The viewshed algorithm by [2] avoids this growth and
achieves constant calculation time between any source
and destination by utilizing an “auxiliary grid” which
enables the use of previous visibility computations to
inform upcoming ones. The auxiliary grid keeps track
of the actual or minimum elevation a coordinate
becomes visible. These values are then used to
compute the actual visibility of a further DEM point by
generating a “reference plane” between the observer’s
point and two nearby auxiliary grid values (figure 1 in
[2]). It then determines whether the DEM point has a
position and elevation that falls above or below the
plane (and then updates the auxiliary grid again
accordingly). If it falls above, it’s visible in the final
viewshed, otherwise it is not.

We ran into issues with incorrect viewsheds using
the provided formulas in [2] and fell back on
gdal_viewshed’s implementation to get it functioning
successfully in the final MMGIS Viewshed Tool.

Figure 1: Example viewshed (yellow) inside
MMGIS. Observer location (yellow dot) is set 2 m
above the surface — approximately equivalent to
the Perseverance rover mast camera’s height.
Modifications: Our goal was to reshape and
expand upon existing viewshed capabilities in [1] and
build it out into a robust, performant, and interactive
client-side tool.
The first adaption was into our tiled raster data
model. Tiling is a standard optimization to serve raster
data to data-rich web applications. The Viewshed Tool
works with our 3D Globe’s tiles which are RGBA
elevation band-encoded seam-overlapped pngs in the
TMS tile structure. Before each viewshed is generated,
the tool queries all visible tiles at the user’s current
extent and zoom level and assembles them into a single
grid for the base algorithm. In the cases where the
observer point is not in the user’s current view extent,
the tool intelligently queries all the tiles between the
current extent and the observer, only grabbing the tiles
that will influence the final viewshed. All tiles are
cached using a custom client side method that saves
time between viewshed generations and in some cases
delivers real-time, click-and-drag viewshed generation.
Tapping into the tiled data ecosystem also enabled us
to manipulate zoom levels and provide viewsheds at
varying resolutions. If a user has a slow connection,
they could still generate a rough viewshed, whereas a
power-user can still view it at the highest resolution
(i.e. deeper zoom level). By incorporating tiled data
support into our viewshed algorithm, we can boost
performance, reuse data, and take a resolution-based
approach.
In addition, our implementation includes support to
query viewshed regions within custom azimuth and
elevation ranges simulating a camera field of view
(FOV). We also can set a custom planetary radius to
account for curvature in our viewsheds. The MMGIS
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two-dimensional map is built with the open-source
mapping library Leaflet, so we render the viewsheds
using the leaflet.tilelayer.gl plugin.
User Interface: The tool’s user interface offers an
extensive suite of options (Figure 2):
● observation location
● observer height
● viewshed color, opacity, inversion
● pre-configured camera FOVs
● custom FOV and pointing in Az/El
● deep linking
● ASCII raster format export
● selectable elevation model datasets
● viewshed cloning to facilitate replicating

function would be needed. Lastly, the Viewshed Tool’s
camera preset model does not account for observer tilt
(common when viewed from a rover) or camera
sensor/lens shape (it’s always defined as a rectangle at
the size of the azimuth and elevation FOV).
Validation: We created viewsheds at known
locations with a Mars Gale Crater elevation model
with ESRI ArcGIS’s Viewshed ArcTool to validate our
Viewshed Tool’s output. While there’s no doubt the
algorithms are different, the viewsheds we
qualitatively observed at different scales appeared to
coincide. We were also able to show that curvature was
taken into account in our calculations by how far the
viewshed extended. In addition, we compared
Mars2020 rover camera images (e.g. Mastcam-Z) with
their pointing values to recreated viewsheds with the
new Viewshed Tool and could elucidate the oblique
view of distant geographic features with what we
observed
in
the
2D
map
view.

Figure 2: Viewshed options inside MMGIS.
Users can drag the observation point around the
map and watch the viewshed update in real time in
low-resolution mode. They can create and view
multiple viewsheds on the map (Figure 3), as well as
experience their viewshed in first-person in the Globe
view.
Limitations: Our approach to viewshed generation
has some known issues. For one, the RGBA
seam-overlapped elevation tiles used as input data are
a custom format which makes it a bit harder for others
to adapt the tool to more generic needs. The seam
fitting between tiles, while perfect for our 3D view,
occasionally creates artifacts at some tile boundaries at
low resolutions. However, it should be possible to
replace this custom data structure with a different
terrain tile format. The Viewshed Tool is dependent
upon MMGIS as a plugin and it cannot stand alone. Its
logic and code could however be more readily
understood and adapted to fit in an individual
JavaScript library. A minor constraint of the original
algorithm itself is that it operates under the method of
calculating the viewshed radially out from the
observer. This means it is not suited for single
line-of-sight sub-operations. If required, an alternative

Figure 3: Multiple viewsheds from different
observation points and FOVs.
Conclusion: Our new tool deployed in the
web-based MMGIS mapping program allows viewshed
creation on any spherical planetary body with an
accompanying DEM. We’ve demonstrated its accuracy
by comparison to commercial off the shelf (COTS)
GIS viewshed tools. The Viewshed Tool is now
deployed on the Mars2020 rover mission and in use by
the science and engineering teams to evaluate feature
locations in image mosaics and planning imaging
views for future drive locations and observations.
Future Improvements: New improvements will
be driven by user requests, though some additional
features could include target height with evaluation
(i.e. can I see this location, yes or no?”) and
incorporating other DEM tile dataset formats.
Acknowledgments: We’d like to acknowledge the
Mars2020 rover mission and NASA Advanced
Multi-Mission Operations System (AMMOS) for tool
funding and support.
References:
[1] https://gdal.org/programs/gdal_viewshed.html ,
[2] Wang et al. 2000, PE & RS, Vol. 66, No. 1, pp.
87-90.
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SEARCHING THE STARS WITH ATLAS IV. T. Soliman1, A. Natha1, K. Grimes1, R. Verma1, M. Mcauley1, 1Jet
Propulsion Laboratory, California Institute of Technology, Pasadena, CA. (kevin.m.grimes@jpl.nasa.gov)
Introduction: The Planetary Data System (“PDS”)
Cartography and Imaging Sciences Node (“IMG”)
retains hundreds of terabytes of planetary imagery
captured by dozens of spacecraft over as many years.
Bodies featured therein include the martian surface, the
rings of Saturn, and the plumes of Europa. Each
product held in our archive is associated with a label,
rich with metadata describing the product itself, the
body it captured, and the spacecraft that delivered it.
As our imagery collection continues to grow with
missions like Mars 2020 preparing to deliver their first
set of data, our approach to making these data
available and searchable needs to scale and advance to
meet challenges presented by these next-generation
missions. Additionally, as web technologies continue
to advance, so too do security and performance
expectations, requiring IMG to undergo a substantial
modernization effort to keep up.
Toward these ends, multiple components of the
IMG website are being completely rebuilt. The main
website has been completely redesigned to bring it
up-to-date with today’s user experience standards. The
IMG archive will be migrated to commercial cloud
storage in the future, and therefore our website and
portal infrastructure needs to be made compatible.
Backend services are being rebuilt from the ground up
to provide state-of-the-art workflows, security, search,
and access. Finally, the Image Atlas search tool is
receiving a complete revamp to give end users a more
friendly search experience.
Atlas: The fourth iteration of the Image Atlas
(“Atlas IV”) boasts several improvements over its
predecessor and even more features. The entire
codebase has been redone in favor of modern web
technologies: the previous JQuery-era web application
is replaced with a single-page React, Redux,
MaterialUI, Node, and Webpack application. These
technologies enable faster development; cleaner,
scalable, and more maintainable code; access to an
ever-growing suite of open-source JavaScript libraries;
superior design; bundling; and transpiling.

Figure 1: Filter-driven search in Atlas IV

Filtering: Atlas IV’s search now utilizes addable
filters to narrow the user’s search. This lowers the
cognitive overhead to begin searching, when compared
to Atlas III’s unset filter approach, while continuing to
allow advanced users to search every facet. Addable
filters are now organized into higher-level groups such
as “Lighting” and “Time”. Additionally, facet
descriptions have been added throughout the
application, helping to describe ambiguously-named
label keywords. Textual searching and other core Atlas
III features are included and improved as well.
Map: Through recent user studies and interviews,
we have arrived at the conclusion that geospatial
search must be a primary way to navigate our archive–
a markedly different approach than Atlas III. An
expandable map is not only integrated into the filtering
system but it can also render resulting imagery
locations and footprints onto the surface. Bounding
boxes and other spatial operations provide both a more
powerful search and an increased context to better
understand results. Another limit of Atlas III’s
mapping functionality was that it only supported three
maps. With the courtesy of our USGS partner’s
mapping library CartoCosmos[1], Atlas IV will
showcase maps of nearly 30 bodies all with various
basemaps and layers for each. Polar maps are also
supported.

Figure 2: Map-driven search in Atlas IV
File Explorer: Implicit in the PDS3 and PDS4
archival standards are directory structures which
provide a view of our holdings that facet-based and
map-based search cannot adequately represent. The
previous iteration of the site exposed our holdings as
they existed on our servers as a directory listing. While
this properly conveyed the structure of the archive, it
was more arduous to navigate to specific items of
interest in a timely fashion. Further, application of
security patches were required across a larger exposure
attack surface. Atlas IV’s File Explorer solves these
problems by abstracting away file locations via a
secure API, and rendering results via a reactive web
application that is intuitively reminiscent of a file
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exploration tree, while including enhancements like
dynamic presentation and organization of archival files
to meet specific user use cases.
The entirety of IMG’s archive is indexed in
ElasticSearch and a new user interface has been
developed to interact with it. Users can now filter over
and search through all images, metadata, and ancillary
files while still being able to traverse the file tree by
clicking on folders.

Figure 3: Example
Download: Downloading large amounts of data is
an increasingly popular task users like to perform
against the IMG archive, and so we are introducing a
“shopping cart” capability to better facilitate mass
downloads. As users browse the archive and identify
files they would like to download, they can place them
into their cart for later download. Once the user has
finished adding items to their cart, they may review
them, remove any unwanted items, and begin the
download. This "shopping cart" model enables IMG to
support user archival downloads in a more intuitive
manner.
The download mechanisms themselves are being
reworked as well. Users will continue to be able to
download individual files via command-line tools like
wget[2] and curl[3]; however, we are exploring other
download methods such as asynchronous downloads.
With this approach, the products the user has selected
are collected behind the scenes and zipped into a file,
and the user is sent via email notification a one-time
link to download it. Another option being considered is
streaming data straight to the user as a ZIP via the web
browser. A final option is to offer a specialized
download client that offers features like automatic
retries and file prioritization. IMG is currently in the
process of evaluating the most efficient and
user-centric method among these options to support
user downloads.
Record View: Archival data products are made
available as first-class, individual, and standalone web
pages in Atlas IV. In a given image’s page, users can
expand the image to near full screen and interact with
it by panning, zooming, and adding layers. Example
layers include machine-learned boundaries indicating
martian landmarks such as craters and dunes. Finally,
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label information resides beside the image instead of
off on another page. Users may interact with the
keywords in the label and add them to their search to
find matching products.
The Record View also supports a highly-extensible
“tabbed” view of imagery products, keeping users
from being locked into a single perspective of the
data. The raw, two-dimensional image may take the
focus; or, perhaps, users would like to place their
attention on its label and search through it
interactively. Users may wish to see their image
rendered on the surrounding surface, or know the
three-dimensional orientation of the spacecraft, camera
and their target at capture. All these perspectives are
possible with Atlas IV’s new, extensible record view. It
allows images and their data to be front and center. The
Record View feature of Atlas IV also supports IMG's
goals of providing more reusable and consistent
web-links that users can share among the community.
Additional Features: Additional features being
introduced with Atlas IV include: mobile-friendly
support, a closer integration with machine learning
capabilities, extensive help to aid new users, an easily
extensible code base for future improvements,
virtualized, lazy-loaded, infinite scrolling results and a
variety of ways to view them, a shared design system,
and a tighter relationship with its parent IMG site.
Conclusions and Further Work: Atlas IV, while
still in the works, will exceed its predecessor Atlas III
and ensure the Atlas experience is compliant with
modern web standards. Atlas IV is both an
evolutionary and revolutionary reimagining of Atlas III
with modern web UX and UI frameworks. Geospatial
faceting and mapping are core features. File
exploration will enable new searching options, orderly
hierarchies, and standardized naming conventions.
Atlas IV’s download functionality will be more robust
and highly integrated into the search experience.
Lastly, individual product images will be presented
through dedicated pages that will enable tailored
insights into the data, their labels, and the
mission-specific context around the images.
References:
[1]
https://ceias.nau.edu/capstone/projects/CS/2020/Carto
Cosmos-S20/. [2] https://www.gnu.org/software/wget/.
[3] https://curl.se/.
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THE SMALL BODY MAPPING TOOL (SBMT) FOR ACCESSING, VISUALIZING, AND ANALYZING
SPACECRAFT DATA IN THREE DIMENSIONS: 2021 UPDATE. R. J. Steele1, N. R. Lopez1, J. M. Peachey1,
C. M. Ernst1, O. S. Barnouin1, R. T. Daly1, A. C. Martin1. 1The Johns Hopkins University Applied Physics Laboratory,
11101 Johns Hopkins Road, Laurel, MD, 20723, USA (sbmt@jhuapl.edu).
Introduction: Spacecraft missions return massive
amounts of valuable data, but those data can be hard to
access, visualize, and analyze. Most asteroids, comets,
Kuiper belt objects, and small moons present additional
challenges because two-dimensional map projections
severely distort features on irregularly shaped bodies.
The Small Body Mapping Tool (SBMT), developed at
the Johns Hopkins University Applied Physics Laboratory, addresses these challenges [1].
The SBMT allows users to find, access, and analyze
spacecraft data in three dimensions, directly on small
body shape models. The Tool includes a diverse suite of
bodies and data types (images, spectra, altimetry data,
see “Available Data”) and supports co-registration of
these data products. It has been or is being used by multiple mission teams, including Dawn, Rosetta, OSIRISREx, Hayabusa2, and DART.
The Small Body Mapping Tool is publically available as a free download at sbmt.jhuapl.edu. It works on
Mac, Linux, and Windows operating systems and has an
easy-to-use graphical user interface that has been refined and improved over the past several years. The
SBMT is written in Java and uses the Visualization
Toolkit (VTK), an open-source, freely available software system for 3D computer graphics, rendering, and
visualization [2]. Although datasets and functionality
specific to active missions may be temporarily restricted
to team members, such features become publicly available once the data have been published or archived with
the PDS.

New Features: The basic features of the SBMT
have been discussed in previous publications [1,3]. Here
we discuss recent improvements to the Tool.
Regional DTMs tab: The regional digital terrain
maps (DTMs) tab has received a complete overhaul
(Fig. 1). This tab is used to browse existing databases of
DTMs (e.g., OSIRIS-REx) or import custom DTMs for
visualization on the global shape model. User interface
updates make information easily available to the user in
the data table (e.g., ground-sample distance [GSD]).
Performance has been streamlined, allowing the visualization and manipulation of hundreds of simultaneous
DTMs. A new pop-up analysis windows allows users to
examine each DTM in detail, apply plate colorings (e.g.,
slopes, uncertainties), and draw profiles.
Structures tab: The structures tab lets users map
features on the shape model while viewing images or
other data. Paths and polygons can be used to map lineaments, regions, and geologic units. Craters and blocks
can be mapped with circles or ellipses. Points can be
used to mark the locations of features. The data are
saved as XML (paths, polygons) or ASCII (circles, ellipses, points) files that can be easily imported into other
software tools. The files contain both the measurements
(e.g., polygon area, crater diameter) and regional geophysical data (e.g., elevation, slope).
Recent changes to the structures tab include user interface improvements, the ability to import/export certain structures as ESRI shapefiles, and under the hood
performance improvements allowing simultaneous display and manipulation of a large number of structures.

Figure 1. The Regional DTM tab has received a complete user interface and performance overhaul. Here, a
low-resolution Bennu shape model is shown with four high-resolution, local DTMs overlain. The DTMs have
been colored by slope.

5th Planetary Data and PSIDA 2021 (LPI Contrib. No. 2549)

LIDAR tab: The LIDAR tab in the Tool has the ability to display tracks from altimetry-based instruments
such as OLA on OSIRIS-REx as well as visualize track
profiles over regions of the surface. The LIDAR tab has
received a user interface overhaul including an option to
color tracks based on either constant colors or features
such as distance or intensity. In-development improvements to parsing tools will allow the SBMT to accept a
broader set of LIDAR data.
Observing Conditions tab: The observing conditions tab has received several upgrades. The SBMT now
provides support for visualizing mission planning data
on irregular bodies, including trajectories (that can be
colored by attributed, e.g., spacecraft range) and instrument schedules (via their associated footprints and
fields of view). Users can watch data coverage build up
through time. Multiple items can be displayed simultaneously, allowing side-by-side comparisons of different
mission scenarios (Fig. 2).
Available data: Public data released from the
OSIRIS-REx mission (approach through early 2020) are
now available in the SBMT. Future OSIRIS-REx data
will become available as they are released to the PDS.
New models for two saturnian moons, Janus and Epimetheus, are available in the Tool, along with co-registered images acquired by the Cassini Imaging Science
Subsystem (ISS).
These new datasets complement the previously existing bodies, which include spacecraft data for several
asteroids (e.g., Ceres, Vesta, Lutetia, Eros, Itokawa) and
moons (e.g., Phobos, Deimos, Dione, Mimas, Phoebe,
Tethys).
Future plans: Imaging Framework: The SBMT
team is integrating the GDAL library via a PDART
grant, which will enable a higher level of interoperability with existing image processing tools. The integration
of GDAL will lay the groundwork for an overhaul of the
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imaging library, enhancing the capabilities and performance of the SBMT and bringing the Imaging tab user
interface in line with other areas of the Tool.
MMX/MEGANE: Gamma ray and neutron spectrometer data will be introduced to the SBMT via support from the MEGANE instrument on MMX.
MEGANE footprints will be used during the planning
phase to confirm science goals can be met with planned
trajectory and pointing. The Tool will also allow searching for and visualizing flight data of Phobos once they
are acquired.
DART: Exploration of a multiple-body system will
be incorporated via support from the DART mission.
Users will be able to visualize data on more than one
body in the SBMT, allowing images containing multiple
bodies (e.g., Didymos and Dimorphos) to be completely
rendered, manipulated, and analyzed within one composite model, rather than viewing each body separately
within its own single-body model.
Community interface: The SBMT team is defining
of a set of interfaces and tools that would enable new
projects or users to more easily import, validate, and deliver the data to the Tool in a way that works with existing data import pipelines.
Conclusion: The Small Body Mapping Tool is a
powerful, easy-to-use tool for accessing, visualizing and
analyzing data from small bodies. We continue to release new datasets and functionality. Visit
sbmt.jhuapl.edu to subscribe to the SBMT mailing list.
We invite everyone in the community to reach out and
discuss collaborations.
References: [1] Ernst et al., 2018, LPS 49, #1043.
[2] Schroeder et al., 2006, The Visualization Toolkit:
An object-oriented approach to 3D graphics, Kitware,
Inc. [3] Steele et al., 2019, 4th Planetary Data Workshop.

Figure 2. (left) The Observing Conditions tab allows visualization of trajectories (light blue), multiple instrument fields of view (green and blue frusta from the trajectory to the body), and the buildup of observations
over time (green and blue footprints on the body). (right) Close-up inspection of an imaging plan can be
used to explore the surface coverage built up over time.
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KDP: A DISTRIBUTED PIPELINE PROCESSING TOOL FOR KUBERNETES. Zachary M. Taylor1, Kevin
M. Grimes1, Brad Lunsford1, 1Jet Propulsion Laboratory, California Institute of Technology, 4800 Oak Grove Dr,
Pasadena, CA 91109, zachary.m.taylor@jpl.nasa.gov.
Introduction: The Planetary Data Systems
(“PDS”) Cartography and Imaging Sciences Node's
(“IMG”) archives retains hundreds of terabytes of
planetary imagery captured by dozens of spacecraft
over as many years. Such massive quantities of data
pose unique engineering challenges when undertaking
tasks such as data validation, integrity checks,
metadata extraction, transformation, and other
operations that would otherwise be straightforward
were they not required to touch hundreds of millions of
files. The need to perform such tasks on vast archive
holdings is the impetus for development of new
analytical capabilities that are highly repeatable,
reliable, and embarrassingly parallel.
This work is presented as KDP: Kubernetes Does
Pipelines.1 According to its creators, “Kubernetes is a
portable, extensible, open-source platform for
managing containerized workloads and services, that
facilitates both declarative configuration and
automation” [1]. KDP is, in short, an extension of this
functionality, achieved by way of the Operator Pattern
[2], which allows for custom resources defined within
Kubernetes to be managed via customized plugins.
KDP adds pipeline definition and execution on top of
Kubernetes' industry-leading container orchestration,
lifecycle management, and scalability.
Impact: KDP brings the following new processing
capabilities to PDS IMG and the wider science
community:
Horizontal Scalability. As KDP uses lightweight
container technology for each of its processing steps,
individual pipeline steps achieve theoretically infinite
horizontal scalability independent of one another. This
is a significant advantage over tools which require
processing power to scale as a whole - KDP allows
fine-tuning of pipeline scaling.
Embarrassingly Parallel. KDP has been designed
with ‘embarrassingly parallel’ execution as a top-level
requirement. Where common use cases requiring
processing thousands of files at a time, KDP allows the
work to be broken down into the smallest logical
‘chunk’ (oftentimes the operation to be performed on a
single file in the subset), then goes as wide as possible
while still guaranteeing order of execution and
completeness of processing.
Deployment-Venue Agnostic. KDP can be deployed
anywhere a Kubernetes cluster can be deployed, which
makes it compatible with both on-premises and cloud
computing environments. With most cloud providers
offering managed Kubernetes clusters as a service and
1

Or, more fun: KDP Does Pipelines.

open-source tools such as Rancher [3] making
on-premises deployments more approachable, the
prerequisites for KDP can often be spun up and down
with just a few clicks. KDP is also agnostic to data
location, so processing can be carried out regardless of
whether data resides locally, in the cloud, or any
combination thereof. This is especially useful for
missions such as Mars 2020 that deliver data to the
cloud, where egress to the ground would be costly and
slow.
Use Cases: The following is a non-exhaustive list
of use cases that KDP is being used to address.
Product-Level Validation of Mars 2020 Data
Deliveries. Validation of data deliveries to the PDS is a
time-consuming process, as existing tools operate in a
single-threaded manner, handling files one at a time.
KDP has enabled a highly parallel approach to
product-level validation, decreasing the time taken by
validation by orders of magnitude.
Processing, Transformation, and Validation of
MSAM PDART Data Set. The MSAM data set [4]
contains roughly 60TB of MSL mosaics and ancillary
files which must be transformed and labeled with
PDS4-compliant metadata. Performing this task for
over 2000 sols of data would be onerous with existing
tools, and KDP has allowed for reliable execution
across the entire dataset. The containerized nature of
processing steps further enables rapid iteration when
data providers need to make updates to the process.
Archive Metadata Extraction. It is necessary to
keep up-to-date various metadata about the data
holdings at PDS IMG, and KDP makes such a task
possible. Crawling the entire archive holdings would
be impossible without distributed processing, as there
are hundreds of millions of files to process. KDP
enables archivists to extract metadata in a distributed
manner much faster than previously possible with
sequential processes, which would often take weeks to
complete.
Conclusion: KDP brings new analytical
capabilities to the PDS IMG that are horizontally
scalable, embarrassingly parallel, deployment-venue
agnostic, and collectively backed by the reliability of
the Kubernetes platform. Such capabilities will enrich
the archive and its computational capabilities,
broadening the scope of analyses which can be
performed on PDS IMG’s vast holdings.
Availability: KDP is planned for open source
release to the general public in the current fiscal year.
Acknowledgments: This development was carried
out at the Jet Propulsion Laboratory, California
Institute of Technology, under a contract with the
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THE ELECTRONIC FIELDBOOK: A FIELD SCIENCE SUPPORT SYSTEM FOR ASTRONAUT
TRAINING AND PLANETARY EXPLORATION. L. Turchi1,5, S.J. Payler1,2, F. Sauro 3, R. Pozzobon 4, M.
Massironi4, L. Bessone1. 1 Directorate of Human and Robotics Exploration, European Astronaut Centre - European
Space Agency, 2Agenzia Spaziale Italiana, Rome, Italy, 3 Department of Biological, Geological and Environmental
Sciences, Italian Institute of Speleology - Bologna University, 4 University of Padua, Dipartimento di Geoscienze –
Padova, 5Spaceclick Srl, Milan, Italy
Introduction: Future human missions to the Moon
and Mars will involve Extra -Vehicular Activities
(EVA) focused on scientific exploration. Much like
during the Apollo missions [1], astronauts participating
in these EVAs will investigate scientifically interesting
areas, gather a variety of information, including
pictures, videos, audio recordings, scientific data, and
collect samples. However, unlike Apollo, they will be
supported by a host of new technologies for managing
operations and data collection [2]. The storage and
distribution method employed to share this data between
mission support teams is vitally important for enabling
timely and useful feedback to be provided to the
astronauts from ground during an EVA, for example
when selecting the best samples for return to Earth [3].
To prepa re astronauts for future planetary science
exploration activities, astronauts are being trained in
specific campaigns to gain field science experience. In
this context, the Electronic FieldBook (EFB) [4] was
developed as key supporting tool for the ESA CAVES
& PANGAEA campaigns, which offer planetary
geology training integrated with operations and
technology testing in analogue environments. From this,
the EFB has developed into a promising system for
supporting field science, including future lunar and
Martian exploration.
The Electronic FieldBook: Traditionally, in
planetary geology analogue campaigns, data is
separately captured through a multitude of devices and
stored locally. Rarely is it integrated into an overall data
collection and distribution system [5, 6]. In order to
improve the effectiveness of operations, scientists
located in a support centre control room should ideally
receive, in near-real time, a relevant portion of the data
acquired in the field to provide scientific and
operational guidance to the astronauts. In addition,
astronauts require information pertaining to navigation,
decision support tools and other reference information
to augment their effectiveness and autonomy.
The EFB is a deployable system being developed to
meet these needs. It is designed to support field mission
operations, scientific data gathering and direct
interaction with mission control and science support
teams through automatic data transmission. The system
provides a structured way to collect data during
geological traverses, where astronauts can interact with
several sensors, collect data and/or samples, and take

notes. This is all then automatically associated to
specific sites or samples (Fig. 1) and distributed to other
EFB users using the EFB’s dedicated wireless mesh
network.

Fig. 1. The EFB interface for traverse overview
display.
The project is being designed to provide real-time
situation awareness to the following primary entities:
- A “Field Segment” (Astronauts on EVA), who
require a portable tool (Fig. 2) to retrieve reference
geological and navigational information, document
locations, sites, samples, collect notes and drawings,
capture scientific data from analytical tools and
communicate with other users during a traverse.
- “Support Centres” (Sci&Ops ground teams or
support astronauts in IV), who require a real-time
overview of the scientific data/samples collected by
the EV team in order to provide relevant and
informed scientific or operational advice (Fig. 3).
The current version of EFB is developed for laptops
and tablets, and provides: the display of pre-defined or
real-time traverses, stops, samples and other zones,
retrieval of associated references, positioning of all field
elements (in 2D and 3D maps), collection and storage
of geo-located relevant geological or scientific
information, concurrent crew data acquisition and
merging, interface with external scientific instruments,
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on-site decision support with embedded custom
machine learning models for mineral recognition [7],
and information exchange in near real-time with all the
supporting teams (also, can cope with provisional loss
of connection a nd/or extended offline sessions). The
types of information that can be retrieved, collected and
exchanged includes, but is not limited to: geolocation,
rich-text, photos, audio, videos, maps (digital terrain
models surveys), reference files and support databases.
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is lost when connectivity is reestablished and
synchronisation restarts. The local database also
supports the storage of mapping and metadata for the
2D and 3D map-viewers, including Tile Map Service
compatibility (both for 2D tiles and 2.5D digital terrain
models). The map database is also capable of seamless
updates distributed from other nodes in the network,
which result in the possibility to remotely update, add,
remove, and refresh old and new custom mapping layers
at runtime in field operated devices.

Fig. 3. Using the EFB, ground teams can maintain
situational awareness over a traverse, each geological
stop and sampling site, down to individual samples.

Fig. 2. The tablet is used to document sampling site
and to transfer observations to the ground support
team for evaluation.
One of the main functionalities of the EFB is the
continuous and automatic data flow amongst field and
ground. The system is designed to cope with provisional
loss of connection and/or extended offline sessions,
ensuring data availability from local database-replicas.
The EFB uses a dedicated wireless mesh network to
ensure the replication of data across multiple nodes,
allowing two distant nodes to share a database without
direct connection, and relying on a series of inter-nodes
to transfer replicated data. The core of the EFB is built
on standard web stack technologies. For data acquisition
and display, the EFB employs user interfaces tailored to
needs of specific campaigns. Additional modules
include databases for data persistency, networking, data
management supervision and synchronisation, and APIs
for providing interfaces to external devices or systems.
The EFB’s approach to data management is “offlinefirst”, meaning a portion of data is stored locally on each
device. In such way, any device becomes a data
replication node in the network. Users can therefore
interact with a local copy of the distributed database,
resulting in zero-latency when manipulating data, even
when connectivity is not available. Automatic processes
for conflict resolution and data merging ensure no data

Future implementations: The project is looking to
add additional functionalities in the future. These
include the integration of specific panoramic-bifocal
cameras for quick environmental inspection and
assessment, the wireless integration of additional
analytical tools for examining geological materials (e.g.
VNIR, RAMAN, XRF, LIBS), the integration of
additional Machine Learning (ML) autonomous
classifiers in support of field decision making processes,
integrating the system into enhanced data displays such
as Augmented Reality (AR) and Virtual Reality (VR)
visors, and linking to other planetary geology databases.
Conclusions: For future interplanetary missions,
scientific data collection and sampling will be primary
objectives of astronaut and rover traverses on the
surface of the Moon and Mars. The EFB project offers
a structured way to collect data during geological
traverses and to make them available rapidly to the crew
and ground control. The variety of interfaces provided
by the EFB also promises to strongly enhance the
efficiency of using portable analytical instruments as
real-time decision-support tools.
References: [1] Goddard E. N. et al. (1965) Project
Apollo Field Geology Planning Team. [2] Coan, D.,
(2020) Exploration EVA Concept of Operations.
[3] Hodges K. V. and Schmitt H. (1997) Geological
Society of America Special Paper. [4] Turchi L. et al.
(2021) Planetary Space Science. [5] Hurtado J.M et al.
(2011) Acta Astronaut. 90(2), 344-355. [6] Young. et al.
(2017) Planetary Science Vision 2050 Workshop.
[7] Jahoda, P. et al. (2020), The Analyst.
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A 2-DIMENSIONAL APPROACH TO RENDERING ON- AND OFF-BODY SHAPES AROUND AN
ELLIPSOID BODY. J. E. Turner, C. M. O’Shea, F. S. Turner, G. W. Patterson, R. L. Klima. The Johns Hopkins
University Applied Physics Laboratory. 11100 Johns Hopkins Road, Laurel, MD, 20723.
(Jordi.Turner@jhuaple.edu)

Introduction: There are a plethora of types of
planetary data, with some that are easy to visualize on
a map-projection of a body, but others that are not,
such as off-limb scans. While the development of 3dimensional visualization technology (including
augmented and virtual reality) is rapidly growing,
many current scientists do not have the computers or
processing power to use them. The authors developed a
quasi-3-dimensional rendering approach to visualize
and represent different types of planetary data in a fast
and interactive manner.
Problem: While visualizing various types of
planetary data, we developed a projection-agnostic
method of viewing and interacting with shapes on a 2dimensional map. However, we encountered a problem
with some data types that do not easily lend themselves
to be visualized on a map. We explored some 3dimension alternatives, but wanted to maintain the
capabilities we had already achieved (such as
projection-agnostic shapes, vector-based exporting,
etc.). We decided to develop an extension of our
current rendering capabilities as we also desired for a
seamless integration into our existing tools.
Furthermore, a single API would allow for an
optimized grow, as opposed to maintaining two
different types of visualization, which would be costly
to maintain and develop. Our priorities were focused
on accuracy and speed, as the solution was meant for
integrating in a responsive graphical user interface
(GUI) for visual analyses.
Tools: We designed the solution in Java, as our
existing 2-dimensional API was written in Java. Java
suits our needs well, as it is a multi-platform language
that supports similar performance across Mac,
Windows, and Linux machines. Additionally, we
wanted to leverage various Java libraries developed in
our organization over the past 15 years.
In designing our 2-dimensional API, we found an
extremely versatile combination of JavaFX and Java
AWT. JavaFX is a modern GUI toolkit that is being
actively maintained by the open-source community. It
has a simple event model that is arguably easier to use
than those in other Java GUI toolkits, and provides
data binding capabilities that enable synchronization
between the GUI and the underlying data. From a
developer’s standpoint, JavaFX allows faster creation
of interactive and attractive GUIs [1]. Java AWT
(Abstract Window Toolkit) is an older GUI toolkit, but

it includes a highly customizable rendering API. Our
GUIs are purely JavaFX, but when we display analysis
images, we create them through Java AWT and simply
convert them in to JavaFX Images to display.
Visual analyses of planetary bodies with spacecraft
instrument data requires high accuracy planetary
geometrical outputs. To obtain these outputs we used
our organization’s Java implementation of JPL NAIF’s
SPICE toolkit [2]. This allows us to compute a body’s
ellipsoid, the vector from a view point to a body’s
center, and the limb ellipse seen from that view point.
Solution: Since planetary bodies are by nature
significantly apart from each other, we restricted our
solution’s scope to only render analysis shapes for a
single body at once. This suits our scientific analysis
needs as our measurements or observations only focus
on one sole body at a time. However, this does not
mean we only render a single planetary body, as
understanding many analyses often requires contextual
information such as relative positioning of other bodies
or even stars. Our first step was to develop a rendering
algorithm based on proximity to the view point. First,
we render abstract visual references (such as a latitude
and longitude grids) or objects that are at a practically
infinite distance away (such as stars). Then, we render
all planetary bodies of interest from furthest to nearest
to account for occultation. Rendering planetary bodies
includes features such as limbs, names, latitude
longitude grids, Sun-illuminated/shaded sections, and
texture maps. Finally, we render the analysis shapes
for the specific body of interest, which we have named
body centered shapes.
Body centered shapes can be anything with a fixed
definition relative to a body. They must be either fully
on- or off-body. Any partially on-limb shapes are split
up into multiple on- and off-body shapes. To explain
our solution’s detail, we will walk through the creation
and rendering of the shapes of a spacecraft
instrument’s field of view (FOV) that partially
intersects a body’s limb:
First, by using the FOV data in SPICE, we create a
list of unit vectors originating from the instrument that
represent the FOV. We treat these as if they were
infinitely long and check whether they intersect with
the body’s ellipsoid. In this case, we have a rectangular
FOV that partially intersects with the body ellipsoid, as
represented in Figure 1. For any vector that intersects
the ellipsoid, we redefine it from the body’s center to
the intersection point in the body’s frame and deem it
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on-body. For any vector that does not intersect the
ellipsoid, we redefine it from the body’s center to the
intersection point on the body’s limb plane and deem it
off-body.

Figure 1: The intersection of an instrument FOV
with a body ellipse from the view point of the
instrument.
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and determine its visibility. For on-body shape vectors,
we simple check if it is past the limb plane. For offbody shape vectors, we check whether it intersects the
body’s ellipsoid. If a shape has any invisible part, we
divide it to only render the visible parts, in a similar
fashion to how we split the FOV shape into two earlier.
However, to correctly connect the limb-crossing
points, we check whether the midpoints are contained
in the on-body shape projected onto a map-projection
of the body. Given these new visible shapes, we render
them, preferably not fully opaque, so that their
interaction is visible to the eye without having to move
the view point.

The purple dots represent the vectors that
constitute the FOV This leaves us with an open onbody shape and an open off-body shape. To close the
shapes, we calculate the exact points that FOV crosses
the boundary of the body’s limb, and radially connect
those points. In this example, we have two limbcrossing points (A and B in Figure 2) that can be
radially connected in two ways – either clockwise from
A to B, or clockwise from B to A. To determine the
correct order, we calculate the midpoints (C and D in
Figure 2) and check whether they are contained in the
original FOV shape from the instrument’s view point..

Figure 2: The limb-crossing points (A & B) and
their midpoints (C & D).

Figure 4: Four different perspectives of body
centered shape of an instrument observation on Europa
Clipper.

Connecting the limb-crossing points gives us a
fully closed on-body shape and a fully closed off-body
shape, shown in Figures 3 and 4. These shapes can
now be viewed from any view point around the body.

Conclusion: The extension of our 2-dimensional
map rendering capabilities allows for flexible and
interactive renderings that are quasi-3-dimensional.
This solution enables free manipulation of the view
point, with options such as being fixed to a spacecraft
or rotating around a body at a fixed distance. While our
algorithm is complex to explain, it is computationally
efficient, and allows interactive visualization of many
new types of datasets.

Figure 3: On the left, the final closed off-body
centered shape. On the right, the final closed on-body
centered shape. The red dots represent the vectors
connecting the limb-crossing points to close the
shapes.
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Given a new view point, we adjust each vector of
both shapes to be centered from the view point instead
of the body center. We also compute a new body limb
ellipse. For each shape, we iterate through every vector
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EXPERIMENTS IN TRANSFERRING, VALIDATING, AND RELEASING MARS 2020 MISSION
ARCHIVAL MULTI-MEDIA & IMAGERY DATA DELIVERIES IN THE CLOUD. Rishi Verma1, Kevin M.
Grimes1, Zachary M. Taylor1, Michael McAuley1, Minh Le1, Rafael Alanis1. 1Jet Propulsion Laboratory, California
Institute of Technology.

Introduction: The Planetary Data System (PDS)
Imaging Node (IMG) has a rich history of evolving
mission delivery and public release mechanisms to keep
pace with emerging technologies in the consumer
world. During the 1970s, for example, the NASA
Viking 1 & 2 missions delivered images of the surface
of Mars via magnetic tape media. During the late 1980s
and early 1990s, the NASA Galileo and Mars Pathfinder
missions pioneered compact-discs (CDs) as a medium
to deliver imagery of distant planetary bodies to IMG.
Following these missions, IMG quickly began accepting
mission archival data deliveries through electronic
transfer over the Internet. Marking the beginning of the
2020s, an emerging paradigm is to no longer receive and
host mission archival data deliveries to IMG on
proprietary, on-premises computational infrastructure,
but to both receive and host deliveries on commercial
cloud vendors. In addition to this, the computationally
expensive tasks of validating, ingesting and archiving
these delivered data into IMG’s services are performed
in the cloud as well.
Motivation: The Mars 2020 (M20) mission is the
first NASA Mars mission to operate its entire science
data processing system on cloud infrastructure. This is
saving costs for the mission but has left archivers like
IMG in a challenging position: does IMG continue to
operate its archival data processing and release pipeline
within on-premises infrastructure and manually scale to
match increasing M20 data volumes; or, does IMG
make the investments necessary to deploy its
infrastructure onto the cloud, potentially reducing longterm costs?
One of the key appeals of leveraging cloud
infrastructure is the “pay-by-use” model. Rather than
spend upfront costs to procure physical hardware for
archival storage and processing, which represent onetime purchases that cannot be easily returned if left
unused, the cloud offers a more granular charging
model, allowing users to pay by the hour (and, in some
cases, by the minute or second). One of the conclusions
discussed is this model affords IMG long-term savings
in the storage, the validation, the ingest, and the public
release of mission data archives that significantly
increase in volume over time – like M20.
The paradigm IMG is spearheading for accepting,
validating, and releasing mission archival data
deliveries in the cloud is not without hurdles. IMG has
been performing experiments to ascertain the viability,

cost-effectiveness, and long-term stability of shifting
the data acceptance, validation, ingest, and release
workflow process to a cloud vendor (Amazon Web
Services – or AWS – in this case). Experiments are
being conducted with the Mars 2020 mission in mind
given its historically unprecedented data volume
projections that require innovative solutions to address
the challenges posed.
Process: There are three important phases of the
mission archival data delivery process that IMG has
investigated: acceptance, validation, and ingest /
release.
The acceptance process covers the mechanisms
responsible for allowing a data provider to digitally
transfer the contents of a particular mission archival
data delivery to IMG quickly, securely, and costeffectively. We discuss the surprising complications of
this process – including technicalities within AWS that
limit overall cost-savings.
The validation process ensures mission archival data
deliveries (e.g. M20) are validated according to PDS
standards both at a wholistic (bundle) level and an
individual, per-file (product) level. Here as well, hurdles
are crossed to ensure pre-cloud era tools such as the PDS
Validate Tool [1] are utilized correctly and efficiently
within a cloud environment. Moreover, IMG has
experimented with optimization techniques to ensure
the computationally expensive validation process
occurs in a horizontally scalable fashion as the volume
of M20 mission archival deliveries increases over time.
Finally, experiments with the process of parsing,
ingesting, and releasing M20 mission archival data
deliveries to the public are discussed, including cost
savings and expenses. Strategies in crawling data
deliveries efficiently are discussed, as well as the
subsequent steps of extracting metadata and making it
searchable. Moreover, ensuring that the overall cloud
architecture supporting this public release is compatible
with IMG user-facing software such as the Atlas is also
evaluated.
Conclusion: IMG has thoroughly conducted an
investigation into a fully end-to-end cloud native
mission archival data delivery process to help itself (and
the wider PDS) strategically plan for current and future
NASA planetary missions. The experiments and
conclusions discussed here will be of importance to the
community for moving forward with this latest
paradigm in NASA mission archival data delivery,
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validation, and release of multi-media / imagery to the
public and science community at large.
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Introduction: The Orbital Data Explorer (ODE,
https://ode.rsl.wustl.edu) is a web-based search tool
developed and maintained at NASA’s Planetary Data
System (PDS) Geosciences Node (https://pdsgeosciences.wustl.edu). ODE provides search, display,
and download functionality for PDS3 and PDS4 archives of orbital data products from planetary missions
to Mars, the Earth’s Moon, Mercury, and Venus
[1,2,3].
Overview: As shown in figure 1, the basic components of ODE consist of a background processor, a
number of metadata databases and granular databases
[4] for specific instrument data, map servers, an interactive website, specialized query tools, and REST
(Representational State Transfer) API (Application
Programming Interface) web services. Planetary data
from multiple missions and instruments are processed
by the background processor to standardize the product
metadata, which are then organized into the corresponding databases. The processing ensures that all
footprint data use the same unified coordinate system,
and all the field values in the label are standardized.
Product footprints are then used to build coverage
maps and to publish web services using ESRI®
ArcGIS Server 10.4.1. Users can query PDS products
through the map interface, the specialized query tools,
or the ODE REST API, in addition to the website’s
standard search functions.

Figure 1. Components of Orbital Data Explorer

ODE Data Inventory: ODE provides access of
metadata to 29 million PDS products with a volume of
1.74 petabytes of files from more than 14 planetary
missions and over 53 individual instruments. Available
active missions include MRO (Mars Reconnaissance
Orbiter), Odyssey, LRO (Lunar Reconnaissance Orbiter), and ESA’s (European Space Agency) MEX (Mars
Express) and TGO (Trace Gas Orbiter); completed
available missions include MGS (Mars Global Survey-

or), Viking Orbiter, Clementine, Lunar Prospector,
Lunar Orbiter, Chandrayaan-1, Magellan, GRAIL
(Gravity Recovery and Interior Laboratory), and
MESSENGER. Also, derived data from individual data
providers have been added. Most PDS4 holdings available in ODE include ESA’s TGO data and PDS4 migrated lunar prospector and MESSENGER data archived at the PDS Geosciences Node. A detailed list of
the current ODE holdings are available at
https://ode.rsl.wustl.edu/odeholdings/.
ODE is continually updated for active missions as
new and accumulating datasets are released by PDS.
PDS4 migrated data and derived data from individual
data providers will also be added to ODE once they
become available.
ODE Key Features: Key features of ODE are
summarized in the following sections.
Data Searching and Retrieval. ODE offers formbased and map-based searches across multiple missions
and instruments. A form-based query let users set parameters of mission, instrument, processing level of the
data, observation type, location, time, observation angle, and PDS product identifier in the regular formbased Data Product Search interface. An interactive
Map Search interface provides a map-based query,
together with a Map Display Controls panel to set filters. Individual point, rectangle, or custom polygon
location searches are supported by ODE. Figure 2 is an
example of point search near China Chang'e-5 landing
site, displaying search results from LRO and Clementine mission with multiple instruments. Search results
are displayed in a table with links to view product detail pages. The detal pages include information such as
browse, metadata, PDS label, and map context, if the
product is map projected. The map context displays the
product footprint plotted on a base map. Links are provided to allow the product detail page to be shared with
colleagues via URL and email, or saved for later review. The DOI (Digital Object Identifier) of the product’s PDS3 dataset or PDS4 bundle has been added to
the detail page for reference and citation, as well.
Product files can be downloaded directly from the detail page, and ODE provides a convenient cart system
with a high-speed download option of using Aspera
Connect [5].
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Figure 2. Point search near China Chang'e-5 landing
site with cross-mission instrument of LRO LROC (Lunar
Reconnaissance Orbiter Camera), LRO MINI-RF, and
Clementine UVVIS (Ultraviolet/Visible Camera) data in
Lunar ODE

Granular Data Search. For a few datasets derived
from instruments that collect point data along an orbit
track with limited cross-track coverage, ODE supports
specialized granular query tools for subsetting science
data at specified regions [4]. ODE granular data databases host data from individual records of data products from the orbital laser altimetry and thermal emission spectrometer instruments, e.g., MGS MOLA
(Mars Orbiter Laser Altimeter) and LRO LOLA (Lunar
Orbiter Laser Altimeter) and DLRE (DIVINER Lunar
Radiometer Experiment). The ODE granular search
tool extracts the portion of data covering the user’s
region of interest from the along-track products. It then
packages the data in a user selected format and presents the formatted data for user download. Currently,
ODE supports granular-level searches of the 595 million point MOLA PEDR (Precision Experiment Data
Record) dataset and the 6.9 billion point LOLA RDR
(Reduced Data Record) and 472 billion point DLRE
RDR datasets.
MRO Coordinated Observation Search Tool. A
coordinated observation is a planned observation involving multiple instruments at a given location and
time. The Mars ODE website contains a search feature
for filtering and locating PDS data products that were
observed as part of an MRO coordinated observation.
This search interface supports instrument, time, and
location searches. The location search includes an interactive map for selecting search areas via individual
points, rectangles, and custom drawn polygons. Search
results can be viewed in a list format or through the
map interface. Selections can be downloaded directly
or through the ODE cart.
REST
API.
The
REST
interface
(https://oderest.rsl.wustl.edu/, [6]) allows external users
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to develop domain-specific tools and interfaces to access the ODE metadata and data products without using ODE web interfaces. For example, the NASA
Ames efforts to produce automated LRO Narrow Angle Camera Digital Terrain Maps use ODE REST to
access PDS metadata [7]. The ODE REST V2.1 interface also supports granular-level queries of MOLA
PEDR, LOLA RDR, DIVINER RDR, and Mercury
MESSENGER MLA (Mercury Laser Altimeter) RDR
data. The query results are the same as the current
ODE web-based granular query.
ODE Footprint Coverage Explorer. ODE generates
product type coverage files in shapefile and KMZ formats for map projected PDS data products that are cataloged in ODE. The footprint coverage explorer page
is organized by mission, instrument, processing level,
and observation type, similar to the form-based product
search. It provides access to coverage files, along with
descriptive content information, file details, product
type information, and general help for using the files.
Future Work: Newly released data from ongoing
missions will continue to be added to ODE. ODE’s
catalog of PDS archives will be updated to reflect
changes as archives are migrated from the PDS3 to
PDS4 standard. Planetray orbital data from international missions will be added to ODE if available. The
website interface will continue to be updated to improve data search and download capability. Feedback
from the community is valued and always encouraged;
comments from users can help identify useful future
improvements and feature additions.
Contact Information: The PDS Geosciences
Node welcomes questions and comments for additional
ODE functions from the user community. Please send
emails to ode@wunder.wustl.edu or post on the PDS
Geosciences
Node
forum
https://geoweb.rsl.wustl.edu/community/ if you have
any comments or questions specific to ODE.
Acknowledgment: ODE is supported through
NASA CAN NNX16AB15A for the Planetary Data
System Geosciences Node at Washington University in
Saint Louis. Ongoing cooperation of the mission science and operation teams as well as the PDS Atmospheres, Imaging, and PPI Nodes are greatly appreciated.
References: [1] Wang, J. et al. (2009), LPS XL,
Abstract #1193. [2] Bennett, K. et al. (2013), 44th
LPS, Abstract #1310. [3] Wang, J. et al. (2021), 52nd
LPS, Abstract #1394. [4] Wang, J. et al. (2011), 42nd
LPS, Abstract #1896. [5] Scholes D. et al. (2018), 49th
LPS, Abstract #1235. [6] Bennett, K. et al. (2014),
45th LPS, Abstract #1026. [7] McMichael et al.
(2015), 46th LPS, Abstract #2491.
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THE IO GIS DATABASE, V. 1.0: A PROTO- IO PLANETARY SPATIAL DATA INFRASTRUCTURE D.A.
Williams1, D.M. Nelson1, and M.P. Milazzo2, 1School of Earth and Space Exploration, Arizona State University,
Tempe, AZ 85287-1404 (David.Williams@asu.edu); 2Other Orb, LLC, Flagstaff, AZ (moses@otherorb.net).
Introduction: We collected a set of published,
higher-order data products of Jupiter’s volcanic moon
Io, and assembled them in a downloadable ArcGIS™
database we are calling the Io GIS Database, version
1.0. The purpose of this Database is to collect image,
topographic, geologic, and thermal emission data of Io
in one geospatially registered location, to form the basis
of an Io planetary spatial data infrastructure (PSDI).
The goals of an Io PSDI are: 1) to make higher-order
data products more accessible and usable to the broader
planetary science community, particularly to new
scientists that were not associated with the projects that
obtained the data; 2) to enable new scientific studies
with the data; and 3) to create a tool to support
observation planning for future Io-focused planetary
missions.
In this presentation we describe the
motivation behind our project, discuss the datasets
acquired for this first version of the Database, and
demonstrate how they can be used. We conclude with
discussion of how our Database relates to other PSDIs
and our plans for future updates.
Motivation: Over the last decade there has been
great interest within NASA’s Planetary Science
Division regarding the long-term accessibility and
usability of planetary data, particularly geospatial image
data of planetary surfaces, and particularly the higherorder data products (e.g., regional to global image
mosaics, digital terrain models (DTMs), geologic maps,
etc.) derived from NASA’s robotic planetary missions.
NASA’s desire to maximize its investment in its
planetary missions and their accumulated data is
motivated by the desire to enable future generations of
planetary scientists to utilize the data for research
projects, long after the creators of those data are gone.
Likewise, NASA wants to ensure that data from past
missions are usable in tools that will support planning
of future missions. This is particularly desirable for
geologically active worlds, such as Jupiter’s volcanic
moon Io, where multiple, ongoing volcanic eruptions
produce thermal anomalies related to its interior
processes, and where active eruptions emplace effusive
and explosive volcanic materials and gases that
regularly modify its surface at timescales of weeks to
months [1,2].
Data & Methods: Our concept was to collect many
of the accessible and usable, higher-order image-based
data products of Io that have been peer-reviewed and
published over the last two decades, and assemble them
in a geospatially controlled and registered format to
enable future work. The primary software we chose to

use is ArcGIS™, but the data are also available through
ASU’s JMARS software. The image basemaps on
which the Williams et al. [3] global geologic map of Io
was produced are available in ArcGIS™. These include
a set of four combined Galileo-Voyager global mosaics
(Becker and Geissler, 2005 [4]), in which mosaicked
images were geodetically-controlled using a triaxial
ellipsoid shape model and best available Galileo control
point network [5]. Reported horizontal accuracy is
nominally 1 pixel, translating to 1 kilometer in low
latitude regions with good coverage. Thus, the USGS
Galileo-Voyager Global Mosaics serve as the
foundational data products of our Database, and are the
best available prepared and controlled data set on which
to build an Io database. Table 1 lists the published Io
data sets we chose to include in this first version of the
Database.
Results: Data are presented using a Simple
Cylindrical projection centered on the antijovian point
(0˚, 180˚W), as the Galileo mission obtained its best
imaging over the antijovian hemisphere. We included
the latest named surface features from the USGS
Planetary Nomenclature website, as well as a graticule
displaying a 30˚ latitude-longitude grid. Having Io data
from the 1970s, 1990s, 2000s, and 2010s in this
Database enable comparisons and show the evolution in
interpretation of Io’s geologic features, particularly
between the Voyager and Galileo eras. Importantly, the
thermal hot spot datasets include attribute tables, which
contain details on recorded thermal activity at every
location on Io, covering a time period between 19962018. By checking the power, area, and temperature
variations at hot spots of interest, it is possible to
investigate the waxing and waning of volcanic activity
over this twenty year time period.
Acknowledgments: This project was funded by a 1yr grant #80NSSC19K0412 from NASA’s Planetary
Data Archiving, Restoration, and Tools (PDART)
program, with GIS support provided by the Ronald
Greeley Center for Planetary Studies, the NASA
Regional Planetary Information Facility (RPIF) at ASU
under grant #80NSSC17K0293.
References: [1] Lopes and Williams, 2005. Rep.
Prog. Phys., 68, 303-340; [2] Lopes and Spencer, 2007;
[3] Williams et al., 2011. USGS SIM 3168; [4] Becker
& Geissler, 2005. LPSC XXXVI, Abstract #1862; [5]
Archinal, et al., 2001. LPSC XXXII, Abstract #1746.

Description
Extracted from figure in journal paper.
2013-2018
2001-2016
2010
2001
Galileo NIMS NITED Database, Part I
Hot spot locations, 1979-2007
Chaac-Camaxtli map
Culann-Tohil map
Zamama-Thor map
Amirani-Gish Bar map
Zal region map
Prometheus map
Hi’iaka-Shamshu maps
USGS I-2209 Voyager–based, 1:15M
USGS SIM 3168 Galileo-Voyager 1:15M
New Horizons 2007 LORRI mosaic
LEISA hotspot images and data
Galileo SSI Digital Elevation Model
I25ISEMAKNG02, I25ISGIANTS01,
I25ISCULANN01, I25ISTERM__01
I27ISTOHIL_01, I27ISCAMAXT01,
I27ISAMRANI01, I27ISTVASHT01,
I27ISZALTRM01, I27ISSHMSHU01,
I27ISSOPOLE01
I32ISLOKI_01, I32ISTVASHT01,
I32GSHBAR01, I32ISTERMIN01,
I32ISTERMIN02
a) SSI only B&W, b) SSI only color, c) SSIVOY B&W, d) Merged SSI-VOY B&W and
SSI color
Maps of Emission, Incidence, & Phase angles,
& Spatial resolution for c) above

USGS Astropedia: https://astrogeology.usgs.gov/maps/io-voyager-galileo-globalmosaics. See also: Becker and Geissler (2005), 36th LPSC :
https://www.lpi.usra.edu/meetings/lpsc2005/pdf/1862.pdf.
USGS Astropedia: https://astrogeology.usgs.gov/maps/io-voyager-galileo-globalmosaics

Turtle et al. (2004), Icarus: https://doi.org/10.1016/j.icarus.2003.10.014

Keszthelyi et al. (2001), JGR-Planets: https://doi.org/10.1029/2000JE001383

Reference
Hamilton et al. (2013): https://doi.org/10.1016/j.epsl.2012.10.032
de Kleer et al. (2019): https://doi.org/10.3847/1538-3881/ab2380
Cantrall et al. (2018): https://doi.org/10.1016/j.icarus.2018.04.007
de Pater et al. (2014): https://doi.org/10.1016/j.icarus.2014.06.019
Marchis et al. (2005): https://doi.org/10.1016/j.icarus.2004.12.014
Davies et al. (2015): https://doi.org/10.1016/j.icarus.2015.08.003
Appendix A.2, Lopes and Spencer (2007), Io After Galileo.
Williams et al. (2002): https://doi.org/10.1029/2001JE001821
Williams et al. (2004): https://doi.org/10.1016/j.icarus.2003.08.024
Williams et al. (2005): https://doi.org/10.1016/j.icarus.2005.03.005
Williams et al. (2007): https://doi.org/10.1016/j.icarus.2006.08.023
Bunte et al (2008): https://doi.org/10.1016/j.icarus.2008.04.013
Leone et al. (2009): https://doi.org/10.1016/j.jvolgeores.2009.07.019
Bunte et al. (2010): https://doi.org/10.1016/j.icarus.2009.12.006
Crown et al. (1992), USGS map: https://pubs.er.usgs.gov/publication/i2209
Williams et al. (2011), USGS map: http://pubs.usgs.gov/sim/3168/
Spencer et al. (2007), Science: https://doi.org/10.1126/science.1147621
Tsang et al. (2014), JGR-Planets: https://doi.org/10.1002/2014JE004670
White et al. (2014), JGR-Planets: https://doi.org/10.1002/2013JE004591
Keszthelyi et al. (2001), JGR-Planets: https://doi.org/10.1029/2000JE001383

NOTES: (1) Galileo SSI I24 observations were damaged by radiation exposure to the camera electronics, and were only partially recoverable. There were
insufficient resources to include them in this project. (2) Io mosaics better than 200 m/px would require too much time to tie to this database, so they are not
included in this first version of the Database.

Ancillary data maps

USGS Galileo-Voyager Global
Mosaics

SSI Orbit I32 observations

Galileo SSI Orbit I27 observations

Galileo SSI Orbit I25 observations

Global geologic map
Global geologic map
Mission Image Data

Regional Geologic Maps

Additional Hot Spot Data

Item Name
Surface Heat Flux Models
AO Telescopic Observations

Table 1. Directory structure and datasets listing for the ASU Io GIS database, version 1.0. Downloadable Zipped GIS file:
https://rpif.asu.edu/downloads/PDART_Io_DB_GIS_data.zip
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FOURIER TRANSFORM DE-STRIPING OF LRO LAMP DATA PRODUCTS. A. A. Wirth-Singh1,2, J.T.S.
Cahill2, and D. Waller2. 1University of Washington (annaw77@uw.edu), 2Johns Hopkins University Applied Physics
Laboratory.

Introduction: The Lunar Reconnaissance Orbiter
Lyman-Alpha Mapping Project (LRO LAMP) provides
a unique view of the Moon in both global equatorial
and polar data products in the far-ultraviolet (FUV)
spectrum (<130 nm) [1]. An artifact visible in the
global data products consists of vertical striping noise
which can obscure faint surface features, such as lunar
swirls and crater ejecta [2], which LAMP is uniquely
positioned to study.
Various methods of de-striping images have been
applied to other data sets, each with particular advantages and disadvantages. The optimal de-striping
method for a particular dataset depends on the nature
of the striping. These methods include histogram
matching [3], frequency component filtering [4-7], and
wavelet analysis [8]. In this work, we report our initial
examination of frequency component filtering using
Fourier transforms applied to the LAMP dataset.
Dataset: LRO LAMP is a push-broom photoncounting spectrometer that detects albedo. During
nighttime observations, the LAMP instrument detects
interplanetary hydrogen photons which reflect off the
lunar surface. Raw photon counts amassed over many
orbits are compiled and normalized to produce a complete dataset. Spectral bands between 119 and 125 nm
are averaged to reflect starlight and Lyman-alpha skyglow centered at 121.6 nm. The composite map used in
this work has a resolution of 32 pixels per degree.
Methods: Variations of frequency component
methods have previously been used for planetary data
[6-7] and, perhaps more extensively, electron force
microscopy data [4-5]. Sometimes, more complicated
algorithms are introduced to reduce the possibility of
distorting the actual data. In the frequency component
analysis, distortions can occur by unintentionally deleting image data which happens to occur at the same
frequency as the striping. Due to the periodic, unidirectional nature of the striping in the LAMP data and the
lack of similarly described features on the Moon, a
frequency component analysis method effectively destripes the LAMP dataset, and we demonstrate optimizing this method for the data.
First, the image data is Fourier transformed obtain
the power spectrum of the image. When the transform
is arranged such that the zero frequency component
lies at the origin, the frequency components of the ver-

tical stripes manifest as a horizontal line over the
origin. An angular sector including this horizontal line,
but excluding the origin, is deleted. This modified
transform is then reverse Fourier transformed to obtain
the result image with reduced striping.
The degree of de-striping can be adjusted in two
ways: the size of the sector deleted, and the number of
times that the algorithm is run. Deleting too large of an
angular sector introduces undesirable new artifacts and
decreases the contrast of the image. On the other hand,
deleting too small a sector is ineffective. We find it
most advantageous to delete an angular sector of 5-10
degrees and to run the processing twice.
Results: We chose a sample of the LAMP data
containing numerous swirl features in the South Pole
Aitken (SPA) Basin (see Fig. 1a). The region is approximately 1,800 km by 1,300 km and is centered
near Mare Ingenii. Note the vertical striping throughout the image. In Fig. 1b, we show the Fourier transform of this image with dashed lines indicating the 7degree portion of the frequency spectrum to be deleted.
We reverse Fourier transform to obtain an image, and
for further de-striping we repeat this procedure one
more time to obtain the image shown in Fig. 1c. Finally, in Fig 1d, we show the difference image between
Fig. 1a and 1c which shows the removal of vertical
stripes.
The herein described Fourier transform method can
be applied to any image with periodic striping, as long
as the striping does not occur with the same frequency
as the underlying signal. Fourier transform packages in
many modern data analysis platforms make this method among the most straightforward to implement.
References: [1] Gladstone, G. R. et al. (2010)
Space Sci Rev. 150, 161-181. [2] Cahill, J. T. et al.
(2019) AGU Fall 2019, Abstract #P43G-3523. [3]
Rakwatin, P. et al. (2007) IEEE Transactions on Geoscience and Remote Sensing 45, 1844–1856. [4]
Schwartz, J. et al. (2019) Microscopy and Microanalysis, 25(S2), 174-175. [5] Chen, S. and Pellequer, J.
(2011) BMC Structural Biology 11:7. [6] Van Buren,
D. (1987) The Astronomical Journal, 94(4), 10921094. [7] Zeng, Q. et al. (2020) Remote Sens. 12(22),
3714. [8] Torres J. and Infante S. (2001) Optical Engineering 40(7).
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Figure 1. Demonstration of the Fourier de-striping method on a section of SPA lunar swirls. (a) The original data. (b) The Fourier transform of
the data with dashed lines indicating the triangular sections of the image to be deleted. (c) The de-striped image. (d) The difference between images (a) and (c).
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In-situ Expl oration Data Positioning of Chang’e-4 Rover with Trans verse Route Mapping. X. G.
Zeng 1 ,W.Zuo 1 ,X. Y. Gao 1 ,Y.X. Liu 1 and C. L. Li1 , 1 Key Laboratory of Lunar and Deep Space Exp loration, National
Astronomical Observatories, Ch inese Academy of Sciences, Beijing 100101, Ch ina, zengxg@nao.cas.cn,
zuowei@nao.cas.cn, gaoxy@nao.cas.cn, liuy x@nao.cas.cn, and licl@nao.cas.cn.
Introduction: The Chang’e-4(CE-4) lunar probe
has successfully landed in the floor o f Crater Von
Kármán on 3rd, Jan, 2019. Up to now, the Rover has
worked more than 28 lunar days in the landing site, the
onboard scientific payloads such as Panoramic Camera
(PCAM), Visual and Near Infrared Imaging
Spectrometer (VNIS), Lunar Penetrating Radar(LPR)
et.al., wh ich were designed to study the topographic,
minera logy and subsurface structure have captured
large amount of in-situ explo ration data . To support
the data archive and post-data analysis, we tried to
record the trace and location of explorat ion point of the
Rover, and then link the in-situ explorat ion data to the
exploration point in each lunar day. By this means, we
have made an updating transverse map of CE-4 Rover,
and a geo-location based database for the science data.
Which not only help the engineering work like
localization, navigation, and scientific explo ration
planning for the Rover, but also facilitate the lunar
science study with CE-4 data.
Base Map Creating: The resolution of the
available DTM data in CE-4 landing site (such as CE-2
DTM, SELENE DTM ) are about 7~10 meters, wh ich
is not sufficient for the lunar in situ exp loration. To
solve this problem, we need to get a higher resolution
base map for the landing site, and luckily the LRO
NAC( Lunar Reconnaissance Orbiter, Narrow Angle
Camera) has captured some images over this area with
a resolution of ~1 meter, CE-4 Landing
Camera(LCAM) has also captured series of images
among this area with resolution ranging fro m meters to
centimeters[1].For CE-2 DTM Data, China Lunar
Exp lorat ion Program(CLEP) has produced and
released the 7m resolution CE-2 DTM data(originated
fro m CE-2 CCD data), the data which cover the CE-4
landing site could be searched and downloaded at the
website http://moon.bao.ac.cn[2]. This data could be
used as the reference data for CE-4 terrain mapping.
For LRO Image Data, before and after CE-4 mission,
LRO NA C has captured several images which cover
the area of CE-4 landing site, and some of the images

with resolution ~1 meter are in good illu mination
condition(such as M1303619844). These data are also
available and could also be used as a background data.
For CE-4 LCAM Data, during the landing process of
CE-4 p robe, LCAM captured 5635 images of the
landing area. We selected 180 images in good
illu mination to make a LCAM-DOM, which is another
data source for creating base map for CE-4 landing site.
By the geo-reference of LRO image data and CE-4
LCAM-DOM to CE-2 DTM data with necessary
control points (including p lane control points and
elevation points), and then a more detailed base map of
the landing site has been produced.
In-situ Expl orati on Data Locating and
Archi ving : When Yutu-2 Rover is driving and
working on the lunar farside, in each lunar day, the
driving distance, direction would be sent to the Ground
Station as an engineering file. At the same t ime, the
PCAM carried by Yutu-2 Rover would capture high
resolution stereoscopic images of the lunar surface;
these images would also record the rover trace and the
relative position. By calculating the d riv ing parameters,
and registering the images to above mentioned Base
Map, we could draw the rover trace on the Base Map
and find out the specific location where the rover has
worked, each location was named as an explo ration
point. After that, the in-situ science data would be
lin ked to the corresponding explo ration point. By this
means, we would get a transverse map fo r the rover
(See Fig.1), and also establish a geo-location based
database for all the science data.
Future work: In the following wo rk, we would
continuously update the transverse map, improve the
geo-location based database for the CE-4 in-situ
exploration data, and a web interactive transverse map
system for in-situ science data search and download is
also going to be developed. In the near future,
according to the data release policy made by Ch ina
Lunar Exp lorat ion Program (CLEP), we would release
the web interactive map system at an appropriate time.
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Fig. 1 Transverse map with exploration points of CE-4 Rover in 28th lunar day
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SUPPORTING LOCATION AND MEASUREMENT FUNCTIONS ON CURIOSITY ROVER MOSAICS IN
THE ANALYST’S NOTEBOOK F. Zhou1, T. Stein2, R. E. Arvidson3, and J. Wang4, McDonnell Center for the
Space Sciences, Department of Earth and Planetary Sciences, Washington University in St. Louis, 1 Brookings
Drive, Campus Box 1169, St. Louis, Mo, 63130, 1chow@wunder.wustl.edu; 2stein@wunder.wustl.edu;
3
arvidson@wunder.wustl.edu; 4wang@wunder.wustl.edu.
Introduction: The Planetary Data System (PDS)
Analyst’s Notebook (AN, https://an.rsl.wustl.edu/msl)
[1] for the Mars Science Laboratory (MSL) Curiosity
rover [2] is an interactive web application containing
peer-reviewed, publicly available data from surface
operations, supported by documentation that describes
context for the observations, processing methodology,
and data formats. The Image Viewer tool within the
Notebook provides functions to visualize and explore
MSL mosaics, including source frame identification,
location and distance measurement, and ground location identification. These functions are available in
Mars Science Interface (MSLICE) [3], a planning tool
restricted to Curiosity rover science team members.
Our intent is to make these tools available to the planetary science community for use with archived data.
Background and Methodology: The MSL Camera Software Interface Specification (SIS) document
[4] provides details of the methods, algorithms, and
models describing how MSL single frame and mosaicked Navigation Camera (Navcam) and Hazard
Avoidance Camera (Hazcam) images are generated and
processed. Raw Experiment Data Record (EDR) and
most higher-order Reduced Data Record (RDR) data
products include camera model information [5] within
the metadata labels. The metadata are used to reconstruct the geometric setting at the time of imaging and
thus to build a mapping between the image domain and
the 3D object domain. Navcam image mosaics are generated by Multimission Instrument Processing Laboratory (MIPL) [4], assembled from multiple source
frames into a single RDR product.
In addition to the camera model, the mosaic
metadata includes the surface model and projection
parameters used for mosaic generation. The surface
model is a mathematical surface which approximates
the actual scene. Most mosaics are created using the
flat surface model, a flat plane, with normal direction
pointing upwards. Mosaic projection parameters model
the transformation between a point on the mosaic surface model and a corresponding pixel on the mosaic
image. We implement the mapping between a mosaic
and its source frames so that any pixel on the mosaic
can be traced back to the corresponding pixel in a particular source frame and vice-versa by following the
process of mosaic generation in [4]. A mosaic has multiple source frames, and each source frame may have a
derived XYZ RDR product (“XYZ file” in this ab-

stract), a three-band image that provides the site frame
coordinates for a given pixel in the source image. From
this, we are able to relate image pixel locations to Mars
ground coordinates in local, rover, surface, and map
reference frames.
The relationship between image pixel locations and
Mars ground coordinates is illustrated in Figure 1,
where (xg, yg, zg) represent a ground coordinate on the
martian terrain surface; (xm, ym, zm) is a coordinate on a
mosaic surface model; (im, jm) and (is, js) represent image pixel coordinates on the mosaic and source frames,
respectively. A mosaic pixel coordinate (im, jm) can be
converted to a coordinate (xm, ym, zm) on the mosaic
surface model, and vice-verse through equations based
on mosaic metadata [4]. A ground coordinate (xg, yg,
zg) (i.e. values from XYZ file) can be converted to
source image pixel (is, js) using camera model metadata. On the other hand, a ground coordinate (xg, yg, zg)
can be derived from a source image pixel (is, js) by using the value at the same pixel from a XYZ file.
Results of this approach were compared to those
obtained by visual inspection of the same features on
source frame images. The validation test found a difference of less than 2 cm on the ground between the
two methods, an acceptable difference given the precision of data in the XYZ files.

Figure 1. Relationship Diagram between source image
pixel (is, js), mosaic surface model coordinates (xm, ym, zm),
ground coordinate (xg, yg, zg) and mosaic image pixel (im,
jm).

Use within the Analyst’s Notebook Image Viewer: The AN Image Viewer uses coordinate frame
transformation calculations to support location and
measurement functions from different frames, including a map projection coordinate system, e.g., Universal
Transverse Mercator (UTM).
Source Frame Identification. A user may want to
work with one or more source frames that comprise a
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given mosaic. Mosaic metadata are used to identify the
source frames used, but do not allow specification of
their locations on the mosaic. In order to register
source images on a mosaic, we calculate the points of
intersection between viewing rays from four edges of
the source image and the mosaic surface model. Then
we project the intersection coordinate (xm, ym, zm) on the
mosaic surface model to the image plane of the mosaic
to construct the source footprint. Any pixel (im, jm) on a
mosaic can be located on its source frame footprint
using the point in a polygon algorithm. When a user
clicks a point on the mosaic, the source frame(s) are
highlighted, as shown in Figure 2.

Figure 2. AN Image Viewer screen capture showing a
cylindrical mosaic with source footprints visible. The highlighted footprints in green and red identify the two source
frames that include coverage of a user-identified location on
the mosaic. Corresponding highlights on the left side are
direct links to the individual image products.

Location and Measurement Tools. Users may find
the position of a point in a mosaic or measure the distance between two selected points. For any pixel on the
mosaic, we compute the corresponding coordinate (xm,
ym, zm) on the mosaic surface model. Using this coordinate, the image pixel (is, js) on the source frame is
calculated and the coordinate on the ground (xg, yg, zg)
of pixel (is, js) can be read from the XYZ files. In addition, the Image Viewer provides length, distance to
rover, and azimuth and elevation angle measurements,
as shown in Figure 3. Locations can be shown in different reference frames. Measurement data can be
downloaded in an Excel spreadsheet format as well as
ESRI shapefiles.

Figure 3. Feature and distance measurements on a vertical mosaic in MSL AN Image Viewer.
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Finding a Point Based on a Known Ground Coordinate. A user may want to find the pixel on the mosaic
by providing an (x, y) or (x, y, z) ground coordinate.
As noted, XYZ files do not exist for mosaic images,
and searching each source frame’s XYZ file pixel by
pixel is time consuming. Instead, we use the camera
model and source frame metadata stored in a database
to improve performance. To identify a ground coordinate (xg, yg, zg) given by the user, the image pixel coordinate (is, js) on source frames is obtained by querying
the stored metadata. A viewing ray from (is, js) that
intersects the mosaic surface is used to find the (xm, ym,
zm) on the mosaic surface mode and the resulting image
pixel coordinate (im, jm) on the mosaic. The performance time to find a ground xyz value on a mosaic is
less than 1 second even for a mosaic with 76 source
frames. If a user does not provide z value, the corresponding (is, js) is unable to be directly calculated using
the camera model. In this case, stored metadata are
used to narrow down candidate source frames, which
are then searched pixel by pixel to locate the closest
match. The performance time is typically two to four
seconds. Figure 4 shows the Image Viewer dialog for
finding a location on a mosaic using a UTM coordinate
and the output result. The output result is automatically
converted into site frame.

Figure 4. Find a ground coordinate (x, y) on a mosaic.
The Add location button marks the point on the mosaic.

Future Work: Our development is based on previous suggestions from our PDS users, and feedback
continues to be sought. (User feedback should be submitted to an@wunder.wustl.edu or by using the online
form.) Work continues to incorporate additional features, especially in the areas of related observations
and visualization, for example overlay observed targets
on mosaics in the Image Viewer.
Acknowledgment: This work is part of the Analyst’s Notebook development. The Analyst’s Notebook
is developed through funding provided to the PDS Geosciences Node. Ongoing cooperation of the mission
science and operation teams is greatly appreciated.
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Introduction:
MATISSE
(Multi-purpose
Advanced Tool for the Solar System Exploration) is the
Space Science Data Center (SSDC) scientific webtool
dedicated to planetary sciences.
Its first version has been released in early 2013 [1]
(https://tools.ssdc.asi.it/matisse.jsp) and, since about
one year, its 2.0 version is available to the public [2, 3]
(https://tools.ssdc.asi.it/Matisse).
This version is completely written as a series of
Python modules, using a GIS-oriented database solution
(e.g., PostgreSQL+PostGIS), allowing reading the input
from the user, finally providing in output the 2D/3D
representations of the processed data.
Current capabilities: MATISSE 2.0 can be either
accessed by a web-browser or by script, exploiting a
REST protocol.
The tool’s homepage allows the user to perform a
query based on target, missions, instruments and to
several geographical, geometrical, temporal metadata.
The geographical selection can be made also by using a
user-friendly map or looking for predefined areas (e.g.,
craters) on the target (Fig. 1).

Figure 1: MATISSE homepage.
The current version of the tool ingests data from 5
targets (1 Ceres, 4 Vesta, Mars, Mercury and Venus), 3
missions and 5 instruments (NASA Dawn VIR VIS and
IR, ESA Venus Express VIRTIS-M VIS and IR, NASA
MRO CRISM), exploiting both datasets stored at SSDC
premises and remotely archived data, accessed by
means of different standard protocols.
To these instruments a numerical thermophysical
model for airless bodies [4], available for Mercury and
1 Ceres, has to be added.
MATISSE 2.0 provides as output a 2D Planetary FITS
file [5] and, where available, a 3D VTP file: both of

them can be either visualized and analysed directly on
the web browser (Fig. 2) in the MATISSE output page
or downloaded.

Figure 2: MATISSE output page for a VIR Vesta
observation.
Planned upgrades: We are now working to
increase the MATISSE capabilities, by adding new
datasets and also totally new functionalities, as
explained below.
At the present time, these updates are being tested in
the SSDC development area (not accessible from the
outside) and should be made available to the public in
the next months.
MATISSE for geological maps.
In the GIS
framework in which MATISSE is embedded, the
capability of exploiting semantic information coming
from planetary geological maps is of capital importance.
For example a user would be able to look for
hyperspectral observations of Mars included in a
selected geological unit of a crater (Fig. 3), so that a
detailed study of the spectral features can be performed
exploiting the advanced solutions provided by
MATISSE.
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Figure 3: MATISSE output of the selected geological
unit.
For this task Mars, Mercury and 1 Ceres has been
chosen as targets for the presence of a wealth of data
from previous and active missions (Mars and Ceres) and
to be ready for upcoming missions (e.g. BepiColombo)
that will benefit of this capability, also exploting the
thermophysical model already available.
MATISSE for MARSIS data. MARSIS is the subsurface Martian radar onboard the ESA Mars Express
mission, thanks to whom a series of liquid lakes under
the Martian South Pole has been discovered [6].
SSDC stores MARSIS data (both public and private
ones) since long time and, at the end of the previous
year, a collaboration between the SSDC MATISSE
team and the MARSIS and G-MAP ones, started, with
the aim of providing a tool to efficiently search and
visualize MARSIS radargrams.
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crater/boulder counting and area selection directly on
the 3D visualization.
It is also worth to mention the collaboration with the
NASA Juno JIRAM team, for what regards the
visualization of some atmospheric retrieval parameters.
Once the software pipeline used by [9] will be
adequately transferred to the SSDC infrastructure, its
results could be ingested by MATISSE and an advanced
visualization solution adopted.
References: [1] Zinzi A. et al. (2016) Astronomy
and Computing, 15, 16–28. [2] Zinzi A. et al. (2018)
Planetary Science Informatics and Data Analytics
Conference, held 24-26 April, 2018 in St. Louis,
Missouri. LPI Contribution No. 2081, 2018, id.6002.
[3] Zinzi A. et al. (2019) EPSC-DPS Joint Meeting
2019, held 15-20 September 2019 in Geneva,
Switzerland, id. EPSC-DPS2019-1272. [4] Rognini et al.
(2019),
Journal
of
Geophysical
Research,
https://doi.org/10.1029/2018JE005733. [5] Marmo C. et al.

(2018), Earth and Space Science, 5, 10, 640-65. [6]
Lauro S. E. at al. (2021), Nature Astronomy, 5, 63-70.
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Figure 4: MATISSE output page showing a MARSIS
radargram.
The search functionality is now under test for private
data (Fig. 4), whereas public data will be accessed via
ESA PSA using the EPN-TAP protocol.
In the future we will work on advanced algorithms
to visualize the radargrams in a three-dimension way.
Future works: Together with the above mentioned
updates currently under development, we are planning
to work on further modification to MATISSE, as
scientific teams of future missions are looking at this
tool as a way to easily integrate and fuse several
datasets, thus increasing scientific production.
Among these, the closest one, in a temporal way, is
the ASI LICIACube mission [7], directed to the 65803
Didymos system as a piggyback of the NASA DART
mission [8].
LICIACube main aim will be to witness DART
impact with Dimorphos and then study the consequent
plume.
SSDC is involved in this mission as responsible of
the Scientific Operations Center and we are planning to
modify MATISSE with GIS-focused features, such as
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Introduction: The current discovery rate of NEOs
is about three thousand per year and this rate should
increase shortly in the next years when the near-future
wide-field high sensitivity NEO surveys such as
NEOCam, Fly Eye and LSST will come into operation
leading a large amount of data. This, together with the
fact that observations devoted to NEO physical
characterization are inhomogeneous and sparsely
distributed, will make the long-term storage and
dissemination of this data crucial.
Within the Data Management activities of the EU
funded NEOROCKS project (NEO Rapid Observation,
Characterization and Key Simulations), the Space
Science Data Center of the Italian Space Agency (ASISSDC), relying on its long-lasting experience on spacedata dissemination, is defining a novel NEO Physical
Properties database.
This database will be capable of hosting a great
variety of NEO physical characterization data products,
ensuring an efficient dissemination, their scientific
exploitation and their long-term storage by using an
original data model derived from the EPNCore, a welldefined IVOA (International Virtual Observatory
Association) standard [1] targeted at maximizing data
discovery in science fields related to the Solar System.
The NEOROCKS data model: We are developing
a data model derived from well-defined IVOA
(International Virtual Observatory Alliance) standards,
aiming at making the NEOROCKS database compliant
by-design with the set of existing virtual observatory
services. This implies the ability to store, maintain, give
access and regularly update all different levels of
processing, from raw data to final products (e.g. size,
rotation, spectral type).
During the data model design process, a main
challenging objective has been the inclusion of the
several properties to be taken into consideration for an
extensive physical description of NEOs, while, at the
same time, using the already existing meta data fields
defined in the IVOA standards. Starting from a
conceptual modelling of the domain, focusing at
representing accurately the entities, we then stepped to
a logical modelling, taking into account also the
implementation constraints to deal with performance
issues of the data access layer [2].
For this scope we used sets of parameters already
defined in the standard, in particular, apart for those
tagged as mandatory in the EPN-TAP Data Model (e.g.,
target_name,
target_class,
processing_level,

c1min/max, …), we used a list of parameters from the
“Common” and “Solar System Objects” thematic
extensions (e.g., eccentricity, id_mpc, albedo, …),
together with some defined in particular EPN-TAP
resources, such as LOFAR_Jupiter, APIS and PVOL.
In this way, both observations and physical
properties can be adequately described, without losing
precious information.
During the lifetime of the NEOROCKS project, this
data model is representing the foundation for the
database schema development. A data access layer
based on the Java language is defined on top of the
database to enable both query and upload functionalities
provided in the NEOROCKS technical web portal,
planned for a public release at the end of the project
itself.
Data sources: NEO data (orbital elements and
physical properties) will be initially imported from
existing sources, such as the NEO Coordination Center
(NEOCC) of the European Space Agency (ESA),
including the European Asteroids Research Node
(EARN) NEO catalog no longer updated since 2016.
In a second phase the database will be instead
updated regularly by the NEOROCKS users after
performing new observations throughout the project
duration. The NEOROCKS consortium in fact, either
through competitive proposal or by direct funding, has
access to a wide variety of observational assets
developed and operated within the framework of
European and international research collaborations as
well as national assets in order to perform spectroscopic,
photometric, polarimetric and radar observations for
physical characterization.
Apart from the people directly belonging to the
NEOROCKS project, additional “external partners”,
whose contribution to the project has been approved by
the consortium, shall be involved in order to allow
receiving contributions from other collaborating
observers and amateurs.
In addition the Solar System Objects (SSO) NEO
physical properties in the Gaia DR2 [3] and DR3,
including positions, parallaxes, proper motions, G-band
fluxes as well as integrated red (RP) and blue-band (BP)
fluxes of thousands of asteroids will be imported and
integrated into the NEOROCKS Physical Properties
Database.
Finally there is a tremendous amount of data stored
in the archives of ground and space based telescopes
with wide fields of view such as LBT, VST and CFHT.
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Carrying out a fundamental activities of data mining
will be possible to retrieve additional and important
physical information for NEOs serendipitously
observed which could also be stored in the database.
The orbital elements will then be regularly updated
from the NEOCC source to let the users exploit the most
accurate results based upon the latest version of
dynamical data.

Figure 1: Overview of the NEOROCKS technical web portal

The technical portal and the future ASI NEO
Data Center: The final outcome will be a technical web
portal where both authenticated and anonymous users
can access data through a query interface, with different
access privileges. This portal will allow to display both
dynamical and physical properties of any given NEO, or
to search for samples within the NEO population
satisfying the user desired requirements.
A restricted area will be dedicated to observation
upload functionalities, making possible to coordinate
observational run and to enrich the database with the
outcomes represented by both data files and further
refinements of the NEO physical characterization
coming from NEOROCKS users.
As we plan to host this center at SSDC, these
services will be available beyond the duration of the
NEOROCKS project as a reliable and interoperable
source of services and data on NEO physical properties.
In this way it will be possible to address the need of
a unique database for all different data products
resulting from NEO observations well beyond the
nominal lifetime of the NEOROCKS project. In fact
differently from astrometric observations, which have a
centralized data center acting under International
Astronomical Union (IAU) mandate, the outcome of
ground based NEO observations devoted to physical
characterization
are
inhomogeneous,
sparsely
distributed, difficult to access and only the final
products rarely have been turned into a publicly
available database (e.g. EARN catalog).
The web application is based on a “three layers
logical architecture” deployed with Liferay DXP on top
of an Apache Tomcat installation.
To enhance system modularity, configurability and
portability, the web server and the DBMS (Data Base
Management System) are being developed as separate
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virtual machines and, during its final public release, it is
foreseen an installation into the SSDC virtualization
cluster, taking advantage of its resilient execution
environment and a long-term preservation approach
given by the Italian Space Agency institutional
assignment.
The software development is based on agile
methodology principles, using a DevOps approach. The
early verification of the source code quality is
performed with SonarQube, while for unit testing JUnit
is the reference tool. The CI/CD (Continuous
Integration/Continuous Delivery) is achieved by means
of a tool set to automate building, testing and
deployment: BitBucket and Nexus are the software
repositories, Bamboo is used for automatic workflows,
Jira and Confluence for project management and bug
tracking.
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Introduction: ExoplAn3T (Exoplanet Analysis and
3D
visualization
Tool
–
https:/tools.ssdc.asi.it/exoplanet) is the SSDC scientific
webtool designed to provide a unified and intuitive
interface to access to multiple on-line exoplanet
catalogues (i.e., NASA Exoplanetary Archive [1], The
Extrasolar Planet Encyclopedia [2] and ExoMerCat [3]).
ExoplAn3T interface is designed and optimized for the
study of exoplanetary systems as global entities, while
still allowing to extract information on individal planets.
When queried, ExoplAn3T applies a two-step
procedure: the first one is the “planetary query”, aimed
at finding exoplanets having the characteristics required
by the user; the second one is made up of a series of
“system queries” (one query for every exosystem found
in the first step) looking for all the planets belonging to
each exosystem in which the exoplanets of the
“planetary query” are found.
Furthermore, ExoplAn3T offers, the possibility of
visualizing the systems in an interactive 3D mode,
making it an ideal tool to visually compare different
exosystems and explore architectural differences and
similarities as those revealed by the Kepler and K2
datasets [4].
Tool capabilities: Up to now scientific users could
generally search for planetary features in public tools
using their individual interfaces. Because of their
different design, extracting the same information from
all databases could easily prove difficult and time
consuming. Furthermore, with the exception of the
recently updated NASA Exoplanet Archive, users were
limited to retrieve as output a list of individual
exoplanets sharing some characteristics.
ExoplAn3T offers instead the possibility to easily
search for exosystems including similar planets: this
capability could be valuable in studies pointing at
finding a classification of exosystems [5, 6]. To further
increase this capability we are currently working
towards adding the computation of the NAMD
(Normalized Angular Momentum Deficit) parameter
described by [6], a unified measure of the global
dynamical excitation of planetary systems only recently
applied to exoplanetary studies.
ExoplAn3T produces different outputs (tabular
results, 3D visualization, 2D plot). It is initialized by a
web interface designed to allow for intuitively building
complex queries in a transparent way and without any
prior knowledge of the specific details and behavior of
each queried database.

Example use case: Using the definition of
“Conservative Habitable Zone” as found in [7], a query
to the NASA Exoplanet Archive can be submitted
imposing stellar effective temperature between 5500
and 6000 K, semi-major axis between 0.75 and 1.8 au
and requiring a system with at least 3 planets, looking
for systems with “habitable planets”.
Two of the six systems thus found (HD-34445 and
HD-10180) have 6 planets and, by visually comparing
them by means of the default 3D view of ExoplAn3T
(Fig. 1), these systems appear to be rather different, as
the orbits of the outermost planet in the first one is
almost a factor of two wider than that of the second one
(6.36 and 3.38 au, respectively).

Figure 1: The two systems examined in the presented
use case HD-10180, top, and HD-34445, bottom, as
viewed by meas of ExoplAn3T.
However, the habitable planets of these systems are
similarly located in their outer regions, and both systems
host another inner planet just out of the habitable zone
semi-axis range.
Conclusions and future works: ExoplAn3T is a
tool designed to explore exosystem datasets, allowing
researchers to shift their attention from the individual
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exoplanets to the exosystems seen as global entities, and
providing the possibility of querying using multiple
archives.
In the future, the addition of the NAMD
computation will further characterize the tool, making it
more straightforward to take into account the orbital
excitation and the probability of impacts, providing
information on the history and evolution of the system
both as stand-alone system and in comparison with
other well-characterized systems as Trappist 1 and the
Solar System [8].
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et al. (2021) Astronomy & Astrophysics 645, A71.

7019.pdf

