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Guide to Sessions 
 

4th Planetary Data Workshop 
June 18–20, 2019 
High Country Conference Center, Flagstaff, Arizona 
 
Tuesday, June 18, 2019 
7:30 a.m. HCCC Pre-Function Hall Registration and Continental Breakfast 

8:20 a.m. HCCC Humphreys Introduction and Announcements 

8:30 a.m. HCCC Humphreys Planetary Missions:  Updates on New Data and Services I 

9:00 a.m. HCCC Doyle Updates on Tools and Services:  Contributed Demos 
and Discussions 

1:30 p.m. HCCC Humphreys Planetary Missions:  Updates on New Data and Services II 

5:30 p.m. HCCC Pre-Function Hall Poster Session 
 

Wednesday, June 19, 2019 
7:30 a.m. HCCC Pre-Function Hall Registration and Continental Breakfast 

8:20 a.m. HCCC Humphreys Planetary Data Archives, Support Services, and Tools I 

8:20 a.m. HCCC Doyle New Tools and Services for Planetary Data Processors 
and Users I 

9:00 a.m. HCCC Rees PDS4 Discussions and Demos 

1:30 p.m. HCCC Humphreys Planetary Data Archives, Support Services, and Tools II 

1:30 p.m. HCCC Doyle New Tools and Services for Planetary Data Processors 
and Users II 

 

Thursday, June 20, 2019 
7:30 a.m. HCCC Pre-Function Hall Continental Breakfast 

8:20 a.m. HCCC Humphreys Looking Ahead:  What’s Next for Planetary Data 
 
 



 
 



Program 
 

Tuesday, June 18, 2019 
PLANETARY MISSIONS:  UPDATES ON NEW DATA AND SERVICES I 
8:20 a.m.   HCCC Humphreys 
Chairs:  Robin Fergason and Lisa Gaddis  
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
8:20 a.m. Gaddis L. R. * Introduction and Announcements 
8:30 a.m. Knopf W. * NASA SMD Strategic Data Management 
8:45 a.m. Estes N. M. *   Robinson M. S. LROC:  Ten Years Exploring the Moon [#7082] 

LROC launched 18 June 2009, and in 10 years of flight has 
acquired a wide variety of data that is both archived and 
made available to users via a variety of tools 
and interfaces. 

9:00 a.m. Speyerer E. J. * Assessing the Robustness of Feature Detectors on 
Lunar Images [#7095] 
Feature matching algorithms are now being applied to 
planetary images. Understanding the robustness and 
capabilities of feature detectors along with descriptors 
will improve the selection process when developing 
feature matching routines. 

9:15 a.m. Near J. G.   Guseman R. P.   
Turtle E. P.   Hibbard K. E.   
Adams D. S.   Steele R. J. *   
Mehta N. L.   Nair A. H.   
Sawyer C. A.   Murchie S. L.   
Vandegriff J. D. 

Exploring Titan Using Virtual Reality with Data from the 
Dragonfly Mission [#7092] 
APL is proposing the Dragonfly mission that will explore 
Saturn’s moon Titan; it will carry instruments that can be 
used to create 3D representations of Titan’s terrain. We 
describe a VR tool that allows a 3D immersive experience 
of the Titan data. 

9:30 a.m. Bland M. T. *   Weller L. A.   
Mayer D. P.   Edmundson K. L.   
Archinal B. A. 

The Shape of Enceladus from a Dense Photogrammetric 
Control Network [#7048] 
We photogrammetrically solve for lat/lon/radius on a 
dense network of image tie points and interpolate to a 
shape model. The model resolves the large-scale structure 
of the shape, and local topography where point density 
and stereo quality is high. 

9:45 a.m. Seelos F. P.   Cartwright S. F. A. *   
Romeo G.   Hash C.   
Murchie S. L. 

Making the Most of the CRISM Multispectral Mapping 
Data — From Pixels to Polygons [#7091] 
CRISM mapping data processing, mosaic construction, and 
GIS visualization and analysis will be presented for 
filtered, corrected, and radiometrically reconciled 
Multispectral Reduced Data Record (MRDR) map tile 
spectral and parameter data products. 

 



 
10:00 a.m. Muller J.-P. *   Putri A. R. D.   

Tao Y.   Watson G.   Besse S.   
Grotheer E. 

UCL 3D Imaging Products from HRSC for SPRC and Global 
CTX, Their Quality Assessment and Their 
Public Distribution [#7073] 
We describe how quality is defined and measured for 
DTMs generated automatically using CASP-GO and how 
the subsequent quality-assured products are distributed 
through the ESA GSF and iMars webGIS. 

10:15 a.m.  BREAK 
10:30 a.m. Ren X. *   Liu J. J.   Li C. L.   

Yan W.   Chen W. L.   Zhang X. X.   
Zuo W.   Gao X. Y.   Zeng X. G.   
Zhang Z. B. 

The Topographic Data Recovering for Chang’e-4 Landing 
Site and Roving Site [#7030] 
Chang’e-4 successfully landed on 3 January 2019. The CE-
4 lander and rover carry three cameras. In this study, their 
images were used to generate the accurately topographic 
data with an accuracy of cm level around the CE-4 landing 
and roving site. 

10:45 a.m. Zeng X. G. Dr. *   Zuo W. Prof.   
Liu J. J. Prof.   Ren X. Dr.   
Zhang Z. Z. Mr.   Gao X. Y. Dr. 

A Method for Combining Chang’e 2(CE2) DEM and LOLA 
DEM to Improve Topography Data Quality in Lunar 
Polar Region [#7008] 
There still exist some data void in CE-2 7m DEM especially 
in lunar polar region. To solve the problems, we are trying 
to establish an improved adaptive DEM fusion framework 
by combining CE2 DEM with other products such as 
LOLA DEM. 

11:00 a.m. Doran G.   Wagstaff K. L. *   
Cameron M.   Daubar I.   
Phillips C. 

Automatic Plume Detection for the Europa 
Imaging System [#7026] 
Algorithms onboard Europa Clipper can search for plumes 
within EIS images to flag them for high-priority downlink. 

11:15 a.m. Steele R. J. *   Ernst C. M.   
Barnouin O. S.   Daly R. T.   
Small Body Mapping Tool Team 

The Small Body Mapping Tool (SBMT) For Accessing, 
Visualizing, and Analyzing Spacecraft Data in Three 
Dimensions:  2019 Update [#7049] 
The Small Body Mapping Tool (SBMT) makes it easy to 
access and analyze spacecraft data of small bodies. 

11:30 a.m. O’Shea C. M. *   Turner F. S.   
Turner J. E.   Turtle E. P.   
Patterson G. W. 

An Efficient Algorithm for Calculating the Intersection of 
Two or More Convex Cones [#7036] 
There are several instances in mission planning, data 
processing, and visualization for which calculations of 
cone intersections are necessary, though complex and 
inefficient. We describe an efficient algorithm to calculate 
such intersections. 

11:45 a.m. Grieger B. * Mapping Planetary Data Between Different Shape Models 
of an Irregular Body [#7021] 
The mapping of planetary data between different shape 
models is useful for several purposes. In particular, it is 
needed to display data on a complete map of comet 
67P/Churyumov-Gerasimenko. An efficient method to 
perform such a mapping is presented. 

12:00 p.m.  LUNCH 



Tuesday, June 18, 2019 
UPDATES ON TOOLS AND SERVICES:  CONTRIBUTED DEMOS AND DISCUSSIONS 
9:00 a.m.   HCCC Doyle 
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
9:00 a.m. Hare T. M. * Introduction to Session 
9:10 a.m. Hare T. M. * PlanetaryPy 
10:40 a.m.  Open Discussion and Demos (TBD) 
12:00 p.m.  LUNCH 
1:00 p.m. Acton C. H. *   Bachman N. J.   

Semenov B. V. 
SPICE Round Table Discussion [#7024] 
This is an invitation to a round table discussion of the 
SPICE ancillary information system, allowing SPICE users 
to provide inputs on suggested improvements to SPICE 
tools and to the NAIF group’s services. 

2:00 p.m. Costa M. Mr. *   Grieger B. Dr.   
Arviset C. Mr. 

SPICE Training Session [#7002] 
The ESA SPICE Service offers a training session on SPICE 
aimed at scientists and engineers who want to be 
introduced to SPICE or who might be considering 
attending a complete SPICE training. 

3:30 p.m. Robbins S. * ISIS Control Networks:  CTX Example 
5:00 p.m.  Adjourn 
 



Tuesday, June 18, 2019 
PLANETARY MISSIONS:  UPDATES ON NEW DATA AND SERVICES II 
1:30 p.m.   HCCC Humphreys 
Chairs:  Chris Okubo and Emerson Speyerer  
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
1:30 p.m. Manaud N. *   Nass A.   

van Gasselt S.   Hare T.   
Pio Rossi A.   Lewando M. 

Towards a New Face for Planetary Maps on 
the Web [#7086] 
In the context of the OpenPlanetaryMap project, we 
present a new cartographic approach of creating 
planetary basemaps designed to enhance the overall user 
experience of a wide range of web mapping applications. 

1:45 p.m. Dickson J. L. *   Ehlmann B. L. Standards for Traceability and Non-Destructive 
Construction in Planetary Science Data Sets:  An Example 
from the CTX Global Mosaic [#7109] 
We outline a framework by which data creators can 
communicate the level of traceability and reproducibility 
of a derived product, from basic bookkeeping of metadata 
to full dynamic, vectorized pixel-for-pixel mapping. 

2:00 p.m. Calef F. J. III *   Soliman T.   
Abarca H. E.   Abercrombie S. P.   
Powell M. W. 

Multi-Mission Geographic Information System:  An Open 
Source Solution for Planetary Science Operations [#7071] 
We’ve completed a three-year project developing the 
multi-mission geographic information system, MMGIS, as 
a new science operations tool. MMGIS provides 
geospatial tools as part of a spatial data infrastructure for 
planetary science missions. 

2:15 p.m. Michael G. G. *   Walter S. H.   
Zuschneid W.   Gross C.   
Schreiner B.   Gwinner K. 

Brightness Equalization for Mars Images as Applied to 
HRSC Image Mosaics [#7058] 
Mars Express HRSC image strips show varying 
brightnesses caused by differing illumination and 
atmospheric conditions. We present a procedure to 
generate a visually consistent image mosaic using an 
external brightness reference. 

2:30 p.m. Fergason R. L. *   Hare T. M.   
Mayer D. P.   Galuszka D. M.   
Redding B. L.   Cheng Y.   
Otero R. E. 

Mars 2020 Terrain Relative Navigation Support:  Digital 
Terrain Model Generation and Mosaicking 
Process Improvement [#7047] 
In support of Terrain Relative Navigation onboard the 
Mars 2020 Lander, we have developed new DTM 
generation procedures with a focus on improving the 
ability to co-register adjacent DTMs (and thereby 
orthoimages) both vertically and horizontally. 

2:45 p.m. Kerner H. R. *   Wagstaff K. L.   
Bue B.   Wellington D. F.   
Jacob S.   Bell J. F. III   Amor H. B. 

Comparison of Novelty Detection Methods for 
Multispectral Images from the Mastcam Instrument 
Onboard Mars Science Laboratory [#7115] 
We present a comparison of several traditional and 
machine learning methods for detecting novel geology in 
Mastcam multispectral images of Mars. 



3:00 p.m.  BREAK 
3:15 p.m. Semenov B. V. * What’s Happening at NAIF? [#7037] 

This talk will provide an overview of the current activities 
that take place at and capabilities and data available from 
the Navigation and Ancillary Information Facility (NAIF). 

3:30 p.m. Costa M. Mr. *   Grieger B. Dr.   
Arviset C. Mr. 

SPICE for ESA Planetary Missions:  An Update [#7003] 
We provide an introduction and an update for the SPICE 
Kernel Datasets generated by the ESA SPICE Service for 
ESA Planetary Missions. SPICE provides scientists the 
observation geometry needed to plan and analyze 
scientific observations. 

3:45 p.m. Goossens S. *   Mazarico E.   
Gaddis L.   Ishihara Y. 

Updated Kaguya Extended Mission Orbit Product for 
Improving the Geometry of the Extended 
Mission Data [#7014] 
We present updated orbits for the Kaguya extended 
mission (XM) that improve the geolocation of the Kaguya 
XM data sets. The orbit precision during Feb–June 2009 is 
at the level of several tens of meters, much better than 
the archived orbits. 

4:00 p.m. Wagner R. V. *   Manheim M. R.   
Robinson M. S. 

3D Modeling of Lunar Pit Walls from 
Stereo Images [#7015] 
We have compared several methods for producing 3D 
models of small, vertically-oriented surfaces on the Moon. 
So far, ISIS jigsaw with manual tie point selection 
works best. 

4:15 p.m. Manheim M. R. *   
Henriksen M. R.   Robinson M. S. 

LROC NAC Topography:  Supporting High Priority Lunar 
Landing Sites [#7069] 
The LROC NAC team has published observations and 
derived products to support landed lunar exploration. We 
describe LROC NAC support provided to recent and 
upcoming landed missions, as well as products available 
for high priority exploration sites. 

4:30 p.m. Henriksen M. R. *   
Manheim M. R.   Robinson M. S.   
LROC Team 

New Dynamically Generated Color-Shaded Reliefs for 
Narrow Angle Camera Digital Terrain Models [#7066] 
New LROC NAC color-shaded reliefs provide more 
information about topographic features of interest while 
remaining both easily interpretable and accessible to 
those with color vision deficiency. 

4:45 p.m. Martin A. C. *   Grey P. E.   
Henriksen M. R.   Robinson M. S. 

LROC NAC Feature Mosaics:  An Effective Tool for 
Lunar Investigations [#7077] 
LROC NAC Feature Mosaics are radiometrically, 
geometrically, and photometrically corrected mosaics of 
two or more NAC pairs that provide an accurate 
cartographic framework for regional areas of interest on 
the Moon. 

5:00 p.m.  Adjourn 
 



Tuesday, June 18, 2019 
POSTER SESSION 
5:30–7:30 p.m.   HCCC Pre-Function Hall 
 
Authors (*Denotes Presenter) Abstract Title and Summary 
Gaddis L.   Hare T. M.   Archinal B.   
Goossens S.   Mazarico E.   Speyerer E.   
Haruyama J.   Iwata T.   Namiki N. 

New Products and Tools for Working with Kaguya Terrain 
Camera Data [#7044] 
We describe new ISIS3 software for ingestion and a camera 
model for working with the Kaguya Terrain Camera data to 
produce mosaics. 

Fergason R. L.   Weller L. The THEMIS Controlled Mosaics of Mars and Final 
Smithed Kernels [#7059] 
To provide a foundational product for Mars, we have 
geodetically controlled and mosaicked Thermal Emission 
Imaging System daytime infrared (IR) and nighttime IR images 
resulting in improved camera pointing and spacecraft 
position knowledge. 

Bland M. T.   Milazzo M. P.   Martin E. S.   
Patthoff D. A.   Watters T. R.   
Collins G. C. 

Restoration of Triton Voyager 2 Imaging Data in Support of 
Geologic Mapping [#7055] 
We improve the pointing and quality (calibration, reseaux and 
line-drop removal) of Voyager 2 Triton images. Initial image 
misalignments of up to 300 km are photogrammetrically 
corrected, enabling geologic mappers to utilize the 
entire dataset. 

Bland M. T.   Archinal B. A.   Cook D. A.   
Cushing G.   Edmundson K. L.   
Fergason R. L.   Gaddis L. R.   
Galuszka D. M.   Hagerty J. J.   
Herkenhoff K. E.   Hare T. M.   
Hunter M. A.   Laura J. R.   Mayer D. P.   
Milazzo M. P.   Redding B. L.   Smith E. D.   
Velasco M.   Weller L. A. 

The USGS Astrogeology Data Products Portfolio:  Supporting 
Planetary Spatial Data Infrastructure [#7076] 
We describe both recently completed data products, and 
products that are in development. Each either provides one of 
the three foundational PSDI datasets (geodetic control, 
topography, orthoimages), or is a framework product that 
enables new science. 

Gaddis L. R.   Hare T. M. Archiving GIS-Type Products in the PDS [#7045] 
We describe the formatting requirements for archiving GIS-
type (shapefiles, geodatabases, etc.) in the Planetary 
Data System. 

Kollmann P.   Smith D. C.   Vandegriff J. D.   
Paranicas C.   Lee-Payne Z. H.   
Kusterer M. B.   Turner J. E. 

Improved Jupiter Radiation Data from the 
Galileo/EPD Detector [#7068] 
Complete, corrected data from the Energetic Particle Detector 
(EPD) instrument on the Galileo mission is presented. EPD 
data complement the ongoing JUNO mission. http://sd-
www.jhuapl.edu/Galileo_EPD/latest_calibrated_data/. 

Gaddis L. R.   Laura J.   Hare T.   Gault E.   
Paquette A.   Thatcher T. 

PyHAT 2019 Update:  The Hyperspectral Data Analysis Tools 
for Planetary Science (Formerly Known as PySAT) [#7107] 
We present an update of the status of the PyHAT software 
toolkit for working with hyperspectral data, with particular 
application to Moon Mineralogy Mapper and CRISM data. 



Wang J.   Scholes D.   Arvidson R. E.   
Slavney S.   Guinness E. A.   Arvidson L. E.   
Zhou F.   Politte D. V.   VanBommel S. 

PDS Geosciences Node’s Orbital Data Explorer and the Latest 
Update for PDS4 [#7010] 
Overview of key features and updates of NASA PDS (Planetary 
Data System) Geosciences Node’s web-based search tool, ODE 
(Orbital Data Explorer), for access orbital data from multiple 
planetary missions, instruments and PDS4 standard 
processing levels. 

Waldron A.   De Cesare C.   Grimes K.   
Ramirez P. 

Mapping Between PDS3 and PDS4 Properties [#7070] 
The PDS Imaging Node has developed a Label Mapping Tool 
for providing mappings between PDS4 properties, their PDS3 
keyword equivalencies, and user-friendly names. This allows 
search and other tooling to operate across multiple 
PDS standards. 

Berry K. L.   Paquette A.   Sides S. Results from a Survey About Using SPICE in ISIS [#7110] 
A survey was sent out to the planetary community requesting 
information regarding their experience using SPICE in ISIS. This 
poster presentation will present and discuss results from 
this survey. 

Keszthelyi L. P.   Kindrick B.   Frasier C.   
Zhu Y. 

Prototype Planetary Image Caption Writer [#7114] 
We present a user-friendly tool for interactively exploring 
ISIS3 images and converting subscenes into publication-ready 
figures and captions that contain the key metadata in a 
systematic and complete form. 

Neakrase L. D. V.   Pagán T. D.   
Sweebe K.   Karl J.   Huber L. F.   
Chanover N.   Beebe R.   Martinez V. I.   
Hyder A. 

Labels Made Simple, ELSA Teaches Structure:  Lessons 
Learned Anew [#7038] 
Educational Labeling System at Atmospheres (ELSA) is a new 
tool that provides editing capability for simple PDS4 bundle 
labels, while providing an educational environment for 
learning the PDS4 archiving standard. 

Neakrase L. D. V.   Sweebe K.   
Pagán T. D.   Karl J.   Huber L. F.   
Chanover N.   Martinez V. I.   Hyder A. 

Mapping the Starbase:  Context Product Database, ELSA 
Bridges Gap [#7039] 
Educational Labeling System at Atmospheres (ELSA) is an 
online application for creating PDS4 label templates. To 
populate fields with PDS Engineering Node context products, 
ELSA maps the repository into a database with 
internal relationships. 

Grimes K. M. II   Padams J. H.   Stanboli A.   
Wagstaff K. L. 

Image Atlas — Explore the PDS Archive [#7093] 
The PDS Imaging Atlas provides an interactive interface to 
Apache Solr and allows users to easily and intuitively navigate 
the archive. A convolutional neural network identifies features 
in images and Solr indexes them so they can be searched. 

Geissler P. E. Converting Data Formats from PDS3 to PDS4 With the PDS 
Generate Tool [#7103] 
Here we provide a step-by-step guide to automatically 
generating PDS4 labels from a valid PDS3 archive for users 
working on a linux operating system, using the PDS 
Generate Tool. 



Anderson R. B.   Finch N.   Clegg S.   
Graff T.   Aneece I.   Morris R. V. 

The Python Hyperspectral Analysis Tool (PyHAT) and Laser-
Induced Breakdown Spectroscopy Spectral Database [#7101] 
We present an update on development of an open-source 
Python library for analysis of point spectra, as well as a library 
of planetary analog laser-induced breakdown 
spectroscopy data. 

Tai Udovicic C. J.   Boivin A. L.   
Edwards C. S. 

Plutopy:  Engaging the Wider Planetary Science Community 
with Open Source [#7113] 
Plutopy is an open source effort to teach the wider planetary 
science community how to release and contribute to open 
source projects with the goal of increasing collaboration and 
reproducibility within the planetary sciences. 

Besse S.   Arviset C.   Barbarisi I.   
Merin B.   Arenas J.   Bentley M.   
de Castro S.   de Marchi G.   Docasal R.   
Fraga D.   Grotheer E.   Heather D.   
Laantee C.   Lim T.   Montero A.   
Osinde J.   Rios C.   Ruano J.   Saiz J. 

ESA’s Planetary Science Archive in 2019 and 2020 [#7017] 
With new missions being selected, missions moving to post-
operations, and missions starting their journey to, the ESA’s 
Planetary Science Archive is in constant evolution to support 
the needs of the projects, and the science community. 

Huber L. F.   Martinez V. I.   Hyder A.   
Güth T.   Stevenson Z.   Karl J.   
Johnson J. J.   Chanover N.   
Nekarase L. D. V. 

Migrating Data, Local Dictionary Use, 
Leveraging Python [#7040] 
PDS3-PDS4 data migrations at PDS Atmospheres Node are 
leveraging student-created Python code with PDS local data 
dictionaries to help automate the process. 

Neakrase L. D. V.   Beebe R. F.   
Huber L. F.   Chanover N.   Johnson J. J.   
Trejo I. 

Search and Retrieval, Web Design and Registry, Road 
to Improvement [#7041] 
Part web design, part search index refinement, part 
philosophy, development of better search and retrieval 
paradigms are necessary. Product-level search indices with 
science-facet metadata aim to improve discoverability of 
the data. 

Zuo W.   Li C. L.   Zeng X. G.   Zhang Z. B.   
Gao X. Y.   Geng L.   Xiong Y. Y. 

CLEP Planetary Science Data Archiving and 
Service System [#7080] 
The Planetary Data Archiving and Service system (PDAS) is an 
information system repository of management and release 
scientific data for all Chang’e missions of China’s Lunar 
Exploration Program (CLEP). 

Mehall L. K.   Cisneros E.   Bell J . F. III   
Paris K. N.   Wellington D.   Jenson E. H.   
Maki J. N.   Hayes A. G.   Kinch K.   
the Mastcam-Z Team 

Mars 2020 Mastcam-Z PDS4 Data Archive [#7060] 
A brief overview of the Mars 2020 Mastcam-Z investigation, 
the data products produced and the data archive structure. 

Nelson D. M.   Williams D. A. Photographic Archive Digitization of the Earth Analog Site, 
Amboy Crater [#7012] 
Digitization of photographic archive in compliance with 
PDS standards. 



Fraga D.   Heather D. J.   O’Rourke L.   
Taylor M.   Martin P. 

The Rosetta Science Archive:  Enhancing the Science 
Archive Content [#7034] 
Summary of the current status of the Rosetta archive, as well 
of the ‘enhanced archiving’ activities that have been 
completed in 2018, and those that are ongoing in 2019. 

Abarca H. E.   Deen R. G.   
De Casare C. M.   Algermissen S. S.   
Toole N. T.   Maki J. N.   Hollins G. A.   
Tinion A. W.   Zamani P.   Trebi-Ollenu A.   
Myint S.   Lu Y.   Pariser O.   Ruoff N. A.   
Hall J. R.   Andres P. M. 

PDS Archive of InSight Deployment Phase Camera Images 
and Mosaics [#7112] 
The first set of image data from the two cameras on NASA’s 
InSight Lander will be delivered by JPL MIPL to the PDS 
Cartography and Imaging Sciences Node this year as part of 
InSight PDS Release 1. This includes raw images, mosaics, 
and meshes. 

Deen R. G.   De Cesare C. M.   
Padams J. H.   Algermissen S. S.   
Toole N. T.   Levoe S. R.   Hughes J. S.   
Ramirez P. M. 

Multimission Labels in PDS4, Part 3:  Templates [#7052] 
Third of a set of three related abstracts describing the authors’ 
experiences in creating multimission labels and tools for PDS4. 

Espiritu R. C.   Nair A. H.   Nguyen L.   
Barnouin O. S.   Palmer E.   Gaskell B.   
Weirich J.   Daly M.   Seabrook J.   
Perry M. E.   Johnson C. L.   Al Asad M.   
Susorney H. C. M.   Roberts J. H.   
Nolan M. C.   Lauretta D. S.   OSIRIS-
REx Team 

Utilizing the Open Sun Grid Engine in the OSIRIS-REx 
Altimetry Pipeline [#7057] 
The Sun Open Grid Engine is used in the Altimetry Pipeline to 
parallelize computations of gravitational models and 
production of data products in order to meet processing load 
and time constraints for the OSIRIS-REx mission. 

St. Clair M.   Million C.   Siegler M. Improvements to the Apollo 15 and 17 Heat Flow Experiment 
Data Archive [#7100] 
We discuss an ongoing effort to improve the Apollo Heat Flow 
Experiment data archive, by correcting and documenting 
errors in the data and improving data usability. 

Slavney S.   Guinness E. A.   Stein T. C.   
Wang J.   Arvidson L. E.   Arvidson R. E. 

PDS Geosciences Node Data and Services [#7011] 
The PDS Geosciences Node archives and distributes data for 
the study of surfaces and interiors of terrestrial planetary 
bodies. The Node works directly with NASA missions and the 
science community to help them generate high-quality 
science archives. 

Zhang Z. B.   Zuo W.   Zeng X. G.   
Gao X. Y.   Ren X. 

The Scientific Data and Its Archiving from Chang’e 
4 Mission [#7032] 
This abstract introduced instruments onboard the Chang’e 4 
lander/rover/relay satellite, and the data level hierarchy 
product according to different data processing. The PDS 4 
adopted in the Chang’e 4 scientific data and its archiving 
procedure are also described. 



Marmo C.   Erard S.   Hare T. M. Archiving Geospatial Metadata in Hyperspectral Planetary 
Data with FITS and PDS4 [#7094] 
Adding geospatial information to hyperspectral data is a 
challenging task. A look-up table coordinate representation 
definition (TAB) is available in FITS metadata, allowing 
coordinate computation even for non-precomputed 
detector positions. 

Saiz J.   Barbarisi I.   Docasal R.   Rios C.   
Montero A.   Laantee C.   Osinde J.   
Ruano J.   Besse S.   Arenas J.   Merin B.   
Arviset C. 

Handling PDS4 Evolution in the PSA [#7018] 
The Planetary Science Archive (PSA) stores data from new ESA 
planetary missions using PDS4. This standard evolves over 
time, with versions released every six months. The PSA 
supports several PDS4 versions with a custom layer that 
isolates the details. 

Macfarlane A. J.   Bentley M. S.   
Cornet T.   Martínez S.   Cuevas M. A.   
Fajersztejn N.   Freschi M.   Galan D.   
Gallegos J.   Vallejo F.   
Science Ground Segment 

BepiColombo Quick-Look Analysis (QLA) System [#7022] 
The BepiColombo Quick-Look Analysis (QLA) system is a web-
based application that enables the quick visualisation of 
science and house-keeping data for preliminary analysis and 
continuous monitoring of the spacecraft and 
instrument health. 

Bailen M.   Moskovitz N.   Burt B.   
Wasserman L.   Schottland R. 

New Web Portal for ASTORB, Lowell Observatory’s Primary 
Asteroid Database [#7007] 
ASTORB is a database of orbital elements and characterization 
information for all known asteroids in the solar system, hosted 
at Lowell Observatory for over 20 years. A new web portal to 
access and visualize the data is soon to be released. 

Gao X. Y.   Zuo W.   Liu J. J.   Ren X.   
Zhang Z. B.   Zeng X. G. 

TouchMoon:  A 3D Multi-Touch Virtual 
Moon Application [#7056] 
The software is able to display simultaneously massive raster 
data and terrain data obtained by Chang’e-2 satellite, 
panoramic image data obtained by Chang’e-3 and Chang’e-4, 
3D models such like rover and lander model, as well as 
lunar names. 

Politte D. V.   Arvidson R. E.   
O’Sullivan J. A.   He L. 

Pipeline for Retrieval of Surface Temperatures and Single 
Scattering Albedos [#7009] 
End-to-end processing software for retrieval of CRISM and 
OMEGA single scattering albedos and temperatures. 

Escalante A.   Costa M. Prototyping a Generalised SPICE C-Kernel C-Smithing Method:  
Apollo 15 XRFS Pointing from Images [#7065] 
Precise S/C attitude is often not available yet is necessary for 
some science applications. A method for reconstructing S/C 
attitude by comparing simulated images generated with SPICE 
and actual observations is presented using data from 
Apollo 15. 



Jha K.   Neumann G. A.   Mazarico E.   
Barker M. K.   Goosens S.   Mao D.   
Zuber M. T.   Smith D. E. 

Lunar Orbiter Laser Altimeter (LOLA) Data Products 
and Contributions [#7063] 
The LOLA instrument greatly increased topographic 
knowledge of the lunar surface with its high sample rate (28 
Hz) five-beam configuration and cm scale resolution. It has 
allowed other scientific measurements and results not 
originally planned for. 

Okubo C. H.   Hunter M. A.   Akins S. W.   
Bailen M. S.   Cushing G. E.   
Fortezzo C. M.   Gaither T. A.   
Gullikson A. L.   Hare T. M.   Laura J. R.   
Skinner J. A. Jr.   Titus T. N. 

Initial Development of the Planetary Geoscience 
Map Gateway [#7035] 
Over the past year, we began development of a new data 
portal, the Planetary Geoscience Map Gateway (PGMG). The 
goal of the PGMG is to provide on-line access to thematic data 
for all solid-surface bodies in the solar system except for 
the Earth. 

Crichton D.   Cayanan M.   Hollins G.   
Hughes S.   Joyner R.   Law E.   Padams J. 

Evolving Towards Data-Driven Capabilities to Enable Planetary 
Science Research from the PDS [#7105] 
The foundation laid by the PDS4 standards, services, and tools 
positions PDS to develop and adopt new approaches and 
technologies to enable users to effectively search, extract, 
integrate, and analyze archival data across 
international boundaries. 

Montero A.   Barbarisi I.   Docasal R.   
Laantee C.   Osinde J.   Rios C.   Ruano J.   
Saiz J.   Besse S.   Arenas J.   Costa M.   
Meri B.   Arviset C. 

Planetary Science Archive Geometry Computation Module 
Using Spice [#7033] 
The European Space Agency’s Planetary Science Archive team 
is presenting a SPICE-based computation module to generate 
PDS Product-based observation geometry data files in 
GeoJSON format for ingestion into the PSA. 

Elliott J. P.   Heins R.   Carson S. Moving MAVEN IUVS Science Data Processing into 
the Cloud [#7029] 
We explore cloud-based computational resources for MAVEN 
IUVS science data processing. 

Robbins S. J.   Hoover R. H.   
Kirchoff M. R. 

Fully Controlled 6 Meters/Pixel Mosaic of Mars’ South Pole and 
Equator from Mars Reconnaissance Orbiter 
Camera, III [#7099] 
Nearly automated, relative control of images will be 
presented, as applied to 6 m/pix ConTeXt camera images of 
Mars’ equator and south pole. 

 



Wednesday, June 19, 2019 
PLANETARY DATA ARCHIVES, SUPPORT SERVICES, AND TOOLS I 
8:20 a.m.   HCCC Humphreys 
Chairs:  Kim Murray and Dan Crichton 
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
8:20 a.m. Gaddis L. R. * Announcements 
8:30 a.m. Crichton D. J. * Invited:  Embracing Planetary Data Analytics 
8:45 a.m. Hughes J. S. *   Crichton D. J. The State of the PDS4 Information Model [#7006] 

The PDS4 Information Model1 (IM) Version 
1.12.0.0, will be soon be released for PDS4 System 
Integration and Test. This presentation will 
provide detailed information about its current 
state and several untapped capabilities. 

9:00 a.m. Arviset C. *   Besse S.   Barbarisi I.   
Arenas J.   Bentley M.   de Castro S.   
de Marchi G.   Docasal R.   Fraga D.   
Grotheer E.   Heather D.   Laantee C.   
Lim T.   Martinez S.   Merin B.   
Montero A.   Osinde J.   Rios C.   
Ruano J.   Saiz J. 

15 Years of the Planetary Science Archive:  Looking 
Back to Better Look Forward [#7005] 
This paper describes how the Planetary Science 
Archive has evolved since its creation 15 years 
ago, to support data archiving and dissemination 
for ESA Planetary missions. 

9:15 a.m. Martínez S. *   Bentley M.   Cornet T.   
Cuevas M. A.   Fajersztejn N.   
Freschi M.   Galán D.   Gallegos J.   
Macfarlane A. J.   Ortíz de Landaluce I.   
Vallejo F.   Villacorta A.   
BepiColombo Science Ground Segment 

BepiColombo Science Data 
Processing Infrastructure [#7042] 
Following the successful launch of BepiColombo in 
October 2018, the data processing infrastructure is 
now in use for a subset of the scientific 
instruments. This contribution will describe the 
main drivers and implementation of 
this infrastructure. 

9:30 a.m. Bentley M. S. *   Martinez S.   Vallejo F.   
Cornet T.   Macfarlane A. J.   Saiz J. 

Use of PDS4 in an Operational Archive — 
Experience from BepiColombo [#7020] 
The ESA Planetary Science Archive is using the 
PDS4 format in an operational archive. In the 
BepiColombo mission products are generated 
early on knowing they will be improved later. This 
enables engineering and scientific use of the data 
from launch. 

9:45 a.m. Hughes J. S. *   Padams J. H.   
Hollins G. A.   Hardman S. H. 

PDS4 Product Search and Query Models [#7083] 
The goals of PDS4 Product Search are to provide 
interoperable search across and improved 
navigation and virtual views into the planetary 
science digital archives. 

10:00 a.m.  BREAK 



10:15 a.m. Lim T. L. *   Docasal R.   Metcalfe L.   
Besse S.   Barbarisi I.   Coia D. 

Plans for the EXOMARS 2020 Rover Data Archive 
Within the PSA [#7013] 
This presentation will introduce the ExoMars 2020 
Rover mission and describe the plans for new data 
views in the PSA to support it through its 
scence themes. 

10:30 a.m. French R. S. *   Stopp D. J.   Chang Y. J.   
Showalter M. R.   Gordon M. K.   
Tiscareno M. S.   Evans M. W. 

OPUS 3.0:  The New and Improved Outer Planets 
Unified Search Tool — 10th 
Anniversary Edition [#7046] 
Outer Planets Unified Search (OPUS) is a 
comprehensive search tool provided by the Ring-
Moon Systems node of NASA’s Planetary Data 
System (PDS). We have recently released OPUS 
3.0, a major upgrade, and will review new features 
and future plans. 

10:45 a.m. Erard S. *   Cecconi B.   Le Sidaner P.   
Chauvin C.   Rossi A. P.   Minin M.   
Capria T.   Ivanovski S.   Schmitt B.   
Génot V.   André A.   Marmo C.   
Vandaele A. C.   Trompet L.   Scherf M.   
Hueso R.   Määttänen A.   Carry B.   
Achilleos N.   Soucek J.   Pisa D.   
Benson K.   Fernique P.   Millour E. 

VESPA:  Progress and Prospects [#7084] 
We provide a summary of achievements of the 
VESPA activity in current Europlanet-2020 
program, and prospects for a follow-up. 

11:00 a.m. le Sidaner P. Dr *   Chauvin C.   
Erard S. Dr   Cecconi B. Dr 

Prototype to Give Access to PDS Data Using 
VESPA Interface [#7079] 
The goal of VESPA (Virtual European Solar and 
Planetary Access) is to build a Virtual Observatory 
(VO) for solar system sciences. We try to test how 
to match Vespa classical queries to PDS research 
data system and show a prototype. 

11:15 a.m. Stein T. C. *   Arvidson R. E.   
Wagstaff K. L.   Zhou F. 

MSL Analyst’s Notebook:  Improved Connections 
Between Targets, Data, and 
Published Literature [#7027] 
The MSL Analyst’s Notebook includes improved 
association between science team-defined targets, 
archive data, and published literature. 

11:30 a.m. Hare T. M. *   Gaddis L. R.   Hartke M.   
Sunda A.   Mayer D. P.   Balien M. 

The Annex of the PDS Cartography and Imaging 
Sciences Node:  A 2019 Update [#7054] 
The Annex is a facility hosted at the USGS’s 
Astrogeology Science Center and developed by the 
Cartography and Imaging Node to support 
scientists who use PDS data to create derived 
geospatial products that can be registered to a 
solid planetary body. 



11:45 a.m. Borden R. M. *   Bishop B. W. Assessing Planetary Data Access and Use [#7004] 
There are multiple locations and interfaces where 
potential data users can discover and access 
planetary data. A survey was sent to planetary 
scientists to determine where they go to find 
planetary data for their work and their 
experiences doing so. 

12:00 p.m.  LUNCH 
 



Wednesday, June 19, 2019 
NEW TOOLS AND SERVICES FOR PLANETARY DATA PROCESSORS AND USERS I 
8:20 a.m.   HCCC Doyle 
Chairs:  Ross Beyer and Klaus-Michael Aye  
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
8:20 a.m. Hare T. M. * Announcements 
8:30 a.m. Hare T. M. *   Laura J. R.   

Mapel J.   Berry K. L.   
Rodriguez K.   Paquette A. C. 

The Community Sensor Model Standard Update [#7019] 
The Astrogeology Science Center continues to develop 
and test camera models using the Community Sensor 
Model (CSM) standard. This abstract provides updates to 
our CSM testing environment and also successful use in 
Socet GXP for creating topography. 

8:45 a.m. Muller J.- P. *   Tao Y.   Beyer R.   
Alexandrov O.   McMichael S. 

CASP-GO: 3D Imaging Open Source Software for 
Processing Planetary Multi-Angle Data into 3D Images 
from Laptops to Cloud Computers [#7072] 
We describe the CASP-GO 3D modelling system which is 
open source and based on the NASA Ames stereo 
pipeline. This allows complete 3D models to be derived 
from stereo image acquisitions either running on a laptop, 
cluster or cloud computer. 

9:00 a.m. Aye K.-M. * pyRISE and Other Planetary Science Python Tools [#7102] 
I present a set of several planetary science python tools 
developed during my work with data from several space 
mission instruments. 

9:15 a.m. Annex A. M. * SpiceyPy, a Complete Pythonic Interface for Spice [#7043] 
SpiceyPy is an open source Python wrapper for SPICE, and 
version 2.2.0 was released on February 24th, 2019. The 
project status and future plans are discussed for current 
and new users alike. 

9:30 a.m. Aneece I. *   Anderson R. Data Exploration, End-Member Identification, and 
Spectral Unmixing with the Python Hyperspectral Analysis 
Tool (PyHAT) [#7016] 
We have begun to build upon the existing free and open 
source Python Hyperspectral Analysis Tool (PyHAT) library 
to make a variety of well-known, cutting-edge spectral 
analysis algorithms available and easy to use for the 
planetary science community. 

9:45 a.m.  BREAK 
10:00 a.m. Turner J. E. *   Turner F. S.   

O’Shea M. O.   Patterson G. W. 
An Integrated Solution to Display Large Images at 
Full Resolution [#7064] 
Due to the significant increase in data product size in the 
planetary community, visualization and processing of 
images has become strenuous for our computers. Our 
solution shows techniques and tools to allow for 
immediate and dynamic visual analyses. 

 



10:15 a.m. Sayyad S. B. *   Mohammed Z. R. Modeling and Simulation of the Chandrayaan-I HySI Data 
for Mineral Mixing Analysis [#7074] 
The Hapke’s bi-directional reflectance function based on 
the theory of radiative transfer has been implemented for 
modeling the HySI spectra. The model was tested against 
the four standard lunar mixtures from RELAB database 
and modeled with HySI data. 

10:30 a.m. Dutton N. T. *   
Mendlovitz M. A.   Turner F. S.   
Patterson G. W. 

Signal Localization of Variable Intensity, Thin, Curved Lines 
in Noisy Images [#7078] 
Many problems in image processing and computer vision 
require object identification of curved lines. This work 
focuses on finding the direct-path signal in bistatic 
Synthetic Aperture Radar (SAR) pulse-compressed data 
(i.e., waterfall plots). 

10:45 a.m. Fennema A. M. *   Sutton S.   
Heyd R. S.   Perry J. 

Automated Processing of CaSSIS Anaglyphs [#7088] 
A description of the automated processing procedure for 
creating anaglyphs from CaSSIS stereo image pairs. 

11:00 a.m. Turner F. S. Jr. *   Dutton N. T.   
Patterson G. W. 

Time-Domain Back-Projection Image Processing for Mini-
RF:  Accelerating Computation Performance with 
a GPU [#7075] 
Implementation of a GPU version of the CPU-based 
processor for Mini-RF required overcoming several 
challenges unique to GPU computing architectures. The 
GPU software has greatly reduced execution time and 
enabled processing at higher resolutions. 

11:15 a.m. Elrod M. K. *   Slipski M.   
Stone S.   Benna M. 

Standardizing Scale Height Computation of MAVEN 
NGIMS Neutral Data [#7053] 
The MAVEN NGIMS team produces a level three product 
which includes the computation of Ar scale height an 
atmospheric temperatures at 200 km. In the latest version 
(v06_r01) this has been revised to include scale height fits 
for CO2, N2 O and CO. 

11:30 a.m. Poffenbarger R. T. *   
Turner F. S.   Jensen B. R.   
Patterson G. W.   O’Shea C. M.   
Espiritu R. C. 

An Improved Visualization of Mini-RF Bistatic 
Targeting Geometry [#7097] 
Planning of bistatic Mini-RF observations requires the 
consideration of complex radar phenomena. We 
introduce an improved method of visualizing these 
constraints in order to improve data quality. 

11:45 a.m.  LUNCH 
 



Wednesday, June 19, 2019 
PDS4 DISCUSSIONS AND DEMOS 
9:00 a.m.   HCCC Rees 
Chairs:  Anne Raugh and Lisa Gaddis  
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
9:00 a.m. Gaddis L. R. * Introduction to PDS4 Open Discussion 
9:10 a.m.  PDS4 Open Discussion 
12:00 p.m.  LUNCH 
1:00 p.m. Guinness E. * PDS4 Discipline Dictionaries 
1:30 p.m. De Cesare C. M. *   Padams J. H. PDS4 Development How-To: Labels, Bundles, and Local 

Data Dictionaries [#7111] 
This presentation will describe some best practices for 
PDS4 development, including label design, bundle 
development and local data dictionary development. 

2:00 p.m. Raugh A. C. * Designing a PDS4 Local Data Dictionary [#7061] 
Methods and approaches are presented for the 
identification, assembly, and organization of mission- or 
project-specific metadata into an implementable design 
for a PDS4 local data dictionary. 

2:30 p.m.  Q&A Session 
3:00 p.m.  BREAK 
3:15 p.m. Deen R. G. *   De Cesare C. M.   

Padams J. H.   Algermissen S. S.   
Toole N. T.   Levoe S. R.   
Hughes J. S.   Ramirez P. M. 

Multimission Labels in PDS4, Part 1:  Dictionaries [#7050] 
First of a set of three related abstracts describing the 
authors’ experiences in creating multimission labels and 
tools for PDS4. 

3:30 p.m. Deen R. G. *   De Cesare C. M.   
Padams J. H.   Algermissen S. S.   
Toole N. T.   Levoe S. R.   
Hughes J. S.   Ramirez P. M. 

Multimission Labels in PDS4, Part 2:  
Property Maps [#7051] 
Second of a set of three related abstracts describing the 
authors’ experiences in creating multimission labels and 
tools for PDS4. 

3:45 p.m. Hare T. M. * Archiving GIS-Type Products in PDS4 
4:00 p.m.  Q&A Session 
4:30 p.m.  Adjourn 
 
 



Wednesday, June 19, 2019 
PLANETARY DATA ARCHIVES, SUPPORT SERVICES, AND TOOLS II 
1:30 p.m.   HCCC Humphreys 
Chairs:  Santa Martinez and Jordan Padams  
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
1:30 p.m. Grimes K. *   Waldron A.   

Verma R.   DeCesare C.   
Ramirez P.   Padams J.   
Hardman S.   Cayanan M. 

An Approach Towards Supporting Seamless Search Across 
PDS3 and PDS4 Metadata [#7104] 
PDS Imaging Node has been able to extend the Image 
Atlas to support searches across both PDS3- and PDS4-
formatted metadata, while minimizing risk of human 
error by automating the majority of the 
ingestion processes. 

1:45 p.m. Dickenshied S. *   Anwar S.   
Noss D.   Hagee W.   Carter S.   
Rios K.   Wren P.   Burris M.   
Anderson Z. 

JMARS — Easy Visualization and Analysis of Planetary 
Remote Sensing Data [#7108] 
JMARS is a free GIS application for viewing planetary 
remote sensing data (more than just Mars!) on Windows, 
Mac, or Linux devices. It is used by school kids, graduate 
students, and NASA mission planners. 

2:00 p.m. Noss D. *   Anwar S.   
Dickenshied S.   Carter S. 

Ingesting Planetary Data into the 
JMARS Ecosystem [#7106] 
JMARS is a GIS system built specifically to work with 
remote sensing data on planetary bodies. This talk will 
discuss some of the successes and challenges associated 
with ingesting such large quantities of data with varying 
pedigrees into JMARS. 

2:15 p.m. Carter S. *   Dickenshied S.   
Noss D.   Anwar S. 

Non-Traditional GIS Datasets:  Using JMARS for 
Visualization and Analysis [#7089] 
JMARS is a powerful GIS tool that can be used to visualize 
and analyze more advanced datasets, in addition to 
traditional data. Advanced datasets include:  
spectrometer data, ground penetrating radar, and 
planetary climate modeling. 

2:30 p.m. Lu S. L. *   Wagstaff K. L. W.   
Cai J. C.   Doran G. D.   
Grimes K. G.   Lee J. L.   
Mandrake L. M.   Yue Y. Y. 

Improved Content-Based Image Classifiers for the PDS 
Image Atlas [#7028] 
We utilized machine learning techniques to enable 
content-based image search capability for scientists and 
engineers to efficiently find images of interest through 
tens of millions of images hosted by Planetary Data 
System Imaging Node. 

2:45 p.m. Dahl L. B. *   Deen R. G.   
Padams J. H.   Ramirez P. M. 

PDS Support for the Democratization of Space [#7096] 
Supporting an emerging class and type of data provider 
(CubeSats, SmallSats, PDART and ROSES) will require new 
approaches to enabling the delivery of value-adding 
archival products. 

3:00 p.m.  BREAK 
 



3:15 p.m. Archinal B. A. *   
IAU WG on Cart. Crd. &  
Rot. Elements 

Updating Solar System Reference Frames for Cartography 
in 2019 [#7062] 
Summary of 2019 plans of the IAU WG on Cartographic 
Coordinates and Rotational Elements regarding 
recommendations on planetary coordinate systems and 
body shapes. 

3:30 p.m. Williams D. A. * The Io Database as an Example of a Planetary Spatial 
Data Infrastructure [#7001] 
This presentation discusses how the Io GIS database is 
being completed as an example for a Planetary Spatial 
Data Infrastructure. 

3:45 p.m. Keszthelyi L. P. *   Hunter M. A.   
Hare T. 

First Steps Toward a Terrestrial Analog 
Data Portal [#7023] 
Don’t re-invent the wheel to manage terrestrial analog 
data. Use the USGS ScienceBase Catalog and 
associated infrastructure. 

4:00 p.m. Verma R. *   Padams J.   
Ramirez P.   Hollins G.   
Cayanan M. 

Archive Manager and Processor (AMP) [#7067] 
The Archive Manager and Processor (AMP) toolkit is an 
efficient means to understand the state of a large file-
based archive through the extraction of key metadata. 
This presentation details AMP’s status, direction, and 
future direction. 

4:15 p.m. Sanders A. R. *   Akins S.   
Mayer D. P.   Bovre E. A.   
Laura J.   Gaddis L. 

Unified Planetary Coordinates Database Refactor [#7090] 
PDS pipelines / Refactored the database / Optimization. 

4:30 p.m. Heyd R. S. *   Perry J.   
Fennema A. M.   Read M. 

Using Nextflow to Manage Processing Workflows [#7098] 
Using Nextflow to Manage Processing Workflows is a brief 
overview of the Nextflow workflow management system, 
and how this system may be applied to image processing 
tasks, especially where automated processing of a large 
data set is needed. 

4:45 p.m. Volat M. *   Quantin-Nataf C.   
Mandon L. 

MarsSI: Martian Surface Data Processing Service [#7031] 
MarsSI is a platform and service to catalog, process and 
retrieve data from martian orbiters. 

5:00 p.m.  Adjourn 
 



 
Wednesday, June 19, 2019 
NEW TOOLS AND SERVICES FOR PLANETARY DATA PROCESSORS AND USERS II 
1:30 p.m.   HCCC Doyle 
Chair:  Nicolas Manaud  
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
1:30 p.m. Annex A. M. * SpiceyPy Demo and Discussion 
2:00 p.m. Davis L. M. *   Silva V. H.   Estes 

N. M.   LROC Team 
Will it Blend? Updates in Planetary 
Visualization:  The Sequel [#7081] 
Since the last Planetary Data Workshop, the LROC team 
has adapted their procedures to import DTMs and SPICE 
into Blender. Our workshop will teach these 
new methods. 

2:30 p.m. Hare T. M. * GDAL Updates for PDS4 
3:00 p.m. Steele R. J. * Dragonfly Virtual Reality 
3:30 p.m. Steele R. J. * Small Body Mapping Tool 
4:00 p.m. Dickenshied S. * JMARS Demo and Discussion 
4:30 p.m. Frigeri A. * QGIS Demo and Discussion 
5:00 p.m.  Adjourn 
 
 



 
Thursday, June 20, 2019 
LOOKING AHEAD:  WHAT’S NEXT FOR PLANETARY DATA 
8:20 a.m.   HCCC Humphreys 
Chairs:  Trent Hare and Justin Hagerty 
 
Times Authors (*Denotes Presenter) Abstract Title and Summary 
8:20 a.m. Hare T. M. * Announcements 
8:30 a.m. Morgan T. * Invited: The PDS Response to the 2017 Roadmap Study 

Team Report 
8:45 a.m. Padams J. H. * Invited: PDS Tools and Services:  What’s New and 

Coming Soon 
9:00 a.m. Ramirez P. * Invited: PDS Steps Out Into the Open 
9:15 a.m. Thomson. B * The Status of the MAPSIT Roadmap 
9:30 a.m. Beyer R. * MAPSIT SAT Review of ISIS3 
9:45 a.m. Laura J. R. *   Fergason R. L.   

ASC Development Team 
Software Development Changes at the USGS Astrogeology 
Science Center [#7087] 
Update on the software management, governance, and 
release at the USGS Astrogeology Science Center. 

10:00 a.m. BREAK  
10:15 a.m.  Panel Discussion:  What More is Needed to Support Users 

of Planetary Data 
11:45 a.m.  Adjourn 
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Introduction:  The first set of image data from the 

two cameras on NASA’s InSight Lander, the Instrument 

Context Camera (ICC) and the Instrument Deployment 

Camera (IDC) [1], will be delivered by JPLs 

Multimission Image Processing Lab (MIPL) to the PDS 

Cartography and Imaging Sciences Node this year as 

part of InSight PDS Release 1. This will cover Landing 

(Nov 28, 2018) through the end of the Instrument 

Deployment and Science Transition Phase (March 31, 

2019).  This release will occur in two phases.  In May 

of 2019, all raw images will be released.  This will be 

followed by a second phase in June of 2019 which will 

contain processed results:  derived products, mosaics, 

and terrain meshes. 

Raw Data:  From landing through March 31st we 

have collected over 1250 unique IDC images and over 

450 unique ICC images. Most of these IDC frames were 

acquired to aid in the deployment of the instruments, 

SEIS [2] and HP3 [3], onto the surface of Mars, a 

mission phase supported by the ISSWG (Instrument Site 

Selection Working Group) [4]. For every image, the raw 

unrotated JPEG, correctly rotated VICAR formatted 

“EDR”, and JPEG/PNG formatted browse images will 

be available in the archive [5]. 

Calibrated and Derived Data: For each raw image 

that is downlinked, the MIPL pipeline creates a number 

of processes, calibrated, and derived products [4,5].  

These include radiometrically and color corrected 

products.  For the InSight Mission these color products 

have proven to be essential for proper scene 

interpretation and hardware monitoring. 

Stereo images pairs get additional processing, 

including stereo disparity, XYZ coordinates, surface 

normal, range, and slope information, as well as a 

number of products specifically designed to assist with 

InSight instrument deployment [4].  In all, a total of 67 

products are created per image pair [5].  These provide 

unique information about the surrounding terrain for 

understanding of the deployable workspace.  

The IDC is not a traditional stereo camera, it is 

mounted on the arm, and stereo is achieved by moving 

the arm [4].  This creates significant error in the stereo 

analysis results if not corrected.  The workspace 

mosaics were therefore subject to an extensive pointing 

correction and bundle adjustment campaign.  This 

reduced the error in the workspace mosaics 

considerably, from 5.0 to 1.9 mm on average [6].  These 

corrected mosaics, along with the supporting ancillary 

files (tiepoints, correction parameters, etc.) will be 

included in the release.   

All InSight-specific instrument placement products, 

and many standard multi-mission products were also 

generated for the workspace mosaics.  While these data 

products are also available as single frame data, the 

mosaicked versions are more useful as they have been 

Figure 1: Example of single-frame stereo products.  a) 

Raw image, b) radiometrically corrected, c) XYZ, d) 

workspace, e) surface normal, f) range 

a b 

c d 

e f 

Figure 2: InSight orthorectified workspace mosaic showing 

goodness map overlay for SEIS 
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seam corrected and computed over the entire 

workspace, rather than the relatively narrow 45 degree 

field of view of the IDC – which, due to the proximity 

to the terrain, covers a very small section of ground. 

PDS4:  InSight is one of the first missions to 

develop its PDS archives using the newly adopted PDS4 

standard [7].  PDS4 differs from PDS3 in a variety of 

ways, but the most significant differences can be seen in 

how data are organized within the archive, and how 

metadata are represented in PDS label files. 

In PDS4, data are typically delivered to the PDS in 

the form of a “bundle”. The bundle contains 

Collections, which group related products together [8]. 

The InSight cameras bundle includes a number of 

“collections” containing different types of data: 

• calibration: calibration products 

• data: image, mosaic, and mesh products 

• browse: browse images 

• document: documentation files such as the 

Software Interface Specification (SIS) [5] and 

example PDS4 labels 

• miscellaneous: Apache Velocity [9] templates 

used to produce PDS4 labels 

• xml_schema: the set of PDS4 XML Schemas 

referenced by InSight’s PDS4 labels 

Every data product in the PDS Archive is 

accompanied by a PDS label file, which contains 

metadata. PDS4 metadata labels are written in XML 

(eXtensible Markup Language), which is an 

international standard that provides both syntax and 

structure for describing data. 

The operations products, however, use VICAR 

labels [5] to store their metadata.  In order to convert 

this to XML, the PDS Generate tool [10] is used, along 

with a set of Velocity templates.  They convert the 

VICAR labels used in operations products to PDS4 

labels.  Importantly, they are multi-mission in nature, 

and will be reused on future missions [11]. 

InSight utilized the APPS pipeline [12] to automate 

the collection of data products for bundle generation. 

The APPS pipeline was directly fed data products as 

they were tactically generated, validating their PDS4 

labels and storing the results in a database. This 

database was later queried before bundle generation, 

allowing operators to see which products failed 

validation as well as ultimately generate the bundle for 

delivery to the PDS Cartography and Imaging Sciences 

Node. 

Future Work: Looking forward to future PDS 

releases,  the bulk of the imaging for science monitoring 

phase will primarily be atmospheric and workspace 

monitoring. In addition, a full 360 degree “science 

panorama” is being acquired at several different times 

of day, and thus lighting conditions, that will fill in all 

gaps in the existing coverage of the area surrounding the 

lander. 
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Figure 3: Sol 14 270 degree afternoon horizon panorama 

7112.pdf4th Planetary Data Workshop 2019 (LPI Contrib. No. 2151)

https://pds.nasa.gov/datastandards/about/
https://velocity.apache.org/
https://pds.nasa.gov/tools/about/generate


SPICE Round Table Discussion.  C. H. Acton,1 N. J. Bachman1, B. V. Semenov1; 1California Institute of 

Technology/Jet Propulsion Laboratory, 4800 Oak Grove Dr., Pasadena CA  91109  charles.h.acton@jpl.nasa.gov. 

 

 

Introduction:  NASA’s “SPICE1” observation 

geometry system [1] has become widely used by 

scientists and engineers throughout the international 

space science community as the means for providing a 

wide assortment of mission geometry calculations used 

in designing and operating robotic missions, in 

planning science observations, and in analyzing and 

archiving the data returned from those observations. 

The SPICE development team should be–and is–

interested in suggestions from the user community 

about how the SPICE observation geometry information 

system and the team’s SPICE operations processes 

might be improved and extended to best serve the space 

science community. This Planetary Data Workshop 

provides a rare opportunity to have a wide-ranging, 

open forum with SPICE users to hear about and discuss 

all such suggestions. 

While the SPICE developers are interested in any 

SPICE-related topic that comes to mind, here we list a 

few items brought up recently in hopes that this list will 

stimulate interest on the part of Workshop attendees in 

participating in the round table, and in bringing similar 

questions to the floor. 

 

• How to improve finding/choosing the “right” 

kernels to use for a given problem (“kernel 

management”) 

• Status of the Digital Shape Kernel (DSK) 

• Prognosis for the SPICE 2.0 C++ Toolkits 

• Plans for extending the WebGeocalc tool 

• Plans for extending the Cosmographia 3D 

visualization tool 

• Use of SPICE in support of CubeSats and 

SmallSats 

 

 

[1] Acton C.H. et al (2017) Planetary and Space 

Science; DOI 10.1016/j.pss.2017.02.013 
 

The research described in this publication was 

carried out at the Jet Propulsion Laboratory, California 

Institute of Technology, under a contract with the 

National Aeronautics and Space Administration. 

                                                                 
1 Spacecraft, Planet, Instrument, C-matrix, Events 
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Introduction:  The Python Hyperspectral Analysis 

Tool (PyHAT) [1] is an open-source library developed 

by the USGS Astrogeology Science Center for analyz-

ing planetary spectral data using Python. PyHAT devel-

opment to date has been supported by two NASA Plan-

etary Data Archiving, Restoration, and Tools (PDART) 

grants. One is focused on the analysis of data from or-

bital imaging spectrometers such as the Moon Mineral-

ogy Mapper (M3) or Compact Reconnaissance Imaging 

Spectrometer for Mars (CRISM)[2]. The second grant 

is currently in its final year and is the focus of this ab-

stract. It involves the development of analysis capabili-

ties for point spectra with a focus on Laser-Induced 

Breakdown Spectroscopy (LIBS) instruments such as 

ChemCam or SuperCam, as well as collecting and pro-

cessing a suite of spectra of planetary analog materials 

on two LIBS instruments. 

PyHAT Point Spectra Analysis: Point spectra are 

collected by instruments from a single location on a tar-

get. In particular, rover instruments commonly collect 

point spectra rather than hyperspectral images. Chem-

Cam has been the most prolific point spectra instrument 

to date, with over 600,000 LIBS spectra collected. Its 

successor SuperCam on the Mars 2020 rover is expected 

to produce a similarly large suite of spectra. Working 

with LIBS spectra and deriving quantitative chemical 

abundances requires analysis methods beyond what is 

typically used for orbital VNIR spectra, and thus we 

have focused on those methods for our point spectra de-

velopment. However, the methods described here are 

not unique to LIBS data, and we hope that by making 

the PyHAT library and graphical interface available to 

the planetary community, they can be applied to a wider 

variety of data sets. 

We leverage existing Python libraries whenever 

possible. The PyHAT GUI uses PyQt5, and the data ma-

nipulation relies on numpy and Pandas. Many of the un-

derlying algorithms used for point spectra analysis are 

from the scikit-learn machine learning library. 

The PyHAT GUI is primarily designed to work with 

a simple CSV format, but also includes the capability to 

read ChemCam data in PDS format. The GUI includes 

a tool for looking up metadata from a separate CSV file, 

matching the metadata to the spectra based on the values 

in user-specified columns. It also includes data manipu-

lation utilities such as removing spectra, combining two 

sets of spectra into one, and splitting one data set into 

many based on the unique values of a user-specified 

column. We use scikit-learn algorithms for Isolation 

Forest and Local Outlier Factor outlier removal. Data 

can also be resampled onto a new set of wavelengths, 

which is useful when working with spectra from multi-

ple instruments. 

A baseline removal interface allows users to choose 

from nine different continuum removal algorithms [3] 

to find one that best suits the data at hand. There is also 

the option to apply a “peak-binning” method that can 

reduce the size of spectra, speeding up calculations 

while improving calibrations that rely on faint emission 

lines [4]. 

Data can be masked, normalized, or multiplied by a 

vector. The GUI also includes a tool to replicate spectra 

with specified shifts in wavelength, which is useful for 

assessing the robustness of certain techniques to varia-

tions in wavelength calibration. The interface also al-

lows users to divide data into multiple folds, stratified 

on a single metadata column, for use in cross validation. 

In most cases, spectroscopic data have high dimen-

sionality (number of spectral channels) and collinearity 

(the channels are highly correlated). PyHAT includes a 

dimensionality reduction tool that acts as a “wrapper” 

for a number of algorithms from scikit-learn and else-

where [5], enabling users to transform data for visuali-

zation, clustering, or other analyses. K-means and spec-

tral clustering are currently available, and we plan to 

add more algorithms in the near term. 

The GUI also includes a set of tools for implement-

ing and evaluating multivariate regression models of the 

type used to derive quantitative chemistry from Chem-

Cam spectra [6]. These include a cross validation inter-

face for identifying the optimum parameters for a re-

gression, as well as the ability to train individual models 

and use them to predict results from new data. Individ-

ual “sub-models” can be trained on restricted composi-

tion ranges and then blended into a single model that can 

better handle diverse target types, as described in [7]. 

We have developed and implemented a “Local 

LASSO” method, inspired by [8], but taking advantage 

of the internal cross-validation and optimization capa-

bility of the scikit-learn LASSO algorithm. This method 

generates a new regression model for each unknown 

spectrum rather than attempting to use a single model to 

predict all spectra. 

The GUI also includes the capability to plot columns 

or rows from the data with customizable colors, sym-

bols, opacity, etc. There is also a pre-defined plot 

7101.pdf4th Planetary Data Workshop 2019 (LPI Contrib. No. 2151)

mailto:rbanderson@usgs.gov


function for generating score and loading plots after 

running dimensionality reduction methods such as prin-

cipal component analysis (PCA) and independent com-

ponent analysis (ICA). 

Planetary Analog spectra: We collected spectra of 

a suite of pressed-powder planetary analog targets using 

the LIBS instrument at Johnson Space Center. We ana-

lyzed 133 targets made from the powders of 85 well-

characterized rock samples from the JSC planetary ana-

log collection. The targets were analyzed using three 

different laser energies to provide data useful for as-

sessing the influence of laser energy density on LIBS 

spectra. A subset of 30 of the targets analyzed at JSC 

were also analyzed by the ChemCam engineering model 

at Los Alamos National Laboratory to provide a basis 

for comparison between instruments and evaluation of 

calibration transfer algorithms.  

The laboratory data will be made available as CSV 

files in a format compatible with the PyHAT software 

at https://astrogeology.usgs.gov/data/pyhat-laser-in-

duced-breakdown-spectroscopy-mars-analog-dataset. 

Future work: We will continue to work to add new 

capabilities to PyHAT and improve the stability and us-

ability of the point spectra analysis GUI. We will finish 

testing calibration transfer algorithms in PyHAT and 

provide access to those methods through the GUI so that 

users can transform data collected under different con-

ditions or on different instruments to be compatible. We 

also plan to implement additional clustering methods 

from scikit-learn. Cross-validation and baseline re-

moval are among the most time-consuming capabilities 

of PyHAT; we will work toward parallelizing these pro-

cesses to take advantage of systems with multiple pro-

cessor cores.We also plan to develop a detailed user 

guide, including example workflows and tutorials using 

the LIBS datasets described above. 

Development of PyHAT will continue beyond the 

end of the current grant. A recently funded grant, de-

tailed in [9] will add a variety of algorithms commonly 

used by the terrestrial remote sensing community to Py-

HAT, and enable ongoing improvements and user sup-

port. We hope that PyHAT will enable scientists to min-

imize time spent developing their own software and 

maximize the scientific results that can be extracted 

from increasingly large and complex spectral data sets. 

References:[1] https://github.com/USGS-

Astrogeology/PyHAT  [2] Gaddis et al., This meet-

ing. [3] Giguere, S., Carey, C.J., Boucher, T., et al. 

(2013) Proc. 5th IJCAI Workshop on Artificial Intelli-

gence in Space [4] Clegg et al. (2018), 49th LPSC, 

#2576. [5] https://www.gbeck-

ers.nl/pages/numpy_scripts/jadeR.py [6] Clegg et al., 

(2017) Spectrochim. Acta. B, 129, 64-85. [7] Anderson 

et al. (2017) Spectrochim. Acta B., 129, 49-57. [8] J.S. 

Shenk, et al. (1997) J. Near Infrared Spectrosc. 5, 223–

232. [9] Aneece, et al., This meeting. 

 

 
Figure 1: Example result of “Local LASSO” regres-

sion for quantifying Na2O using the ChemCam data-

base. 

 
Figure 2: PCA scores plot of a subset of the JSC data 

set, with color corresponding to Local Outlier Factor 

(darker colors are more likely to be outliers). 

 
Figure 3: PCA scores plot with color corresponding 

to K-means cluster (k=4). 
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     Introduction: Planetary science is transitioning 

from a data-poor to a data-rich regime, and this in-

cludes larger, higher dimensionality spectroscopic data 

sets.  Although these data are scientifically valuable, 

they can be challenging to analyze.  “Big data” analysis 

tools exist in terrestrial sciences and machine learning 

but implementation can be challenging and time-

consuming, particularly for scientists who are not ex-

pert programmers. We have begun an effort to build 

upon the existing free and open source Python Hyper-

spectral Analysis Tool (PyHAT) library [1] to make a 

variety of well-known, cutting-edge spectral analysis 

algorithms available and easy to use for the planetary 

science community. 

The proposed algorithms fall into two main groups: 

dimensionality reduction, and algorithms for end-

member identification and spectral unmixing.  Both are 

of high interest within the planetary science communi-

ty.  They can be applied to planetary (e.g. CRISM, M3, 

ChemCam, TES, Cassini VIMS, Ralph on New Hori-

zons, upcoming MISE) and terrestrial spectroscopic 

data to support planetary analog work. 

A single centralized repository for the wide variety of 

spectral processing and analysis algorithms relevant to 

planetary science will be a useful resource for the en-

tire community. Furthermore, implementing many of 

the algorithms in the existing GUI increases access to 

these methods. 

     PyHAT: The Python Hyperspectral Analysis Tool 

(PyHAT) library is a free, open source Python library 

for the analysis of planetary spectral data. It has been 

developed by the USGS Astrogeology Science Center 

under two different PDART grants, one focused on 

orbital hyperspectral data (e.g. CRISM, M3, etc.), the 

other on point spectra (e.g. ChemCam, SuperCam). 

The point spectra work has focused on preprocessing 

and multivariate regression methods, with a particular 

emphasis on Laser Induced Breakdown Spectroscopy 

(LIBS) instruments such as ChemCam and SuperCam. 

Once the data have been preprocessed, they can be 

clustered or used to generate a regression model to 

relate spectral signals to continuous physical quantities 

such as chemical composition [2]. 

The PyHAT library can be imported in Python and 

used in developing custom scripts. It can also be ac-

cessed through a PyQT5-based GUI [1] that allows 

users to call PyHAT functions in any order in a custom 

“workflow” that can be saved and restored.  PyHAT is 

intended to serve as a centralized resource for plane-

tary spectroscopists, enabling them to work with vari-

ous data types and methods to analyze spectra.  

     Task Summary: We have received new funding to 

continue the development of PyHAT. That develop-

ment is divided into three tasks described below (Fig. 

1). The first two involve implementing new algorithms 

within the existing PyHAT Python library and testing 

to ensure compatibility so that they can be used seam-

lessly in a planetary data analysis pipeline. The third 

task will then incorporate those new capabilities into 

the GUI for use by non-programmers.    

     Task 1: Spectroscopic data sets typically suffer 

from data redundancy and the “curse of high data di-

mensionality” [4].  Dimensionality reduction can help 

avoid these issues, decrease computational and storage 

costs, increase accuracy, and aid spectral unmixing, 

end-member identification, target detection, and visual-

ization [4,5].  We will be adding linear discriminant 

analysis (LDA, Fig. 2), the local fisher discriminant 

analysis (LFDA), Non-Negative Matrix Factorization 

(NNMF), and Minimum Noise Fraction (MNF) to Py-

HAT.  

  

 

Figure 1: We propose to add well-known and state-

of-the-art dimensionality reduction and end-member 

identification/unmixing algorithms into PyHAT, mak-

ing them accessible in one package and available 

through a GUI to facilitate planetary spectroscopic 

data analysis.  Figure modified from [3]. 
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     Task 2: Dimensionality reduction can aid end-

member identification and spectral unmixing [4].  In 

end-member identification, data are projected so that 

the most spectrally extreme and thus spectrally pure 

pixels are detected and identified as end-members.  We 

will be adding the pixel purity index (PPI, Fig. 3), N-

Finder (N-FINDR), automatic target generation process 

(ATGP), fast iterative pixel purity index (FIPPI), and 

sequential maximum angle convex cone (SMACC) for 

end-member identification in PyHAT. 

The end-members can then be used in unmixing classi-

fication methods that estimate how much of a particular 

pixel corresponds to each end-member.  Linear least 

squares (LLS), extended linear mixing model 

(ELMM), multiple end-member spectral mixture analy-

sis (MESMA), general bilinear model (GBM), and 

multilinear mixing model (MLMM) will be added to 

PyHAT for spectral unmixing. 

     Task 3: We will also add access to the algorithms 

from Tasks 1 and 2 to the PyHAT GUI (Fig. 4), which 

is designed around the concept of “workflows”: series 

of discrete data processing steps each of which is re-

ferred to as a “module.”  The order of the modules is 

defined by the user.  Modules can be inserted or delet-

ed from within a workflow to efficiently arrive at an 

optimal workflow, which can then be saved to and re-

stored from human-readable json formatted files. 

 

Figure 4: Example PyHAT GUI workflow. 

This task includes development of documentation, 

tutorials, and examples to help users understand how to 

use the GUI.  We will publish an overview of PyHAT 

and its improvements in the open-access journal Soft-

wareX, and final code will be made available on 

NASA’s GitHub repository for PyHAT, as well as the 

current USGS GitHub repositories. 

 

References: [1] https://github.com/USGS-

Astrogeology/PyHAT_Point_Spectra_GUI. [2] Ander-

son, R.B., et al. 2017. Spectrochimica Acta Part B: 

Atomic Spectroscopy, 129, 1, 49-57. [3] Bioucas-Dias, 

J., et al. 2012. IEEE J Sel Topics in Appl Earth Obs 

and Rem Sens, 5(2): 354-379. [4] Ghamisi, P., et al. 

2017. IEEE Geosci and Rem Sens Mag, DOI: 

10.1109/MGRS.2017.2762087. [5] Ye, Z., et al. 2017. 

Europe J Rem Sens, 50(1): 166-178. [6] Raschka, S. 

https://sebastianraschka.com/. [7] Mukhopadhaya, S. 

2016. JBAER, 3, 10, 831-837. 

 

Figure 2: LDA projects the data to maximize distance 

between classes. Figure modified from [6]. 

 

Figure 3: Example of PPI, modified from [7], 

showing end-members identified at the extremities of 

the cloud of data points. 
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Introduction: The SPICE library provided by the 

Navigation and Ancillary Information Facility (NAIF) 
is a powerful tool used by scientists and engineers for 
determining geometric conditions of planets and 
spacecraft [1]. The NAIF provides SPICE interfaces 
for interpreted languages such as MATLAB and IDL. 
However, a Python interface to SPICE was not avail-
able until the development of the open source pack-
age SpiceyPy with the release of version 1.0.0 in 
March 2016. SpiceyPy is open sourced under the MIT 
software license and is hosted on GitHub*[2]. This 
abstract serves as a status update on the project, utili-
zation in the field, and future development plans. 

Background: SpiceyPy uses the ctypes foreign 
function interface (FFI) which is part of the Python 
standard library to interface directly with a compiled 
shared library of CSPICE. Interface functions are 
written in pure Python code for each CSPICE function 
enabling API refinement and convenience functionali-
ty. This allowed a more “pythonic” interface to 
CSPICE to be crafted, which is a desirable trait for 
python packages [3]. Functions are all extensively 
tested with coverage reports collected from weekly 
test builds using the Travis Continuous Integration 
(CI) service. Currently, the code coverage from tests 
is reported to be 99.795%† of the full codebase. 
SpiceyPy is available through the Python Package 
Index (PyPI) and the community supported Conda-
forge for Anaconda Python users. SpiceyPy can be 
installed on all 64bit systems on major operating sys-
tems by running “pip install spiceypy” or “conda in-
stall spiceypy --channel conda-forge”. 

Development History: Development on SpiceyPy 
began in early 2014 due to the desire of the author to 
have cross-platform access to SPICE. After two years 
of development, SpiceyPy version 1.0.0 was released 
in March of 2016. Version 2.0.0 was released soon 
after the release of SPICE N66 and included many of 
the new CSPICE functions and DSK capabilities of 
that release in June 2017. The rest of the interfaces to 
the new N66 SPICE functions were added later that 
year in November 2017 with the release of version 
2.1.0. Afterward, development on SpiceyPy primarily 
focused on resolving installation issues, bug fixes, 
documentation improvements, completion of the API 
coverage, and adopting better community standards 
such as a code of conduct culminating with the re-
lease of version 2.2.0 in February 2019 [2]. Releases 

after 2.0.0 have received many substantial community 
contributions, demonstrating increased community 
envolvement in the project. 

API details: SpiceyPy provides a nearly complete 
interface to CSPICE N66; all but eight functions out 
of about 585 have interfaces, and all of these func-
tions have unit tests. This is a substantive increase in 
test coverage and function coverage since the release 
of SpiceyPy 2.0.0 that is in large thanks to community 
contributions. Functions for Event Kernels (EK) and 
geometry finding routines that utilize C function 
callbacks are now all supported in SpiceyPy. The re-
maining unwrapped functions are either experimental 
DSK related functions (that are considered deprecated 
as of the N66 release) or are not particularly useful to 
a Python user (such as “maxd_c”). 

Usage by the Community: Gauging the direct us-
age and impact of SpiceyPy is difficult given the in-
consistent usage of DOIs for SpiceyPy and possible 
exclusion from references. However, there are many 
proxies for popularity and usage that can be used. One 
of these metrics is the number of forks and stars the 
GitHub repository has, which forms a rough gauge of 
popularity among those with GitHub accounts [4], see 
figure 1. Since 2018, SpiceyPy has also been cited in 
11 documents that include technical reports, theses, 
peer-reviewed papers, and conference abstracts. These 
documents originated from a variety of engineering 
and scientific fields and were identified from a 
Google Scholar query‡. SpiceyPy is also increasingly 
utilized in other libraries as a dependency, including 
Heliopy and spiops and some projects by the USGS 
astrogeology organization. 

 
Figure 1 GitHub cumulative star and fork counts over time, 
release dates plotted as vertical gray lines. Data from GitHub. 
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Download counts do not detail how SpiceyPy is 
used but can be considered a low precision gauge of 
interest. For PyPI, download counts are queryable 
through a publically available Google BigQuery™ 
table “the-psf:pypi.downloads” [5]. A query for PyPI 
downloads that used the pip command was run against 
this table limited between 01/01/2017 and 04/04/2019 
which processed 852.2 GB of data. The results are 
reported in table 1 and aggregate the download counts 
grouped by the version of SpiceyPy and the major 
revision number of Python to distinguish Python 2 
users from those using Python 3. Additionally, Conda-
forge downloads were reported in table 1, although 
this distribution of SpiceyPy has only been available 
since December of 2017. Downloads of version num-
bers older than 2.0.0 were excluded from the table. 

Version 2.0.0 2.1.0 2.1.1 2.1.2 2.2.0 
Python 3.X downloads 275 1363 647 2800 500 

Legacy Python (2.X) 
downloads 453 230 65 714 108 

Conda-forge down-
loads 1211 1659 NA 1944 NA 

Table 1: Counts of SpiceyPy downloads for versions 2.0.0 and up 
from pip grouped by version and Python version (3.X vs. 2.X) 
between 01/01/2017 and 04/04/2019. See figure 1 for the dates of 
specific releases. “NA”s indicate missing versions from Conda 
Forge, counts which began approximately in December 2017. 
   By comparing these numbers to similar download 
counts reported in a prior abstract, download counts 
jumped substantially [6]. This jump may indicate both 
increased interest and utilization of SpiceyPy, alt-
hough this is an imperfect measure of both properties.     

Future Directions: Development of SpiceyPy 
will for the foreseeable future focus on usability im-
provements, documentation improvements, and bug 
fixes because all of the important CSPICE API func-
tions are available in SpiceyPy. Future function addi-
tions are primarily limited to any new functions added 
in future unreleased versions of SPICE, such as N67. 
Previously discussed future projects such as CFFI [7] 
based reimplementation have been prototyped, but the 
need has not been demonstrated yet. New Python 3 
features such as type annotations [8] should be inves-
tigated for enhanced type safety in SpiceyPy. Howev-
er, this could break the legacy Python (2.x) compati-
bility. Legacy Python, despite the upcoming depreca-
tion in 2020, is still in use by a nonnegligible percent-
age of SpiceyPy users, see table 1. Deprecation of 
legacy python support in SpiceyPy would result in 
some code maintenance burden reductions and docu-
mentation improvements. Further education of the 
SpiceyPy user base on the need to upgrade to modern 
python versions (preferably 3.7.X or newer) is needed 
to help make these necessary changes possible. 

Another development that will likely happen with-
in the next year is the migration of SpiceyPy to an 

independent GitHub organization apart from the au-
thors GitHub profile. This development is the result of 
conversations with interested parties at various organ-
izations that partially desire more redundancy in the 
continued maintenance and support of SpiceyPy into 
the future. The author will in all likelihood remain 
involved in future development on SpiceyPy, but it is 
in the interest of the project to spread the develop-
ment burden broadly. This transition will require that 
a suitable GitHub organization is identified. This or-
ganization must have adopted a good governance 
model to ensure credit is correctly attributed and that 
the primary author remains involved.  

Conclusions: SpiceyPy is now a feature complete 
open source wrapper for SPICE implemented by the 
community. SpiceyPy is being used in an increasing 
number of open source projects as well as peer-
reviewed research. SpiceyPy remains supported by 
the community and will be updated as necessary upon 
future NAIF releases of SPICE. The API for SpiceyPy 
has reached a high level of stability and maturity, 
enabling researchers and engineers alike to utilize the 
full extent of the CSPICE API within Python. 

Acknowledgements: The author would like to 
thank all the users and contributors to SpiceyPy for 
their continued comments, suggestions, bug reports, 
and anecdotes. These have all helped to drive the pro-
ject forward and make it a joy. To the users, please 
feel free at any time to write in to say how SpiceyPy 
is aiding their work. 
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UPDATING SOLAR SYSTEM REFERENCE FRAMES FOR CARTOGRAPHY IN 2019. 
Brent Archinal1, and the IAU Working Group on Cartographic Coordinates and Rotational Ele-
ments (WGGCRE), 1U.S. Geological Survey (2255 N. Gemini Drive, Flagstaff, AZ 86001, USA; 
barchinal@usgs.gov). 

 
Overview: Approximately every 3 years 

since 1979, the Working Group on Carto-
graphic Coordinates and Rotational Elements 
of the International Astronomical Union 
(IAU) has, after most IAU General Assembly 
(GA) meetings, issued a report [1] recom-
mending coordinate systems and related pa-
rameters (body orientation and shape) that can 
be used for making cartographic products 
(maps) of Solar System bodies. These rec-
ommendations, which are open to further 
modification when indicated by community 
consensus, are intended to facilitate the use 
and comparison of multiple datasets by pro-
moting the use of a standardized set of map-
ping parameters. This abstract summarizes 
the WGCCRE’s ongoing efforts to create a 
new report. The WGCCRE encourages input 
and is available to assist users, instrument 
teams, and missions. For information on the 
creation, history, operation, general philoso-
phy of the WGCCRE, and for links to related 
organizations, see our website at 
http://astrogeology.usgs.gov/groups/IAU-WGCCRE. 

WGCCRE membership: The Working 
Group currently consists of 17 volunteers, 
including C. Acton, B. Archinal (Chair), A. 
Conrad (Vice Chair), T. Duxbury, D. 
Hestroffer, J. Hilton, L. Jorda, R. Kirk, S. 
Klioner, J.-L. Margot, K. Meech, J. Oberst, F. 
Paganelli, J. Ping, K. Seidelmann, D. Tholen, 
and I. Williams. We are always looking for 
volunteers to join the WGCCRE to help with 
each new report following the IAU GA. 

Outlook for the Next WGCCRE Report: 
We are currently compiling our next overall 
report, associated with the 2018 IAU GA. We 
expect there will be routine updates to rec-
ommended orientation and size models result-
ing from reprocessing of various existing, or 

processing of new, planetary datasets. We ex-
pect there may be improvements for various 
bodies for which there has been recent or is 
active exploration, such as Mercury, Jupiter, 
Saturn, Saturnian satellites, (1) Ceres, 
67P/Churyumov–Gerasimenko, (486958) 
2014 MU69, (4179) Toutatis, (101955) Ben-
nu, and (162173) Ryugu. 

We will also consider updating the rec-
ommendations for lunar coordinates. At the 
2018 IAU GA, the X2 Cross-Division A-F 
Commission Solar System Ephemerides rec-
ommended, and the WGCCRE informally 
concurred, that a new working group should 
be set up to consider issues related to such 
updates [2]. Although lunar ephemerides cur-
rently seem to provide the orientation of the 
Moon with an accuracy of several meters, up-
dates from various groups based on new lunar 
laser ranging (LLR) solutions continue to be 
made and improvements should be consid-
ered. Another issue is whether to finally base 
the mean Earth/polar axis (ME) lunar system 
directly on no-net rotation based LLR solu-
tions for retroreflector coordinates rather than 
on a specific lunar ephemeris as is done cur-
rently. The WGCCRE is willing to collabo-
rate with such a new working group and con-
sider any recommendations made on a 
timeframe consistent with our report. 

For Mars, the recommended orientation 
model could be updated to that of Konopliv et 
al. [3] as formulated by Jacobson et al. [4], 
since this model is based on additional data 
and improved over the previously recom-
mended system [5]. A separate issue has also 
been raised about the new systems [3-5] for 
Mars which seem to have a ~100 m offset in 
longitude at the fundamental epoch of 
J2000.0 relative to the previous recommended 
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system. Clarification is needed as to the cause 
of this offset, given the intent that “the defini-
tion adopted in this paper does not change the 
position of the prime meridian” [5]. Based on 
community input, a decision may then need to 
be made by e.g. the Mars Geodesy and Car-
tography Working Group and WGCCRE, as 
to whether a correction in longitude needs to 
be made to these newer models, and perhaps 
whether such a change should be made in ad-
vance of the next report. 

Future Projects: The WGCCRE has over 
time received multiple requests for some type 
of (e.g., an online database) summary of 
model recommendations made since the for-
mulation of the WGCCRE in 1976. We have 
also received suggestions that we provide 
more detailed recommendations in our reports 
about establishing and updating coordinate 
systems. These and perhaps other projects 
may be undertaken given enough volunteer 
effort. 

Other recommendations: In our most re-
cent report, we have repeated earlier recom-
mendations that planning and efforts be made 
to make controlled cartographic products, 
which are important foundational products in 
the terminology of planetary spatial data in-
frastructure [6]. New recommendations are 
that common formulations should be used for 
orientation and size and that historical sum-
maries of the coordinate systems for given 
bodies should be developed. We have noted 
that for planets and satellites planetographic 
systems have generally been historically pre-
ferred over planetocentric systems; and that in 
cases when planetographic coordinates have 
been widely used in the past, there is no obvi-
ous advantage to switching to the use of plan-
etocentric coordinates. However, we would 
like to receive more input regarding these 
recommendations, and any suggestions for 
new recommendations. 

Request for Input: In addition to such 
suggestions, the WGCCRE desires continued 

input from the planetary community, especial-
ly regarding the systems for specific bodies, 
the operation of the WGCCRE, our question 
submitting process, and posting of updates via 
the WGCCRE website. We regularly provide 
summaries (such as this one) and make meet-
ing presentations to make the community 
aware of our work [7-9]. We encourage vol-
unteers to become WGCCRE members and 
help with our efforts. Our membership is 
open to all. Contact the first author or any 
member of the WGCCRE for additional in-
formation. 

Acknowledgements: Funding for B. 
Archinal has been provided via a NASA-
USGS Interagency Agreement on Planetary 
Spatial Data Infrastructure. 
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15 YEARS OF THE PLANETARY SCIENCE ARCHIVE: LOOKING BACK TO BETTER LOOK 

FORWARD.   

C. Arviset1, S. Besse2, I. Barbarisi3, J. Arenas4, M. Bentley5, S. de Castro6, G. de Marchi7, R. Docasal2, D. Fraga2, E. 

Grotheer3, D.Heather1, C. Laantee1, T. Lim4, Martinez, S.1, B. Merin1, A. Montero3, J. Osinde6, C. Rios8, J. Ruano4 

and J. Saiz6. 
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7ESA-ESTEC, 8QUASAR for ESA-ESAC. 

 

 

Introduction:  In March 2004, ESA released the 

1st version of the Planetary Science Archive 

(http://psa.esa.int), located at the ESAC Science Data 

Centre in Villanueva de la Canada, Madrid, Spain. 

Throughout the years, the PSA has enriched its con-

tent with all ESA’s planetary missions data sets, and 

improved its GUI and scriptable interfaces to offer the 

best user experience to planetary scientists worldwide. 

The ultimate goal of the PSA is to enable maximum 

science data exploitation from ESA planetary missions, 

and to ensure long term data and associated knowledge 

preservation for the generation to come. 

 

PSA content and services: When ESA decided to 

build the Planetary Science Archive, we started with 

Giotto datasets in 2004 and then it gradually included 

all the remaining ESA Planetary missions: Mars Ex-

press (2005), Huygens (2006), Venus Express (2009), 

Rosetta and Smart-1 (both in 2010). For the more re-

cent missions, we ensured that datasets could be in-

gested as soon as operations would start for Exomars 

TGO (2016) and BepiColombo (2018). 

 

 
Figure 1: ESA Planetary Missions 

 

Managing both PDS3 and PDS4 datasets: Great 

care is given to ensure the preservation and dissemina-

tion of reliable science data from the missions, as all 

datasets are scientifically peer-reviewed by independ-

ent scientists, and are compliant with the Planetary 

Data System (PDS) standards. As the PDS standard 

evolved through time, the PSA had to accommodate 

initially datasets in PDS3 format, and then to evolve 

significantly to also manage the more recent and future 

missions with PDS4 datasets (Exomars, BepiColombo  

and Juice in the future). 

 

PSA interfaces:  The primary way to access ESA 

planetary science data holdings is through the PSA 

Graphical User Interface (GUI), which offers a power-

ful and user friendly faceted search web interface 

(Figure 2). Lots of work has been done to ensure ho-

mogenous metadata between the many instruments, to 

enable science driven searches across instruments and 

across missions.  

 

 
Figure 2: PSA web GUI 

 

Most of the data is public and can be downloaded 

directly. Login is required for proprietary data down-

load and only authorized users will be able to down-

load proprietary data products. Expert users can also 

directly download full instruments datasets from the 

PSA FTP server. 

 

Although planetary scientists represent the main us-

ers of the PSA, there are many spectacular images that 

can also be of interest to the general public. To facili-

tate access to these, the GUI has been enriched by an 

image gallery (Figure 3) to quickly search and visualize 

browse products from most of the missions.  
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Figure 3: PSA Archive Image Gallery 

 

The PSA also attempts to increase interoperability 

with the international community by implementing 

recognized planetary science specific protocols such as 

the PDAP (Planetary Data Access Protocol) and EPN-

TAP (EuroPlanet-Table Access Protocol). 

 

PSA architecture evolution: over the years, the 

underlying architecture and software systems have 

drastically changed. Initially based on a Java applet 

GUI on top of a Sybase RDBMS, the PSA evolved 

towards more modern technologies. Today, the storage 

layer consists of a data repository (around 70TB) and a 

PostgreSQL database. The Client layer offers the main 

interfaces to scientists, either through a thin web client 

(based on Vaadin) or through command line interface. 

The Server layer takes care of handling all database 

queries, data distribution services and all archive ad-

ministrative services (ie user login and authentication, 

usage statistics). 

 
Figure 4: PSA System Architecture 

 

While datasets ingestion in the past used to be an 

heavy, manual and asynchronous task, special efforts 

have been made to automatize this process so to ensure 

that datasets from newer missions (like Exomars and 

BepiC) can be ingested within one or a few days after 

they’ve been taken by the instruments. 

 

PSA and IPDA:  The International Planetary Data 

Alliance (IPDA) is an association of partners world-

wide with the aim of improving the quality of planetary 

science data and services to the planetary science 

community (http://www.planetarydata.org). IPDA’s 

mission is to facilitate global access to, and exchange 

of, high quality scientific data products managed across 

international boundaries. Ensuring proper capture, ac-

cessibility and availability of the data is the task of the 

individual member space agencies. Through the PSA 

team, ESA has been a co-founder of the IPDA with 

NASA and PDS and continues to be an active members 

of the alliance. PSA’s interoperability with other plane-

tary data archives is obtained through the usage of 

common data formats (PDS3 and PDS4) and the im-

plementation of common data interoperability proto-

cols (i.e. PDAP and more recently EPN-TAP). 

 

PSA looking forward 

While the primary goal of the PSA has been 

reached, ensuring the long term preservation and ac-

cess to ESA planetary missions datasets, we’re now 

looking at providing additional added value services to 

maximize even further the science exploitation of these 

datasets. This will include offering newer functionali-

ties to end users, like GIS based map browser for plan-

ets and small bodies, ingestion of spacecraft house-

keeping parameters, improving and enriching legacy 

datasets with browse products, ingestion of datasets 

from external projects, and more interoperability with 

other PDS compliant archives. 

 

References: 

[1] Besse, S. et al. (2017) Planetary and Space Sci-

ence, doi, ESA's Planetary Science Archive: Preserve 

and present reliable scientific data sets. 
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PYRISE AND OTHER PLANETARY SCIENCE PYTHON TOOLS K.-Michael Aye, Laboratory of Atmospheric and Space
Physics, University of Colorado at Boulder, CO, 80303 (Michael.Aye@colorado.edu)

Introduction I describe Python packages I devel-
oped during my work with instrument data from several
planetary science space missions. The instruments these
packages can be used for are:

• MRO HiRISE (imager)

• Cassini ISS (imager) and UVIS (spectrometer)

• Maven IUVS (spectrometer)

Furthermore, I present a small collection of mission-
independent utilities that I collected in package called
‘planetpy’ and I present a draft layout for further discus-
sion how these different packages could be either com-
bined or co-located into a common GitHub organization.

pyRISE The MRO HiRISE image is a very com-
plex imager which is reflected in the complexity of the
PDS data-set, which contains 2 channels per CCD, with
10 RED channel CCDs, comprising 20 files per recorded
observation ID. Additionally, there a two color channels
named IR for infrared and BG for blue-green, each hav-
ing 2 CCDs with also 2 channels per CCD. All these
products need to be correctly identified when process-
ing or analyzing these images, requiring a lot of de-
tail already simply in a filename. To make this process
bearable I mirrored the complete product chain of exist-
ing HiRISE products for both label and image files and
the ‘pyRISE’ package provides interfaces to create these
filenames and their paths dynamically via string opera-
tions.

The paths are also correctly aware of the filepaths on
the PDS server, so that automatic download of the cor-
rect HiRISE product is easily facilitated. For example:

from pyrise import products as prod

pid = \
prod.PRODUCT_ID(’PSP_003072_0985’)

print(pid.jp2_path)

will return the rather complex path RDR/PSP/ORB_
003000_003099/PSP_003072_0985/PSP_
003072_0985_RED.JP2.

Furthermore, I added a command-line tool for Macs
that can download and display the official HiRISE pre-
view jpg. The package also helps in creating full
HiRISE mosaics, starting from the 20 RED CCD chan-
nels, using the USGS’ ISIS3 toolset.

Anticipated presentation I will summarize the
capability of the offered tools and try a live-demo of a
set of examples, including:

• Creating a correctly constrained Maven IUVS
and Cassini UVIS spectral-image plots using PDS
data

• Finding, downloading and calibrating Cassini ISS
images

• Previewing and managing HiRISE images easily.

7102.pdf4th Planetary Data Workshop 2019 (LPI Contrib. No. 2151)

mailto:michael.aye@colorado.edu


NEW WEB PORTAL FOR ASTORB, LOWELL OBSERVATORY'S PRIMARY ASTEROID DATABASE. 
M.  Bailen, N. Moskovitz, B. Burt, L. Wasserman, R.  Schottland.  U. S. Geological Survey, Astrogeology Science 
Center, 2255 N. Gemini Dr., Flagstaff, AZ, 86001 (mbailen@usgs.gov). 

 
Summary: astorb [1] is a database of orbital 

elements for all known asteroids in the Solar System 
(780,489 objects as of 12 July 2018), has been hosted at 
Lowell Observatory for over 20 years, and is actively 
curated and automatically updated as new objects are 
discovered. Front-end access to the database and 
associated tools are available at asteroid.lowell.edu. 
Modernization and upgrades to the astorb system are 
ongoing with expected completion by mid-2019. 
Upgrades recently implemented include the addition of 
physical properties, such as albedo and rotation period, 
and redesigned observational planning tools, such as 
ephemeris and finder chart generators. Data on physical 
properties are pulled from multiple sources including 
NASA’s Planetary Data System (PDS) [2], the asteroid 
Lightcurve Database (LCDB) [3], and a number of 
project-specific online compilations. Future upgrades 
will include additional physical properties, enhanced 
query capabilities, and a system for credentialed user 
input to the database as a way to facilitate rapid 
dissemination of observational results. User feedback 
on desired additional functionality is invited. 

Overview of astorb Database:  The astorb database 
has been maintained and developed at Lowell 
Observatory since the early 1990's. The database aims 
to be a public accessible, centralized, current and 
complete source for all asteroid data. On a monthly 
basis, MPC [4] observations are automatically 
downloaded and orbits are fit for new minor planets or 
existing minor planets with new observations. Orbit 
solutions are ingested directly into the SQL database, 
entries are created for new objects and new data on 
existing objects are updated appropriately. A 
background script monitors newly issued MPECs and 
immediately absorbs the orbital information into the 
database. In addition to orbital data, physical properties 
from public sources are incorporated into the holdings. 
The cadence of these inclusions depends on data release 
schedules and  ranges from daily to one-time ingests. 
Actively maintained physical parameter databases are 
automatically monitored as new and updated data is 
ingested into astorb. Also occurring will be the 
ingestion of object-specific information submitted from 
vetted surveys and observers. 

  
 

 
 
 

Figure 1. Workflow for the new astorb system. 
  

Web Portal: In addition to  numerous 
upgrades to the database and modernization of the tools 
used to access astorb, a new web portal (Figure 2) is 
being launched to simplify access to the data. The web 
portal will allow flexible search options based on 
dynamical types, semi-major axis, absolute magnitude, 
inclination, eccentricity and other fields. All searches 
will be plotted in real-time on a solar-system visualizer, 
allowing users to quickly appraise and cull their search 
results, thus narrowing down their area of interest. 
Options will be provided to download either plots of the 
data or CSV files listing asteroids and pertinent 
metadata. Once an asteroid is selected, its location will 
be plotted and a display panel with tabs will enable the 
user to access the orbital elements, lightcurve data, 
ephemeris data, characterization information, an orbital 
map and more.  

References: [1] Moskovitz, N., et al., 2018, 
astorb at Lowell Observatory: A Comprehensive 
System to Enable Asteroid Science.  American 
Astronomical Society, DPS meeting #50 id 408.08. [2] 
NASA PDS Small Bodies Node  https://pds-
smallbodies.astro.umd.edu/ [3] Warner, B., et al, 2009, 
The Asteroid Lightcurve Database, Icarus, Volume 
202, Issue 1, p. 134-146. [4] IAU Minor Planet Center  
https://www.minorplanetcenter.net/iau/mpc.html 
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Figure 2: Screenshot of new web portal. 
 

Credit: The development of astorb and the web portal 
is supported by Lowell Observatory and the NASA 
PDART program, grant number NNX16AG52G. 
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USE  OF  PDS4  IN  AN  OPERATIONAL  ARCHIVE  –  EXPERIENCE  FROM  BepiColombo.  
M.  S.  Bentley1,  S.  Martinez1,  Fran  Vallejo1,  Jaime  Saiz1,  Thomas  Cornet1  and  Alan  J  Macfarlane1   
1European Space Astronomy Centre, 28962 Villanueva de la Canada, Madrid, Spain.

Introduction:  Most ESA planetary missions have
delivered data to the archive in the classical way – by
instrument teams providing large deliveries every few
months. The downside to such an approach is that is-
sues can only be caught, and detailed validation only
performed, on delivery and can require significant re-
processing before acceptance in the archive. 

The ESA Planetary Science Archive (PSA) [1] has
adopted a different approach with current missions us-
ing the NASA PDS4 format. In this operational archiv-
ing approach, products are delivered on a frequent (of-
ten daily) basis, and delivery starts early in the mission
- even before products are “feature-complete”. In this
way the archive products can be used immediately for
both science and engineering. 

Technical implementation:  The design of a PDS4
archive typically assumes the more traditional delivery
style in which data providers periodically deliver com-
plete bundles. With the operational approach, batches
of  individual  products  are  delivered  to  the  archive,
which  then  produces  or  updates  the  corresponding
bundle and collection inventories. Some small changes
to the products are also necessary to accommodate this
philosophy, mostly in the use of version numbers; ver-
sioning of collection inventories is less useful due to
their  continual  increments,  and  individual  products
may undergo many versions before the product is final-
ised.  In  general  version  numbers  less  than  unity are
used within the PSA for operational data releases. In
addition, true deletion of products from the archive is
allowed to avoid polluting the end archive with older
and less complete copies of products. Finally, this ap-
proach results in data being ingested into the archive
long before it becomes public, and hence data access
rights must be respected.

Experience from BepiColombo: The ESA/JAXA
BepiColombo  mission  to  Mercury  was  successfully
launched in October 2018. The data handling approach
within  the  Science  Ground  Segment  (SGS)  for  the
BepiColombo mission has differed from previous plan-
etary missions, and follows a style more often used in
astronomy. As such the first  level  data processing is
performed  by  SGS,  which  runs  the  instrument
pipelines producing raw level archive data from tele-
metry and sending them to the PSA on a daily basis.
This  has  also  enabled  the  development  of  a  Quick-
Look Analysis (QLA) system which uses these PDS4
products for visualisation of housekeeping and science
data and provides rapid feedback on the quality of the

archive data products  whilst  enabling rapid feedback
for science and operations.  Using this approach, sci-
ence data from several instruments were available in
the archive,  and visible in the QLA, within the first
week of the mission (Figure 1).

This paper discusses the experience gained within
the BepiColombo SGS using this approach, including
the benefits and challenges. Amongst the benefits are:

• early review and testing of archival formats,
• higher likelihood of instrument teams devel-

oping a single pipeline and format for science
analysis and archiving,

• restricted access to science data in a central-
ised repository from day one, and

• enabling of near-real-time functionality such
as the QLA.

Figure 1: BepiColombo products in the PSA

References: 

[1]  Besse, S.  et al. (2018) Planet. Space Sci. 150, 131–
140 . 

7020.pdf4th Planetary Data Workshop 2019 (LPI Contrib. No. 2151)
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Introduction: The ISIS (Integrated Software for
Imagers and Spectrometers) [1] software developed
by the U. S. Geological Survey Astrogeology Science
Center (ASC) uses NAIF SPICE kernels [2] for infor-
mation about observation geometry, sensor parame-
ters, and more! As such, alongside the main ISIS soft-
ware, which includes an application, spiceinit, for as-
sociating SPICE information to images, ASC provides
a set of “curated” SPICE kernels that have been se-
lected for use with ISIS and a system for selecting
which specific SPICE kernels from the curated set
should be used with an image based on information in
the image label, such as acquisition time or target
body.

Much of this functionality and associated docu-
mentation has not been updated recently. Looking
ahead, given the central role of SPICE kernels in
ISIS, it is important that the community have an op-
portunity to provide feedback about current uses and
priorities to inform decisions about future work in this
area of ISIS. As such, a survey was developed and
sent out to ISIS users. 

ISIS SPICE User Survey: A survey was sent out
to the planetary community requesting information re-
garding their experience using SPICE in ISIS to gauge
current areas of confusion, request priorities for
changes to be made to this system, and determine
which parts of this system are currently being used.
This poster presentation will present and discuss re-
sults from this survey.

Acknowledgments: This effort has been sup-
ported by NASA’s Planetary Spatial Data Infrastruc-
ture (PSDI) interagency agreement.

References: [1] Gaddis, L.R., et al. (1997) LPSC
XXVIII, Abstract #1226. [2] Acton, C.H. (1996) PSS,
44 No. 1, pp. 65-70. 
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Introduction:  With new missions being selected, 

missions moving to post-operations, and missions 
starting their journey to various targets in the Solar 
System, the ESA’s Planetary Science Archive [1] 
(http://psa.esa.int) is in constant evolution to support 
the needs of the projects, and the science community.  

 
2019 UPDATES: The year 2019 is mostly marked 

by the successful launch of the BepiColombo mission 
to Mercury, and the start of the science phase for Ex-
oMars 2016.  

Those two missions are supported by the PSA with 
a totally new approach with respect to past planetary 
missions. Scientific observations from BepiColombo 
and ExoMars 2016 are stored in the archive few days 
after reception on the ground. The PSA provides an 
almost real time access to the scientists from the in-
strument teams. As common for missions of the Euro-
pean Space Agency (ESA), access to the data is pro-
tected and reserved to the science teams members dur-
ing the first months of the mission. The development 
of such archives is a new concept that requires a very 
strong support from the missions Science Ground 
Segment (SGS) and the instrument teams. Particularly 
challenging is the development of this concept in the 
framework of the new Planetary Data System standard 
V4 (PDS4) used by these two missions. 

Alongside the development of archives for new 
missions in operations, and in PDS4, the PSA is sup-
porting missions in operations and post operations in 
PDS3, such as Rosetta, and MarsExpress. Those two 
missions are providing and incredible amount of new 
data that are ready to be used by scientists. Rosetta is 
wrapping up its archive with a significant increase in 
the delivery of derived products (i.e., products benefit-
ing from numerous extra processing rarely possible 
during the timeline of the mission). Derived products 
can use shape models for instance, or inputs from other 
instruments (e.g., temperature, etc.), and certainly all 
the knowledge of the science teams. MarsExpress is 
continuing its routine deliveries of products to the 
PSA, with a particular highlight on the MARSIS in-
strument. Those products provide a view of the sub-
surface of Mars, which is offering numerous new dis-
coveries. 

While the missions are delivering new exciting 
products, the PSA adapts and evolves to improve the 

search capabilities of those products. New functionali-
ties have been developed in the user interface to allow 
better, faster, and easier search for products.  With the 
wish of serving all scientists styles, the PSA has also 
developed an EPN-TAP service that improves machine 
access retrieval of products.  

 
2020 CHALLENGES: 2020 will offer continuous 

challenges such as  the expected start of the ExoMars 
2020 rover, and the flybys of planets by Bepicolombo. 
Rosetta will close its journey by completing its ar-
chive. The content of the archive will still be curated, 
similarly as it is for other missions in legacy such as 
Venus Express or SMART-1. The PSA will continue 
its effort in curating data from past missions that still 
offer important scientific discoveries [2]. 

By 2020, the users of the Planetary Science Ar-
chive are expected to be familiar with the PSA services 
based on Geographical Information System. An im-
portant effort by the PSA actors is done to provide new 
services based on geometrical searches. 

 
During the workshop, the global pictures of the PSA 
activities during the past 2 years and the upcoming 2 
years will be presented. 
 
 
 

Acknowledgement:  the authors are very grateful 
to all the people who have contributed in some way for 
the last 15 years to the previous and current versions of 
ESA's Planetary Science Archive. We are also thankful 
to the ESA’s teams who are operating the missions 
(Science Operations Centres and Mission Operations 
Centres) and to the instrument science teams who are 
generating and delivering scientific calibrated products 
to the archive. 
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Introduction:  The USGS Astrogeology Science 

Center (ASC) is funded through both traditional 

NASA Research and Analysis (R&A) programs and an 

USGS-NASA Interagency Agreement (IAA) to create 

data products that improve planetary spatial data infra-

structure (PSDI) and thereby enable high-quality plan-

etary science and exploration. Here we briefly describe 

both recently completed data products, and data prod-

uct that are currently in development. Each project 

either provides one of the three foundational PSDI 

datasets (geodetic control, topography, well-controlled 

orthoimages) [1], or is considered a framework prod-

uct that will enable new science.   

Recently Completed Data Products: The USGS 

has recently completed and made publicly available a 

number of data products. Here we highlight three 

“global” products that are foundational PSDI elements 

for their respective planetary bodies.  

Mars THEMIS global mosaic and pointing and 

spacecraft kernels. We have released daytime and 

nighttime Thermal Emission Imaging System 

(THEMIS) controlled mosaics at 100 m/pixel and cov-

ering ±65o latitude. The mosaics and final updated 

pointing kernels are available online at 

(https://astrogeology.usgs.gov/maps/mars-themis-

controlled-mosaics-and-final-smithed-kernels). The 

mosaics have well-characterized accuracy [2] and pro-

vide a foundational controlled imaging dataset for 

Mars.  

Enceladus global basemap and pointing kernels. 

We have photogrammetrically controlled 621 Cassini 

Imaging Science Subsystem (ISS) images (all with 

resolution better than 500 m/pixel) and created a new 

basemap to support geologic mapping [3]. A high-pass 

filtered mosaic (emphasizing surface morphology over 

surface brightness variations) and updated pointing 

kernels are available online at 

(https://astrogeology.usgs.gov/search/map/Enceladus/

Cassi-

ni/Enceladus_Cassini_ISS_Global_Mosaic_100m_HP

F.) The mosaic provides a controlled (relative) global 

imaging dataset for Enceladus.   

Mercury MESSENGER visible and topographic 

map. The USGS has recently published a Scientific 

Investigations Map of Mercury’s surface (imaging)  

and topography [4] 

(https://pubs.er.usgs.gov/publication/sim3404). The 

topography is derived from a combination of Mercury 

Dual Image System (MDIS) [5] and Mercury Laser 

Altimeter (MLA) data, the latter of which provides 

coverage of the poorly illuminated north pole. The 

map provides a foundational global topographic da-

taset for Mercury. 

Data Products in Development: The ASC is cur-

rently working on a large number of global and re-

gional data products that will become available in the 

next few years. Below we briefly describe each, in-

cluding the funding source, project lead(s), and ex-

pected delivery date for public dissemination. 

Lunar digital terrain model (DTM) improvements 

via rigorous lidar registration (PDART & IAA fund-

ed: B. Archinal). To improve the quality and absolute 

accuracy of SOCET SET® lunar digital terrain models 

(DTMs) we are developing capability within ISIS’s 

photogrammetric bundle solution (jigsaw [6]) to simul-

taneously control image and lidar data. To demonstrate 

this capability we are creating DTMs of three sites in 

the South Pole Aitken basin. We expect that these 

DTMs will be publicly available by October of 2020. 

Lunar Apollo 15 mosaics from the Kaguya Terrain 

Camera (PDART funded: L. Gaddis). Kaguya Terrain 

Camera (TC) images from its extended mission have 

high spatial resolution but poor image geometry due to 

the loss of reaction wheels, and limited radio tracking. 

Recent orbital reconstruction [7, 8] results in new ex-

tended mission orbits with a precision at the level of 

several tens of meters or better, and these now permit 

construction of an improved 10o x 10o test mosaic of 

the Hadley Rille region [9]. Doing so requires the de-

velopment of an ISIS camera model (a Community 

Sensor Model – CSM – is also in development), which 

will also enable the planetary community to more-

easily access and use these data. The camera model 

will be available by the Spring of 2020, and the mosaic 

is expected by Fall of 2020. 

Lunar Kaguya Spectral Profiler Data Availability 

(PDART funded: J. Laura). Kaguya Spectral Profiler 

collected a rich, hyperspectral spectral data set of the 

lunar surface. In FY18 we prototyped methods neces-

sary to store and efficiently query this high dimension-

ality data set. In FY20, we will be making the data set 

available to the public for download and analysis at the 

individual spectrum level thereby reducing the data 

access burden. Additionally, we will expose spectral 
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search capabilities where an individual spectrum can 

be used as a pseudo-keywords to find similar spectra. 

Mars controlled CTX mosaic (IAA funded: J. 

Laura). The Mars Reconnaissance Orbiter Context 

Camera (CTX) has provided near-global image cover-

age at 6 m/pixel. Photogrammetrically and geodetical-

ly controlling such a large dataset is technically and 

logistically challenging. In FY19 we are developing 

the methodologies necessary to complete a controlled 

CTX mosaic (e.g., automated point matching, data 

streaming, handling images across multiple tiles). In 

FY20 we may begin producing a controlled product 

for part of Mars’ equatorial region and investigate ap-

proaches to handling the polar regions.  

Mars CTX-based South Polar DTMs (IAA funded: 

D. Mayer). There is no systematic topographic model 

available for Mars poleward of 87o S. To address this 

deficiency [10], we are constructing DTMs of the 

south polar region using CTX stereopairs and the 

Ames Stereo Pipeline (ASP [11]) software package. 

The large number of required stereopairs (>3000 can-

didates have been identified) demands an automated 

approach. We expect delivery of a south polar DTM 

mosaic tied to Mars Orbiter Laser Altimeter (MOLA) 

by October of 2019. 

Europa updated pointing kernels and basemap 

(IAA funded: M. Bland/R. Fergason). We are con-

structing a new control network that includes all usable 

Voyager and Galileo images of Europa. Our immedi-

ate goal is to provide the community with updated 

image pointing kernels for the dataset, which improves 

data usability and enables creation of a new basemap 

and regional high-resolution mosaics. Expected deliv-

ery of these products will be in October of 2020.  

Europa DTM Assessment (PDART funded: M. 

Bland). The relatively low spatial-resolution and vari-

able illumination of Galileo images, and the lack of 

“ground” control makes characterizing Europa’s sur-

face challenging. Over the past several years we have 

been comparing DTMs generated by different tech-

nique (e.g., SOCET SET®, ASP) to evaluate how well 

we can actually know Europa’s topography. We find 

that, for stereo-only techniques, the variability between 

different methods can be larger than the formal vertical 

precision of the methods [12]. All of the DTMs pro-

duced during this work will be delivered in the spring 

of 2020.  

Enceladus global shape model (IAA funded: M. 

Bland). Building on earlier work [3], we have devel-

oped a new shape model for Enceladus by photo-

grammetrically solving for latitude, longitude, and 

radius across a dense network of image tie points 

(more than 30 million image measures, see [5] for de-

tails). The model has spatially variable horizontal 

“resolution” and vertical accuracy, but can resolve 

Enceladus’ triaxial shape, large-scale region topogra-

phy, and, in some areas, local-scale topography (e.g., 

craters) [13]. Expected delivery of the shape model 

will be in October of 2019.   

Titan controlled global mosaic (IAA funded: B. 

Archinal). Titan is the largest solid-surface body in the 

Solar System without a global geodet-

ic/photogrammetric control network. Recently, Cassini 

ISS images of Titan have been improved (better SNR) 

and used to create a high-quality uncontrolled mosaic 

[14]. We are currently working to extend our previous 

work [15] and use this improved dataset to develop a 

photogrammetrically controlled mosaic that combines 

the improved image quality of [14] with improved and 

well-characterized geometric accuracy. Expected de-

livery of these products will be October of 2020.  

Triton updated pointing kernels and image quality 

improvements (PDART funded: M. Bland). To support 

preparation of a new USGS geologic map of Triton 

[16] we have processed 41 Voyager 2 images (i.e., all 

images with scale less than 2 km/pixel) to a calibrated 

and “clean” state (removed reseaux, line-drops, etc.) 

and we have photogrammetrically improved image 

locations. Image relative misalignment, originally as 

large as 300 km, is now just 1-2 km (generally a few 

pixels) [17]. Both the clean, relatively controlled im-

ages themselves and the updated pointing kernels are 

expected to be delivered in the fall of 2019.    

Acknowledgements: References to commercial 

products are for identification purposes and do not 

imply an endorsement by the U.S. Government.  
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Overview:  Images returned by NASA’s Voyager 

2 spacecraft in 1989 revealed Neptune’s largest moon 

Triton to be enigmatic. The moon’s now-recognized 

status as a captured Kuiper Belt Object (KBO) [1, 2], 

the subsequent discovery of numerous other large 

trans-Neptunian objects [3], and NASA’s New Hori-

zon flyby of Pluto (also a KBO) [4], have provided 

new context and a new impetus for understanding Tri-

ton’s surface. To enable this understanding, we are 

improving the usability of the Voyager 2 Triton data 

and creating a new USGS geologic map of Triton [5]. 

Here we describe our effort to improve data usability 

by archiving calibrated and cleaned images of Triton 

with improved image locations (updated Spacecraft, 

Planet, Instrument, C-matrix (pointing), and Events – 

SPICE – C kernels).  

Triton: Triton’s surface is sparsely cratered [6] 

and consists of terrain morphologies largely unknown 

elsewhere in the solar system, including the so-called 

cantaloupe terrain, extremely smooth plains, dark 

spots, and double ridges an order of magnitude larger 

than those observed on Europa [see, e.g., 7]. Active 

plumes erupt dark material onto the surface [8] and 

indicate “winds” in Triton’s thin atmosphere [9]. Tri-

ton’s unique surface may result from tidal heating dur-

ing its capture into a retrograde orbit [e.g., 10]; how-

ever, similarities to Pluto [4] suggest its surface may 

be somewhat typical of large KBOs. Reassessing Tri-

ton’s unique geology requires revisiting the Voyager 2 

Triton data, a small but challenging dataset.    

Improving data usability: Voyager 2 returned 43 

images of Triton with a pixel scale of less than 2 

km/pixel (useful for geologic analysis). These images 

currently require a significant amount of technical 

overhead to use. The data suffers from two primary 

challenges: poor image quality, and poor relative im-

age location. Although a “global” image mosaic is 

publicly available, it does not include all of the image 

data, and image resolution is degraded in some areas. 

The goal of this work is to improve the original Voy-

ager 2 images themselves, and thus provide the com-

munity with a dataset that is substantially easier to use.  

Image Quality: Many of the Triton images include 

line-drops (lines of NULL pixels) and noise, and all 

include corner markers and camera reseaux, which 

were integrated into the Voyager Imaging Science 

System (Fig. 1). Several images also suffer from sub-

stantial camera blur. Each of these problems can be 

corrected to some degree. We use the Integrated Soft-

ware for Imagers and Spectrometers (ISIS3) [11] to 

process 41 Triton images to a radiometrically calibrat-

ed, “clean” level 1 state. To do so, we first ingest the 

data, add reconstructed SPICE kernels, and perform 

the standard Voyager 2 radiometric calibration. We 

then use ISIS’s standard tools to identify and replace 

reseaux marks with NULL pixels. We then apply a 

series of small-window (typically 3x3) lowpass filters 

on the NULL pixels to “fill in” the data gaps. Noise 

filtering is applied when necessary, which uses an av-

eraging box car filter to remove bad pixels. Finally, 

masking is used to replace corner marks by NULLs, 

and these are again filled in with a lowpass filter. Im-

age blur remains a problem on some images, and re-

ducing or removing it remains for future work. Figure 

1 provides an example of an image before and after 

our processing is complete. 

Image locations: The relative location of images on 

Triton’s surface are inaccurate by as much as 300 km. 

Using sets of individual images (i.e., rather than the 

global mosaic) is therefore impossible unless the user 

has the technical ability to control the data (Fig. 2). To 

improve image locations we created a photogrammet-

ric tie point network and performed a least square 

bundle adjustment [12] to update the image pointing.  

We experimented with multiple approaches to net-

work development, starting with a dense, feature-based 

matching approach. However, Triton’s surface mor-

phology and the challenging image geometry (high 

incidence and emission angles) led to a substantial 

number of false matches and a poor bundle solution. 

We therefore adopted an alternative approach that uses 

an extremely sparse network (402 tie points, and 1470 

image measures), and area-based matching. The spar-

sity of the network permitted us to visually confirm 

every tie point match. Tie points were manually added 

for images in which automated matching failed (often 

due to incorrect a priori overlap information). Bundle 

adjustment provided an adequate solution to update the 

image pointing kernels. Image locations are now accu-

rate to within a few kilometers (a few pixels). These 

updated image locations now enable the  construction 

of a denser tie point network to provide an even more 

robust global photogrammetric solution. Although 

work continues, our current solution already enables 

geologic mappers to utilize the entire Voyager image 

dataset as an ancillary mapping data. 
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Data Release: This work will result in the public 

release of two data products. First, we will archive the 

calibrated and cleaned versions of the images with 

updated pointing information. Second, we will archive 

the updated SPICE kernels themselves. This will ena-

ble users to perform their own image processing tech-

nique, but retain the updated image location infor-

mation. Both products will be available in the PDS 

Annex. 
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Figure 1: Example of image quality enhancement. The 

original image (A) is marked by line-drops (red ar-

row), reseaux marks (red circle), and corner marks 

(red ellipse), all of which have been removed in the 

final version (B). 
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Figure 2: An orthographic mosaic of 16 Voyager 2 

images of Triton before (A) and after (B) photogram-

metric control. A total of 41 images were included in 

the bundle solution. Here, image quality improvements 

are incomplete. 
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Summary: We are creating a new shape model for 

Saturn’s moon Enceladus by photogrammetrically 

solving for latitude, longitude, and radius on a dense 

network of image tie points. The resulting point cloud 

is interpolated to a smooth shape model. We are cur-

rently assessing how the spatial resolution and vertical 

accuracy vary across the surface, depending on the 

image density and stereo strength. When completed, 

the shape model will be made publicly available, ena-

bling new science, future exploration, and improved 

spatial data infrastructure (SDI) for Enceladus.  

Why Enceladus’ shape? Even after the comple-

tion of NASA’s Cassini mission, Saturn’s small moon 

Enceladus remains an enigma. The moon’s ongoing 

cryovolcanic eruptions, which emanate from hot frac-

tures at the south pole, and the diversity of its surface 

terrains defy simple explanations. These mysteries, 

coupled with the potential habitability of its subsurface 

ocean, have resulted in Enceladus remaining a focus of 

current investigations and future exploration. Encela-

dus’ shape and topography (here defined as deviation 

of the shape from the best-fit triaxial ellipsoid) provide 

fundamental clues to Enceladus’ mysteries, including 

its thermal state [1, 2, 3], internal structure [1, 2, 3], 

rotational dynamics [4], and tectonic history [5].  

Planetary shape information is also one of the three 

foundational component of “spatial data infrastructure” 

(SDI) [6, 7], which allows data integration that enables 

high-quality science and engineering. The work de-

scribed here also contributes to the two other founda-

tional SDI datasets: geodetic control and rigorously 

photogrammetrically controlled orthoimages [6]. 

Previous global shape models of Enceladus have 

been produced from limb fits [8, 9], including spheri-

cal harmonic expansion of limb data to degree 8 [2] 

and 16 [4] (the latter also includes some photogram-

metric tie pointing). Regional or semi-global topogra-

phy has also been generated from stereo imaging, 

which provides higher resolution data, but over re-

gionally confined areas (up to 50% of the satellite) [3, 

5]. These topographic datasets are of high quality; 

however, they have their limitations. Those derived 

from limb data are global in extent but relatively low 

resolution (degree 16 can resolve features of order 100 

km), whereas those derived from stereo data alone are 

not global. Few of the current shape models, with the 

notable exception of [4], include a full assessment of 

the spatial distribution of uncertainties, or are publicly 

available in easily usable formats (e.g., point clouds). 

Shape from photogrammetry: In previous work 

we used the Integrated Software for Imagers and Spec-

trometers (ISIS3) [10] to create a global photogram-

metric control network and improved image pointing 

for most of the Enceladus imaging dataset with pixel 

scale less than 500 m/pixel and phase angle less than 

120o [11]. That network consisted of 621 Cassini Im-

aging Science Subsystem (ISS) narrow and Wide an-

gle camera images, 10,362 tie points and 173,000 

measures. The updated pointing kernels resulting from 

that work facilitated the development of a new, much-

denser network (Fig. 1) using the same image set. The 

new network consists of more than 888,000 tie points 

(more than a factor of 80 increase) and 30 million 

measures. We triangulated tie point latitude, longitude, 

and radius using a least-squares bundle adjustment 

(jigsaw [12]). We then interpolated the point cloud to a 

smooth shape model using two different approaches: 

Ames Stereo Pipeline’s (ASP) point2dem [13] and 

ISIS’s cnet2dem (Fig. 2). Both methods provide suita-

ble shape models, although preliminary investigations 

suggest point2dem provides more smoothing and hole-

filling versatility. 

 

 
Figure 1: Example of the dense grid of tie points 

(green dots) utilized in our photogrammetric solution. 

Tie point density varies with image density. Area 

shown is 135 km wide by 100 km high. 

 

The preliminary shape model: Figure 2 shows 

the preliminary shape model produced by interpolating 
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the point cloud to a scale of 1099 pixels per degree. 

Enceladus’ triaxial shape is evident, with equatorial (a, 

b) and polar (c) axis of 256.3, 251.2, and 248.3 km, 

respectively. The triaxial values are within the uncer-

tainty of the IAU values [12]. Several other features 

are also resolved in the shape model, and are accentu-

ated when the triaxial shape is removed (Fig. 3). The 

south pole of Enceladus is somewhat flattened, con-

sistent with previous findings [13]. We also see large-

scale patterns that are not obviously associated with 

topography (first identified in [5]), including a set of 

basins that appears to follow a great circle pattern, 

similar to that observed in [4]. A more detailed com-

parison of our shape model with published work is 

ongoing. Notably, because our shape model has higher 

spatial resolution (in some regions) than those derived 

from limb-fits, we can also resolve topography corre-

sponding to actual surface features, including craters in 

the mid-latitudes, ridges around the south polar terrain, 

and the prominent dorsa in the trailing hemisphere. 

 

 
Figure 2: Preliminary global shape model from ISIS’ 

cnet2dem. The triaxial shape is evident (degree-2 pat-

tern). Cylindrical projection, ±90o latitude, 0o-360o 

longitude. Bright regions are “higher.” 

 

 
Figure 3: Enceladus “topography” (triaxial shape 

subtracted) overlain on the ISS basemap. Map projec-

tion as in Fig. 2. Blues are low regions and yellows 

are high. Total relief is ~2 km. In some places individ-

ual craters and ridges can be resolved. 

 

Shape model quality assessment: The horizontal 

“resolution” and vertical accuracy of our model varies 

spatially. High image density generally corresponds to 

high tie point density (Fig. 4), and interpolation to 

smaller pixel scale in those regions is reasonable. In 

contrast, some regions of Enceladus have sparse cov-

erage, and demand interpolation to larger scales. How-

ever, tie point density alone is not an indication of 

shape model quality. Our method also requires suffi-

cient differences in viewing geometry (i.e., stereo 

quality) for accurate triangulation of tie points. Where 

point density and stereo quality are both high, we can 

resolve craters as small as 7-km in diameter. Where 

point density and stereo quality is low (e.g., the trailing 

hemisphere) the shape model is noisy. We are continu-

ing to improve the shape model and will provide quan-

titative metrics for the spatially variable shape model 

quality upon its release. 

Release to the public: Our shape model is intend-

ed as a resource for the planetary science community. 

Upon completion, the shape model will be released 

(through the PDS or similar) as both an interpolated 

product and a point cloud. Our methodology will be 

documented in a peer-reviewed publication.   

Acknowledgements: This effort was supported by 

the NASA-USGS Interagency Agreement.  

 

 
Figure 4: Map of the point density used to interpolate 

to the shape model. Map projection as in Fig. 2. Point 

density is highly variable across the surface. 
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Introduction:  Planetary scientists often rely on 

and reuse data from past and ongoing missions for 
their current research. This data comes from instru-
ments on orbital spacecraft, landers, and samples 
brought back from lunar missions. There are several 
places to find this data. Data from any NASA mission 
will be in one of the Planetary Data System’s (PDS) 
Nodes. The PDS is the formal archive for NASA mis-
sion data, as well as derived products from NASA-
funded planetary research [1]. There are six science 
discipline Nodes, including Atmospheres, Geoscienc-
es, Cartography and Imaging Sciences, Planetary 
Plasma Interactions, Ring-Moon Systems, and Small 
Bodies. Each of these nodes may have one or more 
different search interfaces to help scientists and other 
data users find the data they are looking for within the 
node or in other nodes. 

With multiple places to find data and ways to find 
it, this project was developed to explore which places 
planetary scientists most often use when finding data 
for their research, and their experiences accessing and 
using it. When planetary scientists look for data to use 
for their work, where, how, and why do they go to 
those resources? The aim of this project was to ex-
plore these questions through a survey of current users 
of planetary data. 

The FAIR Data Principles of findability, accessi-
bility, interoperability, and reusability have been 
gaining momentum as a way to assess data and data 
repositories in recent years with the original publica-
tion now cited over 1,000 times [2]. The utility, versa-
tility, and charm of the FAIR acronym help explain 
its popularity and application in a variety of fields 
including biology, life science, plant science, envi-
ronmental science, and other data-intensive sciences 
[3-6]. The original goal of these data principles was to 
promote machine-actionable data and metadata be-
cause of human limitations in data processing and 
also to allow for humans to spend more time doing 
original research while automating as much as possi-
ble [2]. Still, understanding human information-
seeking behavior makes data access and use better for 
humans as well as machines. 

After being submitted to the PDS, data should not 
just sit around forever. The importance of storing the 
data in a publicly accessible archive like the PDS is 
precisely so it can be available for reuse by scientists 
for future research. The results of studies like this one 
can be used to find the best way to make this data 

more easily accessible and usable by all potential fu-
ture users. 

Methods:  A survey was developed to assess 
planetary scientists’ experiences finding, accessing, 
and using data. While NASA’s Planetary Data System 
(PDS) is a common place to look for planetary data, 
the language of the survey was left intentionally neu-
tral to allow for scientists who might be using data 
from other agencies or archives. The survey was 
based on a set of interview questions that have been 
used to interview scientists dealing with Earth-
focused data [7]. These questions have been modified 
to be relevant to planetary data uses. The survey ques-
tions are formatted to match up with the FAIR data 
principles of findability, accessibility, interoperabil-
ity, and reusability.  

The following questions were asked in the survey: 
Job-related demographics 
1. What is your current job title? 
2. How many years have you been working in 

your current job? 
3. How many years have you been working with 

planetary spatial data? 
4. What is your highest level of education? 
Findability 
5. What tools or websites did you use to help 

you find the data? (PDS Data Search, a spe-
cific PDS node search tool (which one?), 
ESA’s Planetary Science Archive search 
tool, USGS PILOT, Map-a-Planet 2, other)  

6. Did the data have a persistent identifier (i.e., 
a long-lasting unique reference to an objects 
location) (e.g., DOI; PURL)? 

7. Did the data have metadata? 
8. Did you use the metadata to help you find the 

data? 
Accessibility 
9. How did you access the data? (Download, 

process before downloading (i.e., USGS Map 
Projection on the Web service), view only 
without downloading, other) 

10. If downloaded, what format were the data 
in? 

11. Was the data free? 
12. Did the data have use constraints (e.g., limi-

tations of use)? 
13. Was the metadata accessible? 
Interoperability 
14. Was the data in a useable format at time of 

download/access? 
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15. How was the data encoded?  
16. Was the data using encoding common to oth-

er data used in your research (i.e., same for-
mat)? 

17. Was the data machine-actionable (e.g., able 
to be processed without humans)? 

Reusability 
18. Did the data geographic scale or resolutions 

impact use of the data? 
19. Did the coordinate systems used impact use 

of the data? 
20. Did the metadata provide sufficient infor-

mation for data use? 
21. Were there any other issues with the data 

that impacted use of the data? 
Closing 
22. Please provide any other feedback about 

planetary spatial data fitness for use. 
These questions were entered into the survey 

software QuestionPro. The survey was publicized 
with announcements in the Lunar and Planetary Insti-
tute’s Planetary News e-mail newsletter, the Planetary 
Science Institute’s Planetary Exploration Newsletter, 
and on the Young Scientists for Planetary Exploration 
Facebook group.  

Preliminary Findings: There have been 39 re-
sponses to the survey at the time this abstract is being 
written. About half of the participants in the survey 
have found their data via the PDS search interface or 
a search tool hosted by one of the PDS discipline 
nodes, such as the Geosciences Node Orbital Data 
Explorer. Another quarter of the responses indicated 
use of the PILOT or Map-a-Planet 2 tools hosted by 
the USGS Astrogeology Science Center or the ESA 
Planetary Science Archive search tool. The remaining 
responses indicated they used some other way of find-
ing the data. These other ways included things such as 
individual instrument or mission websites, 
Google/Google Mars, and JMARS. 

Another question asks data users about what they 
do with data once they find it. Of the responses so far, 
~80% of users download data as they find it, and 10% 
each either process before download or use it online 
without downloading. However, 25% of respondents 
said that the data was not in a usable format at the 
time of download. Several other disciplines have data 
portals that automate transposing data at the time of 
download into common usable formats and this is 
functionality that could be built into these systems. 
70% of respondents said the geographic scale or im-
age resolution impacted use, and 51% said the same 
about the coordinate system(s) used. 13% said the 
metadata did not provide sufficient information for 
data use. 

There were a number of text responses to the 
question asking about issues with the data impacting 
its use, which can be used to make recommendations 
for future PDS format/interface update considerations. 

Some questions could clearly have been worded 
better, such as the one asking about “encoding” of the 
data, which confused many respondents who said they 
didn’t know what the question was asking. 

Future Work: Once the survey is closed, all re-
sults will be downloaded and analyzed. The full re-
sults of this survey will be published in a peer-
reviewed journal. This survey is a first attempt to un-
derstand the ways in which potential users of plane-
tary data discover and evaluate the data they wish to 
use. Future surveys could focus on specific PDS 
Nodes or search tools, or on certain aspects of the user 
experience.  

References: [1] PDS Roadmap Study for 2017 – 
2026. [2] (1) Wilkinson, M. et al. (2016). Scientific 
Data, 3, 160018. [3] (2) Diepenbroek, M. et al.  
(2017). Journal of Biotechnology, 261(Supplement 
C), 177-186. [4] (3) Rodríguez-Iglesias, A. et al. 
(2016). Frontiers in Plant Science, 7, 641. [5] (4) 
Wilkinson, M. D. et al. (2017). PeerJ Computer Sci-
ence, 3, e110. [6] (5) Wolstencroft, K. et al. (2017). 
Nucleic Acids Research, 45(D1), D404-D407. [7] 
Bishop, B. W. & Hank, C. F. (2018). International 
Journal of Digital Curation, 13(1). 
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Introduction: We’ve completed our three-year 
project developing the multi-mission geographic in-
formation system, MMGIS, as a new operations tool 
for the NASA Advanced Multi-Mission Operations 
System (AMMOS). MMGIS provides geospatial tools 
as part of a spatial data infrastructure for planetary 
science operations. This series of programs, work-
flows, and web-based interfaces unite mission base-
maps with science products in their proper geospatial 
context with ‘quicklook’ instrument results. The soft-
ware has now been deployed on two active missions, 
the Mars Science Laboratory rover and the InSight 
lander, and is in nearing completion of an adaptation 
for the Mars2020 rover as a strategic planning tool. In 
an effort to provide a low-cost, effective solution for 
planetary missions, this software is now released as an 
open source project. 

Science Data Product Localization: MMGIS sep-
arates science data product localization into three cate-
gories: fixed-body, mast pointed, and arm attached (i.e. 
‘Contact Science’) instruments (Figure 1). We’ve de-
veloped methodologies and workflows using Python 
and VICAR [2] for localizing/georeferencing science 
instrument data by linking spacecraft clock (SCLK) 
data labels to spacecraft localization, via translation 
from i,j image space to ground projection, inverse-
kinematics, or using the planned target database as a 
proxy for instrument sample 

 
Figure 1: Diagram of instruments to localization 
type. 
location for all observations. This science product lo-
calization information is translated from the instrument 
coordinate frame to a spacecraft-centric coordinate 
frame, then into a global coordinate system that 
matches a mission basemap [2]. Once collected, map-

ping coordinate values are then produced in a format 
conducive to a web-based mapping interface. At the 
moment, most of these scripts are tuned to surface mis-
sions (e.g. MSL), though with some effort could be 
abstracted more to orbiters and their instruments. 

Methods: Our goal was to minimize user and ad-
ministrative install/upkeep for the MMGIS software 
package. Initial development used open source tools 
such as Python (python.org), GDAL (gdal.org), Leaflet 
(leaflet.org),  D3 (d3js.org), three.js (threejs.org), and 
SQLite3 (sqlite.org) for rapid development of a flexi-
ble data pipeline and intuitive user interface with a 
short learning curve (Figure 2). Mission requirements 
for Mars2020 led us to expand the programs to work 
with node.js and Postgresql/POSTGIS to aid in cloud 
deployment and scalability, as well as offering a more 
‘modern’ programming workflow. 

The web-based mapping interface eliminates the 
need to download/install gigabytes of software and 
datasets, typical of previous operations software solu-
tions. MMGIS supports both ‘traditional’ server based 
implementations as well as cloud solutions (e.g. 
AWS). The MMGIS web interface can be deployed via 
an Apache webserver with PHP or using node.js. Vec-
tor and raster data are served directly as GeoJSON 
format (geojson.org) and image data pre-cut as Tile 
Map Service (TMS) tiles 
(https://wiki.osgeo.org/wiki/Tile_Map_Service_Specifi
cation) in PNG format, respectively, achieving a near 
“serverless” configuration. GDAL is used for file 
translations into the aforementioned formats (ogr2ogr 
and gdal2tiles.py). Raw values are queried directly 
from map-projected files without translation GDAL 
Python programs. A SQLITE database (sqlite.org) is 
implemented for storing user annotations and some 
administrative configuration, though newer implemen-
tations in development are utilizing Post-
greSQL/POSTGIS as a true spatial database supporting 
a larger user community. The software depends only 
on Python (2.7+), GDAL (2+), and PHP (5.+) for serv-
erside processing, though we’re rapidly moving func-
tions to node.js, towards dropping the PHP and other 
dependencies. 

Interface: Science operations lives on minimizing 
engineering time (e.g. “did the rover drive complete?”, 
“where’s the latest surface mosaic?”) and maximizing 
science time (i.e. “we’re seeing high calcium and sul-
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fer. Let’s take another observation to confirm this 
evaporite deposit hypothesis!”). The interface allows 
measuring distances, creating 3D profiles, and viewing 
targets on ground mosaics, all interlinked, providing 
rapid review and quick analysis (Figure 2). The main 
interface is a 2D map view in web Mercator projection. 
Linked to this map is a 3D “Globe” view developed in 
three.js and an “InSitu” viewer for displaying ground 
mosaics and other datasets linked to science targets, 
such as images and 3D object models. A custom 
‘Chemistry’ tool displays a graph of “quick look” re-
sults, e.g. from the CHEMCAM or APXS instrument 
onboard the Curiosity rover. The modular structure of 
MMGIS allows adding on additional tools, building on 
the existing framework. 

Mission Operations: MMGIS has been deployed 
on both the Curiosity rover mission and adapted to the 
InSight lander mission, both at Mars (Figure 3). For 
Curiosity, the MMGIS instance serves as a way for 
science team members to see rover traverse progress, 
view the most recent ground mosaics, and where sci-
ence targets were acquired. In addition, its been used 
successfully for strategic rover planning to help devel-
op a safe route up Mt. Sharp given science desirements 
for sampling specific geologic outcrops and evaluating 
mobility requirements (slope, terrain types). On In-
Sight, we added an ‘Instrument Placement’ tool that 
was used to visually and qualitatively assess deploy-
ment of the seismometer (SEIS) and heat probe (HP3) 
instruments to the surface. We’re currently adapting 
MMGIS for the Mars2020 rover mission called CAMP 
(CAmpaign Mapping and Planning) for strategic sci-
ence operations that will be a fully Dockerized and 
cloud-deployed version using a RDS Post-
greSQL/POSTGIS database to store science team 
member spatial annotations as well as strategic science 
targets and drive paths. 

Open Source Release: Our first open source re-
lease has been posted on github under an Apache 2.0 
license: https://github.com/NASA-AMMOS/MMGIS. 
Periodic updates will be made several times a year. 
We’ll accept pull requests and merge branches into the 
master, after internal code review for consistency, se-
curity, and pertinence. 

Future Work: Full migration to a node-based ar-
chitecture is expected for most tools, moving away 
from the Apache webserver/PHP model. Our ‘Drawing 
Tool’ will be converted over to using Post-
greSQL/POSTGIS as well as other updates for cloud 
support (e.g. better support for datasets in S3). 

References: [1] Calef et al. (2017), LPSC, #2541 
]2] Deen et al. (2015), 2nd Planetary Data Workshop, 
#7059 [3] Calef III, F.J. and Parker, T. (2016) PDS 
Annex USGS, https://astrogeology.usgs.gov/search/ 

map/Mars/MarsScienceLaboratory/Mosaics/MSL_Gal
e_Orthophoto_Mosaic_10m_v3 [2] 

 

 
Figure 2: MMGIS web mapping interface with 

NAVCAM insitu view on left and orbital view on 
right. CHEMCAM ‘quicklook’ oxide data is displayed 
for target ‘The Tam’ as an interactive bar graph dis-
playing percent of major oxides for each of ten LIBS 
shots. 

 

 
Figure 3: MMGIS instance for the InSight mission. 

The ‘Instrument Placement’ tool was built to allow 
qualitative and quantitative assessment of the seismo-
meter and heat probe in the lander’s workspace. In-
strument outlines were based off of instrument CAD 
models and also simulated tether placement based on 
attachment points and dimensions. A 3D view used 
‘as-built’ CAD models and surface data to simulate 
deployment (right side of image). 
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Introduction: Geospatial information system (GIS) 

tools are used to visualize and analyze data.  Java Mis-

sion-planning and Analysis for Remote Sensing 

(JMARS) is a GIS system built specifically to work 

with remote sensing data on planetary bodies.  Typical-

ly, this data presents itself as maps or individual images 

collected by remote sensing instruments aboard space-

craft.  Another common form of analysis in GIS tools 

is allowing the user to define their own shapes – points, 

lines, and polygons – and determine statistics or other 

calculations based on their data.  JMARS has been 

capable of working with data in each of these forms by 

using map, stamp, and shape layers, respectively. 

In addition to these more traditional forms of analy-

sis, JMARS is capable of visualizing and studying oth-

er, more advanced, types of data.   

Discussion:  JMARS has advanced capabilities for 

working with non-traditional datasets.  Some of these, 

such as spectral data or ground penetrating radar, are 

represented in stamp layers and are treated similarly to 

individual image observations.  Spectrometers support-

ed in JMARS include TES, OTES and OVIRS (alt-

hough not publicly available now, the latter two are 

used by the OSIRIS-Rex science team), with limited 

support for CRISM as well.  JMARS can access and 

analyze the individual spectral data on an observation 

by observation basis, or perform simultaneous compu-

tation and visualization based on many records in a 

geographical region.  Radar datasets include SHARAD 

and MARSIS.  These datasets contain ground penetrat-

ing radargrams which are viewable at full resolution as 

well as scaled images.  JMARS allows for creation of 

radar horizons and calculations which can be used to 

compute subsurface depths. 

Recently, the JMARS team has been adding sup-

port for new layers to make it easy to interact with cli-

mate modeling tools such as KRC and the Mars Cli-

mate Database (MCD).  Within the tool, a user can 

calculate diurnal or seasonal temperature curves for 

any given point using both KRC and MCD.  The MCD 

layer also provides output for temperatures at varying 

heights above the surface.  Both these layers have sev-

eral editable parameters a user can adjust to see the 

corresponding model outputs. 

All these advanced analysis techniques provide ex-

porting capabilities so that the data analysis can be 

shared with collaborators and used in external pro-

grams.  High resolution images can be generated, orig-

inal, raw data can be accessed, and technical infor-

mation can be exported as comma separated value 

(CSV) files.  

Conclusion: JMARS is a powerful planetary GIS 

software platform that can be used to access traditional 

as well as advanced remote sensing datasets.  In addi-

tion to traditional GIS capabilities, JMARS also sup-

ports spectral analysis, radargram investigation, and 

climate model comparison and predictions.   

Figures: 

Spectral viewer with TES Data 

 
  

SHARAD Radargram Geospatial Footprint Viewing at the 

North Pole 

 
SHARAD Radargram Analysis 
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KRC Modeling Outputs 
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Introduction:  SPICE is an information system the 

purpose of which is to provide scientists the observa-
tion geometry needed to plan scientific observations 
and to analyze the data returned from those observa-
tions. SPICE is comprised of a suite of data files, usu-
ally called kernels, and software -mostly subroutines 
[1]. A customer incorporates a few of the subroutines 
into his/her own program that is built to read SPICE 
data and compute needed geometry parameters for 
whatever task is at hand. Examples of the geometry 
parameters typically computed are range or altitude, 
latitude and longitude, phase, incidence and emission 
angles, instrument pointing calculations, and reference 
frame and coordinate system conversions. SPICE is 
also very adept at time conversions. 

The ESA SPICE Service:  The ESA SPICE Ser-
vice (ESS) leads the SPICE operations for ESA mis-
sions. The group generates the SPICE Kernel Datasets 
(SKDs) for missions in operations (ExoMars 2016, 
Mars Express and BepiColombo) missions in devel-
opment (Hera, ExoMars 202 and JUICE) and legacy 
missions (Rosetta, Venus Express). ESS is also respon-
sible for the generation of SPICE Kernels for Solar 
Orbiter. The generation of SKDs includes the opera-
tion software to convert ESA orbit, attitude, payload 
telemetry and spacecraft clock correlation data into the 
corresponding SPICE format. ESS also provides con-
sultancy and support to the Science Ground Segments 
of the planetary missions, the Instrument Teams and 
the science community. ESS works in partnership with 
NAIF. 

Providing the best data:  The quality of the data 
contained on a SKD is paramount. Bad SPICE data can 
lead to the computation of wrong geometry and wrong 
geometry can jeopardize science results. ESS, in col-
laboration with NAIF is focused on providing the best 
SKDs possible. Kernels can be classified as Setup 
Kernels (Frame Kernels that describe Reference 
Frames of a given S/C, Instrument Kernels that de-
scribe a given sensor FoV and other characteristics, 
etc.) and Time-varying Kernels (SPK and CK kernels 
that provide Trajectory and Orientation data, SCLK 
that provide Time Correlation Data, etc.). Setup Ker-
nels are iterated with the different agents involved in 
the determination of the data contained in those kernels 
(Instrument Teams the Science Ground Segment, etc.) 
and Time-varying kernels are automatically generated 
by the ESS SPICE Operational pipeline to feed the 
Operational kernels that are used in the day-to-day 

work of the missions in operations (planning and data 
analysis). These Time-varying kernels are peer-
reviewed a posteriori for the consolidation of SKDs 
that are archived in the PSA and PDS. 

Status of the Kernel Datasets:  The current status 
and latest developments of the SKDs for the before 
mentioned missions will be described in this contribu-
tion. In general, the ESS is reviewing the legacy and 
operational datasets and is developing the ones for the 
future missions. For instance, the Rosetta, Mars-
Express and Venus-Express SKDs have just been re-
viewed and updated. 

SPICE Kernels Archived in the PSA. ESS is also 
responsible for the generation of PDS3 and PDS4 for-
matted SPICE Archives that are published by the PSA. 
ESS in close collaboration with NAIF peer-reviews the 
operational kernels for the PSA [2] to publish being 
compliant with the Planetary Data System (PDS) 
standards and uses them in the processes that require 
geometry computations.  

Extended Services: The ESS offers other services 
beyond the generation and maintenance of SPICE Ker-
nels datasets, such as configuration and instances for 
WebGeocalc and Cosmographia for the ESA Missions  

SPICE-Enhanced Cosmographia. NAIF offers for 
public use a SPICE-enhanced version of the open 
source visualization tool named Cosmographia. This is 
an interactive tool used to produce 3D visualizations of 
planet ephemerides, sizes and shapes; spacecraft trajec-
tories and orientations; and instrument field-of-views 
and footprints. ESS Service provides the framework 
and configuration in order to load the ESA Planetary 
Missions in Cosmographia, this contribution will 
demonstrate its usage within the ESA Planetary mis-
sions [3]. 

WebGeocalc. The WebGeocalc tool (WGC) pro-
vides a web-based graphical user interface to many of 
the observation geometry computations available from 
the "SPICE" system. A WGC user can perform SPICE 
computations without the need to write a program; the 
user need have only a computer with a standard web 
browser. WGC is provided to the ESS by NAIF. This 
contribution will outline the WGC instances for ESA 
Planetary missions [3]. 

 
References: [1] Acton C. (1996) Planet. And 

Space Sci., 44, 65-70. [2] Bessel, S. et al., (2017) 
Planet. And Space Sci. [3] Acton, C. et al., (2017) 
Planet. And Space Sci. 
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Introduction:  SPICE is an information system 

that uses ancillary data to provide Solar System geom-
etry information to scientists and engineers for plane-
tary missions in order to plan and analyze scientific 
observations from space-born instruments. SPICE is 
developed and maintained by the Navigation and An-
cillary Information Facility (NAIF) team of the Jet 
Propulsion Laboratory (NASA). NAIF and the ESA 
SPICE Service (ESS) provide SPICE Training Courses 
on a yearly basis, these are three-day courses  which 
are hosted either nearby Pasadena (California, USA) or 
nearby Madrid (Spain). 

ESS offers a training session on SPICE aimed at 
scientists and engineers who want to be introduced to 
SPICE or who might be considering attending a com-
plete SPICE Training.  

During this course a brief introduction to SPICE 
will be provided and it will be followed by a practical 
hands-on lesson of a SPICE application based on a 
Mars-Express remote sensing observation scenario. 
We will also go through WebGeocalc, SPICE-
Enhanced Cosmographia 3D Visualization Software 
and some Python packages. 

Training Agenda: The seminar is foreseen to have  
duration of 2 hours. The envisaged agenda for the 
Seminar will be: 

1-Introducing SPICE the cool way: Cosmographia. 
2-Cosmographia & WebGeocalc demo 
3-Brief introduction to ESS and SPICE Kernels 
4-Questions & Answers 
5-Remote Sensing Hands-on lesson 
6-Questions & Answers and close-out 
Training Material: All the training material will 

be provided with GitHub, using the ESS account: 
https://github.com/esaSPICEservice/ material will be 
provided as reference documents and with Jupyter 
Notebooks. 

Preparatory Concepts: ESA has a number of sci-
ence missions under development and in operations 
that are dedicated to the study of our Solar System (i.e. 
MEX, Rosetta, ExoMars, BepiColombo, Solar Orbiter 
and JUICE). The Science Operations Centres for these 
missions, located at the European Space Astronomy 
Centre (ESAC) in Spain, are responsible for all science 
operations planning, data processing and archiving 
tasks, being the essential interface between the science 
instruments and the spacecraft, and with the scientific 
community. 

From the concept study phase to the day-to-day 
science operations, these missions produce and use 
auxiliary data (spacecraft orbital state information, 
attitude, event information and relevant spacecraft 
housekeeping data) to assist science planning, data 
processing, analysis and archiving. 

Within the Solar System scientific community, the 
SPICE information system is the 'de facto' standard for 
auxiliary data handling and geometry computations, 
and has been adopted and is extensively used in ESA 
missions. SPICE is developed and maintained by the 
Navigation and Ancillary Information Facility (NAIF) 
of the Jet Propulsion Laboratory (JPL). 

The SPICE format includes definitions for orbit, at-
titude and event information, and the data files describ-
ing these categories are called ‘SPICE kernels’. These 
kernels contain sufficient information to compute de-
rived geometrical or positional values using the exist-
ing NAIF SPICE toolkit. 

For ESA missions, there are three different sources 
of SPICE kernels: 

• The spacecraft orbit (SPK), attitude (CK) and 
clock correlation (SCLK) kernels, produced 
regularly for each mission from Mission 
Analysis and Flight Dynamics products and 
spacecraft telemetry. 

• Generic kernels, such as planetary constants 
(PCK), leap seconds (LSK) and ephemerides 
(SPK), mostly provided by NAIF 

• Instrument kernels (IK) and the frames speci-
fication kernel (FK), created in collaboration 
with the Instruments Teams 

Contact: You can reach us at our home page 
spice.esac.esa.int, follow us on Twitter @SpiceESA, 
send us an email at esa_spice@sciops.esa.int. Alterna-
tively8 you can join the OpenPlanetary Slack channel 
where we are present. 

References: [1] Acton C. (1996) Planet. And 
Space Sci., 44, 65-70. [3] Acton, C. et al., (2017) Plan-
et. And Space Sci. 
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Introduction:  The NASA Planetary Data System 

(PDS) captures, archives, and distributes data from 
robotic exploration of the solar system.  In supporting 
this mission, it has developed an innovative architec-
tural approach called “PDS4” to support the highly 
diverse set of heterogeneous data from over 600 in-
struments.  The PDS is implemented as a set of dis-
tributed archives with different “nodes” managing 
repositories for this federated system [1]. To enable 
this federated approach, the PDS uses an information 
model to drive configuration of its archive and ser-
vices, enabling it to evolve as data from the mission 
evolves, as well as the structure of the PDS.   This 
approach has also enabled the PDS to work with and 
share its standards and architectures with the interna-
tional community though the International Planetary 
Data Alliance [2]. 

The development of PDS4 has not only focused on 
the construction of compatible archives, but also on 
increasing access and use of the data in the big data 
era.  As PDS looks forward, it is focused on achieving 
the recommendations of the Planetary Science Deca-
dal Survey (2013-2022): “support the ongoing effort 
to evolve the Planetary Data System to an effective 
online resource for the NASA and international com-
munities” [3].  The foundation laid by the standards, 
software services, and tools positions PDS to develop 
and adopt new approaches and technologies to enable 
users to effectively search, extract, integrate, and ana-
lyze with the wealth of observational data across in-
ternational boundaries. 

The Foundation:  PDS4 has provided an interna-
tional foundation for archiving planetary science data, 
as well as a suite of tools and services for providing 
stewardship and accessibility to that data: 
• High-level Search: Various APIs have been de-

veloped to access collections and bundles, includ-
ing PDS Search API [4], PDAP [5], etc. 

• Product-level Search: Various APIs developed 
specific to archive/discipline. E.g. PDS Imaging 
Atlas Search API [6] 

• Access: Multiple libraries exist for accessing and 
manipulating PDS4 metadata and products in 
both Python [7] and Java [8].  

• Transform: Tool developed to enable transfor-
mation to common formats. [9] 

• Visualize: Basic inspection of PDS4 products in-
cluded in PDS Inspect Tool [10] 

The Future: PDS4 and Stewardship Tools and 
Services have provided initial functionality and the 
future foundation for planetary data science discov-
ery. Looking forward, the next generation of tools and 
services can harness the power of PDS4 and focus on 
the development of user-centric services. 
• Search: Integrated search of PDS4-compliant fed-

erated archives  
• Access: Return every product, including both la-

bels and data, from any PDS4-compliant archive 
• Transform: Provide standard library of transfor-

mations 
• Compute: Provide standard processing services 

(e.g., subsetting, coordinate translation, etc) 
• Use: Support integration with common tools and 

frameworks 
• Dynamic Tagging and Indexing: Further enhance 

discovery and use of data through auto labeling us-
ing machine learning feature detection and classi-
fication methods based on PDS4 model 

 
Acknowledgements: This research is being per-

formed at the Jet Propulsion Laboratory, California 
Institute of Technology, under a contract with 
NASA. 
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Introduction:  Shifting trends in planetary 

exploration will require new approaches to engaging 

and supporting deliveries into PDS. Key changes are 

the proliferation of CubeSat and SmallSat missions and 

instruments, the Moon to Mars program emphasizing 

commercial and international partnerships, and an 

increase in PDARTs. Common characteristics of these 

changes are their limited budgets and a lack of 

experience delivering to PDS. Enabling adherence to 

the new Planetary Data System standard (PDS4)[1] is 

crucial to maximizing scientific value for these lower-

cost activities.  

This “white paper” poses the question: what steps 

are necessary to be prepared to support the 

democratization of space and these new providers in the 

two to five-year timeframe? How do we make 

seemingly esoteric processes and requirements for 

archiving data as easy to digest as it is to build and 

deploy a CubeSat at a University? 

The Foundational Change:  Lunar and 

interplanetary space exploration is no longer limited to 

a handful of countries with deep pockets and 

longstanding resources to support space exploration. 

Hardware miniaturization and the commoditization of 

key components, along with standards and shared use 

of launch vehicles has reduced entry costs from 

hundreds of millions to as low as 10s of millions for a 

Lunar or interplanetary mission. This puts them within 

the range of universities and other smaller 

organizations. 

For example, the Mars Cube One (MarCO) 

CubeSats are a class of spacecraft based on a 

standardized small size using modular use of off-the-

shelf technologies. Many CubeSats have been made by 

university students, and dozens have been launched into 

Earth orbit using extra payload mass available on 

launches of larger spacecraft.[2] Thirteen CubeSats will 

be sharing a ride on the next generation Space Launch 

System (SLS) launching next year, traveling to near 

earth asteroids, the moon, and various earth and solar 

orbits to support mission criteria. Many of these 

CubeSats are being developed by Universities and 

commercial entities.  

Additionally, scientific data capture and analysis is 

undergoing a transformation from gigabytes to terabytes 

of science data generated on a typical day or 

observation. Combining the volume of data with 

advancements in machine learning and computational 

capabilities results in the generation of new products 

from historical datasets. This is evident across the  

Planetary Data Archive, Restoration, and Tools 

(PDART)[3] and Research Opportunities in Space and 

Earth Science (ROSES)[4] Discovery Data Analysis 

programs. These activities are creating value-added 

datasets from existing mission data on shoestring 

budgets.  

The Challenge:  Creating a science data processing 

pipeline that prepares, validates and delivers archival-

ready products in a PDS-compliant bundle is not a 

trivial activity. The knowledge, processes and 

technology required to enable compliance can be costly 

and time-consuming. This isn’t problematic for projects 

and instruments from NASA centers and similar 

institutions that have amortized the startup and ongoing 

costs over decades of projects and familiarity with PDS 

nodes and processes. The challenge lies in enabling 

PDS compliance for the next generation of projects – 

likely a much higher volume of projects funded at much 

lower levels, with a compressed schedule and a lack of 

experience with PDS delivery  requirements.  

Potential Solutions:  There is no perfect solution to 

this problem. There are, however, approaches that will 

address many requirements that would serve to mitigate 

the challenges described. Eliminating the need to fully 

understand the PDS4 standard to create a compliant 

label is the first step. The PDS Label Assistant for 

Interactive Design (PLAID)[5] is available for use now 

and does just that. PLAID distills hundreds of pages of 

reference guides and XML format knowledge down 

into an intuitive Web application to allow a layperson 

to create a compliant mission/project/product label 

schema. It also allows for reuse of previously generated 

and approved schemas to improve adherence and 

commonality to standards. PLAID is continually 

updated with the latest PDS4 information model to 

assure new labels are adhering to the latest standards. 

The next key enabler would be to provide a 

reference data pipeline processing system. It would be 

pre-configured to consume the output from PLAID (the 

schema) as well as providing a drop-box like interface 

to upload and process products. It would include 

templates and predefined workflow tasks for most 

common activities, such as processing products, 

submitting samples to support peer reviews, and 

packaging and submitting bundle deliveries. The 

system could be delivered through a cloud offering and 

made available on an as-needed basis. The AMMOS 

PDS Pipeline Service (APPS)[6] offering could readily 

serve as the foundation for this capability.  
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This solutions described will not require a 

significant investment in new development or creating 

new capabilities. This is simply improving the 

packaging, coordination and delivery of existing 

products to the emerging community of data providers. 

The opportunity to transition from tool provider to 

software-as-a-service provider for these fundamental 

activities is enabled through the emergence of cloud-

hosted environments coupled with automated 

packaging and deployment offerings.  

The Benefits:  Both data providers and PDS nodes 

reap the benefits of the proposed solutions. Data 

providers receive an efficient and easy to use approach 

to meeting PDS requirements. They are able to focus on 

the complexities of developing and fulfilling their 

mission objectives and expend far less effort on the 

mechanics of complying with PDS requirements. They 

are also able to rapidly iterate through label schema 

design and data processing needs throughout their 

project phases without being reliant upon dedicated 

infrastructure. This reduces uncertainty and improves 

cost estimation for archival requirements.  

PDS nodes will benefit as the new data providers 

will be using sanctioned and integrated solutions that 

will eliminate typical support needs for a new provider. 

Though documentation exists that enables new 

providers to familiarize themselves with the standards 

and processes, nodes spend a disproportionate amount 

of time answering questions and assisting providers 

that simply won’t read them. This approach also 

facilitates the implementation of evolving standards and 

processes to support PDS needs. Those standards and 

processes will only need to be updated within the 

PLAID and APPS systems in the future – effectively 

encapsulating PDS standards and requirements within 

the applications. 

Conclusion:  PDS needs to be prepared to support 

an increase in volume and diversity of emerging 

archival data providers. These providers will more 

likely be comprised of grad students and early career 

hires than science data system engineers with decades 

of experience working with archival products. We need 

to design solutions to support their needs and align with 

modern expectations for easy to use solutions.   
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Introduction:  The Lunar Reconnaissance Orbiter 

Camera (LROC) Science Operations Center (SOC) 
adapted Blender procedures, an open-source 3D model-
ing and animation program [1], to decrease rendering 
time and memory use when producing animation using 
regional and global digital terrain models (DTMs) [2], 
compared to our previous DTM import procedure. The 
process of rendering realistic spacecraft movement 
achieved with position information from Spacecraft and 
Planetary ephemerides, Instrument C-matrix and Event 
(SPICE) kernels [3] was also included in our workflow.  

Adaptive Subdivision: Adaptive subdivision is part 
of the experimental features set in Blender. This feature 
controls the “Subdivision Surface” modifier in the 
Blender user interface. While the default “Subdivision 
Surface” modifier uniformly segments a fixed plane into 
a flexible mesh, the experimental adaptive subdivision 
more densely segments the plane in the foreground rel-
ative to the background, resulting in fewer segments to 
process, thus decreasing the memory and computation 
resources necessary to render a scene. While animation 
created with the original DTM import procedure could 
take up to 1200 CPU hours to render on a single high-

powered workstation, scenes with DTMs imported and 
segmented with adaptive subdivision render twice as  
fast , and memory usage is cut by up to 60%. In order to 
reap the increased rendering speed possible through uti-
lizing adaptive subdivision, elevation is applied to a 
mesh through the “Node” editor, instead of using the 
“Displacement” modifier [4]. 

SPICE Integration: Realistic spacecraft motion is 
provided by a Blender add-on developed by the LROC 
team, which interfaces with the ancillary information 
system SPICE. The SPICE add-on performs the neces-
sary calculations and frame transformations required to 
make spacecraft position and orientation data accessible 
to Blender objects. SPICE position and orientation can 
be applied to multiple objects in the same scene. The 
user has the flexibility to select any kernel-supported 
mission ephemeris time, and have motion data distrib-
uted evenly over a user-specified frame range contained 
within the SPICE kernels. Since the add-on can be used 
for multiple objects in the same scene, SPICE integra-
tion is achievable for any body or spacecraft supported 
by SPICE kernel files. Multiple SPICE-integrated ob-
jects in one Blender scene useful for animating interac-
tion between bodies or spacecraft. 

Figure 1: Sample frame of video produced with reconstructed telemetry showing an astronaut's eye view over the 
lunar surface as seen from the Apollo 8 Command Module at 1968-12-24 15:04:07 UTC as imported from SPICE 
into Blender. 
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 Results: Adaptive subdivision and the SPICE add-
on enabled the LROC team to continue production of a 
series of educational videos that explain geologic con-
cepts and recreate historical milestones in space explo-
ration. 

Future Work: The LROC team plans to continue 
create animations and still frames with DTMs in 
Blender. Upon the release of Blender 2.8, the LROC 
team will utilize BlenderGIS, an add-on that imports ge-
ographic data into Blender. Presently, BlenderGIS is 
limited to Earth-based data; however, once BlenderGIS 
is adapted to import other planetary datasets, producing 
animations with DTMs in Blender could be further sim-
plified.   

References: [1] Blender Foundation, 2016. [2] Da-
vis L. M. et al. (2017) Planetary Data Workshop, Ab-
stract #7073.  [3] Acton, C. H., (1996) PSS, 44(1):65. 
[4] Balcerski, J., personal correspondence. 

 

Figure 2: Screen capture of the SPICE add-on in the 
Blender user interface 
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Introduction:  The Planetary Data System (PDS) 

is NASA’s repository for the distribution and long-
term preservation of NASA planetary data. The PDS 
Archive is the digital data repository maintained by 
the PDS. The PDS Standard is the set of requirements 
and constraints designed to ensure the usability of 
data in the PDS Archive throughout its lifetime. The 
PDS Standard is derived from the PDS4 Information 
Model [1], a formal model that consistently defines 
the PDS4 products, from their allowed formats to the 
associated metadata. 

PDS4 is the latest version of the PDS Standard. 
Every data product in the PDS Archive is accompa-
nied by a PDS label file, which contains metadata. In 
PDS4, metadata labels are represented using XML 
(Extensible Markup Language). XML is an interna-
tional standard that provides both syntax and structure 
for describing data. The adoption of XML allows for 
increased consistency of metadata, which, in turn, 
improves accessibility and usability of the archived 
data. 

In order to archive data with the PDS, data pro-
viders must produce PDS4 metadata labels for their 
data products, assemble both label files and product 
files into a PDS Bundle, and deliver this Bundle to the 
appropriate PDS Discipline Node [2]. This process 
often includes development of a Local Data Diction-
ary (LDD), when the data provider would like to de-
fine a new PDS4 dictionary to contain metadata spe-
cific to their mission or investigation. 

To a newcomer, this process may be confusing, 
and the only way to learn it is by doing. In an effort to 
make this a less daunting task for data providers and 
PDS personnel alike, I will describe some best prac-
tices for PDS4 development, based on experiences 
with the InSight, Juno, and Mars Pathfinder missions. 

Label Development:  The process of archiving 
data with the PDS usually begins with PDS4 label 
development. You have data products that you want 
to archive, and you need to make labels for each one 
of them. In order to do this, you must first ask your-
self some questions about the data: 
• What kinds of data products will be archived? 
• Which PDS Node will this data be archived with? 
• Are there many different types of data products? 

o If so, will the labels for each data product 
contain very different metadata? 

From here, you will need to design your PDS4 labels 
and, especially if you have numerous data products, 
develop a process for systematically producing labels 
in bulk. The PDS offers a variety of tools to assist you 
with this: 
• PLAID (PDS Label Assistant for Interactive De-

sign) [3]: An interactive web-based tool which 
helps you build a PDS4 label step-by-step. 

• Generate Tool: Software for generating PDS4 la-
bels using input data products and an Apache Ve-
locity [4] template of a PDS4 XML label. This 
tool is especially useful if you need to migrate 
existing PDS3 metadata to PDS4 [5]. 

• OLAF [6]: A web application that allows indi-
viduals to submit source data files and produces 
the data set as a complete PDS4-compliant ar-
chive package, ready for peer review and archiv-
ing. OLAF currently accepts CSV (comma-
separated values), fixed-width tables, 2D images, 
and documents. 

Local Data Dictionaries:  Every attribute and 
class that is used in any PDS label must first be de-
fined in a data dictionary. A data dictionary defines 
the attributes and classes that may be used in PDS4 
product labels. Data dictionaries are classified as ei-
ther common, discipline-specific, or mission-specific 
[2]. While developing your PDS4 labels, you may 
find that you have metadata that (1) is important 
enough to be included in your PDS4 labels and (2) 
doesn’t fit into any existing element in any of the 
PDS4 dictionaries. In this case, you may want to de-
velop a “mission dictionary”, which will contain the 
metadata that is specific to your investigation and thus 
is not generic enough to be included in the PDS com-
mon model or Discipline Dictionaries. 

When trying to determine how to represent your 
metadata in PDS4 labels, I recommend the following 
approach: 

1. Check PDS common model [1] for clas-
ses/attributes that fit your metadata. 

2. Check relevant Discipline Dictionary [7] (such 
as Geometry or Imaging) for classes/attributes 
that fit your metadata.  

3. If you still haven’t found a good location to put 
your metadata, consult your PDS Node repre-
sentative to see if they have a suggestion. 

4. Otherwise, this metadata truly doesn’t fit any-
where else and should go into a mission-specific 
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dictionary. Ask your Node representative for 
guidance on creating this dictionary. (Not sure 
who your Node representative is? Email the PDS 
Operator at  pds_operator@jpl.nasa.gov.)  

Bundle Development:  Once you have developed 
your PDS4 labels and written your mission-specific 
dictionary (if needed), you’re ready to validate your 
labels and assemble them, alongside their data prod-
ucts, into a PDS4 bundle. The PDS4 Data Provider’s 
Handbook (DPH) [2] offers a detailed explanation of 
what a PDS4 bundle must contain and how it should 
be structured. If you have many data products and 
labels, you may wish to write a script to produce your 
bundle, according to the structure described in the 
DPH. When in doubt, consult with your Node repre-
sentative for guidance on bundle creation. 

To check the validity of your PDS4 labels, the 
PDS offers the Validate Tool [8]. The Validate Tool 
is a simple command-line utility that will check your 
PDS4 bundle, and the labels within it, to ensure that 
the bundle follows PDS4 standards and maintains 
referential integrity. The Validate Tool will output a 
log file containing details of any errors. 

Conclusion:  The PDS is NASA’s archive for 
planetary data, and we want to demystify the process 
of submitting data to our archive. We have a variety 
of resources available to assist data providers with 
PDS4 development, and we will continue to build 
real-life examples for users to draw upon. 
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Introduction:  This is the first of a set of three ab-

stracts [1,2] describing the authors’ experience with 
creating multimission dictionaries, labels, and tools 
for PDS4.  While the techniques made the initial mis-
sion (InSight in our case) a little harder, our results 
accommodate camera data for all recent Mars surface 
missions – InSight, Mars 2020, MSL, and MER, as 
well as two PDART tasks [3,4] that use MSL data.  
The authors were able to create valid labels for 
MSAM in just half a day.  While the labels are not 
complete, they are valid and correct – and once the 
concepts new to MSL are added, future missions will 
be able to use those new concepts as well. 

PDS4 is the Planetary Data System’s new standard 
for archiving data [5].  While minimal PDS4 labels 
are not terribly complex, they also fail to capture the 
rich metadata that typically surrounds an observation.  
This metadata is often critical for understanding the 
context of an observation, the conditions under which 
it was acquired, and how the data was acquired. 

Properly capturing all this metadata can lead to a 
very complex label.  For example, the labels for raw 
products (EDRs) on the InSight mission are almost 
650 lines long, with some derived products topping 
850 lines [6]. 

One of the best ways to manage this complexity is 
to reuse dictionaries, concepts, tools, and even the 
entire label structure across missions.  It is possible to 
create multimission labels with a high degree of 
commonality across missions, which reduces devel-
opment cost and complexity significantly. 

This abstract discusses the use of dictionaries in 
ways that support multimission reuse. 

Multimission Dictionaries:  It may be a surprise 
to some readers, but the InSight cameras do not use 
an InSight-specific mission dictionary.  All the con-
cepts InSight needs are in multimission, reusable dic-
tionaries [7]. 

How is this possible?  Primarily, by taking a broad 
view of common concepts.  Things do not have to be 
exactly the same to warrant using the same class or 
attribute.  This point can be illustrated with several 
examples, below.  It is important to note that the 
PDS4 Information Model was designed to allow this – 
to infinitely extend the information a mission can 
specify without modifying the pre-existing schemas 
[8]. 

Reusable Attributes:  Consider the attribute 
download_priority.  Pretty much any mission 
using a file-based telemetry system (like the recent 

Mars landed missions) will have a priority for down-
linking a given product.  On InSight, the priorities go 
from 1-6.  On the more complicated MSL, the values 
go from 0-101.  That difference is not meaningful to 
the general concept of download priority.  It would be 
wasteful to have separate insight:down-
load_priority and msl:download_pri-
ority attributes when they really mean the same 
thing.  The actual data range does not matter (and is 
thus not defined in the data dictionary); what is im-
portant is the concept that there is a priority assigned, 
and that lower numbers mean higher priority.  (See 
the Property Maps abstract, part 2 of this series [1] 
regarding documentation of the difference). 

Another example of this is in the Im-
age_Compression_Parameters class in the 
Imaging dictionary.  This class contains a compres-
sion_type attribute which says what the specific 
compression is, and child classes containing parame-
ters specific to that type.   However, certain concepts 
are abstracted out to the main compression class, con-
taining generic information about the compression.  
For example, compression_class says whether it 
is lossy or lossless, compression_rate and com-
pression_ratio describe how much compression 
there is, and compression_quality gives an 
indication (on a 0-1 scale) of how good the compres-
sion is. 

The quality is worth some discussion.  Each com-
pression type measures quality in a different way, and 
there is for example a jpeg_quality under 
JPEG_Parameters specifically stating this.  How-
ever, the general compression_quality field 
provides a generic abstraction of quality, normalized 
to the 0-1 scale.  This allows programs or users with 
no knowledge of the specific compression type to 
make at least a qualitative assessment of which of two 
images is likely to be better. 

Reusable Classes:  Most spacecraft have moving 
parts: arms, masts, antennae, wheels, etc.  Rather than 
defining a separate set of classes for each of these, the 
Geometry dictionary defines an Articula-
tion_Device_Parameters class.  This is a com-
pletely reusable class that is adaptable to all of those 
moving parts, defining joint angles, states, tempera-
tures, motor counts, and other common attributes.  
Rather than “rocker_bogie_angle” or “el-
bow_joint_angle”, an array of joint angles and 
corresponding names are used.  This allows any angle 
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to be defined by the data provider without having to 
modify the dictionary.  For example: 
 
<geom:Device_Angle> 

<geom:Device_Angle_Index> 
<geom:index_name> 

AZIMUTH-MEASURED 
</geom:index_name> 
<geom:index_value_angle> 

3.618562 
</geom:index_value_angle> 

</geom:Device_Angle_Index> 
<geom:Device_Angle_Index> 

<geom:index_name> 
ELEVATION-MEASURED 

</geom:index_name> 
<geom:index_value_angle> 

1.635858 
</geom:index_value_angle> 

</geom:Device_Angle_Index> 
</geom:Device_Angle> 

 
While this may look harder to read at first glance, 

the regularity of the array structure actually makes it 
easier to interpret in the long run.  Software need be 
written only once, and it can understand – at least at a 
basic level – any articulation device.  As an aside, this 
is similar to how the PDS3 articulation device labels 
are structured as well. 

Another example of this concept is the Coordi-
nate_Space_Definition class in Geometry, 
which can be used to define any coordinate space 
(such as arm, rover, site, or camera), without needing 
to create classes specific to each one. 

Reusable Dictionaries:  PDS4 defines three levels 
of dictionaries, based primarily on governance: com-
mon, discipline, and mission.  PDS itself keeps tight 
rein on common, PDS nodes manage discipline dic-
tionaries, and data providers manage the mission dic-
tionaries. 

One of the key concepts here is that mission dic-
tionaries need not be tied to a mission!  They can in 
fact be abstracted to cover a class of missions, and 
thus be reused. 

A primary example of this is the msn_surface 
dictionary.  All of the recent NASA Mars surface mis-
sions have a similar command and telemetry architec-
ture.  Commands are combined into sequences, down-
link products are identified by APIDs (Application 
IDs), etc.  These concepts are specific to the Mars 
surface missions – yet they are shared across all such 
missions.  It does not make sense to repeat them over 
and over again in different mission dictionaries.  In-
stead, a “mission” dictionary called msn_surface 
(mission surface) was created [7].  It has classes and 
attributes allowing this command and telemetry struc-
ture to be described and documented.  It is reusable 
across all of the relevant missions, and also is reusa-

ble across all disciplines – not only for imaging but 
for any instrument data from these missions. 

In a similar vein, img_surface contains items 
that are too tied to surface operations to make sense in 
the main Imaging dictionary, yet are shared across all 
of these surface missions. 

As a final example, consider the set of 5 cameras 
made for surface missions by Malin Space Science 
Systems (MSSS): Mastcam (MSL), MAHLI (MSL), 
MARDI (MSL), Mastcam-Z (M2020), and 
SHERLOC-WATSON (M2020).  All five cameras 
share a common heritage, and in fact very similar 
electronics.  They all have an identical “mini-header” 
that is created by the camera itself (rather than the 
host rover).  The information in this header is very 
specific to the MSSS cameras.  Rather than repeating 
this information in both the MSL and M2020 mission 
dictionaries, a single dictionary, “msss_cam_mh”, 
was created to hold this shared mini-header infor-
mation. 

Conclusion:  Contrary to what some may believe, 
multimission PDS4 labels are well within reach.  
With a little attention up front, it is entirely possible 
to write dictionaries, generate labels, and document 
them in ways that are highly reusable across multiple 
missions.  Reusing dictionaries, classes, and attributes 
will help future data mining efforts, as similar con-
cepts are called the same thing across multiple mis-
sions. 
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Introduction:  This is the second of a set of three 

abstracts [1,2] describing the authors’ experience with 
creating multimission dictionaries, labels, and tools 
for PDS4.  See part 1 [1] for a full introduction. 

This abstract discusses the use of property maps in 
ways that support multimission reuse. 

Property Maps:  In one of the examples present-
ed part 1 of this series [1], it was stated that the actual 
range for downlink_priority didn’t matter in a multi-
mission sense.  That’s true, but it does matter general-
ly.  How can we keep track of the fact that InSight 
priority is 1-6 but MSL is 0-101? 

For that matter, how can we track the association 
between PDS4 attributes and classes (“items” here), 
and PDS3 keywords? 

These issues and more are solved by a PDS4 con-
cept called Property Maps. 

Property maps are additional bits of information 
that are attached to attributes and classes.  They are 
essentially metadata for the item. 

A convenient way to think of these is in terms of a 
spreadsheet.  If there is a row for each attribute or 
class, the columns represent Property Maps. 

Although the governance model for property maps 
has not been formally defined, it is expected that it 
will be very different from dictionaries.  Although 
property maps are associated with items across all 
dictionaries, they should be controlled not by the dic-
tionary curator but rather by the “owner” of that prop-
erty map.  In other words, when an entity defines a 
“column” in the spreadsheet, they should own that 
column, and can put whatever information in it they 
want – across any dictionary in all of PDS4. 

Examples of Property Maps:  One of the most 
important property maps are “mission-specific defini-
tional nuances”.  These provide the details for how a 
specific item is used for that mission, that augments 
or enhances the multimission definition. 

So for the downlink_priority example, the InSight 
nuance would say that the range is 1-6 while the MSL 
nuance would say it is 0-101. 

As another example, sample_fov is computed dif-
ferently on MER than it is on MSL and InSight.  The 
definitional nuances can specify exactly how it is 
computed for that mission – without negating the val-
ue of having the field of view available generically. 

As a final example of nuances, both InSight and 
MSL have exposure_duration_count, which gives the 
number of clock ticks for an exposure (there’s also the 
more useful exposure_duration in seconds).  InSight 

uses 6.21 msec/DN, while MSL uses 5.12 msec/DN 
for engineering cameras and 0.1 msec/DN for the 
MMM cameras.  These differences are all specified in 
the definitional nuances. 

Another property map specifies the VICAR or 
PDS3 keyword associated with the item.  This is used 
for mapping values between VICAR/PDS3 and PDS4. 

Additional property maps can be defined for any 
other perceived need.  Several will be defined based 
on the needs of the table, described below. 

Below is a highly simplified example showing a 
JSON version of the download_priority property map: 

 
"PropertyMapDictionary": [ { 
  "PropertyMap": { 
    "model_object_id": "0001_NASA_PDS_1. 
      msn_surface.Telemetry_Information. 
      msn_surface.download_priority" , 
    "propertyMapEntryList": [ 
      {"PropertyMapEntry": { 
        "property_name": "VICAR" , 
        "property_value": 
          "TELEMETRY.DOWNLOAD_PRIORITY" } }, 
      {"PropertyMapEntry": { 
        "property_name": "MSL" , 
        "property_value": 
          "Values are 0-101 for MSL." } }, 
      {"PropertyMapEntry": { 
        "property_name": "NSYT" , 
        "property_value": 
          "Values are 1-6 for InSight."}}]}}] 
 

Documentation Table for SIS:  How do we go 
about documenting the labels?  Science data users 
cannot and should not be expected to read the data 
dictionaries directly.  Plus, a lot of the descriptions of 
keywords, especially in the PDS core, are so generic 
as to lose meaning. 

In the Software Interface Specification (SIS) doc-
uments for MER, MSL, and Phoenix [3,4,5], the 
VICAR/PDS3 keywords were listed in a table in an 
appendix.  Every keyword was listed, along with its 
definition, data type, valid values, etc.  This is an in-
valuable resource for users, as it provides a single, 
easy to use place to get information about what a 
keyword means. 

However, this table had to be maintained by hand, 
as a rather unwieldy Microsoft Word table.  It takes a 
lot of effort to create, and to keep it up to date. 

We have solved this issue with an automated table 
creation tool.  This tool creates a table similar to the 
PDS3 SIS tables, listing every class or keyword that is 
used in the label, and the associated information for 
that keyword.  All information is pulled from the data 
dictionaries and property maps, so it is guaranteed to 
be up to date with PDS.  The complete XPath to the 
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keyword is shown, and it is completely hyperlinked, 
so users can easily click on any parent (or child) and 
see the definition for that item.  Finally, because it is 
automated, the table can be created multiple ways, for 
example sorted by PDS4 attribute/class or sorted by 
VICAR/PDS3 keyword. 

Importantly, this table contains only the items of 
interest for the mission.  In order to do this, the tool 
accepts a set of sample PDS4 labels for the mission.  
It uses these to decide which classes and keywords to 
include.  Including the entire dictionary without this 
culling would be unwieldy for users, as it would not 
be clear which entries were important and which were 
not.  It would also cause a false sense of “this should 
be in there”, when the item is not in fact relevant.  For 
InSight, we included calibration and ancillary data in 
this example set, so the table documents any label 
item that might be seen in those data sets as well. 

This is an entirely data-driven process – every-
thing is in the data dictionaries, including the property 
maps.  Obviously the property maps containing the 
mission’s definitional nuance and VICAR/PDS3 key-
word mappings are important.  Some missions (e.g. 
Mars 2020) want additional columns in the table, such 

as where in the telemetry the information comes from.  
These columns will be stored as additional property 
maps, so they can also be included in the table. 

Basically, property maps provide the flexibility to 
add ancillary information to the PDS data model that 
are not properly part of the model per se. 

An example of a few entries from this table is be-
low.  See the InSight SIS [6] for the full table. 

Conclusion:  Contrary to what some may believe, 
multimission PDS4 labels are well within reach.  
With a little attention up front, it is entirely possible 
to write dictionaries, generate labels, and document 
them in ways that are highly reusable across multiple 
missions. 
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Data Type
Units

1) geom:emission_angle

2) geom:Coordinate_Space

    _Reference

3) start_azimuth

4) stop_azimuth

5) instrument_azimuth

6) instrument_elevation

7) solar_azimuth

8) solar_elevation

ASCII_NonNegative_

Integer

ASCII_NonNegative_

Integer

ASCII_Real

Units_of_Angle

Dictionary:
PDS4 Keyword
VICAR Property.
VICAR Keyword

General Definition
InSight-Specific Information

Xpath
Valid Values (attribute)
Children (class)

/Product_Observational/Observation_Area/Discipline_Area/Imaging/Ima

ging_Instrument_State_Parameters/sample_fov

geom:Derived_Geometry The Derived_Geometry class is a container for surface based observations (lander 

or rover). It is used to provide some geometric quantities relative to a specific 

Reference Coordinate Space.

InSight Specific:

On InSight, a Derived_Geometry class exists for both Site and Lander frame.

msn_surface:

download_priority

TELEMETRY. 

DOWNLOAD_PRIORITY

The download_priority attribute specifies which data to downlink/transmit,  based 

on order of importance. The lower numerical priority (higher-ranked number) data 

products are transmitted before higher numerical priority (lower-ranked number) 

data products. For example, an image with a downlink priority of 1 will be 

transmitted before an image with a downlink priority of 6. Value of 0 specifies 

use of on-board default.

InSight Specific:

Values are 1-6 for InSight. 

img:
exposure_duration_count

OBSERVATION_REQUEST_PARMS.
EXPOSURE_DURATION_COUNT

The exposure_duration_count attribute specifies the value, in raw counts, for the 

amount of time the instrument sensor was gathering light from the scene, such as 

between opening and closing of a shutter,  or between flushing and readout of a 

CCD. This is the raw count either commanded or taken directly from telemetry as 

reported by the spacecraft.  This attribute is the same as the exposure_duration but 

in DN counts versus time, and the translation of exposure_duration_count to 

exposure_duration will differ by mission. The attribute can be specified in the 

context of both Imaging_Instrument_State_Parameters (actual value) and 

Command_Parameters (commanded value). Both commanded and actual because 

it's possible for the actual to not match the commanded. For example the 

exposure might fault out early, or there might be a deadband (for example, 

pointing backlash) where changes in the input do not actually affect the output.

InSight Specific:

For InSight, the factor is 6.21 msec/DN.

img:sample_fov

INSTRUMENT_STATE_PARMS.

AZIMUTH_FOV
INSTRUMENT_STATE_PARMS.

AZIMUTH_FOV__UNIT

The sample_fov attribute specifies the angular measure of the field of view of an 

imaged scene, as measured in the image sample direction (generally horizontal).

InSight Specific:

Computed by projecting rays from the left and right edges of the image at the 

center through the camera model, and computing the angle subtended by those 

rays.

/Product_Observational/Observation_Area/Discipline_Area/Geometry/G

eometry_Lander/Derived_Geometry[*]

/Product_Observational/Observation_Area/Mission_Area/Surface_Missio

n_Parameters/Telemetry_Information/download_priority

/Product_Observational/Observation_Area/Discipline_Area/Imaging/Com

mand_Parameters/Exposure_Parameters/exposure_duration_count

/Product_Observational/Observation_Area/Discipline_Area/Imaging/Ima

ge_Product_Information/Exposure_Parameters/exposure_duration_count
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stitute of Technology, 4800 Oak Grove Dr, Pasadena, CA 91109, Bob.Deen@jpl.nasa.gov 

 
Introduction:  This is the third of a set of three 

abstracts [1,2] describing the authors’ experience with 
creating multimission dictionaries, labels, and tools 
for PDS4.  See part 1 [1] for a full introduction. 

This abstract discusses the use of Velocity tem-
plates and the PDS Generate tool in ways that support 
multimission reuse. 

Multimission Velocity Template (“Generate” 
tool):  While proper label design is important, it 
doesn’t matter if we cannot actually create a PDS4 
label.  It is certainly possible to generate XML 
straight out of the telemetry processor or other data 
creation tool.  However, this is untenable for large 
labels.  Directly writing out XML leads to very brittle 
code that is hard to maintain.  An intermediary tool is 
needed that can construct the proper XML from the 
available metadata – which could be a data structure 
in telemetry, a database, a JSON file, a key-
word=value list, or any of a number of formats. 

One answer to this need is the Velocity engine.  
This neatly solves the problem of creating XML from 
disparate input data sources, and it turns out that with 
some care, Velocity templates can be written in a 
multimission, reusable manner. 

The PDS Engineering Node has created a tool 
called “generate” [3], which wraps around the Veloci-
ty engine and customizes it for use with PDS4 labels. 

Velocity Basics:  Velocity is a Java-based tem-
plate engine, created by the Apache project [4].  In a 
nutshell, a Velocity template looks a lot like XML, 
with dynamic references embedded.  These dynamic 
references can pull information from other data 
sources.  For example: 
 
<img:Downsampling_Parameters> 

<img:downsampling_venue> 
$!label.INSTRUMENT_STATE_PARMS. 

PIXEL_DOWNSPAMPLE_OPTION 
</img:downsampling_venue> 
<img:downsampling_method> 

$!label.INSTRUMENT_STATE_PARMS. 
DOWNSAMPLE_METHOD 

</img:downsampling_method> 
<img:Pixel_Averaging_Dimensions> 

<img:height_pixels unit="pixel"> 
$!label.INSTRUMENT_STATE_PARMS. 

PIXEL_AVERAGING_HEIGHT 
</img:height_pixels> 
<img:width_pixels unit="pixel"> 

$!label.INSTRUMENT_STATE_PARMS. 
PIXEL_AVERAGING_WIDTH 

</img:width_pixels> 
</img:Pixel_Averaging_Dimensions> 

</img:Downsampling_Parameters> 

The “$!label” pulls information from a data struc-
ture.  The “generate” tool reads the VICAR or PDS3 
labels and puts them in the “label” data structure 
based on their property/group and keyword name.  
Thus, the first instance finds the value of the 
PIXEL_DOWNSAMPLE_OPTION keyword in the 
INSTRUMENT_STATE_PARMS group in the label. 

Currently, the “generate” tool will read VICAR 
and PDS3 labels as data sources, as well as JSON 
files.  Other data sources can be easily added as need-
ed. 

The above results in XML that, for InSight, looks 
like: 

 
<img:Downsampling_Parameters> 

<img:Pixel_Averaging_Dimensions> 
<img:height_pixels unit="pixel"> 

1 
</img:height_pixels> 
<img:width_pixels unit="pixel"> 

1 
</img:width_pixels> 

</img:Pixel_Averaging_Dimensions> 
</img:Downsampling_Parameters> 

 
A very important feature of “generate” is that if 

there is no data within a “paragraph” of XML, that 
“paragraph” will be suppressed in the output.  Thus in 
the example above, DOWNSAMPLE_METHOD and 
PIXEL_DOWNSAMPLE_OPTION do not exist in In-
Sight labels. Therefore, the <downsam-
pling_venue> and <downsampling_method> 
elements are suppressed.  If this same template were 
applied to MSL data, those elements would be pre-
sent, because the corresponding keywords exist in 
MSL labels.  If the PIXEL_AVERAGING_HEIGHT 
and PIXEL_AVERAGING_WIDTH were also missing, 
the entire <Downsampling_Parameters> ele-
ment would be suppressed, and so on.  It turns out this 
feature is key for making multimission templates, as 
described in the next section. 

Velocity is a complete language, including condi-
tionals, loops, subroutines (“macros”), and variables.  
It is possible to do quite complex operations in Veloc-
ity.  For example, the following snippet will loop 
through a parallel array of temperature names/values 
in separate labels, and generate an XML list of them.  
It also calls a macro (“#getUnitAttr”, not shown 
here) to take the unit in a separate keyword and con-
vert it from PDS3 to PDS4 format, including the 
“unit=” XML attribute, only if the unit keyword 
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exists.  Lines starting with “#” are Velocity com-
mands. 

 
#set($length=$label.INSTRUMENT_STATE_PARMS. 

INSTRUMENT_TEMPERATURE_NAME.size() 
#foreach ( $i in [1..$length] ) 

<img:Instrument_Device_Temperature_Index> 
<img:device_name> 

$label.INSTRUMENT_STATE_PARMS. 
INSTRUMENT_TEMPERATURE_NAME. 
get($foreach.index) 

</img:device_name> 
<img:temperature_value 

#getUnitAttr( 
$!label.INSTRUMENT_STATE_PARMS 
'INSTRUMENT_TEMPERATURE' 
$foreach.index)> 

$label.INSTRUMENT_STATE_PARMS. 
INSTRUMENT_TEMPERATURE. 
get($foreach.index) 

</img:temperature_value> 
</img:Instrument_Device_Temperature_Index> 

#end 

 
Multimission Velocity Templates:  Because of 

the effort made to create and use multimission dic-
tionaries, the PDS4 labels are very similar for all the 
cameras on the recent landed Mars missions (MER, 
MSL, InSight, Mars 2020, even Phoenix).  The 
VICAR/PDS3 labels are also very similar, due to the 
multimission VICAR software that creates these 
products.  This means they are the perfect candidate 
for a multimission Velocity template. 

The multimission Velocity template first deter-
mines which mission the data belongs to, by looking 
at certain VICAR/PDS3 labels.  It then uses the 
“#parse” command (like an include file) to include 
the mission-specific Velocity module for that mission. 

The mission-specific modules implement a de-
fined set of macros – basically, a multimission API – 
that define things that vary per mission, such as the 
mission name, URI prefix, which dictionary versions 
are used, how to parse the filename for information, 
etc.  Currently there are 20 constants and 14 macros 
that have to be defined for each mission (this number 
will likely increase somewhat over time). 

These macros and constants allow the rest of the 
Velocity template to work in a multimission manner, 
customizing items as needed.  As of this writing, the 
multimission template is about 3500 lines, with only 
about 300 in each mission-specific module. 

Once the macros for the first mission (InSight) 
were written, it took only about 3-4 hours to create 
the mission-specific macro file for MSAM, a PDART 
task using MSL data [5].  The resulting label was cor-
rect and valid (although not complete, as additional 
items needed to be added to the multimission tem-
plate).  Still, that is an impressive time savings over a 
traditional, non-multimission approach. 

One of the most important factors in enabling the 
multimission template is the feature of “generate” 
(mentioned above) where “paragraphs” of XML are 
deleted if they have no contents.  This means the 
template can include code used for one mission but 
not others, without hurting the missions that don’t use 
it.  For example, the entire MSSS “mini-header” sec-
tion (described in part 1 of this series [1]) is simply 
coded into the multimission template.  For missions 
or instruments that don’t have a mini-header, the sec-
tion is ignored.  Similarly, the template has para-
graphs specifying video parameters, Z-stack parame-
ters, and filters, which are simply ignored for still, 
non-focusing, or monochrome cameras. 

This allows the template to grow over time to ac-
commodate different features of new missions, with-
out compromising support for the old missions.  We 
fully expect all of the MSL and Mars 2020 labels to 
be added in to the multimission template, with a re-
gression test on InSight data showing no differences. 

The value of this approach is demonstrated if you 
contemplate migrating other missions to PDS4, such 
as MSL or MER, that are currently archived with 
PDS3.  Using a traditional approach, it could take 
months of work to update mission-specific Velocity 
macros for these missions.  Using this approach, it is 
expected to take a day or two. 

Conclusion:  Contrary to what some may believe, 
multimission PDS4 labels are well within reach.  
With a little attention up front, it is entirely possible 
to write dictionaries, generate labels, and document 
them in ways that are highly reusable across multiple 
missions. 

In addition to saving development time, these 
techniques facilitate data mining, as the same con-
cepts are used and re-used on different missions.  
Parsers need be written only once, metadata schemas 
can be reused, and people familiar with one mission 
will instantly recognize data from another. 

It is the authors’ belief that these approaches un-
leash the full power of PDS4 – power that until now 
has been hidden in complexity.  Commonality and 
reuse across missions is what will make PDS4 suc-
cessful, now and into the future. 

Acknowledgements: This research is being per-
formed at the Jet Propulsion Laboratory, California 
Institute of Technology, under a contract with NASA. 
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JMARS – Easy Visualization and Analysis of Planetary Remote Sensing Data. S. Dickenshied1 , S. Anwar1, D. 

Noss1, W. Hagee1, S. Carter1, K. Rios1, P. Wren1, M. Burris1, Z. Anderson1, 1Mars Space Flight Facility, 201 E Or-

ange Mall, Arizona State University, Tempe, AZ 85287 USA 

 

Introduction:  JMARS is a free geospatial infor-

mation system developed by ASU's Mars Space Flight 

Facility to provide mission planning and data-analysis 

tools for NASA orbiters, instrument team members, 

students of all ages, and the general public. Originally 

written as a mission planning tool for the THEMIS 

instrument onboard Mars Odyssey, JMARS has since 

been released to the science community and the general 

public as a tool to quickly locate and view planetary 

data for Mars, the Moon, Vesta, Ceres, Mercury, Earth, 

and many other planetary bodies. 

With thousands of global maps and millions of in-

dividual images, JMARS makes it easy for new and 

experienced users to find, view, and analyze a wide 

range of planetary data.  Data can be easily located by 

geographic area or filtered down based on any number 

of scientific parameters, then viewed in situ without 

excessively large downloads or extensive knowledge of 

planetary data formats. 

Users can readily view color or grayscale data as 

well as access numeric data such as elevation, mineral 

abundances, or temperature data.  Data can be marked 

in a shape layer with points, lines, circles, ellipses, or 

polygons, and those shapes can be used to query nu-

meric datasets for values at those locations.  Shapes 

can also be imported or exported into CSV or ArcGIS 

compatible formats. 

Recent work has involved porting functionality de-

veloped for the OSIRIS-REx mission in J-Asteroid 

back into the public version of JMARS.  In addition to 

a variety of new features related to spectral data, the 

ability to view any dataset draped onto a spherical or 

non-spherical 3-D shape model has been enhanced 

significantly. 

Figures: JMARS 2-D view with USGS Nomencla-

ture data shown over the THEMIS Day IR global mo-

saic [2] merged with MOLA Colorized elevation 

 

 

Updated 3-D view showing Tanaka’s USGS 

3292[3] geologic map of Mars from a south polar view 

point. 

 

 
 

References: [1] Christensen, P.R.; Engle, E.; 

Anwar, S.; Dickenshied, S.; Noss, D.; Gorelick, N.; 

Weiss-Malik, M.; JMARS – A Planetary GIS, AGU 

2009, Abstract IN22A-06 [2] Hill, J. R., and P. R. 
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ejecta deposits surrounding young secondary impact 
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STANDARDS FOR TRACEABILITY AND NON-DESTRUCTIVE CONSTRUCTION IN PLANETARY 
SCIENCE DATA SETS: AN EXAMPLE FROM THE CTX GLOBAL MOSAIC.  J. L. Dickson1 and B. L. Eh-
lmann1,2, 1Division of Geological and Planetary Science, California Institute of Technology, 1200 E California Blvd, 
MC 170-25. Pasadena, CA, 91125. (jdickson@caltech.edu), 2Jet Propulsion Laboratory, California Institute of Tech-
nology, 4800 Oak Grove Dr, Pasadena, CA 91109.

Introduction:  Recent attention has been given to 
defining foundational data sets within a Planetary Spa-
tial Data Infrastructure (PSDI) [1]. These standards per-
tain to the knowledge of geodetic accuracy of a product 
(be it coordinate systems, elevation or orthoimagery 
[2]), such that foundational data are of engineering util-
ity as a reference product for other data sets. Less work 
has been done to develop standards that maximize the 
scientific utility and traceability of planetary data sets. 
Presently, a product can be termed foundational without 
its own foundation being communicated to the end user. 
There are not currently requirements for (1) independent 
assessment (peer-review), (2) publication of detailed 
methods and code used to create the product, or (3) 
ready traceability between the delivered product and the 
raw data used in its creation. We believe that founda-
tional science data should include its traceability. The 
value of these products will be amplified if they include 
sufficiently rigorous documentation for scientific anal-
ysis. 

In this contribution we augment the existing engi-
neering-focused definition of foundational, or develop 
a separate definition apart from foundational, with sci-
entific standards of traceability: transparency and repro-
ducibility. We broadly discuss the range of traceability 
achievable as standards must accommodate a diversity 
of data types and processing techniques. As Mars pro-
vides a range of global data sufficient for demonstration, 
we use Martian data products for illustrative purposes 
and examples from our considerations during recent 
construction of a global CTX mosaic [3]. 

Range of Traceability:  The level of traceability 
that a foundational product can attain at the time of dis-
semination can vary as a function of (1) the type of data 
(orthoimagery vs. topography) and (2) the methods used 
in its construction (destructive vs. non-destructive – is 
information preserved throughout processing?). Pixel-
for-pixel vectorized mapping of source data (Fig. 1), 
which we discuss below (Stage 4), may not be possible 
for some data products. Thus, one blanket requirement 
for maximum traceability is not appropriate and we sug-
gest that traceability be a ladder of successive stages that 
data providers attempt to climb and communicate that 
level of traceability to the end user. This affords some 
discretion to the data provider to assess how users will 
interface with their product and provide a commensu-
rate level of traceability. For instance, the global 

THEMIS IR daytime mosaic [4] provides a quantita-
tively controlled reference framework for other data 
sets, but end users are unlikely to need to trace pixels 
back to raw THEMIS IR data, thus pixel-for-pixel map-
ping of the product is not necessary. For the global CTX 
mosaic [3], which is uncontrolled but provides the high-
est resolution imagery of 95% of Mars, we predicted 
that users will want to access pre-mosaicked versions of 
the data, so we prioritized seam mapping in its construc-
tion. Our beta testing program with > 30 Mars scientists 
revealed that this was of value to the science commu-
nity, and was essential for efficient quality control dur-
ing its creation. 

Stages of traceability:  Here we propose a ladder of 
traceability, from presentation of metadata to pixel-for-
pixel mapping of products (Table 1). Stages 0-2 are 
largely subjective (the creator has latitude in terms of 
how much information they provide) while stages 3-4 
are objective. Situations may arise where more direct, 
objective stages of traceability are achieved before less 
advanced stages (i.e., code and seam maps are dissemi-
nated before a peer-reviewed manuscript is published). 

Stage 0. Basic bookkeeping of metadata associated 
with the final product (resolution, projection, list of 
source instruments, list of images/DEMs included, date 
of creation, etc.), but no information about the process 
of constructing the product. 

Stage 1. Unvetted (not peer-reviewed) narrative of 
the data processing pipeline, software packages utilized, 
and known deficiencies/limitations of the product. 

Stage 2. Vetted (peer-reviewed) manuscript that co-
vers in detail the processes used in the construction of 
the data and its limitations/uncertainties. 

Stage 3. Scripts used in the construction of the prod-
uct with instructions for proper execution. 

Stage 4. Attribute-laden vectorized feature maps of 
input data that trace every pixel of the rendered product 
to EDR and RDR versions of the original data (Fig. 1), 
and contain all original metadata for each pixel. 

Discussion: We propose that all foundational data 
(coordinate systems, topography, orthoimagery [2]) be 
traceable through, at minimum, Stage 2 (Table 1), such 
that the product is accompanied by a peer-reviewed 
publication. This publication should provide the user 
with a clear articulation (interpretable to scientists as 
well as technicians) of what has been done to the data 
and what its limitations and uncertainties are. 
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Foundational data will be of most use to the scien-
tific community if they are accompanied by source code 
used in its construction (Stage 3) and dynamic pixel-for-
pixel vectorized seam-maps (Stage 4). Pixel-for-pixel 
traceability mapping (Stage 4) (e.g., Fig.1) is, we be-
lieve, the highest achievable standard for data traceabil-
ity within a GIS framework. This allows the user to 
readily compare and quantify the difference between the 
derived product and the original data used in its con-
struction, and to distinguish processing artifacts from 
surface features. Geospatial and spacecraft data pro-
cessing software [5] still predominantly depend upon 
sequential, destructive (loss of information) frameworks 
that make seam-mapping of data challenging or compu-
tationally impossible for large data products. We incor-
porated non-linear, non-destructive (information-pre-
serving) software in our otherwise destructive sequen-
tial pipeline to generate the CTX mosaic [3], inherited 
from photography, graphic design, and film, where the 
demand for rapid iteration over the last two decades has 

resulted in efficient software that preserves all infor-
mation and mitigates the need for inefficient and expen-
sive high-performance computing. While this provides 
pixel-for-pixel traceability, this is more challenging for 
products (specifically topographic maps) where quanti-
tative values must be preserved. This leaves a challenge 
for products that merge data from multiple instruments, 
like blended global DEMs [6-7], where users would 
most want to determine which instrument provided the 
data being observed, while the tools that facilitate the 
product’s construction [5] are destructive and not de-
signed to efficiently preserve this information.  

Thus, we consider the incorporation of more non-
destructive data integration tools to be of long-term im-
portance as geospatial data processing software contin-
ues to evolve.  
References: [1] Laura J. et al. (2018) LPSC, 49, 1426. [2] Laura, J. et al. 
(2017) IJG-I doi: 10.3390/ijgi6060181. [3] Dickson et al. (2018) LPSC 49, 
2480. [4] Fergason, R. et al. (2013) LPSC 44, 1642. [5] Beyer, R. (2015) Ge-
omorphology, 240, 137-145. [6] Fergason, R. et al. (2018) 
http://bit.ly/HRSC_MOLA_Blend_v0. [7] Barker, M. et al. (2016), Icarus, 273, 
346-355. 

 

 
Figure 1. Portion of the global CTX mosaic of Mars [3] (top), with vectorized seam mapping (below) over the caldera of Apollinaris Patera. 
Scene covers ~200 km (40K px). Each feature in the map contains metadata and links to raw versions of each orbit. 
 

 
Table 1. Proposed stages of data reproducibility and traceability for foundational data products. All five stages may not be possible or valuable  
for every data product, thus we consider these to be a framework by which data creators communicate the degree of data heritage knowledge 
to the end user. 
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Madrid, Spain, rdocasal@sciops.esa.int 

 

 

Introduction: Geographical information systems (GIS) 

are becoming increasingly used for planetary science. 

GIS are computerised systems for the storage, retrieval, 

manipulation, analysis, and display of geographically 

referenced data. 

 

Some data stored in the Planetary Science Archive 

(PSA)[1] have spatial metadata associated to them. To 

facilitate users in handling and visualising spatial data 

in GIS applications, the PSA should support interopera-

bility with interfaces implementing the standards ap-

proved by the Open Geospatial Consortium (OGC). 

These standards are followed in order to develop open 

interfaces and encoding that allow data to be exchanged 

with GIS Client Applications such as OpenLayers. Ac-

cess to this data for use in web applications can be pro-

vided through OGC Web Service (OWS) implementa-

tions. An existing open source server is GeoServer, an 

instance of which has been deployed for the PSA, that 

uses the OGC standards to allow the sharing, processing 

and editing of data and spatial data through the Web 

Map Service (WMS) and Web Feature Service (WFS) 

standards. On the back-end side, a PostgreSQL/PostGIS 

instance allows the spatial queries. 

 

The final goal is to convert the PSA (accessible through 

http://psa.esa.int) into an archive which enables science 

exploitation of ESA's planetary missions datasets. This 

can be facilitated through the GIS framework, offering 

interfaces (both web GUI and scriptable APIs) that can 

be used more easily and scientifically by the commu-

nity, and that will also enable the community to build 

added value services on top of the PSA. 
 

Some of the current operational ESA planetary 

missions, such as Mars Express, ExoMars 2016, and 

BepiColombo, as well as other futures such as ExoMars 

2020, Juice…etc will benefit of a GIS tool to visualize 

their targets (Mars, Mercury, Jupiter…) allowing spatial 

queries to retrieve geometrical information like features, 

footprints, rover path tracking, rover drill sites…etc. 

GIS architecture: The PSA relies on 3-tiered system 

for the GIS architecture (see Figure 1). The database 

layer is composed by a PostgreSQL database with the 

PostGIS extension to store the spatial info. The server 

layer has a GeoServer as a map server which offers the 

web application (implemented with Vaadin) the WMS 

and WFS answers in some formats such as Geojson, 

xml…etc. Finally, the client layer is defined by a 

browser which renders the map through the OpenLayers 

library. Other external GIS tools like QGIS might be 

used to get the PSA spatial data through either the Ge-

oServer or the database. 

 

 

Figure 1: GIS architecture diagram for the PSA 

GIS applicability: GIS technology on the PSA will 

offer a common way to filter (by mission, instrument, 

target, dates, geometry…) and search for spatial data, 

even for legacy missions, thanks to the homogenization 

of the geometrical information performed by the 

Geogen tool. There are two main use cases: Spatial data 

retrieval of PDS3/PDS4 products based on a criteria 

search and the possibility of selecting PDS3/PDS4 

products from a particular area of interest (by either 

zooming or drawing). All of this within a friendly 

environment which will allow the user navigate through 

the layers, pan, zoom…etc. ExoMars 2020 will bring 

useful use cases related to the Rover such as its path 

tracking, drill sites, mosaicked images location…etc. 

The map view is integrated on the current PSA (see 

Figure 2) as the other views (Table, Image) giving other 

perspective of displaying results when it comes to 

search for spatial data. 

 

Figure 2: GIS applicability in the PSA 

References: [1] Besse, S. et al., (2017) Planetary and 

Space Science; 
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AUTOMATIC PLUME DETECTION FOR THE EUROPA IMAGING SYSTEM. G. Doran, K. L. Wagstaff,
M. Cameron, I. Daubar, C. Phillips, Jet Propulsion Laboratory, California Institute of Technology, 4800 Oak Grove
Drive, Pasadena, CA, 91109-8099, USA (gary.doran@jpl.nasa.gov).

Introduction: A key science goal of the Europa
Clipper mission [1], which will make over 40 flybys of
Jupiter’s moon Europa starting in the late 2020s, is to
determine whether there any ongoing geologic processes
such as plumes that release material from Europa’s sub-
surface ocean. Studying fresh material from Europa’s
ocean can provide insights into its habitability both by
Europa Clipper and potential future surface missions.
To search for plumes, Europa Clipper will use its suite
of instruments, including the Europa Imaging System
(EIS) [2], which will look for direct visible evidence of
plumes above the limb of the body illuminated by sun-
light. Because the spacecraft will be so far from Earth,
downlink constraints will limit the number of images that
can be sent back to scientists, and the rate at which they
can be transmitted. The ability to automatically detect
plumes within images onboard the spacecraft could en-
able selective or reprioritized downlink so that the most
scientifically relevant observations arrive back on Earth
first to enable tactical planning of follow-up observations
during subsequent flybys. We are exploring algorithms
for automatic plume detection, which we describe here
along with results on labeled analogue images.

Analogue Data: Active plumes have previously been
observed on moons and other planetary bodies such as
comets. Moons such as Io and Enceladus are more rele-
vant to our study than highly non-spherical comet nuclei.
Therefore, we include observations of these bodies with a
number of different instruments: the Galileo Solid-State
Imager (SSI), the Cassini Imaging Science Subsystem
(ISS), and the New Horizons Long Range Reconnais-
sance Imager (LORRI). In addition to observations of
bodies with active plumes, we include observations of
Mercury by the MESSENGER spacecraft using the Mer-
cury Dual Imaging System (MDIS), which is similar to
EIS in design. Finally, we include observations of Europa

Table 1: The total number of images in our dataset of each body
observed by the instruments listed, followed in parentheses by
the number of images containing plumes.

Instrument Body Images (w/Plumes)

SSI

Io 19 (12)
Europa 22 (0)

Ganymede 13 (0)
Callisto 7 (0)

LORRI Io 84 (60)
MDIS Mercury 123 (0)
ISS Enceladus 40 (40)

Total: 308 (112)

Figure 1: An example showing la-
beled plumes (light blue shaded
regions) in the LORRI observa-
tion LOR_0035092817_0X630 of Io.
The limb and annulus boundary are
shown in red.

and other icy moons (Ganymede and Callisto) from SSI.
Table 1 summarizes the data that we used in our study.

To provide ground truth for any algorithm that at-
tempts to automatically detect plumes in the observations
described above, we manually annotated each image in
our dataset. Our annotations consist of both limb and
plume labels, as shown in Figure 1. The limb is specified
by a set of points in the image to which a circle is then fit.
After the limb of the body is fit, the presence of a plume
is indicated by labeling any portion of the annulus sur-
rounding the body in which a plume is visible. We have
made our labels available online,1 and all of the images
are available via the Planetary Data System (PDS).

Approach: To automatically detect plumes, we base
our approach on prior work for onboard plume detec-
tion [3]. Whereas prior work investigated plume detec-
tion for potentially non-spherical bodies such as comets,
we use a simplified algorithm for the imaging targets in
this data set, which are approximately spherical. The al-
gorithm begins by finding the high-contrast limb of the
body using a Canny edge detector [4]. Then, a circle is
fit to these edges to model the limb using Random Sam-
ple Consensus (RANSAC) [5], which ignores potential
spurious edges detected due to hot pixels, stars, or the ter-
minator. After the outline of the body is found, a plume
search is conducted by looking within a ring-shaped, an-
nular region surrounding the body from 101% to 120%
of the body’s estimated radius (see Figure 2, left).

The plume search begins by averaging the pixel in-
tensity, measured in raw digital numbers (DNs), within
each of 1024 radial "sectors" of the annulus. Any sector
not contained within the image (if part of the body falls
outside the field of view) is ignored. Statistics are then
computed using the pixel intensities of the remaining sec-
tors to search for outliers. We use the inter-quartile range
(IQR) as a robust measure of the typical variance due to
noise in the intensities across sectors. Then, we detect
plume candidates as those sectors with average intensity
values that fall above the median sector intensity plus a
multiple of the IQR. Thus, this approach uses an adaptive

1https://zenodo.org/record/2556063
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Figure 2: (left) An example limb and plume detection in obser-
vation N1635814521 of Enceladus by Cassini ISS. The detected
limb in shown in red, with the search annulus edge shown in
blue. Green indicates a region where a plume was detected.
(right) An example limb-finding failure in a high phase angle
observation (N1635781564) leading to false plume detections.
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Figure 3: Receiver Operating Characteristic (ROC) curves
comparing the performance of the adaptive- and fixed-threshold
algorithms across all images, with area under the curve (AUC)
shown in the legend. The plume detection results show perfor-
mance on a binary plume/no plume decision for each image,
whereas the plume localization results show performance on
making a separate decision for each visible annulus sector.

threshold based on the observed IQR of the data. As a
baseline, we also investigated a variant of this algorithm
that instead uses a fixed threshold on the average pixel
intensity within each sector.

Results: To evaluate the plume-finding algorithm,
we ran the adaptive and fixed threshold approaches on the
308 images in our dataset. Instead of selecting a single
threshold for each algorithm, we use receiver operating
characteristic (ROC) curves to study how classification
performance in terms of true positive rate (TPR) and
false positive rate (FPR) varies as the threshold sweeps
from high to low values, capturing fewer true positives
but also generating fewer false positive detections (see
Figure 3). We separately consider the problems of “plume
detection,” deciding whether an image contains a plume
or not, and “plume localization,” determining which of
the visible annulus sectors contain plumes.

As an initial observation, we see that both curves are
shifted down somewhat from the top of the graph (as

indicated by the gray shaded region), only rising to the
top-right corner near the end of the curve. For a perfect
classifier, ROC curves would rise as quickly as possible to
a TPR of 1.0, producing an area under the curve (AUC)
of 1.0. In this case, the reason for the downward shift
is due to the set of images for which the limb-finding
step fails, for which no plumes can be detected. The
limb-finding fails if RANSAC cannot find a solution, or
the solution it finds has a body radius that deviates by
more than 50% from the expected value (hypothetically
generated using telemetry predicts). Common causes of
failure include high phase angle observations (Figure 2,
right) and missing data that produces high-contrast re-
gions within the body. Plumes are only detected in these
cases if the threshold is at the lowest possible setting, so
plumes are always reported (TPR and FPR of 1.0).

The results also show that, as expected, the adaptive
approach significantly outperforms the fixed threshold.
Because DNs can vary significantly across images due to
difference in exposure times and instrument characteris-
tics, using a single fixed threshold produces AUCs that
are close to randomly guessing (0.5). The adaptive ap-
proach performs better at the localization task than at the
detection task. This behavior is likely due to the fact that
a single spurious plume detection leads to an incorrect
classification for an entire image, so a higher TPR is only
achieved at the expense of a higher FPR. Nonetheless, the
AUC values indicate that the algorithm has a 77% chance
of assigning a higher plume detection score to an image
with a plume than to one without, so it can effectively
prioritize images for downlink better than chance.

Conclusions: We have demonstrated an effective ap-
proach for detecting plumes within analogues of the im-
ages to be acquired with the EIS instrument onboard Eu-
ropa Clipper. The algorithm is designed to run onboard
the spacecraft to prioritize downlink, but it can also be
deployed as part of ground processing to prioritize scien-
tists’ focus of attention as soon as data reaches Earth. We
are currently investigating similar approaches to detect
anomalies or interesting phenomena within other Europa
Clipper instruments [6, 7].
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Introduction:  Many problems in digital signal pro-

cessing, specifically image processing and computer vi-

sion, require object identification of curved lines.  Ex-

amples include medical imaging applications such as x-

ray angiograms, Intelligence Surveillance and Recon-

naissance applications for finding roads and rivers, and 

– in the particular case of this work – finding the direct-

path signal in bistatic Synthetic Aperture Radar (SAR) 

pulse-compressed data (i.e., waterfall plots).  

Signal localization of lines in noisy imagery is a 

broad topic.  Edge detection techniques such as the So-

bel or Canny operators [1], and feature extraction tech-

niques such as the Hough transform [2] exist and are 

well represented in literature, however with large da-

tasets they can often be computationally expensive and 

also require customization for the specific application. 

This fine tuning can become cumbersome and time con-

suming especially when the imagery content signifi-

cantly varies between datasets.   

To mitigate some of these issues, a general purpose 

solution to isolating thin, curved lines of variable shape 

and intensity in imagery that includes complexly struc-

tured noise is presented, followed by an example appli-

cation using bistatic SAR data in which the approach 

was used with good results.   

Problem Statement:  The problem presented is to 

create an algorithm that will automate finding and fit-

ting of a vertical, thin, curved line of varying intensity 

and shape in the presence of structured noise.  For this 

application, the vertical, thin, curved line represents the 

direct-path signal from a ground station transmitting 

through the back of the Mini-RF antenna. The following 

is a list of constraints on the waterfall plots: 

1) The structured noise in the imagery may cross the 

direct-path throughout the image.  When this occurs the 

direct-path intensity may be less than, equal to, or 

greater than the crossing noise source at different pixels 

within the crossing region.  2) A minimum of two struc-

tured noise sources are present in the imagery, but there 

may be others.  3) The direct-path may not be visible in 

portions of the image.  4) The imagery may have hori-

zontal strips where no data exists.  5) The structured 

noise may also be similar in shape and intensity of the 

direct-path. 

Solution Approach:  The direct-path is usually dis-

tinguishable from the structured noise sources to the 

trained eye.  One is inclined to recreate a similar process 

by which a human locates this thin line in the imagery.   

First, we seek an algorithm to find the “sharpest” 

vertical spike in a subset of the imagery.  The magni-

tudes of the columns of the imagery data are summed to 

get an intensity count across the horizontal axis, 𝐼(𝑥).  
An average intensity count is then computed in a buffer 

window, 𝐼𝑎𝑣𝑔(𝑥 ± ∆𝑥𝑏𝑢𝑓𝑓𝑒𝑟), on each side of every el-

ement in 𝐼(𝑥).  The index, 𝑥, with the highest ratio of 

the peak intensity value to the average buffer intensity, 

𝐼(𝑥)/𝐼𝑎𝑣𝑔(𝑥 ± ∆𝑥𝑏𝑢𝑓𝑓𝑒𝑟), is the sharpest spike.  This is 

the direct-path’s estimated location in the horizontal 

axis.  Using this buffered average approach reduces the 

likelihood that a signal will be selected purely because 

it is bright and selects thin vertical lines in the image 

over thicker ones. 

Second, a maximum horizontal boundary should be 

established over all datasets which represents the maxi-

mum deviation of the direct-path in the horizontal direc-

tion.  This maximum horizontal span, ∆𝑥𝑚𝑎𝑥 , limits the 

total amount of data in the imagery that needs to be as-

sessed and helps minimize the likelihood of selecting a 

false signal as the direct-path. 

Third, a rectangular subsection of the image is taken, 

centered horizontally at the initial estimate of the direct 

path and spans ±∆𝑥𝑚𝑎𝑥/2 horizontally, and an amount 

Δ𝑦 in the vertical direction.  Δ𝑦 should be chosen such 

that the direct-path can be assumed to have little to no 

curvature over that region.  The direct path 𝑥-axis loca-

tion is estimated within the rectangular subsection using 

the algorithm discussed in the first step.  The estimated 

coordinates are then placed at the center of the 𝑦-dimen-

sion of the subsection.  

Fourth, the rectangular subsection is slid down the 

image and the direct-path 𝑥-axis location is recomputed 

within the window as described in the first step.  The 

coordinates are stored and this process is repeated until 

the full y-axis span of the image is covered.  To ensure 

the vertical linearity assumption and to sample the pix-

els towards the end of the image, Δ𝑦 is allowed to 

shrink. 

Finally, once the estimated 𝑥-𝑦 coordinates of the 

direct-path are stored for the full vertical image strip, 

outliers must be checked to ensure the estimates do not 

drift radically.  These outliers can occur if one of the 

structured noise sources in the image crosses the direct-

path.  The outliers are removed by checking that the an-

gle between the neighboring direct-path pixel 𝑥 and 𝑦 

coordinate estimates is approximately 90 degrees – i.e. 

a locally vertical direct-path.  The direct-path estimated 
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locations can then be fit to an nth order polynomial and 

reapplied to the image as necessary. 

Application:  The Miniature Radio Frequency 

(Mini-RF) dual-polarized synthetic aperture radar 

(SAR) instrument aboard NASA’s Lunar Reconnais-

sance Orbiter (LRO) is operated in concert with the 

Arecibo and DSS-13 observatories to collect bistatic ra-

dar data on the nearside of the lunar surface [3].  When 

processing the bistatic radar data, the direct-path signal 

is the signal received by Mini-RF directly from the ob-

servatory and is used to improve timing and phase re-

construction of the chirped signal. 

Several factors make automating the isolation of the 

direct-path in pulse-compressed difficult.  The Arecibo 

and DSS-13 observatories operate at different transmit 

powers and frequencies; 200kW in the S-band and 

80kW in the X-band respectively. This leads to different 

signal strengths received by the radar and in general the 

direct-path may not be the strongest signal in the radar 

waterfall plot.  The geometry and signal characteristics 

of the bistatic collect also influence the specular forward 

scatter and diffuse backscatter signal returns. Situations 

can arise where the direct-path signal overlaps the for-

ward and/or backscatter (See Figure 1). 

 
Figure 1. X-band Waterfall Plot 

 

The algorithm described above is applied to the 

Mini-RF waterfall plots in order to locate the direct-

path.  The algorithm works well even for situations in 

which the forward scatter and backscatter cross the di-

rect-path and mitigate, in most cases, the issues de-

scribed in the problem statement.  Figure 2 shows the 

algorithm’s estimate of the direct path.  The imagery is 

zoomed and centered on the direct-path to show its cur-

vature.  The ‘x’ marks are the direct-path estimate at the 

corresponding sample-pulse pair and the line connect-

ing the ‘x’ marks is a 5th order polynomial fit.  Regions 

where the x’s are sparse along the direct-path imply out-

liers were removed from the data.  The overall fit still 

works well even if a large number of outliers are re-

moved. 

 
Figure 2. Direct-path Estimate and Fit 

 

Conclusions: Previous image processing ap-

proaches were used to determine the location of the di-

rect-path in the pulse-compressed data, but these ap-

proaches often required time-consuming techniques and 

manual intervention to locate the samples for each pulse 

corresponding to the direct path.  The general approach 

discussed above presents a new automated approach in 

which approximately 95% of the Mini-RF collects do 

not require manual intervention - a significant improve-

ment over previously used methods.  Future work will 

attempt to isolate and resolve the issues associated with 

the remaining 5% of the Mini-RF collects which do re-

quire human intervention to find the direct-path. 
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Introduction:  The Imaging Ultraviolet Spectro-

graph (IUVS) is one of several instruments aboard the 
MAVEN spacecraft designed to interrogate the at-
mosphere of Mars and has been in orbit about the 
planet since 21 Sept 2014.  Science data processing 
for IUVS is performed at the Laboratory for Atmos-
pheric and Space Physics at the University of Colora-
do.   

Currently we process these data on systems inter-
nal to LASP/CU.  However, due to periodic mission 
reprocessing, the resources needed are ever increas-
ing, proportional to the length of the mission.  There-
fore, we are exploring cloud-based resources to ac-
commodate our needs. 

The Need for the Cloud:  MAVEN IUVS Pro-
cessing occurs on regular semi-weekly intervals fol-
lowing data downlinks from the spacecraft.  In addi-
tion, regular reprocessing of the entire mission dataset 
is periodically necessary due to changes in science 
data processing algorithms and/or data format chang-
es, such as meta-data updates, or for ephemeris up-
dates.  A reprocessing of the full-mission dataset re-
quires significant computational resources (i.e. core-
hours) to complete.  Originally, MAVEN was de-
signed for a two-year mission.  However, due to ex-
cellent spacecraft health and the fact that it will enjoy 
an extended life through 2030 as a relay-satellite for 
the upcoming Mars 2020 rover (and possibly other 
future missions), MAVEN science data will continue 
to be transmitted back to Earth for quite some time.  
This change in mission function, while certainly wel-
comed by the MAVEN team in general, presents new 
challenges for data reprocessing as the dataset grows. 

The need for increasing resources has led us to 
explore cloud-based resources as an alternative.  Full-
mission reprocessing typically only occurs once or 
twice per year.  The ability to dial up (or down) cloud 
resources at will is highly desirable since it will allow 
us to dynamically allocate the required resources on 
demand when a reprocessing is needed, as opposed to 
purchasing computational resources in house that we 
will only utilize for a fraction of the time. 

Added Benefits:  In addition, science team mem-
bers (at geographically disparate locations) need the 
ability to log in to a centralized system in order to test 
new algorithms and process higher level data products 
derived from IUVS data.  A cloud-based system 
seems ideal for remote team members to contribute. 

Team members will be able log into the cloud-
based system to experiment and process derived data 
products from the automatically generated lower level 
data products. 

The Plan:  We present a comparison of our cur-
rent and planned data processing pipelines.  Working 
in the cloud vs working with internal resources each 
have their own benefits and challenges.  Transitioning 
IUVS to the cloud seems to offer the greatest number 
of benefits when considering the future volume of 
data that will be collected over the life of the 
MAVEN mission. 
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Introduction:  The MAVEN NGIMS team pro-

duces a level 3 product which includes the computation 
of Ar scale height an atmospheric temperatures at 200 
km. In the latest version (v06_r01) this has been revised 
to include scale height fits for CO2, N2 O and CO. 
Members of the MAVEN team have used various meth-
ods to compute scale heights leading to significant var-
iations in scale height values depending on fits and 
techniques within a few orbits even, occasionally, the 
same pass. Additionally fitting scale heights in a very 
stable atmosphere like the day side vs night side can 
have different results based on boundary conditions. 
Currently, most methods only compute Ar scale heights 
as it is most stable and reacts least with the instrument.  

 
Figure 1:   
 

  
Fig1—Fits of log(density) vs. altitude of MAVEN 

NGIMS data from inbound passes. Ar (blue), CO2 (red), 
N2(gold), CO (magenta), O (lime) with scale height lin-
ear fits to the log density. The waves in the data causes 
higher variability in the fits. 

 
Figure2  

 
 Fig2- Atmospheric temperature derived from 

the Ar scale heights using H = mg/kT. This computes an 
overall average atmospheric temperature for the upper 
atmosphere but does not take into account the tempera-
ture variations expected from the high density varia-
tions.  

 
Figure 3 (Scale Height v orbit) 

 
Fig 3-Scales heights of all 5 species fit from figure 

1 plotted over the 2 complete My that MAVEN has been 
in orbit at Mars (My 33 & 34). The higher scatter in the 
scale heights at the end of my34 is due to the onset of 
PEDE 2018a.  

 
Method: The NGIMS team has chosen to expand 

these fitting techniques to include fitted scale heights for 
CO2, N2, CO, and O. Having compared multiple tech-
niques, the method found to be most reliable for most 
conditions was determined to be a simple fit method. 
We have focused this to a fitting method that determines 

7053.pdf4th Planetary Data Workshop 2019 (LPI Contrib. No. 2151)



the exobase altitude of the CO2 atmosphere as a maxi-
mum altitude for the highest point for fitting, and uses 
the periapsis as the lowest point and then fits the altitude 
versus log(density). The slope of altitude vs log(density) 
is -1/H where H is the scale height of the atmosphere for 
each species. Since this is between the homopause and 
the exobase, each species will have a different scale 
height by this point. This is being released as a new 
standardization for the level 3 product, with the under-
standing that scientists and team members will continue 
to compute more precise scale heights and temperatures 
as needed based on science and model demands. 

 
Summary:  Additionally, we examine these scale 

heights for variations seasonally, diurnally, and above 
and below the exobase. The atmosphere is significantly 
more stable on the dayside than on the nightside. We 
have found a jog or kink in the atmosphere in several 
atmospheric profiles slightly above the exobase indicat-
ing a change in the scale height between the super and 
supra- exobase temperatures. Waves are more prevalent 
on the night side and terminator sides making scale 
height fits more difficult. As a result we have added con-
fidence level and error to the derived temperatures from 
these scale height fits to the level 3 product for refer-
ence.   

 
References: Elrod, Meredith; Benna, Mehdi, MAVEN 
Neutral Gas and Ion Mass Spectrometer Data, 
urn:nasa:pds:maven_ngims, (2014) 
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Introduction: The VESPA data access system fo-

cuses on applying Virtual Observatory (VO) tech-
niques and tools to Planetary Science data, and sup-
ports all aspects of Solar System science [1]. VESPA 
(Virtual European Solar and Planetary Access) is de-
veloped in the framework of the EU-funded Euro-
planet-2020 program started Sept 1st, 2015 for 4 years. 
The objective of this activity is to facilitate searches 
in big archives as well as in sparse databases, to pro-
vide simple data access and on-line visualization tools 
to users, and to allow small data providers to make 
their data available in an interoperable environment 
with minimum effort. 

As we approach the end of the contract, we pro-
vide a summary of achievements of the current pro-
gram. A new proposal has been recently submitted for 
a 4th Europlanet program, in which VESPA will 
evolve from the current “data access” concept to a 
new “enabling data analysis” concept, while securing 
existing and future data resources. If selected, this 
program will start in February 2020. 

Data access system: VESPA adapts the concepts 
of the Astronomical Virtual Observatory to Planetary 
Science and Solar System studies in general, includ-
ing planetary plasmas and heliophysics. The paradigm 
is to connect distributed data services with a light 
infrastructure: data resources are delocalized and de-
clared in a central registry; clients formalize user que-
ries and send them to the data services; results can be 
forwarded to visualization and analysis tools, which 
can also exchange data. 

The infrastructure relies on standards and tools 
developed in Astronomy (International Virtual Obser-
vatory Alliance, IVOA [2]), Solar Physics (HELIO), 
and space data archives (International Planetary Data 
Alliance, IPDA [3]), and connects other develop-
ments. It is responsive to FAIR principles, focuses on 
science-oriented description of data, and matches the 
definition of a Planetary Spatial Data Infrastructure 

[4] but extends its scope, beyond planetary surfaces, 
to all areas of Solar System studies. 

VESPA uses the same IVOA registry of services 
as the Virtual Observatory, therefore following its 
standards. Data services are provided and hosted by 
the community, and may have very different sizes and 
contents; the largest one is currently ESA’s Planetary 
Science Archive, but many research teams contribute 
directly with services of derived data, typically relat-
ed to a publication or an experiment. All these data 
resources have a similar interface. The main VESPA 
Data Access Protocol is based on a global IVOA 
mechanism called TAP (Table Access Protocol), 
which formalizes queries and answers from data serv-
ers based on a specific SQL-type language. The nov-
elty of VESPA is to associate this mechanism to a set 
of uniform parameters (EPN-TAP) describing the data 
content: position along several axes (spatial, time, 
spectral, but also illumination angles), target proper-
ties, observing and acquisition modes, origin and 
credits, etc. This set of parameters is extensible to 
accommodate new services and new fields, but the 
core of mandatory parameters allows the user to query 
many services all at once, favoring the discovery of 
new datasets.  

Clients and services: the main VESPA portal is 
optimized to query all connected services together on 
common parameters; results are accessed for each 
service independently. Special modes to access indi-
vidual or non-public services are also implemented. 
An all-VO mode mixing results from many services is 
being devised. Alternatively, all TAP clients (e.g., 
TapHandle TAPsh, and many VO tools) can access 
EPN-TAP services directly, although with lesser sup-
port. In all cases, the EPN-TAP protocol allows to 
locate data files selected from conditions which make 
sense for the scientific user. 

The VESPA portal currently connects 48 data ser-
vices, and 10 more will be open within the end of the 
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program. They include large archives (ESA’s Plane-
tary Science Archive, containing datasets from 70+ 
space borne instruments [5], Hubble planetary data, 
IAU’s Minor Planets Center catalogue, etc.), world-
reference services (the Encyclopaedia of Exoplanets, 
CDPP plasma data in AMDA, the Mars Climate Da-
tabase simulations, USGS maps, crater catalogues, 
etc.) and data derived for VESPA from science analy-
sis or computation (APIS for aurorae, DynAstVO for 
Near Earth Asteroids, event predictions, or the large 
solid spectroscopy service SSHADE). Databases de-
rived from past EU programs are accessible from 
VESPA (e.g. HELIO, IMPEx, PlanetServer and 
SBNAF databases, etc), as well as derived products 
from several space instruments and large telescopes 
not available otherwise. 

Tools: Data provided in convenient formats can be 
forwarded from the portal to VO tools for visualiza-
tion and analysis. Several standard IVOA tools are 
connected via the SAMP protocol: TOPCAT (tabular 
data), Aladin (images and cubes), CASSIS and 
SPLAT-VO (spectra), Miriade (ephemerides computa-
tion), SsODNet (name resolver), etc. Some new or 
external tools were also connected with new plugins: 
3DView (plots along a spacecraft trajectory), 
MATISSE, Mizar and Planetary Cesium Viewer (3D 
plots, including on shape models), AMDA and Au-
toplot (time series), iPECMAN (analysis of electro-
magnetic fields), ImageJ (image processing and con-
versions), etc. 

In addition, a VO-GIS bridge was developed in the 
course of the current program. EPN-TAP services can 
provide links to WMS or WCS services, and QGIS 
plugins were developed to exchange data with VO 
tools via SAMP. An extension of the fits format sup-
porting georeferentiation on planets has been devised 
and a driver was merged into the official distribution 
of GDAL [6]. This provides QGIS and other software 
with the ability to import such images. 

All developments are open source and available 
on VESPA github. 

Prospects: The next program will focus on two di-
rections: enlarging and securing the data content; en-
abling modern data analysis. The first point will in-
clude the setup of regional hubs; those will mirror the 
existing data services, and will take over in case of 
difficulty from the original data providers. This 
“stewardship program” will ensure service sustaina-
bility in the long term. Further solutions will also be 
studied, including data storage on the European Open 
Science Cloud, sustainable data packaging (e.g., 
Docker), and emerging RDA standards. DOI will sys-
tematically be affected to datasets in VESPA, and 
possibly to query results. Finally, all data produced in 

Europlanet-2024 (from experimental activities, field 
studies, or telescopic campaigns) will be distributed in 
VESPA data services. Interfaces with existing data 
distribution systems will be enlarged: the portal cur-
rently queries the PDAP services at ESA and JAXA; 
this will be complemented with additional accesses to 
PDS and ESA services such as the PDS key-
wordsearch service [7], the OPUS or ODE platforms. 
This interface will rely on a dictionary of metadata 
from various standards (OGC/PDS/VO). 

The second main activity will be to develop new 
tools to exploit the data made available in VESPA, 
and to produce more derived results. First, a run-on-
demand platform will be installed on local clusters to 
run specific simulations in several fields (radio obser-
vations, exoplanets atmospheres, etc). Second, specif-
ic data analysis tools will be made available to exploit 
the observations, such as spectral signatures matches 
or photometric inversions; this will also include fur-
ther developments of the VO-GIS bridge, e.g. related 
to geofits formatting of imaging spectrometry data 
[8]. Finally, the VESPA data services will be used as 
inputs by mapping and machine learning (ML) activi-
ties developed in Europlanet-2024. The former will 
establish a solid infrastructure to support the produc-
tion of planetary geological maps and related products 
following standard procedures; the latter will develop 
ML-powered data analysis and exploitation tools tar-
geting selected representative scientific cases for spe-
cific applications of ML in Planetary Science.  
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Introduction:  Precise Spacecraft attitude is often 

not directly available for planetary missions yet is 
necessary for some high-precision science applica-
tions. A method for systematically reconstructing the 
attitude of the spacecraft by comparing simulated 
images generated with SPICE and actual observations 
is presented. Using the images from the Apollo 15 
Mapping camera [1], this method has been used to 
improve the accuracy of the computed attitude infor-
mation of the CSM (Command and Service Module) 
as obtained for the pointing of the XRFS (X-Ray Flu-
orescence Experiment).  

SPICE scenario:   SPICE is an information sys-
tem which uses ancillary data to provide Solar System 
geometry information in order to analyze scientific 
observations from space-born instruments [2], [3]. In 
the presented method, SPICE is the basis on which 
the tool is built, containing the required mission geo-
metric information as S/C and target body positions; 
high-precision target body orientation; initial guess of 
S/C attitude; instruments parameters (FOV, boresight, 
pixels) and shape model of the target body. SPICE 
subroutines provide a fast way of manipulating these 
geometric data, which after configuring the scenario, 
will be used to generate the simulated images.  

Simulated Images generation:   Prior generating 
the simulated images that the tool will use to compare 
with the actual observations, a few considerations 
must be taken into account. The first is that either the 
limb of the target body or features on the surface must 
appear in the observations, otherwise the tool would 
have nothing to compare between images. The second 
one is that the maximum accuracy achievable with 
this method is given by the pixel size.  

In order to generate the simulated images, a grid 
of vectors is defined, each vector corresponding to 
one pixel of the instrument sensor. This grid is de-
fined in the reference frame of the instrument. Know-
ing the pixel size and pixel samples (IK), the grid of 
vectors is defined in such a way that the origin of all 
vectors is the focal point of the sensor and the end-
point of each of them are the coordinates of each sen-
sor pixel, with the boresight of the sensor at the center 
of the grid. Considering that the SPICE scenario 
knows the relation between involved reference frames 
(FK), the previous grid of vectors can be expressed 
with respect to a Moon body fixed frame, the intersec-
tion of these vectors with a digital shape model of the 
surface can be computed with SPICE routines. Find-

ing these intersections and computing the correspond-
ing solar angles from the geometry of the mission, 
after some processing the simulated image is ob-
tained.  

 

 
Figure 1: Example of Real (left) and Simulated 
(right) images 
 

Processing of Images:   Ultimately the attitude 
correction is computed by means of an optimization 
process, nevertheless, once the simulated images are 
obtained, both these ones and the actual observations 
should undergo some pre-processing to facilitate the 
job of the optimizer. These first manipulation include, 
filtering by minimum/maximum light values; simpli-
fying both images assigning only binary values to 
each pixel based on illumination criteria; and initial 
displacements of the simulated images.  

Finally, the optimization process minimizes the 
cost function, defined as the number of non-zero pix-
els in the image resulting of subtraction of simulated 
and real images. The optimization parameters are 
contained in the displacement vector, composed by 
columns pixel displacement; rows pixel displacement 
and rotation about the boresight of the sensor. After 
optimization, these parameters can be easily trans-
formed to a quaternion of attitude correction. Know-
ing the fixed angular separation between XRFS and 
Mapping camera, the pointing of the instrument can 
be determined with improved accuracy.  

Considerations:   This technique is still under de-
velopment. It has already been used providing good 
results not only for Apollo 15 mission but for Rosetta 
NAVCAM and OSIRIS images. Still, some improve-
ments are pendant so the tool is able to deal with oth-
er types of mission, to mention; target bodies with 
non-black and white albedo or atmospheric effects.  
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Introduction:  The Origins, Spectral Interpreta-

tion, Resource Identification, and Security–Regolith 
Explorer (OSIRIS-REx) spacecraft arrived at the as-
teroid (101955) Bennu in December 2018. Imaging 
and laser altimetry are being used to construct shape 
models of the asteroid for use in identifying a tag site 
at which material will be sampled from the surface of 
Bennu and returned to Earth [1]. The Altimetry Work-
ing Group (AltWG) is tasked with the generation of 
the shape models as well as other ancillary products 
created using gravity modeling algorithms and statis-
tical analysis of tilts for individual facets in the mod-
el. Shape models and ancillary products are generated 
at various resolutions in order to facilitate coarse site 
selection as well as detailed site analysis. Finally, 
products must also be generated in a timely manner 
for use by other Working Groups. 

 The Sun Open Grid Engine was used to parallel-
ize computations of gravitational models and produc-
tion of data products in order to meet the processing 
load and time constraints. 

Products:  The AltWG is responsible for produc-
ing local and global digital terrain maps (DTMs) for 
science objectives [2] and for Natural Feature Track-
ing (NFT) used to guide OSIRIS-REx to the sample 
location on Bennu’s surface [3]. The products are 
generated from two independent processes and da-
tasets: initial global shape models created by stereo-
photoclinometry (SPC) processing of images [4] taken 
by the OSIRIS-REx Camera Suite (OCAMS) [5] and 
by the analysis of range data taken by the OSIRIS-
REx Laser Altimeter (OLA) [6]. Five initial models 
are created with a fixed number of facets (see Table 
1). The initial models are converted into (DTMs) in 
FITS file format. The DTMs are represented within 
the FITS file as a set of 2D image arrays where the 
pixel position corresponds to a point on the DTM sur-
face and the pixel value is the data value at that point. 

AltWG also generates a suite of ancillary data as-
sociated with each DTM. These ancillary data include 
gravity vector, gravitational potential, slope, eleva-
tion, and tilt maps [7]. The ancillary data are stored as 
binary tables in FITS format, with table columns stor-
ing the various parameters of each facet of the associ-

ated shape model. Figure 1 shows an image of an ele-
vation ancillary fits file generated  from a global  
shape model with 80cm ground sample distance.  

 
Pipeline:  The Open Sun Grid Engine is utilized 

to perform certain tasks in the AltWG product genera-
tion pipeline. The tasks generally fall into two catego-
ries. The first category is the use of the grid engine to 
split a processing task consisting of a large number of 
iterations into several smaller tasks, where each task 
is performing the same type of iteration over different 
intervals. An example of this is in the computation of 
the gravitational acceleration and potential at each 
facet of the shape model. The total number of facets 
N in the shape model is divided by the number of 
maximum simultaneous processes M, or jobs, that can 
be supported by the grid engine, rounded down. This 
is the number of facets F on which an individual in-
stance would perform computations. The grid engine 
manager generates separate instances of the gravita-
tional algorithm and sends them to various nodes for 
processing by the grid engine. At each instance there 
is a range of facets over which to calculate the gravi-
tational values, which are then output to an ascii file. 
The first instance iterates from facet 1 to facet F, the 
second instance iterates from facet F+1 to facet 2F, 
and so on.  If necessary the last instance operates over 
the modulus of N/M. Once all jobs have been com-

Figure 1 Elevation (m) for highest resolution  
global shape model 
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pleted, the pipeline concatenates the results and uses 
it to append gravitational planes to the DTM or create 
ancillary fits files.   

The second category is known as an array job. It 
consists of a series of workload segments that can all 
be run in parallel but are completely independent of 
each other. Each workload segment, or task, is identi-
cal except for the data sets on which they operate. An 
example of this is the creation of local DTMs tiled to 
provide global coverage of the Bennu surface. Each 
DTM contains the same number of image planes and 
has the same pixel size but is created at different lati-
tude/longitude centers. The grid engine is given an 
array of jobs where every job contains a call to the 
same software tool that creates a DTM but with dif-
ferent latitude/longitude centers. 

Discussion: Usage of the Sun Open Grid engine 
has substantially decreased the processing time re-
quired to generate the full set of AltWG products re-
quired by the Project. Table 1 shows a comparison of 
the processing time to calculate the gravitational ac-
celeration and potential at each facet for global shape 
models at various resolutions. using a grid engine 
with 100 nodes vs. a single server with 16 cores. The 
grid engine has a longer processing time compared to 
a single server for the lowest-resolution shape model. 
This is due to the time delays between the submission 
of a job, recognition of the job submission and place-
ment into the grid queue, assignment of the job to a 
node with appropriate resources, and job completion 
and release back to the main pipeline process. This 
illustrates that the grid engine should not be used in 
situations where a single server would suffice.  
 
Table 1 Gravitational algorithm processing time, 
16 core single server vs. 100 node grid engine 
Number of 
facets 

one server processing 
time (sec) 

grid engine processing time 
(sec) 

12,288 19 60 
49,152 271 120 

196,608 4396 360 
786,432 71,493 1620 

3,145,728 629,145 18,120 
 
Future Work: Other stages of the pipeline may 

also benefit from being reworked to utilize the grid 
engine. Some of these stages are recent additions to 
the pipeline and may have to be refactored to support 
both operations in a grid engine or single server envi-
ronment. In addition, generation of local DTM prod-
ucts from OLA shape model data will also need to be 
optimized when higher-resolution OLA-based shape 
models are produced in 2019.  

Finally, work is being done to generalize pipeline 
operations to work with other grid engine networks to 
further parallelize operations. 
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(2018) Space Sci. Rev., 214: 26. [6] Daly M. G. et al. 
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LROC: TEN YEARS EXPLORING THE MOON. N. M. Estes, M. S. Robinson, and the LROC team. School of
Earth and Space Exploration, Arizona State University, nme@ser.asu.edu.

Introduction: The Lunar Reconnaissance Orbiter
Camera (LROC) launched with six other instruments
onboard LRO on 18 June 2009 at 21:32 UTC. After a
short  cruise,  orbital  insertion,  and  an  engineering
checkout  period,  LROC  took  its  first  Wide  Angle
Camera  (WAC)  and  Narrow  Angle  Camera  (NAC)
images from the  Moon’s orbit  on 30 June 2009 just
after  15:00  UTC.  LROC  captured  the  images  near
Shackleton crater (90°S, 0°E) at an incidence angle of
~90° (Fig.  1). In the nearly ten years since first light,
LROC has downlinked >310 trillion (3E14) pixels and
released  to  the  Planetary  Data  System  (PDS)  >15
million files  including PDS product,  browse images,
histograms, and other ancillary data. LROC downlinks
up  to  450  Gib/day,  and  through  decompression,
decompanding, and calibration, this data volume grows
~7x times the downlinked size after Experiment Data
Record  (EDR)  and  Calibrated  Data  Record  (CDR)
PDS products are created.

Processing  & Storage: Managing  a  dataset  this
large without automation would be a near impossible
task,  so  automated  pipelines  ingest  and  catalog  raw
instrument  data  [1],  SPICE kernels,  command loads,
and other files and product EDRs, CDRs, as well as
related  ancillary  files  and  metadata.  This  automated
processing  is  driven  by  a  redundant  PostgreSQL
database  and  managed  by  the  LROC  Science
Operations  Center  (SOC) developed Rector  software
[2,3].  Storage  of  the  raw  data  as  well  as  all  the
processed  products  is  on  a  redundant  Isilon  storage
system. This storage system consists of two data pools
separated by  ~20 miles  and connected  by a  10  Gib
Geomax circuit,  and has a combined raw disk space
(before redundancy and file system overhead) of 5.28
PiB.

Distribution: The  LROC SOC archives  all  data
into  the  NASA  Planetary  Data  System  (PDS);
however,  due  to  the  large  size  of  the  LROC  PDS
volumes (973 TiB as of  the March 2019 release) the

LROC PDS archive resides on the LROC SOC Isilon
storage system [4], making delivery and management
of this vast archive faster and simpler. In addition to
the  standard  PDS  search  tools,  the  LROC  SOC
maintains a  PDS search  interface  that  specializes in
searching  for  LROC  data  [5].  Quickmap  is  also
available to search and view LROC data, and provides
basic  Geographic  Information  System  (GIS)
functionality in the web browser, and it even includes
full  3D  functionality  [6].  For  users  of  desktop  GIS
applications, Lunaserv, developed by the LROC SOC,
exposes LROC data via with Web Map Service (WMS)
protocol  [7,8,9]  allowing  direct  data  import  into
ArcMap, QGIS, JMARS [10], or other WMS-capable
GIS  software.  Areas  of  particular  interest,  such  as
Apollo landing sites, new impacts, and other popular
sites  are  available  in  the  LROC  Featured  Sites
interface.  An  LROC  team-developed  kiosk  provides
the same functionality, available   at the LROC SOC
(Tempe,  AZ),  the  National  Air  and  Space  Museum
(Washington  DC),  the  New  Moon  Rises  traveling
museum  exhibit  [11],  and  the  Ries  Crater  Museum
(Nördlingen,  Germany) [12].  A brochure is available
from the LROC SOC titled “Navigating LROC Data”
that  outlines  the  various  data  products,  search
interfaces, and data portals and maps them to common
use  cases  to  help  users  easily  navigate  this  large
dataset.

Extent of  the  Data: To date,  the  LROC science
team has used this extensive dataset to produce a long
list of Reduced Data Products (RDR):

 WAC global morphology map [13]
 WAC color photometrically normalized maps

[14, 15]
 253 NAC controlled mosaics [16]
 541 NAC digital terrain models (DTMs) [17]
 12 NAC photometric series [18]
 NAC temporal change detection [19]

Figure 1: LROC NAC M101013931LR was the first NAC pair acquired on 30 June 2009.The distinct arc on the 
right is the rim of Shackleton crater (~19 km diameter),  image width is ~58 km. http://lroc.sese.asu.edu/posts/789
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 NAC north pole gigapan (2 m/px from 60° to
the north pole) [20]

 and much more!
The  repeat  global  coverage  of  the  WAC allows  for
analysis of the WAC data at a wide variety of lighting
conditions  anywhere  on  the  Moon,  and  while  not
complete, NAC coverage now exists for much of the
Moon’s surface in different lighting conditions (Fig. 2).

Conclusions: The  LROC  observations  represent
the  largest  NASA planetary  dataset  collected  by  a
single  instrument..  Ongoing  temporal  imaging,
geostereo  observations,  NAC  coverage  filling,  and
other  imaging  opportunities  continue  to  expand  and
improve our knowledge of  the Moon.  Managing this
dataset  and  making  it  easily  accessible  have  been
challenging;  however,  automation,  and  a  variety  of
tools  giving  fast  and  accurate  access  to  the  dataset
provide the means for the lunar science community to
make the best use of this extensive dataset in further
understanding the Moon.
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Figure 2: Percent LROC NAC Nadir Coverage in various lighting conditions from 2009/06/30 through 2019/03/15.
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Introduction:  The Colour and Stereo Surface Im-

aging System (CaSSIS) onboard the ExoMars Trace 
Gas Orbiter (TGO) is a pushframe camera capable of 
acquiring images in up to 4 colors, at scales down to 
4.5 m/px. A full description of the instrument can be 
found in [1]. Due to its rotation mechanism, CaSSIS is 
capable of acquiring both images of a stereo pair in 
one overflight. The convergence angle for stereo pairs 
is 22.4°. The near-simultaneous nature of CaSSIS ste-
reo pairs results in minimized photometric differences 
between images, thus producing excellent 3D anaglyph 
as well as digital terrain models. An anaglyph, which 
can be viewed in 3D with red-blue glasses, is assem-
bled by placing one image of the stereo pair in the red 
channel and one image in the blue and green channels. 
Anaglyphs can aid in the qualitative analysis of com-
plex surfaces with a minimized amount of computa-
tional and personnel resources. They also make excep-
tional products for public outreach. Currently, gray-
scale anaglyphs are being produced from PAN filter 
images through automated processing. 

Anaglyph Processing:  Because we do not want to 
correct for topographical effects as in orthoimages, the 
MOLA DTM shape model is not used. Instead, the 
mean radius over the intersection of the images is ex-
tracted from the MOLA DTM. The images are then 
mapped onto a spherical surface of this radius 

Stereographic projection is used for our anaglyphs. 
Since the parallax for CaSSIS stereo pairs lies in the 
along-track direction, the projection is rotated in such a 
way that the horizontal edges of the non-projected im-
ages become the vertical edges in the anaglyph. 

Uncertainty in spacecraft and camera pointing can 
cause mis-registration between the two images. There 
are two key challenges to completely automating ana-
glyph processing without manual intervention. The 
first challenge is achieving vertical alignment between 
surface features in the images. It is crucial that there is 
no vertical misalignment of surface features between 
images. This type of misalignment makes the anaglyph 
uncomfortable for the viewer to look at. The second 
challenge is maintaining optimum horizontal separa-
tion, which creates the 3D effect.  Separation in the 
horizontal direction is inherent and required for 3-D 
viewing, but it is important for the comfort of the 
viewer that it is not too large.  

The ISIS3 coreg application is used to co-register 
the two images. Each stereo pair and the terrain they 

cover are unique. Automated registration is unlikely to 
create perfect anaglyphs for every stereo pair without 
occasional manual intervention. The goal is to find an 
optimal set of coreg parameters that are successful in 
creating useful, if not perfect, anaglyphs for the great-
est number of stereo pairs. 

Once the registration process is complete the two 
images are stacked into an RGB image with the left-
eye image going into the red channel and the right-eye 
image going into the green and blue channels. Any 
image area not present in all channels is nulled out and 
subsequently all null pixels around the outside of the 
anaglyph are trimmed off. A linear stretch is applied 
and a standard png product is produced. 

Future Work:  Improvements to the automated 
registration process are continuing. The current pro-
cessing script, written in python, will be adapted for 
processing controlled by the Nextflow [2] workflow 
management system, described here [3]. Development 
of an automated process to produce color anaglyphs is 
planned for stereo pairs where two or more colors are 
acquired. 

References: [1] Thomas, N. et al. (2017) Space 
Sci. Rev., 212, 1897. [2] Di Tommaso P. et al. (2017) 
Nature Biotechnology, 35:4, 316–319. [3] Heyd R. S. 
et al. (2019) 4th Planetary Data Workshop. 
 
 

 

 
Figure 1: Examples of pan-pan anaglyphs. CaSSIS 
images MY34_005005_331, MY34_005025_355 and 
MY34_005389_147. 
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Introduction: Geodetically controlled products at 

global scales are foundational data products [1] that 

provide a common reference system to enable the accu-

rate co-registration of multiple data sets. Accurate reg-

istration is necessary for the precision science required 

to answer questions that cross-cut disciplines and are 

potentially key to understanding fundamental questions 

about our universe. To provide such a foundational 

product for Mars, we have geodetically controlled and 

mosaicked Thermal Emission Imaging System (THE-

MIS) [2] daytime infrared (IR) and nighttime IR imag-

es resulting in improved camera pointing and space-

craft position knowledge. The results of this work are 

smithed kernel files describing these improvements for 

each image in the control network and controlled, or-

thoprojected daytime IR and nighttime IR mosaics of 

Mars at 100 m/pixel scale for the ±65˚ latitude region 

of Mars, and constitutes a foundational data product for 

Mars. These mosaics, and the associated network, have 

improved the registration of the THEMIS IR data set 

and enhance our knowledge (position, precision, and 

accuracy) of image placement and the location of 

small-scale surface features. These final products are 

controlled to the current accepted ground data source 

for Mars, which is Mars Orbiter Laser Altimetry (MO-

LA [3-4]) digital elevation model. Thus, these products 

can serve as a 100 m/pixel basemap for Mars (Figure 

1).  

The horizontal resolution of the MOLA DEM is 

463 m/pixel and the overall horizontal accuracy is 

~100 meters [5], which is insufficient to confidently 

register high-resolution images, such as High Resolu-

tion Imaging Science Experiment (HiRISE) [6] (spatial 

scale of 30 cm/pixel), to this base due to large differ-

ences in spatial resolution. As a global data set of in-

termediate spatial scale, we have geodetically con-

trolled and mosaicked THEMIS daytime IR and 

nighttime IR images to enable the accurate co-

registration of higher resolution martian data sets, such 

as Context Camera [7] and HiRISE [6] images. This 

accurate base is necessary to facilitate the co-location 

of data (e.g., data fusion) with known, quantifiable 

error, and provides such a foundation to which all other 

martian data sets intersecting the network can then be 

registered. These controlled products help meet a 

common need among researchers to accurately co-

locate data sets of varying spatial scales and data types 

to aide in addressing multi-disciplinary questions and 

allows for precision science to be accomplished. 

Methods: The THEMIS instrument [2] has attained 

near global coverage of Mars in the daytime and 

nighttime IR at a scale of ~100 m/pixel, providing the 

needed images to geodetically control (i.e., precisely 

and accurately register in a consistent solution with 

estimates of uncertainty) these data into a common 

reference coordinate frame at the sub-pixel level. Our 

strategy for generating the global mosaics included 

generating regional networks and then merging the 

regional networks together as they were built. We in-

corporated all viable THEMIS infrared images into the 

control network that had been acquired when we began 

work on a regional mosaic. Thus, not all THEMIS im-

ages are included in the control network. Images were 

also excluded from the network if they were of poor 

quality and the matching software or manual tie point-

ing methods were unsuccessful in obtaining match 

points. Often, and particularly at high latitudes and 

areas with a low thermal inertia surface, this poor im-

age quality was due to cold surface observation tem-

peratures. Those images not included in the network do 

not have smithed kernels. 

We generated the THEMIS IR controlled mosaics 

by first generating control networks using automatic 

image-to-image tie point methods and sub-pixel regis-

tration (with human oversight) along with bundle ad-

justment software in ISIS3 [8]. A least squares bundle 

adjustment of the network solved for the latitude, lon-

gitude, and radius uncertainties on each point in the 

control network, the uncertainties for the exterior ori-

entation of the images (i.e., pointing of the spacecraft 

and position of each image), and uncertainties associat-

ed with these measurements.   

After image-to-image ties are completed, we then 

tied the THEMIS network to ground using an improved 

Viking MDIM 2.1 network [9-10]. To take advantage 

of the high accuracy High/Super Resolution Stereo 

Colour Imager (HRSC) [11] data and the geometric 

strength of the global Viking MDIM 2.1 [9-10], we 

reprocessed the original MDIM 2.1 network incorpo-

rating available HRSC level 4 data (which have been 

well controlled to the MOLA reference frame [11]) as 

additional ground control. Error propagation showed 

that 80% (~2700 points) of the final enhanced MDIM 

2.1 solution tie points have horizontal accuracies better 

than 200 meters. This methodology results in a control 

network and an orthorectified product that has broad 

applicability. In addition to mosaics, updated camera 

pointing (ck) and spacecraft position (spk) kernels of 

all THEMIS images included in the control networks 
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have been generated. We will deliver final kernels to 

the Navigation and Ancillary Information Facility 

(NAIF). 

Results: We have found that errors in image posi-

tion at the 2-4-pixel level (but as large as 30 pixels) are 

apparent in uncontrolled data downloaded from the 

PDS (Figure 2). These errors are primarily due to un-

certainties in the THEMIS image start time. This un-

certainty is random, and there are no future plans to 

improve the THEMIS IR sensor model further. Con-

trolling the pointing has enabled the correction of these 

errors and improves both the registration between im-

ages and registration to a known coordinate reference 

frame (i.e., MOLA) at known levels of precision and 

accuracy.  The accuracy of image position is less than a 

single pixel, and the 3-sigma residual is also less than a 

single pixel. The position of a single THEMIS image is 

commonly adjusted by 5-7 pixels, and adjustments as 

large as 15 or more pixels have been necessary (Figure 

2).  

 

 
Figure 2. Comparison of uncontrolled (left) and con-

trolled (right) image averaged mosaic products. Portion 

of the Elysium mosaic, 15.4° N, 162.4° E. A 16-20-

pixel shift was necessary to match features in this area. 

The projection is simple cylindrical with a longitude 

domain of 0° to 360°.  

 

Data Availability: Final mosaics, smithed ck and 

spk kernels, metadata, and file lists are publicly availa-

ble through the PDS Annex 

(https://astrogeology.usgs.gov/maps/mars-themis-controlled-

mosaics-and-final-smithed-kernels/) in GeoTiff format 

with ISIS3 and PDS3 labels. Instructions for use are 

also provided at the above website. 
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Figure 1. Syrtis Major controlled mosaic example. The 

projection for is simple cylindrical with a longitude 

domain of 0 to 360 degrees. These mosaics have been 

tied to the improved Viking MDIM 2.1 as ground con-

trol. (top) THEMIS daytime IR controlled mosaic ex-

ample. (bottom) THEMIS nighttime IR controlled mo-

saic example. 
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Introduction: The Mars 2020 rover will explore 

Jezero crater, Mars, and will investigate an ancient 

delta for evidence of past microbial life and to better 

understand the geologic history of the region. The 

landing system onboard Mars 2020 will use new tech-

nology developed at the Jet Propulsion Laboratory 

(JPL) called Terrain Relative Navigation (TRN), which 

will enable the spacecraft to autonomously avoid small 

hazards (e.g., rock fields, crater rims) that exceed the 

safety requirements of the landing system. This capa-

bility allows small-scale hazards to be present in the 

landing ellipse, providing greater flexibility in space-

craft landing location. In support of TRN, the USGS 

Astrogeology Science Center is generating two preci-

sion mosaics: 1) the Landing Verification System 

(LVS) map generated from three Context Camera 

(CTX) [1] orthoimages that will be onboard the space-

craft and will be the “truth” dataset that TRN will use 

to orient itself relative to the surface during Entry, De-

cent, and Landing; 2) a High Resolution Imaging Sci-

ence Experiment (HiRISE) [2] orthomosaic that will be 

the basemap onto which surface hazards will be 

mapped. The hazard map will be onboard the space-

craft and used by TRN to help identify the final, haz-

ard-free landing location. 

Because these products will be directly used to 

help land the spacecraft safely, there are strict pro-

cessing, vertical, and horizontal co-registration re-

quirements that must be met. For example, the TRN 

horizontal registration requirements include: 1) High 

Resolution Stereo Camera (HRSC) [3] to CTX hori-

zontal coregistration less than 60 meters at the 99%tile; 

2) CTX to HiRISE horizontal coregistration less than 6 

meters at the 99%tile; and 3) HiRISE to HiRISE hori-

zontal coregistration less than 3 meters at the 99%tile. 

These requirements are significantly stricter than land-

ing site characterization and have necessitated the de-

velopment of new digital terrain model (DTM) genera-

tion procedures and capabilities with a focus on im-

proving the ability to co-register adjacent DTMs (and 

thereby orthoimages) both vertically and horizontally.  

CTX Landing Verification System Elevation 

and Orthoimage Mosaic Generation Methods: To 

achieve the required horizontal and vertical co-

registration requirements, we have developed a DTM 

mosaic generation pipeline using a combination of 

SOCET Set® from BAE Systems [4] and the Ames 

Stereo Pipeline (ASP) software [5-6]. We first im-

proved our CTX image pre-processing pipeline to in-

clude capabilities that utilize camera model and jitter-

correction improvements developed and provided by 

JPL. These modifications have significantly improved 

the position knowledge of the images relative to the 

martian surface and have allowed us to generate DTMs 

using this position knowledge alone (i.e., without a 

bundle adjustment). No bundle adjustment is desirable, 

as TRN is sensitive to non-linear distortions that could 

potentially be introduced.  

The underlying DTMs are produced using SOCET 

Set® from input images and image metadata provided 

by JPL. The initial DTMs are then rigidly aligned to 

one another using the pc_align program from ASP, 

allowing only a translation adjustment. The relatively-

aligned DTMs are then simultaneously aligned using 

ASP to the HRSC Level 5 DTM to bring them into 

absolute alignment with an independent reference. The 

exported DTMs are then mosaicked using the 

dem_mosaic tool from ASP. The orthoimages derived 

from the nadir-most member of each stereopair are 

similarly mosaicked using dem_mosaic.  

To assess the vertical and horizontal differences, 

vertical differencing of the DTMs and horizontal regis-

tration measurements were made using the Open 

Source software package IMCORR 

(https://nsidc.org/data/velmap/imcorr.html). The ap-

proach used by IMCORR is the same basic matching 

strategy used in a variety of stereo photogrammetry 

software, and when applied to a pair of orthorectified 

images, the results can be interpreted as a measure of 

the co-registration of the images. In each comparison, 

we performed tests to measure differences between the 

individual CTX products, as well as between each of 

the CTX products and the HRSC L5 products. The 

comparison between the individual CTX products pro-

vides information regarding their three-dimensional 

relationship to one another, and potentially provides 

information regarding the consistency of DTMs pro-

duced using the JPL-provided metadata alone. The 

comparisons between each CTX product and the 

HRSC products provides information about the abso-

lute accuracy of the CTX products.   

The vertical registration between individual CTX 

DTMs is within submeter accuracy (figure 1) and we 

adjusted the mosaic by 183.3 meters vertically to align 

with HRSC. The individual CTX images have an aver-

age median horizontal displacement of 30.6 meters 

(figure 2). The IMCORR results also illustrate that the 

CTX orthoimages are preferentially offset to the south-
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east relative to the HRSC reference. Thus, these prod-

ucts and the resulting mosaic meet – and often exceed - 

the requirements for TRN. 

HiRISE Hazard Basemap Elevation and Or-

thoimage Mosaic Generation Methods: Because we 

do not have improved image location information for 

HiRISE, additional method development was required 

to meet the strict co-registration requirements for the 

hazard basemap. This process deviates significantly 

from that of our standard DTM generation process and 

supports optimizing the co-registration of DTM and 

derived products. Initially, we begin with our standard 

HiRISE DTM generation process developed for In-

Sight landing site characterization [7-8] where we ini-

tialize 16 tie points. We then perform a height adjust-

ment to the CTX LVS DTM to improve the vertical 

registration and remove any significant tilt between the 

HiRISE DTM and the CTX LVS DTM. Next, we den-

sify the tie points and generate a 1-meter post-spacing 

DTM. This DTM is imported into ASP where we again 

check and correct for any residual tilt in each HiRISE 

DTM, perform a sequential horizontal alignment be-

tween each HiRISE DTM, and generate a temporary 

mosaic. We then align the temporary mosaic vertically 

to the CTX LVS DTM to further refine the vertical 

registration. Rather than mosaicking DTMs that have 

already been resampled multiple times in pc_align, the 

affine transformation matrices determined by pc_align 

are applied to the tie points associated with each stereo 

pair in SOCET Set®. The transformed tie points are 

then treated as ground control points and used to per-

form a final bundle adjustment of each stereopair in 

SOCET Set®. We then create a single SOCET Set® 

project and import the individual HiRISE DTMs and 

ancillary information into this single project. We add 

additional tie points to each image and run a final bun-

dle adjustment to refine the relative alignment between 

images. We then generate a 1-meter post spacing 

DTM, manually edit this DTM to remove artifacts pro-

duced by the automatic matching software, and export 

final DTMs and orthoimages. 

The methods we have developed, and are in the 

process of refining, have enabled us to generate DTM 

and orthoimage mosaics from CTX and HiRISE that 

meet the strict image co-registration requirements of 

TRN. The combination of SOCET Set® and ASP pro-

duces superior results to either software package alone. 

Although used for CTX and HiRISE data these meth-

ods have broad applicability to other data sets as well. 
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Figure 1. Vertical difference raster between two CTX 

DTMs. They are offset from one another by ~0.99 me-

ters. This comparison is typical of elevation differences 

between the CTX LVS DTM and the HRSC DTM. 

 

 
Figure 2. IMCORR run output illustrating the magni-

tude of displacement of the a CTX orthoimage from the 

HRSC L5 orthoimage. The CTX orthoimage is dis-

placed by a median magnitude of 29.7 meters preferen-

tially oriented to the southeast. This comparison is typ-

ical of horizontal registration differences between the 

CTX LVS orthomosaic and the HRSC L5 orthomosaic. 
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Introduction: On 30 September 2016, Rosetta 

completed its incredible mission by landing on the sur-

face of comet 67P/Churyumov-Gerasimenko. Although 

this marked an end to the spacecraft’s active opera-

tions, intensive work is still ongoing, with the instru-

ment teams updating their science data in response to 

recent scientific reviews and delivering them for inges-

tion into ESA’s Planetary Science Archive (PSA) [1].  

In addition to this, ESA is working with a number of 

instrument teams to produce new and enhanced data 

products and to improve documentation in an effort to 

provide the best long-term archive possible for the Ro-

setta mission.  

This presentation will outline the current status of 

the Rosetta archive, as well as highlighting some of the 

‘enhanced archiving’ activities that have been complet-

ed in 2018, and those that are planned / ongoing in the 

coming year with the various instrument teams on Ro-

setta. 

Status of the Rosetta data in the Planetary Sci-

ence Archive: All science data from the Rosetta mis-

sion are hosted jointly by the Planetary Science Ar-

chive (PSA) at ESA (http://psa.esa.int) [1], and by 

NASA’s PDS Small Bodies Node (SBN).   

The long duration of the Rosetta mission, along 

with its diverse suite of instrumentation and the range 

of targets observed throughout its lifetime combine to 

make this an extremely challenging mission to archive 

[2]. A number of independent data reviews have taken 

place over the course of the mission in an attempt to 

track the evolution of the data pipelines from each in-

strument and ensure that the science data are docu-

mented and formatted in the best possible way to allow 

end-users to exploit them. The last of these took place 

in October 2018, and had a focus on the first set of 

deliveries from the enhanced archiving effort of the 

mission described in the following section. The out-

come of the review was generally very positive, indi-

cating that the latest new and improved data and docu-

mentation from most instrument teams are in good sci-

entific shape. There were nevertheless several issues 

raised by the reviewers, and the instrument teams and 

the PSA have been working very hard to implement the 

fixes requested.    

The vast majority of teams have now completed 

their nominal science data deliveries from the comet 

phase, and were able to deliver samples of 

new/improved data from their enhanced archiving ac-

tivities for the October 2018 review. The aim is to 

complete any updates requested and deliver final prod-

ucts in preparation for the final scientific review in 

May 2019. This final review will assess the complete 

data holdings from Rosetta, and will closely review the 

updated outputs from the enhanced archiving activities, 

discussed in the following section. This will ensure that 

the archive is ready for the long-term. 

It should be noted that, with the updates being 

made to the data pipelines as a result of these reviews, 

teams have been asked to re-run all of their older data 

through the new pipelines to ensure we have consist-

ently the best and most up to date data available in the 

final archive. This whole exercise is ongoing for all 

teams, and is expected to be completed this year. 

Rosetta Enhanced Archiving Activities: The 

nominal archive deliveries from the Rosetta mission 

are of excellent quality, and will be of immense interest 

and use for many decades to come thanks to the efforts 

of all involved in their production, assessment, storage 

and dissemination. However, there is always more to 

do!   

Once the resources from the operational mission 

came to an end, ESA established a number of joint 

activities with the Rosetta instrument teams to allow 

them to continue to work on enhancing their archive 

content. The updates planned were focused on key as-

pects of an instrument’s calibration or the production 

of higher level data / information, and are therefore 

very specific to each instrument’s needs. Several of 

these activities have already been running for 

2017/2018, and a number are in the process of being 

extended. They will run for various lengths depending 

upon the activities to be undertaken. The full ‘archive 

enhancement’ process will run until December 2019, 

when the post operations activities for Rosetta will 

come to a close.   

This presentation will highlight just a few of the ac-

tivities within the archive enhancement to give a fla-

vour of the updates that have already been completed 

and those that are expected in the coming months. 

Almost all instrument teams have now provided a 

Science User Guide for their data, which have been 

highly appreciated by the scientists in the recent re-

views. 

Most teams are also updating calibrations for their 

data, and some will be generating and delivering higher 

level processed data and derived products.   
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For example, the OSIRIS team have delivered data 

with new calibrations, including geometrically calibrat-

ed, straylight corrected, I/F corrected and three-

dimensional georeferenced products. These were re-

leased earlier this year. OSIRIS has also started deliv-

ering their data additionally in FITS format, and now 

provide quicklook (browse) versions of their products 

in JPG format, to allow an end-user to more easily sift 

through the data and select the images they may be 

interested in.  

Similarly, the VIRTIS team are working to update 

both their spectral and geometrical calibrations, and 

will aim to deliver mapping products to the final ar-

chive in the coming year.   

The Rosetta Plasma Consortium (RPC) instrument 

suite is working on cross-calibrations that will greatly 

improve the final data to be delivered from each exper-

iment, as well as a number of activities individual to 

each instrument (e.g. removal or flagging of spacecraft 

noise from the MAG instrument). An illumination map 

of the comet has also been produced by the RPC team 

to help with their cross-calibration work, and this will 

be prepared for delivery to the archive this year as 

well. 

The MIDAS team has similarly been working on 

improved calibration and has produced a dust particle 

catalog from the comet coma. 

The GIADA team has started to produce higher 

level products in the form of dust environment maps, 

with omnidirectional plus time products being devel-

oped. A sample dataset will be reviewed in the final 

review in May 2019. 

The ALICE, RPC-IES and MIRO instruments on 

Rosetta are funded by NASA, and limited enhanced 

archiving activities were also undertaken for these.  

Enhanced archiving on these instruments are now being 

wrapped up with their final submissions early this year. 

The COSIMA team recently delivered a ground-

based catalog of spectra for comparison to help cali-

brate and understand their in-flight data. 

A separate activity has also been established to 

produce and deliver data set(s) containing supporting 

ground-based observations of the comet. These data 

were taken simultaneously with Rosetta operations and 

could provide some important contextual information.  

Samples of these products were included in the Octo-

ber 2018 scientific review, and it is clear that the de-

velopment is on the right track. This is an enormous 

data set and will take considerable effort this year to 

close this out. 

The Rosetta ESA archiving team is working on the 

radiometric calibration of the NAVCAM, which will be 

reviewed in the May 2019 final review. 

In addition to these activities, the Rosetta ESA ar-

chiving team, will archive the radiation monitor data 

produced by the SREM instrument on Rosetta and will 

be working to include the latest shape models from the 

comet into the final Rosetta archive. The Rosetta ESA 

archiving team are also working on providing a central-

ized solution to the problem of geometry on the comet 

for implementation within the final Rosetta data hold-

ings. 

The May 2019 review will be the last one done for 

the mission as a whole. However, for some instruments 

it will be necessary reviews of some of their products 

that will be done in a case-by-case basis. 

Summary: This presentation will outline the cur-

rent status of the Rosetta science archive in ESA’s PSA 

and in NASA’s PDS.  In addition, an overview of the 

activities underway for enhancement of the archive 

content will be provided.   

With the support of the instrument teams and the 

completion of the archive enhancement, the Rosetta 

archive can become an immensely valuable resource 

for scientists in years to come, and the full scientific 

potential of the mission can be realized. 

References: [1] Besse, S. et al., (2018) Planetary 

and Space Science v150, 131-140; [2] Barthelemy, M. 

et al.,  (2018) Planetary and Space Science v150, 91-

103. 
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Introduction: Outer Planets Unified Search 

(OPUS) is a comprehensive search tool provided by 
the Ring-Moon Systems node of NASA’s Planetary 
Data System (PDS). First released to the public ten 
years ago, OPUS has evolved to handle modern web 
technologies, massive new data sets, more sophisticat-
ed searches, and easier browsing and downloading of 
data. 

OPUS currently hosts 1.5 million images and spec-
tra from Cassini, Voyager 1 and 2, Galileo, New Hori-
zons, and the Hubble Space Telescope. In addition to 
an intuitive web-based user interface that allows cross-
mission and cross-instrument searches of the metadata 
provided by each instrument team, OPUS adds search-
able metadata describing surface geometry and light-
ing of all planets and satellites in the field of view as 
well as ring plane geometry and lighting where appli-
cable. 

OPUS 3.0: We have recently released OPUS 3.0, a 
major rework of the OPUS software. While providing 
the same basic capabilities as previous versions of 
OPUS, this new version includes: 

 A new help system, including: 
o A new “About” box giving the details of what 

OPUS can do and what missions and instru-
ments are supported. 

o A “Frequently Asked Questions” section giv-
ing details on how to perform more compli-
cated searches. 

o A “Recent Announcements” section detailing 
the on-going improvements being made. 

o Improved “tooltips” for search terms and 
downloadable product types. 

 A wide variety of acceptable formats for date 
and time, from the standard ISO 8601 format 
(“1976-07-04T14:00:00”) to more free-form 
formats (“4 July 1976 14:00”). 

 Real-time validation of all input fields, especial-
ly useful for date/time and spacecraft clock 
count, which can have non-obvious formats. 

 Real-time lists of string search results as partial 
strings are typed (similar to that provided by 
Google search). 

 Default measurement units and specific preci-
sion on all numerical values. 

 Support for downloading previous versions of 
data products. 

 The ability to add thousands of observations to 
your “cart”. If your cart is too large to download 
directly, you can instead download a list of 
URLs that can be retrieved using the wget 
command-line utility. 

In addition, the internals of OPUS have undergone 
major upgrades resulting in improvements in reliabil-
ity, testability, performance, and future expandability, 
and we have deployed a new high-performance server 
to support OPUS for many years to come. 

Navigated Cassini Images: As reported previous-
ly [1], the Ring-Moon Systems node is in the process 
of completing a renavigation of all Cassini ISS images. 
Once finished later this year, approximately 75% of 
these images will be navigated to single-pixel accura-
cy. We will then be able to produce more than 90 
backplanes that specify, for each pixel of each image, 
values such as: 

 Identification of the frontmost body occupying 
the pixel. 

 Latitude and longitude of the frontmost body, or 
radius and inertial longitude in the ring plane. 

 Incidence, emission, and phase angles at the sur-
face of the frontmost body or ring plane. 

 Distance to the frontmost body and its pixel res-
olution. 

These backplanes will be available for download, 
eliminating the need for end users to write complicated 
software to calculate these values themselves. At the 
same time, we will provide user-friendly preview im-
ages that identify each body and ring feature in the 
field of view. These preview images will be integrated 
into OPUS so that one no longer needs to ask “What 
moon is that?” when scanning through images. 

Other Future Plans: OPUS 3.0 provides a solid 
foundation for both near- and long-term feature devel-
opment. Some of the improvements currently planned 
include: 

 The addition of ring occultation profiles from 
the Cassini VIMS, UVIS, and RSS instruments. 

 The addition of composite products, such as ring 
profiles, image mosaics, and multi-color se-
quences. 

 Metadata histograms to allow easier narrowing 
of search results. 

 Integration of PDS4 data products. 
References: [1] French, R. S. et al. (2017) Plane-

tary Data Workshop. 
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NEW PRODUCTS AND TOOLS FOR WORKING WITH KAGUYA TERRAIN CAMERA 
DATA.  L. Gaddis1, T.M. Hare1, B. Archinal1, S. Goossens2,3, E. Mazarico3, E. Speyerer4, Junichi 
Haruyama5, Takahiro Iwata5, and Noriyuki Namiki6. 1USGS Astrogeology Science Center, Flag-
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dard Space Flight Center, Greenbelt, MD, USA; 4Arizona State University, Tempe, AZ, USA; 
5JAXA, Sagamihara, Japan; 6National Astronomical Observatory of Japan, Tokyo, Japan 
(lgaddis@usgs.gov) 

 
Introduction: The SELenological and EN-

gineering Explorer (SELENE) “Kaguya” 
spacecraft mission to the Moon from the Japa-
nese Space Agency (JAXA) returned several 
types of data, including high-resolution mono-
chrome and color images and laser altimeter 
data. Launched in September 2007, the Ka-
guya primary mission (PM) was completed at 
the end of October 2008 and the extended mis-
sion (XM) phase started at the beginning of 
November 2008. During XM Kaguya was in a 
lower orbit at 50 km average altitude com-
pared to 100 km during PM, and until the end 
of the mission in June 2009 the Kaguya space-
craft was put into lower orbits. Although data 
collected during Kaguya XM have an in-
creased spatial resolution, the orbit errors dur-
ing this phase are much larger, up to several 
km [1] due to larger gravitational perturbations 
on the spacecraft, a reduction in the amount of 
tracking after the end of the nominal mission, 
and spacecraft attitude control problems asso-
ciated with loss of the reaction wheels. The re-
sulting degraded orbit quality during XM se-
verely limits the usability and scientific value 
of these high-quality data (Figure 1). 

Improved XM Orbits: Recent efforts by 
our team [e.g., 2] have resulted in significantly 
improved XM orbits (Figure 2).  These orbits 
have been redetermined for the main satellite 
using 1) improved gravity field models of the 
Moon derived from Gravity Recovery and In-
terior Laboratory (GRAIL) mission data [3] 
and 2) improved knowledge of lunar topogra-
phy from laser altimeter data of the Lunar Or-
biter Laser Altimeter (LOLA) onboard the Lu-
nar Reconnaissance Orbiter (LRO) [4]. 
Through the analysis of orbit overlaps, we 

estimate the precision of our new orbits to be 
at the level of several tens of meters or better 
during the times when altimetry data are avail-
able (almost continuously from Feb 13, 2009 
until the end of the mission). 

ISIS3 Software for TC: To support the 
validation of these improved orbits, we will 
use the USGS/Astrogeology ISIS3 software 
(https://isis.astrogeol-
ogy.usgs.gov/UserDocs/index.html) to de-
velop a test mosaic from Kaguya Terrain Cam-
era (TC) data of the Apollo 15 landing site area 
near Hadley Rille. Two ISIS3 programs are 
being developed for this effort: 1) an ingestion 
program that reads TC “PDS-like” file header 
information and ports them into a single-band 
ISIS3 cube file, and 2) a linescan camera 
model for the two TC instruments. Camera 
models describe the mathematical relationship 
between the coordinates of a 3D scene and its 
projection onto the image plane of a camera; 
for orbital imaging systems such models must 

 
Figure 1. A LROC NAC image (M1127106676R, 
1.3 m/pixel) of the Apollo 15 landing site area over-
lain on a Kaguya TC mosaic. Our work will signif-
icantly improve co-registration of TC images, and 
of such images to other lunar datasets such as 
LRO/LROC WAC and NAC. 
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also account for spacecraft coordinates and 
movements. The goal is to be able to treat data 
from the two TC cameras as ISIS3 cube files 
so that they can be geometrically rectified and 
map-projected accurately onto the lunar sur-
face. The camera model includes appropriate 
camera parameters such as focal length, pixel 
pitch, boresight coordinate, affine coefficients 
for focal plane mapping, and optical distortion 
coefficients. These programs will be publicly 
released with regular ISIS3 releases on a 
monthly schedule. 

Test Mosaic: We focus in this project on 
the Hadley Rille area for several reasons: 1) 
The region has been a “standard” test site for 
many lunar mapping products, with several 
other publicly available mosaics and digital 
terrain models (DTMs) for comparison of our 
products (see https://astrogeol-
ogy.usgs.gov/maps/moon-lro-dtms-and-mosa-
ics); 2) The availability of high-resolution 
mapping of the central portion of this area 
done under the Lunar Mapping and Modeling 
Project [e.g., 5], including a ~20 x 20 km, 0.50 
m/pixel  image mosaic, and a  1.5 m/pixel  
DTM [6]; 3) Most types of lunar terrain are 
covered in this area, including flat plains to 
high mountains; 4) Surface photographs from 
the Apollo 15 mission are available for com-
parison with any surface image or 3D 

products; and 5) This site contains the largest 
(105 x 65 cm) of the five Lunar Laser Ranging 
RetroReflector (LRRR) arrays. This array 
serves as the primary target for laser ranging 
to the Moon, with a 3D position measurable 
(relative to the Earth and the other arrays) at 
the cm level and known absolutely to the meter 
level so it can be used for absolute coordinate 
system comparisons. 

Future Work: Following validation, the 
improved Kaguya trajectory data (SPICE 
SPK) will be delivered to PDS, NAIF and the 
NASA GSFC Planetary Geodesy Data Ar-
chive (https://pgda.gsfc.nasa.gov), along with 
adjusted LALT altimetric and LMAG mag-
netic data. A TC mosaic of the Hadley Rille 
area will be the last product of this project, to 
be delivered later in 2019 or early 2020. 

References: [1] Goossens et al. (2009) Pro-
ceedings of the 19th Workshop on JAXA As-
trodynamics and Flight Mechanics, pp. 247–
256, Institute of Space and Astronautical Sci-
ence, JAXA. [2] Goossens et al., this meeting. 
[3] Zuber et al. (2012) Science, 
doi:10.1126/science.1231507. [4] Smith et al. 
(2017) Icarus, doi:10.1016/j.ica-
rus.2016.06.006 [5] Noble et al. (2009) An-
nual Meeting of Lunar Exploration Analysis 
Group, abs. #2014. [6] Archinal et al. (2011) 
LPS XLII, abs. #2316.

 

  
Figure 2. Orbit errors (left) are reduced from multi-km levels in a 1-day test period. At right is a 10 m/pixel 
Multiband Imager (MI) image from XM (R-left), which cannot be well reconstructed with currently archived 
Kaguya trajectory files (R-right). Our orbit reconstruction in XM removes geolocation errors (R-center). 
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ARCHIVING GIS-TYPE PRODUCTS IN THE PDS.  L. R. Gaddis and T. M. Hare, USGS 
Astrogeology Science Center, Flagstaff, AZ 86001 (lgaddis@usgs.gov) 

 
Introduction: In 2015, NASA tasked the 

Planetary Data System (PDS) with supporting 
archival products from science investigators 
funded by several NASA data analysis and 
research programs. This opened the door to the 
need for archival versions of numerous 
product types previously unsupported by PDS, 
including data formats and structures that are 
proprietary (e.g., Geographic Information 
System or GIS vector files such as Esri 
geodatabases and shapefiles). At nearly the 
same time (starting in 2013), efforts were 
underway by the PDS to support development 
of archives under the new Planetary Data 
System Version 4 (PDS4) data standard [1-3]. 
Here we address how the Cartography and 
Imaging Sciences (Imaging, or IMG) 
discipline node of the PDS is working to 
support these NASA requirements. 

Data Formats in PDS: The PDS describes 
acceptable archival file data formats in the 
PDS4 Information Model [IM; 4; see 
https://pds.nasa.gov/datastandards/documents
/im/); these also are summarized in the PDS4 
Data Provider’s Handbook [5]. The PDS4 IM 
is a set of well-defined concepts, objects, 
relationships, rules and operations that 
represent the contents and structure of PDS 
archives. The IM defines archival data formats 
and drives the development of PDS4 
documentation and tools. The IM is revised as 
the needs of data providers and users evolve 
(usually once a year), as is the Data Provider’s 
Handbook.  

Four basic structural data formats are 
allowed in PDS4 (see p. 12 of [5]): 

1) Arrays, suitable for raster images with 
two or more (up to 16) dimensions. The 
elements of an array are binary and 
homogeneous, and all elements must have the 
same data type. The individual elements of any 
array are stored with their bytes in the order 
dictated by their scalar (i.e., least- or most-

significant byte first, specified by the 
provider). Array elements are stored in the axis 
order of last index varying fastest (see Section 
4A of [6]). If formatted appropriately, file 
formats including FITS 3.0, ISIS3, VICAR1/2, 
and GeoTiff can be used to store the raster 
image. 

2) Repeating record structures, suitable for 
tables with fixed-width columns. The data may 
be either binary or character, but not both. The 
fields of a record may be heterogeneous – they 
may have different data types within the binary 
or character data. Any single field must be 
homogeneous from one record to another. 

3) Parsable structures, suitable for plain 
text and for tables with variable-length fields 
and records (i.e., delimited text such as 
comma-separated value or CSV format). The 
contents are a byte stream that can be parsed 
with standard rules (e.g., comma separated 
entries, standard punctuation); no decoding 
software is required. Examples are 7-Bit 
ASCII Text and UTF-8 Text, etc.  

4) Encoded structures, suitable for 
documents, browse products, etc., but 
generally not for science data products. 
Contents are a byte stream decoded by 
software before use (e.g., with Adobe 
Acrobat©). The use of encoded structure 
objects is restricted by PDS to a limited set of 
PDS-approved external standards (e.g., 
PDF/A, JPEG, and GIF). Only in exceptional 
cases are encoded structure objects allowed for 
storing observational (science) data. Prior PDS 
approval is required, and the process may take 
several months.  

The PDS4 IM [4] defines a base class for 
each of these four structures. A base class is a 
generic definition that is built upon to form 
more specific definitions, without losing the 
basic features of the class. For example, the 
Array base class is used to form the more 
specific Array_2D class and from that the 
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Array_2D_Image class. While these four 
structures cover all types of products in a PDS 
archive, there are further restrictions on 
observational (science) data. The philosophy 
of PDS is that to preserve data for the long 
term, formats must be as simple as possible, 
well described, and not reliant on specific 
software, because that software may be 
unavailable in the future. To help make 
observational data more easily available to the 
science community, PDS allows copies of data 
to be archived in supplemental formats (see 
https://pds.nasa.gov/datastandards/documents/poli
cy/Supplemental_Formats.pdf). Examples are 
MPEG-4, JPEG2000, SEED 2.4, etc. PDS 
provides software to transform data from 
archival to more popular formats 
(https://pds.nasa.gov/tools/about/transform/).     

GIS-type Products in PDS: Proprietary 
file formats such as Esri shapefiles and 
geodatabases are not PDS4-compliant 
products, and they cannot be archived in 
their native formats in PDS. However, 
geodatabase components (layers) can typically 
be archived separately in PDS4-compliant 
formats as tables or image arrays. For 
archiving GIS vector data (shapefiles), the 
PDS has approved a variant of the GeoCSV 
format [7]. GeoCSV is a CSV table in which 
the last field maintains a Well-Known Text 
geometry string to describe GIS points, lines 
or polygons. Data providers who wish to 
archive such products with the PDS should be 
prepared to work with the PDS discipline 
nodes to isolate, translate, and/or reformat 
their GIS-type data products as needed. 

The Annex: Smaller research products 
from individual, NASA-funded science 
investigators needing to be archived can be 
delivered to IMG and served via the Annex 
(https://astrogeology.usgs.gov/pds/annex), a 
facility hosted at the U.S. Geological Survey’s 
Astrogeology Science Center. The Annex was 
developed by IMG to support scientists who 
use PDS data to create derived geospatial 
products that can be registered to a solid 

planetary body [8]. Since 2016, the Annex has 
been considered a PDS-equivalent site for 
hosting such data products. As of 2015, PDS 
products delivered to IMG for serving via the 
Annex will be archived in PDS4 formats and 
subject to review. Providers delivering 
products (e.g., figures, tables) associated with 
publications have the option of PDS4 
reformatting and review.  

On each product page in the Annex, 
detailed metadata are included. Data providers 
must provide metadata for each product, 
including originator name and contact 
information, geographic coordinates, target 
body, descriptive caption, publication date, 
lineage and data source, validation and review 
status, quality and completeness assessments, 
linkages to other PDS products, and citations. 
The metadata standard used for Astropedia 
was created by the U.S. Federal Geographic 
Data Committee (FGDC) with small 
modifications to better support planetary data 
[9, 10]. These detailed metadata support 
development of the PDS4 archives and 
improved searches. 

References: [1] Crichton et al. (2011) EPSC 
Abstracts, 6, #1733. [2] Beebe et al. (2010) AAS-
DPS meeting #42, id.37.02; Bulletin of the 
American Astronomical Society, Vol. 42, p. 967. 
[3] Neakrase et al. (2012) 3rd Int. Planet. Dunes 
Wkshp, abs 7049. [4] Hughes et al. (2018) 
Planetary & Space Science 150, pp. 43-49. [5] The 
PDS4 Data Provider’s Handbook,  
https://pds.nasa.gov/datastandards/documents/dph
/current/PDS4_DataProvidersHandbook_1.11.0.p
df). [6] Planetary Data System Standards 
Reference, 1.9.0 
(https://pds.nasa.gov/pds4/doc/sr/current/). [7] 
Hare (2018), 
http://astropedia.astrogeology.usgs.gov/download
/Docs/Workshops/PDSCouncil/Meeting2018/Har
e_GIS4PDS4.pptx. [8] Hare et al., this meeting. [9] 
Federal Geographic Data Committee (2011) 
Preparing for International Metadata, Federal 
Geographic Data Committee, Washington, D.C.; 
http://www.fgdc.gov/. [10] Hare et al. (2011) LPS 
42, #2154. 
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PYHAT 2019 UPDATE: THE PYTHON HYPERSPECTRAL ANALYSIS TOOLS FOR PLANETARY SCI-
ENCE (FORMERLY KNOWN AS PYSAT).  L.R. Gaddis1, J. Laura1, T. Hare1, E. Gault2, A. Paquette2, T. 
Thatcher2. 1U.S. Geological Survey, Astrogeology Science Center, Flagstaff, AZ; 2Northern Arizona University, Flag-
staff, AZ. (lgaddis@usgs.gov). 

 

Introduction: The Python Hyperspectral Analysis 

Tools (PyHAT), formerly called Python Spectral Anal-

ysis Tools (PySAT), was renamed because of a naming 

conflict with the acronym of another Python toolkit. 

Goals of the PyHAT project are to deliver complex pro-

cessing algorithms for creating high-level thematic im-

age products from archived PDS data, to make it simple 

for algorithms to be modified or added, and to free plan-

etary scientists from the need to use expensive or 

closed-source software [1-3]. PyHAT is a software li-

brary designed to enable visualization, thematic image 

derivation, and spectral analysis of planetary spectral 

data in a cross-platform, open-source environment. Py-

HAT development has focused on development of an 

Application Program Interface (API) for orbital and 

ground-based [4] spectrometers. This includes the de-

velopment of Pandas-based functional access to spectral 

data, a library of tools for spectral processing and anal-

ysis (with particular application to NASA’s Moon Min-

eralogy Mapper (M3) and Compact Reconnaissance Im-

aging Spectrometer for Mars (CRISM) datasets) and the 

use of Jupyter notebooks to validate the API and tools 

using planetary hyperspectral data. The API exposed by 

the library supports exploratory spectral data analysis, 

the ability to view and modify algorithms easily, quick 

visualization of plots and results, and saving them in 

common data formats. PyHAT is available on GitHub 

at https://github.com/USGS-Astrogeology/PyHAT. 

Background: Spectral data ingestion, spectral anal-

ysis and product generation are supported by PyHAT 

through the use of functions such as continuum correc-

tion, noise removal, band depth, position and shape 

analysis and derivation of related thematic products. 

The PyHAT library is developed in Python 3.x and in-

tegrated into the Python scientific computing stack. Py-

thon (https://www.python.org/) exemplifies rapid code 

development, an iterative workflow, and source reada-

bility. Use of Python provides a rapid, interactive devel-

opment environment that does not require code compil-

ing. This environment fosters a simple workflow that fa-

cilitates efficient code prototyping and delivery. For ex-

ample, code can be rapidly developed and delivered 

with loose requirement specifications, then refactored 

with input from science users as needed.  

Several Python libraries are used in PyHAT: (1) 

NumPy (Numerical Python) and (2) SciPy (Scientific 

Python), which provide a suite of numerical analysis 

tools, access to the robust LaPack and Blas libraries for  

 

 

linear algebra operations, as well as a range of addi-

tional mathematical functions, (3) Pandas for R style 

dataframe representation and exceptional processing 

performance, (4) GDAL (Geospatial Data Abstraction 

Library) which provides access to over 120 image data 

formats, including PDS3, ISIS2/3, FITS, ENVI, JPEG 

2000, PNG and TIFF [5], (5) Matplotlib for data visu-

alization, and (6) scikit-learn for machine learning and 

multivariate analysis algorithms. Together these librar-

ies form a highly effective processing suite for scientific 

data exploration, visualization, and analysis. These li-

braries, except for GDAL, PySide, and scikit-learn, are 

core components of the Python Scientific computing 

stack and widely available on all platforms. The freely 

available Anaconda Python software distribution 

mechanism simplifies installation of dependencies. 

PyHAT Library: The PyHAT library (Figure 1) is 

a set of modules with a high-level API to support data 

ingestion, exploratory spectral data analysis, the crea-

tion of processing workflows, and the development of 

stand-alone applications. The core data structures of the 

PyHAT library are built around Pandas dataframes for 

three reasons.  First, our extended Pandas data frame ob-

jects support both positional and label-based spectral 

data analysis with user defined precision tolerances. In 

practice, this means that accessing specific wavelengths 

can be done with truncated notation that need not be de-

fined to floating point precision. Second, Pandas na-

tively supports SQL-style queries and a wide array of 

statistical analysis operations without the need for addi-

tional implementation. For example, the computation of 

 

Figure 1: PyHAT library architecture; data struc-

tures at left, analytical functions at right. 
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descriptive statistics for an individual spectrum or re-

gion of interest can be performed natively without the 

need for project developers to write or maintain code.  

Finally, Pandas integrates natively with MatPlotLib, of-

fering off-the-shelf visualizations.   

The PyHAT library provides analytical capabilities 

to perform basic processing tasks across multi- and hy-

per-spectral instruments as well as specific functionality 

designed for M3 and CRISM hyperspectral data (e.g., 

Figure 2).  The M3 thematic product algorithms library 

consists of ~50 algorithms [5] and the CRISM thematic 

product library has ~60 algorithms [6]. We have imple-

mented the M3 and CRISM derived product algorithms 

and they are currently being validated. Additional vali-

dation by members of our team (R. Klima, C. Viviano-

Beck, F. Morgan) is planned for later this year. Note that 

the PyHAT library also supports the analysis of point 

spectrometer data with an emphasis on preprocessing 

and multivariate analysis of Laser-Induced Breakdown 

Spectroscopy (LIBS) spectra [3, 4, 9] in conjunction 

with the PyHAT GUI application.  

Graphical User Interface (GUI): We are currently 

working to develop a GUI within the QGIS application 

to provide a subset of the total PyHAT functionality in 

a user-friendly (non-developer or computational scien-

tist) form. QGIS is an industry-standard, open-source 

Geographic Information System (GIS) with a wide user 

base, planetary data and projection support, a robust de-

velopment community, and works across all modern 

platforms (Macintosh, Windows, Linux, etc.). QGIS 

uses multi-threaded image rendering, allowing us to lev-

erage high performance GUI infrastructure for large 

planetary data products. For example, we leverage the 

built-in QGIS support for Open Geospatial Consortium 

(OGC) existing live mapping layers (see Astrogeology 

WMS Map Layers here: https://astroweb-

maps.wr.usgs.gov/webmapatlas/Layers/maps.html) for 

use as a base image or spatial context for spectral data 

analysis and visualization [10].  Future PyHAT extensi-

bility is supported for use of spectral modeling tools 

such as the Modified Gaussian Method (MGM; [11]), 

the functionality to integrate and compare spectra with 

spectral libraries such as those from the NASA/Brown 

University Reflectance Laboratory (RELAB, [12, 13]; 

see http://www.planetary.brown.edu/relab/), or any 

other spectral data requiring visualization and analysis. 

Conclusion: Prototype versions of both PyHAT 

GUIs are available on GitHub:  The orbital data version 

and the library for spectral extraction, manipulation, and 

visualization  is online (http://github.com/USGS-Astro-

geology/PyHAT) and the version for visualization and 

analysis of LIBS [9] and other point spectral data also is 

available (see https://github.com/USGS-Astrogeol-

ogy/PyHAT_Point_Spectra_GUI). Development and 

implementation of orbital derived product creation is 

underway and will be tested and validated by this re-

search team before release (expected in late 2019). 

References: [1] Gaddis, L. et al. (2017) 48th LPSC, 
abs. #2548. [2] Gaddis et al. (2017) 3rd Planetary Data 
Workshop, abs. #.7060 [3] Anderson, R. et al. (2017) 
AGU Fall Meeting, paper #233006. [4] Anderson, R. et 
al., this volume. [5] Moriarty, D. et al. (2013) JGR-P 
118, 2310-2322. [6] Viviano-Beck, C. et al. (2014) 
JGR-P 119(6), 1403-1431. [7] Sides, S. et al. (2017) 
LPS XLVIII, 48th LPSC, abs. #2739. [8] Mitchell, T. et 
al. (2013) Geospatial Power Tools, 338 p. [9] Anderson 
et al., this meeting [10] Hare, T. et al. (2007) LPS 
XXXVII, abs. #2364. [11] Sunshine, J. et al. (1990) JGR 
95, 6955-6966. [12] Pieters, C. and Hiroi, T. (2004) LPS 
XXXV, abs. #1720. [13] Milliken, R. et al. (2016) LPS 
XLVII, abs. #2058. 

 

 

Figure 2: Python notebook example of M3 algorithms and color display of band depth image at 620 nm. 
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TouchMoon: A 3D Multi-touch Virtual Moon Application.  X. Y. GAO1,2,W. ZUO1,2,J.J.LIU1,2,X. REN1,2,Z.B. 

Zhang1,2, and X. G. ZENG1,2, 1Key Laboratory of Lunar and Deep Space Exploration, National Astronomical Ob-

servatories, Chinese Academy of Sciences, Beijing 100012,China. ,2National Astronomical Observatories, Chinese 

Academy of Sciences, Beijing 100012,China.(gaoxy@nao.cas.cn, zuowei@nao.cas.cn, liujj@nao.cas.cn, 

renx@nao.cas.cn, zhangzb@nao.cas.cn, and zengxg@nao.cas.cn) 

 

 

Introduction: With lunar exploration activities car-

ried by Chang'E-1, Chang'E-2, Chang'E-3 and 

Chang'E-4 lunar probe, a large amount of lunar data 

has been obtained, including topographical and image 

data covering the whole moon, as well as the panoram-

ic image data of the landing point of Chang'E-3 and 

Chang'E-4. It is necessitated to build virtual moon 

based on those lunar exploration data which will help 

scholars to carry out research on lunar topography, 

assist the further exploration of lunar science, and the 

most important implement is for the facilitation of lu-

nar science outreach to the public. So the 3D Multi-

touch Virtual Moon Application TouchMoon is pre-

sented here. The software is able to display simultane-

ously massive raster data and terrain data obtained by 

Chang’E-2 satellite, panoramic image data obtained by 

Chang'E-3 and Chang'E-4, 3D models such like rover 

and lander model, as well as lunar names. The software 

embedded tens of animations which introduce moon 

typical topography with voice to increase user’s inter-

est. The application runs on touch screen devices such 

as tablets, so it is easy to use for everyone. 3D engine 

of TouchMoon is based on open source libraries, such 

as OpenSceneGraph, osgEarth., while the HMI based 

on QT. Now TouchMoon as an exhibit in China’s sci-

ence Museum plays an important role in moon science 

outreach to the general public. 

Software Architecture:The software is principally 

developed in C++. The OpenSceneGraph SDK is the 

core of TouchMoon. The main GIS features are han-

dled with the osgEarth library while the HMI widgets 

are managed with Qt. 

 
Fig. 1 TouchMoon software Architecture 

Summary: Now TouchMoon constructed in this pa-

per has been an exhibit in China’s science Museum and 

plays an important role in moon science outreach to the 

Chinese general public. 

 
Fig. 2 TouchMoon as an exhibit in science Museum 

References:  

[1]A. Sarthou, S. Mas et al. The International Ar-

chives of the Photogrammetry, Remote Sensing and 

Spatial Information Sciences, Volume XL-3/W3, 2015  
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CONVERTING DATA FORMATS FROM PDS3 TO PDS4 WITH THE PDS GENERATE 
TOOL.  P. E. Geissler1 U.S. Geological Survey, 2255 N. Gemini Drive, Flagstaff, AZ, USA 
(pgeissler@usgs.gov). 

 
 
Introduction:  Since 2011, NASA has re-

quired that new data submitted to the Plane-
tary Data System (PDS) for inclusion in their 
archive be in the modern PDS4 format [1-3]. 
This has necessitated both migration of data 
formatted in the older PDS3 format and estab-
lishment of new methods and tools for creat-
ing data archives that are fully compliant with 
PDS4 formats [4-6]. The PDS provides a 
number of tools to support users in creating 
and working with archived data in PDS4 for-
mats (see https://pds.nasa.gov/tools/about/). A 
first-order need is to convert data formats 
from PDS3 to PDS4; the PDS Generate Tool 
supports this task 
(https://pds.nasa.gov/tools/about/generate/).  

 
Here we provide a step-by-step guide to 

automatically generating PDS4 labels from a 
valid PDS3 archive for users working on a 
linux operating system. First, you must create 
a valid PDS4 prototype label in XML with all 
the information and metadata you wish to 
preserve for a data product. These are de-
scribed in the PDS Data Providers Handbook 
[4], and examples of valid PDS4 data organi-
zation, products and labels are provided (see 
https://pds.nasa.gov/datastandards/documents
/examples/). Second, you must convert the 
prototype label to a label template by replac-
ing the specific information with Apache Ve-
locity (https://velocity.apache.org/) variables 
or expressions. Finally, you must run the 
Generate Tool together with the label tem-
plate for batch conversion from PDS3 to 
PDS4. These three steps are detailed below.  

 
Building a Prototype PDS4 Label:  To 

begin with, you need a valid PDS4 label that 
contains all the information that you wish to 
preserve from the original PDS3 label. A 

good place to start is with the PDS Transform 
Tool (linux commands are shown in green): 

setenv JAVA_HOME /usr/ 

transform-1.6.0/bin/transform     

MYPRODUCT.LBL -f pds4-label 

This will create a valid PDS4 label that is 
not quite complete, so you will need to add 
any missing information manually using ex-
ample PDS4 labels for similar products. 
Don’t forget to reference all the schematrons 
(rules and definitions) used in your label to be 
certain that your additions are valid. For ex-
ample, if you add map projection information 
you must reference PDS4_CART_1900.sch 
and PDS4_CART_1900.xsd at the start of 
your PDS4 prototype label. 

Make sure that your label is valid, using 
the PDS Validate Tool or the Oxygen XML 
Editor (with appropriate references to the 
schematron, etc.), and make sure that your 
product displays correctly in the PDS4 View-
er 
(http://sbndev.astro.umd.edu/wiki/PDS4_Vie
wer). Then you are ready for the next step. 

 
Turning Your Prototype Label Into a 

Label Template:  Next, you must replace the 
specific information in your label with 
Apache Velocity variables and expressions to 
create a template for the rest of your PDS3 
products. For example, if your prototype label 
has the following line: 

<start_date_time>2009-11-

03T06:31:57.934Z</start_date_time> 

you must replace it with: 
<start_date_time>$label.START_TIME</start

_date_time> 

 
You can use Apache Velocity variables 

and expressions to fill out the text of your la-
bel, for example: 

#set($suffix =".IMG") 
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<local_identifier_reference> 

$label.PRODUCT_ID$suffix</local_identifier 

_reference> 

uses the variable $suffix to append “.IMG” to 
the PRODUCT_ID. You can also use Apache 
Velocity expressions to calculate numbers 
needed by your label, such as: 

<cart:pixel_resolution_x 

unit="m/pixel">$math.mul($label.UNCOMPRESS

ED_FILE.IMAGE_MAP_PROJECTION.MAP_SC

ALE , 1000.0)</cart:pixel_resolution_x> 

to convert from km/pixel to m/pixel. 
Test your template by using it to recreate 

your original label: 
generate-0.15.0/bin/generate -p 

MYPRODUCT.LBL -t mytemplate.vm 

 
Using the Generate Tool for Batch Con-

version: When your template is complete, 
you can use it to convert the PDS3 labels for 
all similar products to PDS4. Below is an el-
ementary python script for automatically con-
verting PDS3 labels for products named 
BIBQ*LBL: 
#!/usr/bin/env python 

import os, fnmatch, shutil, time, hashlib, datetime 

directory = 

"/scratch/pgeissler/test_Cassini_RADAR_PDS4/" 

template = "BIBQ_template.vm" 

filePattern = "BIBQ*LBL" 

 

for path, dirs, files in 

os.walk(os.path.abspath(directory)): 

        for filename in fnmatch.filter(files, filePat-

tern): 

            filepath = os.path.join(path, filename) 

            filename_root = filename.split(".") [0] 

            labelname = filename_root.lower()+".xml" 

            pds3labelname = filename_root+".LBL" 

            labelpath = os.path.join(path, labelname) 

            print labelpath 

            print (filepath) 

            print filename 
command = "generate-0.15.0/bin/generate -p 

"+filepath+" -t "+template 

            print command 

            os.system(command) 
 
Conclusion: Most of the effort in convert-

ing from PDS3 to PDS4 is in building a pro-

totype PDS4 label. Fortunately, many exam-
ples of valid PDS4 labels are now available; 
if you don’t find an appropriate one, consult 
the appropriate PDS node. Use of the PDS 
Generate Tool simplifies the process down-
stream. 

 
References: [1] Crichton et al. (2011) 

EPSC Abstracts, 6, #1733. [2] Beebe et al. 
(2010) AAS-DPS meeting #42, id.37.02; Bul-
letin of the American Astronomical Society, 
Vol. 42, p.967. [3] Hughes et al. (2018) Plan-
etary & Space Science 150, pp. 43-49. [4] 
The PDS4 Data Provider’s Handbook,  
https://pds.nasa.gov/datastandards/documents
/dph/current/PDS4_DataProvidersHandbook_
1.11.0.pdf). [5] Planetary Data System Stand-
ards Reference, 1.9.0 
(https://pds.nasa.gov/pds4/doc/sr/current/). 
[6] Gaddis and Hare, this meeting. 
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UPDATED KAGUYA EXTENDED MISSION ORBIT PRODUCT FOR IMPROVING THE GEOMETRY 
OF THE EXTENDED MISSION DATA.  Sander Goossens1,2, Erwan Mazarico2, Lisa Gaddis3, Yoshiaki Ishihara4. 
1Center for Research and Exploration in Space Science and Technology, University of Maryland Baltimore County, 
Baltimore MD, USA (email: sander.j.goossens@nasa.gov); 2NASA GSFC, Code 698, Greenbelt MD, USA; 3U.S. Ge-
ological Survey, Astrogeology Science Center, Flagstaff, AZ, USA; 4National  Institute  for  Environmental  Studies, 
Tsukuba, Japan.  

 
Introduction: The Japan Aerospace Exploration 
Agency’s (JAXA) SELenological and ENgineering Ex-
plorer (SELENE), or “Kaguya”, mission was the first of 
several late 2000’s missions that marked a return to the 
exploration of the Moon and it achieved many firsts. It 
was launched in September 2007 and consisted of 3 
spacecraft: a main satellite and two sub-satellites. Ka-
guya carried a total of 11 science instruments, aug-
mented by a radio science experiment and a high-defi-
nition camera for public outreach [1]. Kaguya data are 
of fundamental importance and are highly complemen-
tary to data acquired by several earlier and later instru-
ments, including the Apollo Metric and Panoramic 
Cameras, Moon Mineralogy Mapper (M3), and LRO’s 
Wide and Narrow Angle Cameras (WAC and NAC). 

Kaguya’s primary mission (PM) lasted from Octo-
ber 20, 2007 until October 31, 2008, and the extended 
mission (XM) lasted from November 1, 2008 until the 
controlled impact of the main satellite on the lunar sur-
face on June 10, 2009 [1]. Kaguya’s average altitude 
was 100 km during the PM and it was lowered to 50 km 
during the XM, with some periods having an even lower 
altitude. As a consequence, Kaguya science products us-
ing XM data have an increased spatial resolution. How-
ever, the geodetic position quality of these products is 
much worse than that of those acquired during the PM: 
radio tracking of Kaguya (necessary for determining the 
spacecraft's orbit precisely) was reduced after the PM, 
and the loss of momentum wheels resulted in frequent 
thrusting to maintain attitude, which further degraded 
the orbit determination accuracy. As a result, the de-
graded orbit quality during XM (at a level of several km 
compared to 10-30 m during PM [2,3]) severely limits 
the scientific value of these high-resolution data. 

Here, we have redetermined the XM orbits for the 
main satellite by using improved gravity field models of 
the Moon, derived from data of the Gravity Recovery 
and Interior Laboratory (GRAIL) mission [4], and by 
using improved knowledge of the lunar topography 
from laser altimeter data of the Lunar Orbiter Laser Al-
timeter (LOLA) onboard the Lunar Reconnaissance Or-
biter (LRO) [5]. Through the analysis of orbit overlaps, 
we estimate the precision of our new orbits to be at the 
level of several tens of meters or better. 

Methods: Currently archived orbits for the Kaguya 
XM were determined with pre-GRAIL gravity field 
models [2]. We use recent GRAIL gravity field models 

[6] in our reanalysis of the Kaguya tracking data. These 
models improve the orbit quality significantly, as was 
demonstrated with LRO, where it was shown that orbit 
reconstruction quality did not deteriorate despite the 
loss of tracking data [7]. In Figure 1 we show how sys-
tematic features disappear from tracking data residuals 
when using a GRAIL model, indicating a better model-
ing of the forces acting on the spacecraft.  

 

 
Figure 1 Doppler residuals for low-altitude Kaguya data. Us-
ing a GRAIL gravity model reduces the systematic effects sig-
nificantly. 

In addition to using GRAIL models, we use a new 
and unique altimetric measurement type in the orbit de-
termination process. We can exploit Kaguya Laser Al-
timeter (LALT) data as a direct geodetic tracking meas-
urement to adjust the orbit so that the LALT topography 
profiles fit the high-accuracy LOLA topography base-
map. As a result, the Kaguya orbit will be geodetically 
accurate and directly tied to the LOLA/LRO frame.  We 
use an accurate basemap from a combination of Kaguya 
Terrain Camera (TC) and LOLA data [8], and we can 
directly use LALT tracks and minimize the discrepan-
cies with LOLA topography. This improves the cover-
age of the tracking and the orbit quality itself [7]. 

Results: We have analyzed the Kaguya XM data us-
ing a GRAIL model and including the direct altimetry 
measurement type. We processed the data in continuous 
times of span (called arcs) of on average one day. We 
weighted the Doppler data at 1 mm/s, and we varied the 
altimetry data weights between 10 m and 20 m. In order 
to assess the precision of the new orbits, we performed 
an orbit overlap analysis. We recast our arcs with a 
twelve-hour offset from our original arcs, so that each 
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original arc has an overlap in time of 12 hours with these 
new arcs. We determine the orbits for this new set of  
arcs, and we then compute the orbit differences between 
the two sets during overlapping times. These differences 
are indicative of the precision of the orbit. Such an over-
lap analysis is often used in precise orbit determination 
to assess orbit precision. In Figure 2 we show overlaps 
for the archived orbits (labeled “pre-GRAIL”), for or-
bits that use a GRAIL model and Doppler data (labeled 
“GRAIL”), and for the orbit using both the GRAIL 
model and the additional altimetry data. Altimetry data 
were consistently available from February 13, 2009, un-
til the end of the mission, and Figure 2 shows that the 
orbit overlaps are greatly improved during this period. 
We can now achieve orbit overlaps of ~20 m whereas 
previously  they were at the kilometer level. The use of 
a GRAIL model also improves the orbits before this pe-
riod, but the lack of tracking data and the constant 
thrustering onboard the spacecraft limit the improve-
ments that can be achieved. 

 
Figure 2 Orbit overlap results for runs with various gravity 
models and data sets. The combination of GRAIL models and 
altimetry data greatly improve the orbit precision. 

 
To illustrate the impact of these updated orbits, we 

derived lunar topography from LALT, using the previ-
ous, archived orbits, or the new orbits. We show maps 
in stereographic projection for the south pole in Figure 
3. The new orbits greatly improve the derived topogra-
phy, as there are no artifacts due to track geolocation 
errors.  

We will archive our updated orbits for public use. 
Finally, we will use these orbits to create a pilot mosaic 
(~10°x10° in size) from Kaguya TC data for the Hadley 
Rille region [9]. This geodetically controlled mosaic 
will serve as validation of our methods, and as a starting 
point to possibly recalibrate and restore the entire Ka-
guya XM data set.  

 
 

 

 
Figure 3 Lunar topography in polar stereographic projection 
covering 77˚S-90˚S, using the archived orbits (top) and the 
new orbits (bottom). With the new orbits, there are no artifacts 
due to geolocation errors as there are with the old orbits. 

References: [1] Kato, M. et al. (2010), Space Sci. Rev., 
doi:10.1007/s11214-010-9678-3. [2] Goossens, S. et al. 
(2009), Proc. JAXA Astrodyn., Sagamihara, Japan, pp. 
247-256. [3] Goossens, S. et al. (2010), J. Geod., 
doi:10.1007/s00190- 011-0446-2. [4] Zuber,    M.T. et 
al. (2012) Science doi: 10.1126/ science.1231507. [5] 
Smith, D.E. et al. (2017), Icarus, doi:10.1016/j.ica-
rus.2016.06.006 [6] Goossens, S. et al. (2016), LPSC 
XLVII, abstract 1484. [7] Mazarico, E. et al., (2017), 
Planet. Sp. Sci., doi:10.1016/j.pss.2017.10. 004. [8] 
Barker, M. et al. (2016), Icarus, doi:10.1016/j.ica-
rus.2015.07.039. [9] Gaddis et al., this meeting. 
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MAPPING PLANETARY DATA BETWEEN DIFFERENT SHAPE MODELS OF AN IR-

REGULAR BODY. B. Grieger, ESAC, Camino Bajo del Castillo s/n, Urb. Villafrana del Castillo,

E-28692 Villanueva de la Cañada, Madrid, Spain (bgrieger�siops.esa.int).

Introdution: Standard global map proje-

tions annot display the omplete surfae of a highly

irregular body suh as the Rosetta target omet

67P/Churyumov-Gerasimenko (67P for short) be-

ause di�erent points on the surfae an have the

same longitude and latitude. The Quinunial

Adaptive Closed Kohonen (QuACK) map [1℄, how-

ever, allows to display the omplete omet. The

map projetion is de�ned by a speial shape model

(the QuACK shape model), see Fig. 1 that an be

unfolded into a retangular grid, see Fig. 2. In or-

der to display data in the map, it has to be de�ned

on this shape model.

Figure 1: QuACK shape model. It onsists of

401×201 grid points. The olor enodes (just as ex-

ample data) the distane of the surfae point from

the omet enter.

Ideally, a data produer would projet his data

� e. g., imagery � diretly onto the QuACK shape

model. However, the QuACK shape model does not

�t all purposes, beause it is � for omputational

but also oneptual reasons� of relative low resolu-

tion, i. e., 80 000 plates, while state of the art shape

models of 67P an have 12 million plates. Some

Rosetta instrument teams have provided their data

to ESA's Planetary Siene Arhive (PSA) with per

pixel geometry information that stems from proje-

tion the data on suh a high resolution shape model.

To enable PSA tools to display the data on the

QuACK map, either the instrument teams need to

redo their projetion with the QuACK shape model

or we need means to map data de�ned on the sur-

fae of one shape model to the surfae of another

shape model. Herein, we present suh a mapping.

Figure 2: Unfolded QuACKmap in quinunial lay-

out. The 401× 201 data points are the same as in

Fig. 1. Latitudes are depited in blak and lon-

gitudes in magenta. The low (bluish) diagonally

running area is the nek, upper right is the head,

and lower left is the body of the duk-like shape of

67P.

De�nition of the nearest surfae point:

The de�nition of the surfae point to whih we want

to map a non-surfae point is per se straight for-

ward: A non-surfae point shall be mapped to the

nearest point on the surfae. However, there are a

few subtleties involved.

The ambiguities in relating a non-surfae point

to the surfae are illustrated in Fig. 3. We onsider

only a one-dimensional example, thus the shape is

de�ned by a traverse, while a real shape model is

de�ned by plates. Even in this simple example, we

an see that the apparently straight forward de�-

nition �Pik the nearest surfae point� an lead to

di�erent non-surfae points being mapped to the

same surfae point and multiple solutions for the

nearest surfae point to a given non-surfae point.

The former is aused by the non-di�erentiable ap-
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proximation of the surfae, but the latter ould also

our for a smooth surfae if the distane of the non-

surfae point is larger than the radius of urvature.
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Figure 3: Illustration of the ambiguities in relating

non-surfae points to the surfae.

When mapping high resolution data like images

onto the shape, we would like to avoid distortions

that ould, as illustrated in Fig. 3, even lead to

the omission of data. Therefore, we preompute

the normals at the verties of the shape model (as

mean of the normals of adjaent plates) and de�ne

the nearest surfae point as the one at whih the lo-

al normal points exatly to the non-surfae point,

where the loal normal is omputed by bilinear in-

terpolation from the (preomputed) normal at the

orners of the plate. This de�nes the nearest sur-

fae point in a robust and unique way as long as the

non-surfae point is not too far from the surfae.

E�iently �nding the nearest surfae

point: Apart from an appropriate de�nition of the

optimal surfae point, we need means to �nd it. It

is omputational prohibitive to searh through all

plates of a shape model for eah non-surfae point.

Shape models may have millions of plates, and even

the relatively low resolution QuACK shape model

has 80 000. The non-surfae points we want to map

ould even ount many millions, thus the nested

loops would have to hek trillions of distanes.

If we assume that we have already an approxi-

mate surfae point for a non-surfae point to map

to, we an �nd the optimal solution by a relatively

simple iterative proedure. We ompute the loal

normal at the surfae point (by bilinear interpola-

tion between the orners of its plate) and onsider a

ray from the non-surfae point in the inverse dire-

tion of the normal. The intersetion of the ray with

the surfae is the updated surfae point. If the sur-

fae is not too irregular (on the sale of the distane

between the initial approximate surfae point and

the optimal surfae point), repeated appliation of

this proedure � possibly involving a damping fa-

tor � should quikly onverge to the optimal point.

How an we get the initial approximate sur-

fae point? We preompute on a regular three-

dimensional grid initial ray diretions. For any

non-surfae point, we an then obtain an initial ray

diretion by trilinear interpolation in the grid ell

where the point resides. Following this ray dire-

tion from the non-surfae point gives the �rst ap-

proximate surfae point. The initial ray diretions

at the grid points are omputed as weighted sums

of all inverted plate normals, eah weighted with a

negative power of the distane between grid point

and plate enter. We ould also use the normals at

the verties (whih we need to preompute anyway)

instead of plate enters. The preomputation of the

initial ray diretions an be very omputation time

onsuming, but it needs only to be done one.

Conlusions: The mapping of planetary data

between di�erent shape models an be useful for

several purposes. We are here mainly aiming at

data whih has been provided to the PSA by the

Rosetta instrument teams projeted on a high res-

olution shape model. This data has to be mapped

to the QuACK shape model in order to display it

in a omplete global map of the omet 67P. A sub-

routine implementing the desribed mapping of a

non-surfae point to the surfae of the shape model

will be added to other subroutines failitating the

QuACK map projetion whih are already available

at GitHub:

https://github.om/esaSPICEservie/QuACK

Referenes: Grieger, B. (2019) A&A, a-

epted.
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AN APPROACH TOWARDS SUPPORTING SEAMLESS SEARCH ACROSS PDS3 AND PDS4 
METADATA.  K. Grimes1, A. Waldron1, R. Verma1, C. DeCesare1, P. Ramirez1, J. Padams1, S. Hardman1, M. Ca-
yanan1, 1Jet Propulsion Laboratory, California Institute of Technology, Pasadena, CA. (Kevin.M.Grimes@jpl.nasa.gov) 
 

 
Introduction:  The Planetary Data Systems (PDS) 

Cartography and Imaging Sciences Node’s (IMG) ar-
chives retain hundreds of terabytes of planetary im-
agery, complete with metadata formatted according to 
the PDS3 data standard. As a consequence of the homo-
geneity of the archive, the tooling used by IMG to store, 
process, and search this data has become increasingly 
dependent on the simple key-value structure defined by 
PDS3. 

With missions such as InSight and Mars 2020 pre-
paring to deliver data adhering to the new, XML-based 
PDS4 standard, IMG’s archive is expected to become 
much more diverse; in anticipation of this change, IMG 
has been able to extend the Image Atlas–a web-based 
tool that enables user search by PDS label values–to 
support searches across both PDS3- and PDS4-
formatted metadata, while minimizing risk of human er-
ror by automating the majority of the processes. 

Cross-Standard Search: Existing Image Atlas 
functionality allows users to search by hundreds of dif-
ferent PDS3 keywords across over a dozen planetary 
missions. Label metadata is stored and organized in an 
Apache Solr index in such a way that search is quick, 
accurate, and simple. 

To enable this search, the current PDS3 data inges-
tion model requires several hours of pre-processing to 
take place, including 1 to 5 hours of manual effort per 
release, depending on the complexity of the process. Be-
cause of the human component, the processes are prone 
to error: a simple typo can impede the data ingestion 
workflow and consequently delay the release of the 
data. 

The advances made in Image Atlas functionality 
presented here are twofold: first, the data ingestion 
model massages the label metadata in such a way that 
cross-standard searches may be done; second, the man-
ual component of the data ingestion is eliminated using 
modern DevOps methodologies and technologies, in-
cluding Docker, Ansible , and XL Release. 

Updated Data Ingestion Model: Apache Solr is the 
search platform that powers the Image Atlas. It creates 
an index from a data source and a schema, which may 
then be searched. 

Pre-PDS4, IMG maintained a suite of mission-spe-
cific metadata extraction scripts. These scripts would 
loop through PDS3-compliant image labels, extracting 
information as it found it. This metadata would then be 
stored in a MySQL database, where it would wait to be 
indexed by Apache Solr. Once indexed, the databases 

would not be touched again. While functional, these 
scripts were prone to break; additionally, every time a 
new mission delivered data to IMG, a new set of inges-
tion scripts would need to be developed. Finally, IMG 
stored the label metadata in a total of three locations: in 
the Solr index, in the MySQL database, and in the labels 
themselves. 

Metadata extraction: Rather than continue to de-
velop ad hoc scripts for metadata extraction, the team 
the has chosen to leverage PDS Engineering Node 
(ENG) tools going forward; namely, Harvest-Search 
and Search Service. Where before new scripts would 
need to be written to parse out label information, the 
Harvest-Search tool works nearly out-of-the-box on any 
data set that conforms to the PDS4 XML schema. 

In order for the Harvest-Search tool to extract all 
metadata properly from the PDS4 labels, its configura-
tion file must have within it a list of PDS4 XPaths and 
“slot names”, which are easy-to-understand common 
names that describe the data being extracted. Another 
IMG effort, the Label Mapping Tool (LMT), has the 
ability to store and provide mappings between slot 
names and XPaths; therefore, the team is able to gener-
ate Harvest-Search configuration files programmati-
cally. 

Once Harvest-Search is run, it ingests the PDS4 la-
bel metadata into an intermediary Solr index. At this 
stage, the PDS4 data is fully searchable; however, to en-
able searching across both PDS3 and PDS4 data, addi-
tional steps were required. 

Programmatic schema updates: In addition to the 
PDS4 index, two more indexes are created: one for 
PDS3 data, and one “parent” index that links the other 
two together. The PDS3 index is similar to the PDS4 
one: it stores metadata extracted from labels (albeit via 
ad hoc scripts). The parent index, however, does not 
store any unique data; instead, it is nearly wholly com-
prised of Solr copyFields. 

These special fields exist to have other fields’ data 
dynamically copied into it, effectively allowing multi-
ple fields to be searched via a single field. An example 
is included in Figure 1. 

As with the Harvest-Search configuration file, the 
schemas defining the PDS3 and parent indexes are up-
dated programmatically using the LMT and the Solr 
schema API. One schema updates are done, the data is 
indexed and stored in the respective indexes, and is 
ready to be searched by the end user. 
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Increased Process Automa-
tion: The majority of the steps re-
quired of the PDS3 data processing 
procedure must be completed man-
ually and in a predefined order. Ad-
ditionally, the steps can be quite 
complicated, requiring in some 
cases the operations lead to manu-
ally correct errors in the MySQL da-
tabase. With the added complexity 
of PDS4, and the availability of a 
plethora of tooling, IMG engaged in an effort to upgrade 
its procedures to be as automated and risk-averse as pos-
sible. 

Isolated runs with Docker: When data releases are 
done, they typically use a handful of shared resources, 
such as databases, Python installations, and the like. 
While there is no fundamental issue with this approach, 
using unique copies of tools on a per-release basis has 
several advantages: errors are isolated from previous 
runs, runs are easy to reproduce, and deployment is en-
vironment-agnostic. 

Because of these advantages, IMG decided to run 
nearly every action within its own Docker container. 
Should any given action fail, the release is immediately 
halted and any artifacts that were being used by it are 
dumped to a separate area on disk for debugging. De-
velopers may then spin up copies of the action that 
failed on their local machines using the same initial con-
ditions, and once they are confident the issue is re-
solved, resume the operations pipeline. 

Configuration management with Ansible: Ansible is 
an open-source tool developed and maintained by 
Redhat that makes configuration management easy. Us-
ers can define a sequence of tasks to be executed on any 
number of machines simultaneously.  

Currently, IMG uses Ansible to copy build resources 
onto the build server from a centralized location, and to 
trigger the actual build. The majority of the effort done 
is building Docker images and running initialization 
scripts on them; however, Ansible is capable of much 
more complex tasks. 

Hands-off releases with XL Release: Many aspects 
of the data processing procedure do not require much 
human interaction. As such, it is a great candidate for 
process automation tools such as XL Release. 

XL Release is an enterprise solution that automates 
the tedious and mundane portions of release procedures. 
Users define templates that outline the various actions 
that need to be taken, such as: running a shell script, in-
voking an Ansible play, creating a Github pull request, 
sending an e-mail, and kicking off a Jenkins job. All of 
these tasks can be invoked manually; however, they typ-
ically require several steps and users may accidentally 

provide invalid information. Additionally, there may be 
several hours between steps, and so the pipeline would 
be blocked until the next time a human has the time to 
kick off the next step. 

XL Release allows users to schedule releases to go 
off at a given date and time, and will run as many of the 
above tasks as it can without needing input from a mem-
ber of the operations team. It also keeps the team up-
dated with e-mail notifications, so they can be quick to 
debug any issues that may arise with the release. 

Conclusions and Further Work: By leveraging 
PDS Engineering Node tooling, open-source products, 
and some enterprise solutions, IMG has been able to 
modernize the data processing component of its release 
pipeline. 

Some of the many areas the IMG team is investigat-
ing are as follows: 

 
• Using the Search Service as the Image Atlas’s 

primary search platform, 
• Performing metadata extraction via Harvest-

Search in AWS [19] with PDS Engineering 
Node’s upcoming cloud-based extractor AMPe, 

• Remove software build processes from release 
procedure into standalone, regular Jenkins job, 

• Build and deploy software in IMG container 
cloud 

 

Figure 2: Partial screenshot of PDS4 data ingestion 
template in XL Release. 

Figure 1: The common name target_name points to its PDS3 keyword and 
PDS4 XPath equivalents. 
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BROWSING THE PDS IMAGE ARCHIVE WITH THE IMAGING ATLAS AND APACHE SOLR.  K. M. 
Grimes II1, J. H. Padams1, A. Stanboli1, and K. L. Wagstaff1.  1Jet Propulsion Laboratory, California Institute of 
Technology. {first}.{mi}.{last}@jpl.nasa.gov. 

 
 
Introduction: The PDS Imaging Node [1] is home 

to tens of millions of images, nearly 30 million have rich 
metadata associated with them in the form of PDS la-
bels. Naturally, this metadata varies from image to im-
age, but examples of what it may contain include the 
following: when it was taken, what spacecraft and in-
strument took it, and the physical location of the space-
craft when it took the image. This information is stored 
in the image’s label as key-value pairs. 

A pressing need of scientists is to locate images with 
similar characteristics. For some characteristics, such as 
mission name, locating these images by hand may be a 
trivial process; however, for multi-mission characteris-
tics such as product type and spacecraft clock, locating 
images with similar characteristics becomes much more 
difficult to do by hand. Complicated requests such as 
“show me all images taken in 2001 with wheels in 
them” approach impossibility. With the assistance of 
big data tools, however, such queries may be made. 

In order to allow users to search the archive by any 
available characteristic, the Imaging Node leverages 
Apache Solr (“Solr”) [2], an open-source indexing plat-
form built upon another Apache product, Lucene [3]. 
The PDS Imaging Atlas (“the Atlas”) [4] provides an 
interactive interface to Solr and allows users to easily 
and intuitively navigate the archive. Content-based 
search is enabled via a two-part process: first, a convo-
lutional neural network identifies features in images; 
next, these features are indexed by Solr so that they can 
be searched by the Atlas.  

Apache Solr:  In order to effectively index PDS-
compliant images, the Imaging Node creates a collec-
tion and defines fields within a schema. Each field in the 
schema corresponds to a key in the image’s label. 

Solr provides support for several different types of 
fields out-of-the-box, including strings, multi-values 
(arrays), and floats. Custom field types may also be cre-
ated. 

Figure 1: The PDS Imaging Atlas. 
https://pds-imaging.jpl.nasa.gov/search 
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Once the schema has been defined, the main index-
ing procedure may begin. After some time, the indexing 
is completed, and the collection is ready to be searched. 

Solr Search. One images have been indexed, clients 
may query for them by any of the fields that they de-
clared in the schema. For example, if a user desires to 
search for all images that were taken by the Cassini 
spacecraft and are EDRs, they could make a query to 
Solr like the following: 

Suppose that we want to make a content-based search, 
for example, of all images taken by the Mars Science 
Laboratory rover from spacecraft clock counts greater 
than or equal to 397,000,000 that contain wheels. To do 
so, we could make the following query to Solr: 

Solr supports more complicated queries, including 
nested conditionals and negations.  

Browsing the Archive: Because Solr’s query syn-
tax can be a bit daunting to users, PDS Imaging Node 
provides the Atlas as a frontend service to Solr. The At-
las is an interactive interface that allows users to make 
queries to Solr and interact with the images it returns in 
an  intuitive way. 

Facet tabs. Users are able to refine their search by 
clicking on one of the various facet constraints found in 
the left hand side view of the Atlas. The available facets 
to choose from include Mission, Spacecraft, Instrument, 
and Product Type. When users select a given constraint, 
a query is made to Solr for documents matching what 
the user click on. 

For example, if the user clicked on the “Cassini” 
constraint under the “Mission” facet tab and then pro-
ceeded to click on the “RDR” constraint under the 
“Product Type” facet tab, a query similar to Query 1 
above is made to Solr, and matching images are dis-
played to the user. 

Search box. In addition to refining searches using 
the facet tabs on the left, users may also enter their own 
custom queries in the search box at the top of the Atlas. 

For example, both Query 1 and Query 2 could be 
entered into the search box directly and Solr would re-

turn matching documents. This functionality is espe-
cially useful in cases where users want to search for con-
straints on facets that do not have their own facet tab.  

MRO HiRISE Overlays. In collaboration with ma-
chine learning teams at Jet Propulsion Laboratory [5], 
the Atlas allows users to not only search for images by 
the features they contain but also to identify these fea-
tures with bounding boxes on the image. 

For example, if a user selects an image taken by the 
HiRISE instrument that has contains features such as 
dunes or craters, an overlay will be displayed on top of 
the image indicating where these dunes and craters are. 
An illustration of this functionality can be found in Fig-
ure 2. 

References: [1] Planetary Data Systems Imaging 
Node: https://pds-imaging.jpl.nasa.gov. [2] Apache 
Solr: https://lucene.apache.org/solr. [3] Apache Lucene: 
https://lucene.apache.org. [4] PDS Imaging Atlas: 
https://pds-imaging.jpl.nasa.gov/search. [5] Jet Propul-
sion Laboratory: https://jpl.nasa.gov.  

 

MISSION:CASSINI AND PRODUCT_TYPE:EDR 
Query 1: Request for all EDR products produced by 

the Cassini spacecraft. 

MISSION: "mars science laboratory" AND 
SPACECRAFT_CLOCK_START_COUNT:[39700000

0 TO *] AND MSL_IMAGE_CLASS:wheel 
Query 2: Request for products produced by the MSL lander 

after spacecraft clock count 397,000,000 that contain wheels 
in them. 

Figure 2: Feature recognition of Martian landscape in the 
PDS Imaging Atlas. 
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THE ANNEX OF THE PDS CARTOGRAPHY AND IMAGING SCIENCES NODE: A 2019 

UPDATE.  T.M. Hare, L.R. Gaddis, M. Hartke, A. Sunda, D.P. Mayer, M. Bailen. USGS 

Astrogeology Science Center, Flagstaff, AZ 86001 (thare@usgs.gov) 

 
Introduction: The Cartography and Imaging 

Sciences Node (“Imaging” or IMG) of the NASA 

Planetary Data System (PDS) archives and delivers 

large digital image collections from planetary 

missions (see https://pds-imaging.jpl.nasa.gov/). 

Included among these collections are nearly 1200 

TB of digital image archives, ancillary data 

(calibration files and software, geometric data, 

etc.), software, tutorials and tools. 

While the great majority of archived products are 

delivered to IMG by data providers on planetary 

mission instrument teams, smaller research 

products from individual NASA-funded 

investigators are now required to be archived at 

PDS or PDS-equivalent sites. This effort 

represents a significant increase in the variety and 

complexity of data holdings for IMG. The Annex 

(https://astrogeology.usgs.gov/pds/annex) is a 

facility hosted at the U.S. Geological Survey’s 

Astrogeology Science Center and developed by 

IMG to support scientists who use PDS data to 

create derived geospatial products that can be 

registered to a solid planetary body [1-3]. 

Examples of geospatial derived products are 

cartographic and thematic maps of the planets and 

their moons, local and regional geologic maps and 

feature databases, derived topography, etc. Many 

such products are developed through data analysis 

programs, often many years after active missions 

(and their accumulating archives) have ended.  

Since 2016, the Annex has been considered a PDS-

equivalent site for hosting such data products. 

Architecture:  The Annex service is currently built 

on an online data catalog at USGS Astrogeology 

Science Center called Astropedia [4]. Astropedia 

was created to provide a method to catalog and 

serve the decades of images, mosaics and other 

derived data products created by Astrogeology 

scientists and cartographers. Detailed metadata, 

including documentation, links to source data, and 

publications are included for each product served. 

Many of these products were derived from data in 

PDS archives and are in the form of global digital 

image mosaics, cartographic maps, landing site 

elevation maps [5, 6], feature data products (i.e., 

craters [7]) and various Geographic Information 

System (GIS) projects and layers. 

The metadata standard used for Astropedia 

was created by the U.S. Federal Geographic Data 

Committee (FGDC) with small modifications to 

better support planetary data [8, 9]. These same 

standards, along with existing PDS3 standards, are 

being used to help develop updated image and file 

labels for PDS4 products, the next generation 

information model now required by NASA for new 

products [10, 11]. FGDC geospatial metadata, 

sometimes called “data about data,” is 

documentation that describes the rationale, 

authorship, attribute descriptions, spatial 

reference, errors and other relevant information 

about a given set of data. Every data product served 

by the Annex is required to have associated 

metadata that follows the FGDC metadata 

standard. Use of these metadata standards supports 

search and retrieval of data and allows us to expand 

both the holdings and accessibility of planetary 

derived data products. 

Approach:  Astropedia is built entirely on an 

open-source infrastructure that includes the 

PostgreSQL database with the PostGIS add-ons 

[12] to support geographic objects, Alfresco 

Document Management System (DMS) as a data 

repository [13], Openlayers for web-based 

interactive mapping [14], and Mapserver as a Open 

Geospatial Consortium Web Map Service (WMS) 

to serve planetary geospatial data. 

To locate data products in the Annex, a web 

interface (Figure 1) provides a keyword-based 

search and an interactive mapping tool that allows 

selection of planetary targets upon which the user 

can restrict searches based on mission, data type 

(e.g., image mosaic, topography, geology), GIS-

ready formats (e.g. GeoTiff including PDS label) 

and more (https://astrogeology.usgs.gov/search). 

Geospatial searching is currently limited to 

quadrangle regions (e.g. Lunar 1:2.5M or Mars 

1:2M quadrangle names) or planetary named 

features, but we are actively moving to support 

more robust geospatial search capabilities. We are 
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also now adding product tags and filters for PDS-

only products (both PDS3 and PDS4). 

Annex Submission Requirements:  The Annex 

accepts submission of NASA-funded geospatial 

products that have a PDS data heritage. As stated 

above, submitted products will be required to have 

extensive metadata that meets PDS standards and 

benefits from FGDC requirements. IMG personnel 

will help guide users through the process and help 

define which metadata fields are required for each 

product. Once reviewed and accepted, the product 

and metadata will then be ingested into the 

Astropedia content catalog. 

Geospatial products submitted to the Annex 

must be validated and reviewed prior to 

publication. Products that have already been 

published in professional science journals will be 

considered reviewed.  Other products will require 

a separate peer review; IMG staff will assist with 

these reviews and submission to the PDS data 

registry. 

Summary: The implementation of the Annex as a 

PDS-equivalent archive is still evolving. We are 

attempting to meet the immediate need for public 

release of NASA-funded data products in highly 

usable formats and simultaneously support the 

long-term archiving requirements of PDS. While 

full accomplishment of these goals may take some 

time, we firmly recognize that as Annex products 

are derived from data from one or more PDS 

archives, these “child” products must properly 

relate back to their source archive through product 

metadata and the PDS4 archive structure that 

facilitates such connections.  

References: [1] Gaddis et al. (2012) USGS Open 

File Report 2014-1056, 199 pages, 

https://dx.doi.org/10.3133/ofr20141056; [2] Hare 

et al. (2013) 44th Lunar and Planetary Science 

Conference, abs. #2044. [3] Hare, et al. (2015) 2nd 

Planetary Data Workshop, abs. #7060. [4] Bailen 

et al. (2012) 43rd LPSC, #2478. [5] Becker et al. 

(2009) Eos, 90-52, Fall Meet. Suppl., Abstract 

P21A-1189. [6] Fergason et al. (2017) 48th LPSC, 

abs. #2163. [7] Robbins (2018) JGR-P 123, 

http://dx.doi.org/10.1029/2018JE005592. [8] 

Federal Geographic Data Committee, 2011, 

Preparing for International Metadata, Federal 

Geographic Data Committee, Washington, D.C., 

also see http://www.fgdc.gov/. [9] Hare et al. 

(2011) LPSC 42, #2154. [10] Planetary Data 

System Standards Reference, v. 3.8, JPL D-7669, 

Part 2, see also http://pds.nasa.gov/tools/standards-

reference.shtml. [11] Crichton et al. (2011) 6th 

European Planetary Science Congress, abs. #1733. 

[12] PostGIS, see http://postgis.refractions.net/.  

[13] Alfresco, see http://www.alfresco.com/.  

[14] OpenLayers, see http://openlayers.org/. 

Acknowledgments: This effort is mainly funded 

by NASA’s Plenatery Data System (PDS). 

 
Figure 1.  An example of the primary search interface for Annex products.  Users can search for products in the Annex by 

product type, spacecraft, region, etc.  A search filter for GIS-ready products is in place and we are currently adding selections 

for instruments and PDS products (both PDS3 and PDS4 formats at a several review levels). 
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THE COMMUNITY SENSOR MODEL STANDARD UPDATE.  T. M. Hare, J. R. Laura, J. Mapel, K. L. 

Berry, K. Rodriguez, A. C. Paquette, U.S. Geological Survey, Astrogeology, Flagstaff, AZ, 86001 (thare@usgs.gov). 
 

Introduction: Camera models are a key component of 
any digital photogrammetric system and are used to 
accurately project remotely sensed information (e.g., 
images) to the surface of a planetary body. The U.S. 
Geological Survey’s Astrogeology Science Center 
(ASC) has begun to develop and test camera models 
using the Community Sensor Model (CSM) standard 
[1, 2] to support interoperability and broad use of 
planetary sensor definition across a range of custom 
and off-the-shelf software tools, as well as a RESTful 
SPICE web service to remove the need to download, 
manage, and version spacecraft positional and pointing 
information. Herein, we present continuing work ASC 
is undertaking to provide the CSM standard and 
associated SPICE information. 

  
Background: A sensor model is a mathematical 
description of the relationship between the three-
dimensional object (e.g. a target’s surface) and the 
associated two-dimensional image plane. As described 
in [3], the quantities needed to define a sensor model 
can be divided in two broad categories: interior 
orientation and exterior orientation (or intrinsic and 
extrinsic matrices from the computer vision literature). 
The interior parameters are intrinsic to the sensor 
design and calibration and typically include focal 
length, location of the principal point, and lens 
distortions. For more complicated instruments, the 
interior parameters may also include wavelength 
dependencies, gain and pixel summing settings, and 
(for pushbroom sensors) the timing of line exposures 
and time delay integration (TDI) settings. The exterior 
parameters describe the location and orientation of the 
sensor with respect to the target’s reference coordinate 
system. For planetary applications, this information is 
typically stored in the form of SPICE (Spacecraft, 
Planetary ephemeris, Instrument, C-Matrix, and Event) 
kernels and delivered by the Navigation and Ancillary 
Information Facility (NAIF, [4]).  
 
The CSM Standard: The Community Sensor Model 
(CSM) Working Group was established by the U.S. 
defense and intelligence community with the goal of 
standardizing camera models for various remote sensor 
types [5]. The CSM standard, now at version 3.0.3, is a 
framework that provides a well-defined application 
program interface (API) for multiple types of sensors 
and has been widely adopted by remote sensing 
software systems. One of the changes from version 
3.0.2 to 3.0.3 was the addition of variable target radii, 
which enables planetary support (Figure 1). Previously, 
only an Earth radius (WGS84) was available within the 
standard. 

It is worth noting that the CSM defines a standard 
interface and does not make the creation of a camera 
sensor model technically any easier as the 

implementation details are left to the developer. By 
defining a standard interface, the CSM supports 
interoperability between different photogrammetric 
applications making the development and maintenance 
of multiple sensor models for similar instruments 
unnecessary.  The CSM API has been designed and 
continuously tested by terrestrial industry experts and 
expanded to support necessary planetary parameters. 
Therefore, we assert that the planetary domain will 
benefit significantly from the adoption of the CSM 
standard that has more than a decade of design history 
and development by the CSM Working Group. 

Last year our ASC programming team 
implemented the MESSENGER Mercury Dual 
Imaging System (MDIS) CSM framing camera model 
for both the narrow-angle and wide-angle cameras 
(NAC and WAC respectively) [2, 6]. In mid-2018, we 
open sourced and released a pushbroom CSM co-
developed by BAE and ASC. After some initial 
setbacks, this CSM is successfully being tested in 
BAE’s SOCET GXP for deriving digital elevation 
models from MRO’s CTX and we have plans to begin 
testing HiRISE cameras [7] and LROC NAC cameras 
[8]. This CSM has also been recently updated to handle 
variable line-rate pushbrooms like HRSC [9]. 
 
CSM Testing Environment: CSM code is written in 
C++ for both performance and use of legacy code.  To 
facilitate broad use in exploratory environments, 
improve testing, and support rapid prototyping, we 
have recently re-wrapped the CSM using the 
Simplified Wrapper and Interface Generator (SWIG, 
http://www.swig.org/) from the original CPython 
library.  By changing the wrapping method to SWIG, 
we can not only provide Python bindings but also 
JAVA, C, and other SWIG-supported languages. 
Currently, we still focus on Python bindings as we 
assert that planetary science community adoption of 
python continues to increase rapidly [11]. The effort 
applied to wrapping the CSM has four benefits.  First, 
all tests are written in Python using the PyTest 
framework that provides support for high level object 
mocking and easy integration into continuous 
integration environments. Second, Python bindings all 
use of the CSM within the near ubiquitous Jupyter 
notebook [10] environment. The Jupyter Notebook is a 
backend python kernel and web server with a browser-
based frontend that allows users to share code, 
equations, visualizations, and any associated 
documentation (http://jupyter.org/). Third, using 
Python provides access to SPICE (via SpiceyPy; 
https://github.com/AndrewAnnex/SpiceyPy) and 
support for planetary images using the Geospatial Data 
Access Library (GDAL; http://www.gdal.org). Finally, 
Jupyter notebooks were heavily used to prototype, in 
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Python, the algorithms for the C++ implementation of 
the CSM standard. 
 

CSM Availability: The ASC CSM implementation is 
available throughout the development process under an 
open source, public domain license that support 
maximum reuse by the community. The underlying 
CSM library (in C++) is built in a continuous 
integration environment and available via the anaconda 
(conda) package manager. The ASC maintains a public 
facing build of the CSM. The SWIG wrapper is 
available via the ASC GitHub website 
(https://github.com/USGS-Astrogeology/CSM-Swig) 
and via a conda installable package for linux-64, 
Macintosh OSX, and Windows. Finally, the MDIS-
NAC and MDIS-WAC implementations are available 
via both distribution mechanisms (http://bit.ly/CSM-

CameraModel).  We intentionally separate the 
underlying library (C++), the python wrapper (SWIG) 
and our implemented camera models (C++/SWIG) to 
support modularity and standard separation of 
concerns. Usage examples, as we envision a developer 
or end-user performing exploratory analysis, are 
available as Jupyter notebooks in our CSM-SET 
(Sensor Exploitation Tool) repository 
(http://bit.ly/CSMSET_Jupyter). Currently the MDIS 
and CTX CSM implementations are highlighted, but 
we expect pushbroom CSM examples to be available 
soon. 

The last step to realize our CSM Python testing 
environment is to more seamlessly provide access to 
the NAIF supplied SPICE via a RESTful web service. 
The RESTful frontend for this project is called the 
ASC Pfeffernusse project (https://github.com/USGS-
Astrogeology/pfeffernusse). The backend which 
handles the different missions and SPICE is called the 
ASC Abstraction Layer for Ephemerides (ALE, 
https://github.com/USGS-Astrogeology/ale). These 
projects currently depend on the Python libraries 
SpiceyPy, flask, and numpy. REST is acronym for 
REpresentational State Transfer and RESTful web 
services can be thought of as micro-transactions to 
access simple http addresses. The goal for this 
implementation is that given an image or stereo-pair, 

allow the user to simply request the ISD (Image 
Support Data) which contains the positional 
description for each image as required by the CSM. 
With the ISD in hand, the CSM can be fully tested 
within an interactive Jupyter notebook environment. 
 
Conclusion: Prototype development and subsequent 
adoption of the CSM standard is the first step in 
realizing highly interoperable sensor models that can 
be used and shared across NASA’s and international 
planetary missions. Using the CSM and SPICE web 
service within an interactive Jupyter Notebook, we find 
an ideal exploratory environment for sensor model 
development, data analysis, validation, portability, and 
finally the capability of demonstrating results to 
collaborators. 
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Figure 1. The CSM API hierarchy diagram 
with the updated class to support planetary 
use. Image credit: CSM Working Group. 
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Introduction:  For each high-resolution digital ter-

rain model (DTM) produced from the Lunar Recon-
naissance Orbiter Camera (LROC) Narrow Angle 
Camera (NAC) team from stereo images and archived 
on the LROC Planetary Data System (PDS) node 
(http://wms.lroc.asu.edu/lroc/rdr_product_select), a set 
of sub-products, including a color-shaded relief and a 
color slope map, is also generated and released [1]. 
Color-shaded reliefs are common visualizations of 
topographic data wherein hypsometric tints, or colors 
representing elevation, are combined with a grayscale 
shaded relief map. They provide an easily accessible 
and visually pleasing way to quickly understand and 
represent elevation data [2,3]. Color slope maps are 
similar to color-shaded reliefs, but color represents 
slope rather than elevation. 

Color-shaded reliefs should provide as much in-
formation as possible about topographic features of 
importance while remaining both easily interpretable 
and accessible to those with color vision deficiency 
(CVD). There are two areas of concern with previous-
ly-published color products: First, the color ramps for 
both color-shaded relief and slope maps are rainbow 
color ramps, a style long known to be difficult to inter-
pret for those with CVD (Figure 1) [4,5,6]. They are 
also perceptually nonlinear as the luminance varies 
randomly [5,6]. Second, the mapping of elevations to  
 

 
Figure 1: Rainbow color-shaded relief of the Apollo 
16 landing site (NAC_DTM_APOLLO16) and the 
accompanying legend in A) common, B) protanopia C) 
deuteranopia and D) tritanopia vision simulations [8]. 
Also note how the luminance of yellow (~489 m eleva-
tion) creates an artificial contour in A. There is a simi-
lar effect in C and D.  

Figure 2: Continuous 
hypsometric tinting 
where colors are distrib-
uted evenly over the 
entire elevation range 
using the new color 
ramp for the DTMs A) 
NAC_DTM_CAUCHY 
and B) NAC_DTM_ 
ARAGO2_1. Note how 
large areas appear rela-
tively bland because the 
shades of color are not 
utilized optimally to 
show details in the 
DTM. 
 

colors in the shaded relief maps is linear across the full 
elevation range. This strategy often works well, but in 
some cases leaves large areas of interest largely the 
same color, an inefficient use of the colors in the color 
ramp (Figure 2). We present new color ramps and 
methodology to address these issues. 

Color Ramp Selection: Conventional strategies 
for choosing colors include basing color ramps on hu-
midity, vegetation, or natural color of the terrain [3,7]. 
These strategies are inappropriate for the Moon, which 
has no vegetation or liquid water and whose gray ter-
rain has no significant hue to base a color ramp on. 
Thus, our primary goal for the color ramp was to max-
imize the number of distinct shades while accommo-
dating CVD users. 

We selected a diverging color ramp containing 17 
shades starting at dark blue (lowest elevation or slope), 
passing through pale yellow, and ending in bright red 
(Figure 3). It was derived from a set of 11 shades pro-
vided on colorbrewer2.org [5], extrapolated until it 
became difficult for both users with CVD and without 
CVD to distinguish between the shades. The final pal-
ette was checked for the three most common types of 
CVD using the CVSimulator app for Android and iPh-
one [8]. The color ramp is also perceptually linear, 
with the shades decreasing in luminance towards the 
extremes of the color ramp. This linearity can be seen 
in the grayscale version of the color ramp (Figure 3). A 
diverging color ramp, rather than a sequential color 
ramp, was chosen to maximize the number of shades 
possible, allowing for more detail in the color-shaded 
relief, especially in discrete applications.  
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Color Mapping for Color-Shaded Reliefs: Con-
tinuous hypsometric tinting with color shifts at equal 
intervals works well for some regional DTMs, and is 
intuitively understandable. In some cases, however, 
much of the important detail is lost due to a majority of 
the colors being applied in regions that are not the pri-
mary focus (Figure 2). As an alternative, we have im-
plemented the algorithm presented in [9], which cre-
ates a nonlinear stretch that increases the number of 
colors in ranges with many pixels (flat regions), de-
creases the number of colors where there are large val-
ue ranges with few pixels (steep slopes and small, deep 
craters), and keeps values that are very different from 
having too-similar colors. This increases visible detail 
over most of the image (compare Figures 2B, 4A).  

To make these unequal bin sizes more interpretable 
(in contrast to those in Figure 1), the calculated break 
points for each bin are rounded to the nearest 1, 5, 10, 
25, 50, or 100 m, depending on which scale is needed 
to accommodate the smallest difference between the 
break points. This rounding scheme could be adapted 
to include larger values if deemed necessary for the 
elevation range of the DTM. A lookup table compati-
ble for use with gdaldem color-relief is then produced 
from this list of break points [10]. Examples of the new 
color-shaded reliefs can be seen in Figure 4.  

Due to the unequal bin sizes, this new color ramp is 
applied discretely, instead of continuously, to facilitate 
accurate interpretation of elevations. An accompanying 
color scale bar with increments that correspond to the 
bin sizes in the DTM is then produced from the color 
lookup table using ImageMagick (Figures 3, 4) [11]. 

Summary and Future Work: Color-shaded reliefs 
and slope maps for new DTMs and for the 456 DTMS 
currently archived in the LROC PDS will be provided 
in the June 2019 PDS release.  

Future work will involve determining the best CVD 
accessible color ramp break points for slope maps. We 
will also be refining bin size selection for the discrete 
color-shaded relief maps to minimize the variation in  

    
Figure 3: An example of a color legend from the new 
color ramp in both full color (top) and in grayscale 
(bottom). Note that both versions are perceptually line-
ar, with the color version proceeding from cool to 
warm colors and both versions increasing in luminance 
towards the center of the diverging color ramp. 

bin sizes while retaining important detail, reproducing 

the “intuitively understandable” characteristic of equal 
interval color mapping as much as possible. 

 There is one type of scenario where this uneven 
bin algorithm is not optimal: when the feature of inter-
est is both a small portion of the overall DTM and a 
large portion of the overall elevation range (e.g. a 
DTM of a 10 km crater on an otherwise bland mare 
surface), equal bin sizes display the topography better 
than the unequal bin sizes. Therefore future refine-
ments include automatically determining what bin dis-
tribution algorithm to use. 

References: [1] Henriksen, M. R. et al. (2017) Ica-
rus, 283, 122-137. [2] Jenny, B. and Hurni, L. (2006) 
Cartogr. J. 43(3), 198-207. [3] Patterson, T. and Kelso 
N. V. (2004) Cartogr. Perspect., 47, 28-55. [4] Shus-
terman, M. L. (2019) LPSC L, Abstract #2670. 
[5] Brewer, C. A. et al. (2003) Cartogr. Geogr. Inf. Sc. 
30(1), 5-32. [6] Borland, D. and Taylor II, R. M. 
(2007) IEEE Comput. Graph. 27(2), 14-17. [7] Patter-
son, T. and Jenny, B. (2011) Cartogr. Perspect. 69, 31-
46. [8] https://asada.website/cvsimulator/e. [9] Eise-
mann, M., et al. (2011) Intl. Wkshp. on Visual Analyt-
ics. [10] GDAL/OGR Contributors (2018). 
http://gdal.org. [11] https://www.imagemagick.org/. 

 

 
Figure 4: Examples of the new dynamically generated 
color-shaded relief maps and scale bars. A) 
NAC_DTM_ARAGO2_1; this uses the same DTM as 
Fig. 2B above. B) NAC_DTM_HPONDS11.  
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Introduction:  Developing systematic image pro-

cessing pipelines is an ongoing challenge for orbital 
camera missions. Each mission has unique require-
ments, staffing, and hardware resources that place a 
number of restrictions on the systems that need to be 
developed to process the large volume of data ac-
quired from these cameras. The HiRISE[1] team at 
the University of Arizona was tasked with developing 
the geometry pipeline to map-project and mosaic the 
image data acquired from the CaSSIS[2] camera on 
board the Trace Gas Orbiter. After examining several 
workflow management systems, a tool developed for 
bioinformatics turned out to have the best feature set 
and low overhead needed by the CaSSIS operations 
team. This tool is called Nextflow[3], an open source 
workflow management system (WMS) developed by 
the Comparative Bioinformatics Group at the Barce-
lona Center for Genomic Regulation. 

Workflow Concept: Nextflow is a relatively light 
weight java application that a single user can easily 
manage.  Additional support may be needed to set up 
processing resources, if using a job scheduling or 
cloud processing system. However, minimal support 
is needed for running the application on a single pro-
cessing host. The application executes a processing 
workflow written in the nextflow domain specific 
language (DSL), this language is an extension to the 
java-based Groovy scripting language. The workflow 
definition file is a combination of nextflow directives 
with short unix-shell “script-lets” that define what 
each process does in the workflow. Nextflow’s pro-
cessing paradigm is loosely based on the concept of 
unix pipes, where input and output channels are de-
fined that pipe the data from one process to the next 
until the workflow has completed. One of the great 
benefits of this approach is it allows the pipeline de-
veloper to focus on specific processes in the workflow 
without having to worry about how to stage data 
products in and out for processing; the nextflow’s 
channel system takes care of staging the data to be 
processed for the developer.  This allows for relative-
ly rapid prototyping of the initial pipeline without the 
need of developing a lot of additional tools for staging 
data in and out of the workflow system. 

Nextflow Features: Built-in to nextflow are ro-
bust reporting features, realtime status updates (posted 
to a url) and workflow failure or completion handling 
and notifications via a user-definable on-completion 
process.  In addition, nextflow can support workflows 

running on a single host (with or without multiple 
cores), or via processes submitted to job scheduling 
systems such as PBS/Torque and/or SLURM as well 
as various cloud computing systems.   

Running Nextflow:  Launching a nextflow pro-
cessing run consists of calling the nextflow command-
line application with the workflow definition file, plus 
any options specific to the workflow definition file or 
to nextflow itself.  Upon launch, the nextflow applica-
tion analyzes the workflow definition to determine the 
processing path(s) for the input data.  A working di-
rectory structure is created where each process has a 
separate subdirectory and nextflow’s channel system 
stages the data for each process into the respective 
working directories as the data products become 
available from previous processes in the workflow.  In 
addition, any products that are defined as output 
products can be specified and published to mass stor-
age outside of the temporary work area. 

Workflow completion. As each process of the 
workflow completes, log files are written to each pro-
cess directory for inspection, if necessary.   A com-
pletion handler can be called when the last process 
finishes to run any directory clean-up or logfile ar-
chiving that is needed.  The completion handler can 
also be configured to send email notifications, or any 
other post-processing procedure that may be neces-
sary. 

Automated/Systematic Processing: As nextflow 
is designed to manage an individual workflow, anoth-
er layer on top of nextflow is needed to manage mul-
tiple runs of the workflow in an automated or semi-
automated fashion.  In the case of CaSSIS, this has 
been accomplished via a wrapper script coupled with 
a back-end database where a queue of data to be pro-
cessed is stored.  The wrapper script can be used to 
queue individual images or groups of images to be 
processed, and launch the nextflow process to begin 
processing.  Finally the completion handler is config-
ured to call the wrapper script, to relaunch nextflow 
on the next image as soon as the previous image has 
completed processing. 
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Introduction. The PDS Atmospheres Node is 
currently in the process of migrating its archived data 
holdings from the PDS3 to PDS4 archiving standard. 
The process encompasses a large number of missions 
and data types and processing levels dating back to 
the late 1960s through present missions. The goal of 
this work is to bring all data holdings up to the PDS4 
standard, allowing for better integration across all 
investigations.   
 
PDS3-PDS4 and Python. The Atmospheres Node 
has developed a collection of Python routines and 
scripts to make the migration process as automatic as 
possible, even when working with more complex 
labels, such as those used by several of the Juno 
instruments. The Python codes handle reading the 
valid PDS3 labels (.lbl) using translation files to 
convert to equivalent PDS4 attributes. The resultant 
PDS4 output creates .xml labels for all the pieces of 
the bundle utilizing the various parts of the PDS3 
structures. The archive bundles are created all at once 
through the code and PDS4 archive bundles are built 
with minimal human effort. Resultant bundles are 
then validated against the PDS4 standard and 
released alongside the certified PDS3 versions of the 
same data. 
 
Initial testing of the code was done on Phoenix 
Lander atmospheric data in the earlier days of PDS4 
development and has evolved over time alongside the 
PDS4 Information Model (IM) as refinements are 
released. Current codes convert PDS3 to PDS4 up to 
IM Version 1.11.0.0 [at the time of this abstract]. 
Current mission migration efforts are handling 
atmospheric data from Mars Global Surveyor, Mars 
Odyssey, Mars Reconnaissance Orbiter, 
MESSENGER, Mars Science Laboratory, Juno, 
Cassini, Huygens and Viking.  
 
With more complex datasets and the inclusion of the 
larger mission data, there has been a need to include 
local data dictionaries. Local data dictionaries may 
incorporate mission attributes in a mission dictionary 
or discipline specific attributes (e.g., display, 
geometry, cartography, spectroscopy, etc.) that are 
defined outside the core PDS4 IM. Dictionary 
support within PDS4 labels is found in specific 
places and the core migration codes have required the 
inclusion of local data dictionaries to complete 
migration of several datasets. 
 

Features and Capabilities. Several different Python 
scripts and other supporting files work together to 
properly execute a migration.  A blank XML 
template that corresponds to the overall structure of 
the PDS3 labels is the starting point. For datasets 
containing Local Data Dictionaries, the XML 
declaration at the top of this template must be 
modified to include the appropriate targetNamespace 
and schemaLocation for those dictionaries in order 
for those tags to show up in the template.  A keyword 
lookup for translating keywords from PDS3 to PDS4 
is used to fill in many of the repeated tags of the 
label, the LID’s and/or LIDVID’s, and points to the 
tags used within the Local Data Dictionaries. A 
compilation of student-written Python methods 
(PDS_Module) capable of handling different tables, 
file types, and tag-filling methods is continuously 
being updated/modified.  One main Python script is 
generally used per dataset to read through the PDS3 
label, call the respective functions from the Module, 
and output the corresponding PDS4 .xml files.  
 
The amount of human effort that goes into preparing 
a migration primarily depends on the datasets 
themselves. The more complex datasets (e.g., FITS 
files, files containing SPICE kernels, or datasets with 
multiple instruments) require more effort as the 
structure of these files is rather complicated and the 
methods used to handle these are more complex.  As 
more migrations are done, this process becomes more 
intuitive. Errors become easier to work through and 
show up less often. Files other than data files (e.g., 
documents) take time to complete as most of them 
are done by hand rather than by code. 
 
Extensibility and Future Plans. The Atmospheres 
Node plans to completely migrate its holdings in the 
next 5 years. This will also entail maintaining the 
migration code for continuing missions such as Juno, 
Mars Reconnaissance Orbiter and Mars Science 
Laboratory until those missions have ceased science 
operations. 
 
As the PDS4 Information Model continues to mature, 
it is likely that we will “re-migrate” our holdings in 
order to make better use of improvements to the IM. 
Some of the more complex data sets will be reserved 
until the end of our efforts.  
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Introduction:  The PDS4 Information Model1 (IM) 

Version 1.12.0.0, Figure 1, will be released for PDS4 
System Integration and Test on March 29th, 2019. The 
IM remains true to its foundational principles and the 
derived standards have become the de-facto data ar-
chiving standards for the international planetary sci-
ence community. Designed to be extensible the IM’s 
Common dictionary is currently the parent of 12 disci-
pline and 16 mission level dictionaries, each consistent 
with the core dictionary. Future discipline and mission 
dictionaries are a certainty.    

This release includes several Change Control Board 
(CCB) approved modifications to the IM Common 
dictionary. Their minimal impact on the system sug-
gests that the core dictionary remains relatively stable. 
In addition, the primary tool for the development of 
Local Data Dictionaries (LDDs), LDDTool, has been 
modified to improve validation and support configura-
tion control. 

The significant number of new LDDs proves the ef-
fectiveness of multi-level steward-based governance. 
This scheme is allowing the IM to scale to meet the 
needs of a multi-discipline community and improve 
interoperability between the distributed digital reposi-
tories within the community. An LDD development 
“industry” has emerged and with it the need for better 
processes for LDD development, and configuration and 
version control. In spite of these growing pains the 
fundamental principles have held as new dictionary 
stewards see the benefits of well-designed dictionaries 
consistent with the Common dictionary. The PDS4 
Information Architecture – Figure 2, anchored by the 
IM, is a world-class knowledge-base and enables a 
trusted digital repository for the Planetary Science 
Community. 

This presentation will provided additional detailed 
information. In addition, aspects of the IM only partial-
ly leveraged will be highlighted, including the ability 
for the model to drive the configuration of PDS4 soft-
ware and services, the untapped wealth of semantic 
information available in the model, and potential sup-
port for data analytics and data science. 

References:  
[1] PDS4 Information Model Specification Team, 

PDS4 Information Model Specification, Version 
1.12.0.0, (2019), 
https://pds.jpl.nasa.gov/datastandards/documents/im/c
urrent/index_1C00.html. 

 

 
 

 
 

 
Figure 1 - PDS4 Information Model - Concept Map 
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Introduction:  The PDS4 Product Search sub-sys-

tem of the PDS4 Information System is the first service 
most Consumers encounter when searching and retriev-
ing data products from the Planetary Data System 
(PDS). The primary goals of PDS4 Product Search are 
to provide interoperable search across the PDS4 disci-
pline nodes and member agencies of the International 
Planetary Data Alliance (IPDA) and to provide im-
proved navigation and virtual views into the Planetary 
Science digital archive. In order to configure Product 
Search the designers of PDS4 data dictionaries create 
PDS4 Query Models that define customized views into 
the archive. The Product Search supports PDS and 
PDAP search protocols and REST-base access for por-
tals and applications. 
 

System Architecture:  PDS4 Product Search, Fig-
ure 1, is a deployable component that accepts queries  
for data and returns a set of matching results. The com-
ponent is based on generic common software and com-
mon protocols. A REST-based Application Program-
ming Interface (API) provides the interface to a high 
performance facet- and text-based search provisioned 
by the Apache Solr engine. Initially software and ser-
vices are configured to manage the data products de-
fined in the PDS4 Information Model (IM) including 
Bundle, Collection, Investigation, Instrument, and the 
Observational products. The PDS4 Query Models, Fig-
ure 2, defined in a series of parameter/value statements 
called Property Maps, are used to configure the search 
software and services and support multiple query for-
mats and customized search interfaces. 

 
The PDS4 Product Search and Query Models were 

first presented at the Second Planetary Data Workshop 
in 2015. This presentation will focus on the current and 
future plans for the system in the context of Build 9b - 
Information Model Version 1.12.0.0.  Even though the 
basic principles have remained intact several improve-
ments will be highlighted. 

 
 
 
 
 
 
 
 
 

 

 
Figure 1 - Search Architecture 

 
 

 
Figure 2 - Query Model (Property Maps) Data Flow   

 
References: [1] Hughes , J.S., Crichton, D., Hard-

man, S., Law E., Joyner, R., Ramirez, P., PDS4: A 
Model-Driven Planetary Science Data Architecture for 
Long-Term Preservation, IEEE 30th International Con-
ference on Data Engineering (ICDE), Chicago, IL USA, 
2014. 

 
 
 

7083.pdf4th Planetary Data Workshop 2019 (LPI Contrib. No. 2151)



Lunar Orbiter Laser Altimeter (LOLA) Data Products and Contributions  K. Jha1,2 

(kopal.jha@hexagonusfederal.com), G.A. Neumann2, E. Mazarico2, M.K. Barker2, Sander Goosens2, Dandan 
Mao1, M.T. Zuber3 and D.E. Smith3; 1Sigma Space/Hexagon USF, 8800 Greenbelt Rd, Greenbelt, MD; 2NASA 
Goddard Space Flight Center, Greenbelt, MD; Department of Earth, Atmospheric and Planetary Sciences, 
3Massachusetts Institute of Technology, Cambridge, MA. 
 

Introduction:  The Lunar Reconnaissance Orbiter 
(LRO) is a low-altitude mission in polar orbit around 
the Moon since 2009, allowing science teams to ac-
quire datasets necessary to prepare for human return 
to the Moon, amongst other mission goals. The da-
tasets and longevity (9 yrs and counting) of the mis-
sion make LRO data a keystone of lunar science.  

The Lunar Orbiter Laser Altimeter (LOLA) [1,2] 
instrument greatly increased topographic knowledge 
of the lunar surface with its high sample rate (28 Hz) 
five-beam configuration and cm scale resolution. It 
has allowed other scientific measurements and results 
not originally planned for. Higher-level data derived 
from quantitative analysis have also been developed 
by the LOLA team, archived at the NASA Planetary 
Data System (PDS) Geosciences node in PDS3 struc-
ture and format. We review primary LOLA data 
products and present advances made by integrating 
LOLA data with other datasets (e.g. SELENE, 
GRAIL)[3]. 

Individual profiles: The data acquired by the in-
strument over each LRO orbit are recorded as indi-
vidual products. These are calibrated and geolocated 
using reconstructed orbit and attitude information. 
These Reduced Data Records (RDR) give profiles of 
ground track position, range, lunar elevation, pulse 
return energy, but also contain key instrument settings 
such as detection thresholds and background noise 
counts, for each of the five channels. 

 
Figure 1. Altimetric profile of orbit 5709 
(2010/09/20). 
 

Topographic maps: The most scientifically used 
LOLA products are the LOLA Digital Elevation 
Models, or DEMs, constructed using individual pro-

files. These are archived in cylindrical and polar pro-
jections at a range of spatial resolutions and geo-
graphical extent. Strictly speaking, these products 
describe elevation, or shape, as no geoid correction is 
applied. Even with 44,000+ orbits, LOLA’s narrow 
individual profiles do not sample the entire lunar sur-
face. A slew campaign in 2010-2011 reduced the size 
of the coverage gaps between tracks, but interpolation 
is required for continuity at the highest resolutions. 
Count maps archived alongside DEMs can be used to 
consider the possible impacts of sampling and interpo-
lation. 

 
Figure 2. Global cylindrical map of lunar topogra-
phy.  
 

As LRO is in polar orbit, reduced spatial coverage 
at low latitudes is expected. The LOLA team com-
bined geodetically-accurate LOLA data with Kaguya 
stereo camera data. The resulting SLDEM2015 topo-
graphic map [4], the best topographic product for the 
Moon as of today, is suited for most global studies. 

Map area is distorted at higher latitudes. We will 
present projections addressing this issue. 

GRAIL’s gravity maps of the moon have been 
used to improve the location of LRO’s orbit, further 
improving LOLA data quality. Other location-
sensitive data aboard LRO have also benefitted from 
the precision orbits derived by the LOLA team.  

Spherical Harmonics: The joint analysis of 
gravity and topography helps infer properties of the 
lunar interior, particularly its crust (thickness, density, 
porosity). Spherical harmonics expansion to degree 
and order 2050 were created from the global maps. A 
special version in the Principal Axes frame (the Mean 
Earth frame is typically used) is intended for use with 
the GRAIL gravity spherical harmonic coefficients [5] 
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and as a special constraint to estimate density varia-
tions in the lunar crust [6]. 

Slope and Roughness: The expression of geologic 
features and processes in complex surface topography 
can be studied using their slope and roughness proper-
ties at various baselines. LOLA measures these in 
different ways and at different length scales. Long 
LOLA profiles of individual beams give one-
dimensional slopes and roughness, while each five-
beam LOLA footprint provides two-dimensional sub-
50m slope and roughness information [7]. The return 
pulse shapes also relate to sub-footprint baseline 
roughness (~5-15m depending on LRO altitude). Fi-
nally, slope and slope azimuth at a given baseline are 
computed from a DEM at that scale. 

 
Figure 3. Slope azimuth at ~500-m baseline.  
 

Active radiometry: The measurement of return 
pulse energy by the LOLA detector can be used to 
calculate surface reflectance at zero phase angle 
(normal albedo), after correction for surface range and 
calibration of detector response [8]. Calibration was 
especially difficult because of the ‘LOLA thermal 
anomaly’ near the poles and on the nightside. Individ-
ual profiles of calibration surface reflectance are 
combined into polar maps showing enhanced signal 
attributed to water frost [9,10]. 

Passive Radiometry: LOLA flight software al-
lows automatic threshold adjustment to target a false-
alarm rate, typically small (1-2%) in altimetric opera-
tions. In 2013, the thresholds were reconfigured to 
record 10,000’s noise counts per second to allow pas-
sive radiometry measurement of the surface-reflected 
solar photons. This mode is used when LOLA is out 
of range, mostly in the northern hemisphere.  Active 
measurements of normal albedo with passive data 
allow estimation of the lunar phase function at 1064 
nm to better understand surface photometry and phys-
ical properties [11]. Calibrated passive radiometry is 
archived at PDS. 

Illumination Conditions: LOLA topographic 
maps were used to survey the areas of permanent 

shadow in the lunar polar regions [11]. Maps of aver-
age solar illumination and average Earth visibility 
were similarly derived and archived. In addition, the 
solid angle of sky visible from the surface was com-
puted, as it can be useful in studies dealing with ex-
ternal sources (starlight [12], solar wind, 
etc.)

 
Figure 4. Three months of passive radiometry  
 

Laser Ranging: The LOLA spot-1 detector is 
connected through fiber optics to the High-Gain An-
tenna to receive 532-nm laser pulses from ground 
stations and provide precise 1-way laser ranges for 
orbit determination [13,14] (from 2009 to 2014, now 
archived). 

Other: Since the LRO 3rd Extended Science Mis-
sion (ESM3), the LR telescope has regularly observed 
geometrical configurations not possible from the nadir 
deck. A campaign of terminator observations close to 
the surface was performed to detect Apollo 15-like 
enhancements in dust forward-scattered light just be-
fore sunrise or after sunset [15]. The LRO spacecraft 
slewed on a few occasions to point LOLA towards a 
NIR telescope near GSFC and perform asynchronous 
two-way ranging, used for instrument pointing correc-
tion, pulse shape characterization and clock calibra-
tion. 

References: [1] Smith D.E. et al. (2010) GRL, 37. 
[2] Smith D.E. et al. (2017), Icarus, 283. [3] Goossens 
et al. this mtg. [4] Barker M.K. et al. (2016) Icarus, 
273. [5] Lemoine F.G. et al. (2014) GRL, 41. [6] 
Goossens et al. (2019) in prep. [7] Rosenburg M.A. et 
al. (2011) JGR, 116. [8] Lucey P.G. et al. (2014) JGR, 
119. [9] Zuber M.T. et al. (2012) Nature, 486. [10] 
Fisher E.A. et al. (2017) Icarus, 292. [11] Barker 
M.K. et al. (2016b) Icarus, 273. [11] Mazarico E. et 
al. (2011) Icarus, 211. [12] Gladstone G.R. et al. 
(2012) JGR, 117. [13] Zuber M.T. et al. (2010) SSR, 
150. [14] Mao D. et al. (2017) Icarus, 283. [15] Bark-
er M.K. et al. (2018) Applied Optics. 27. 
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Introduction:  Rover missions like the Mars Sci-

ence Laboratory (MSL) operate through a system of 
tactical planning: the rover is commanded to make 
observations on the surface of Mars and sends the 
science data back to Earth, the science team analyzes 
the latest data and decides what observations to make 
on the next sol based on that data, and the process 
repeats. There is limited time available for science 
planning: <12 hours for MSL and potentially as few 
as 5 hours for the upcoming Mars 2020 rover. Thus, 
there is a need for systems that can rapidly and intel-
ligently extract information of interest from science 
instrument data to focus on potential discoveries and 
avoid missed science opportunities. Science planning 
and data analysis teams could benefit by spending 
their limited available time on the most promising, or 
novel, observations. The goal of novelty detection 
(also referred to as anomaly or outlier detection) 
techniques is to identify patterns in data that have not 
been previously or frequently observed [1,2]. We 
evaluated multiple methods for detecting novel geol-
ogy in multispectral images acquired by MSL.  

Mastcam Multispectral Images:  One instrument 
the MSL rover uses to make geologic observations is 
the mast camera, or “Mastcam,” a pair of CCD im-
agers mounted on the rover’s mast ~2 meters above 
the surface [3-5]. Each of Mastcam’s cameras, or 
“eyes,” has an eight-position filter wheel enabling 
images to be acquired in “true color” (Bayer pattern 
broadband red, green, and blue) and with six narrow-
band spectral filters spanning ∼400-1100 nm (visible 
to short-wave near-infrared) [3]. A similar camera, 
Mastcam-Z, will be onboard the Mars 2020 rover [6]. 
Examples of novel geology in Mastcam images in-
clude iron meteorites [7-8] and broken rocks that ex-
pose mineralogy under the dusty surface (e.g., Fig. 1). 

We created a dataset using 477 multispectral 
thumbnails (smaller, immediately-downlinked ver-
sions of full-resolution images) acquired between 
MSL sols 1-1666 using the right eye (M-100). From 
these, we identified 156 images with novel geology 
and cropped 237 64x64x6-pixel sub-frames around 
the novel regions (e.g., Fig. 1). We considered all 
other images typical and divided them into training, 
validation, and test sets. We augmented these datasets 
by sub-sampling 64x64x6-pixel sub-frames with a 

sliding window (9,302 train, 1,386 validation, and 
1,302 test sub-frames). We used the combined 237 
novel and 1,302 typical test images for testing the 
novelty detection methods. 

Methods: We evaluated two traditional methods 
for novelty detection: Reed-Xiaoli (RX) detectors [9] 
and singular value decomposition (SVD) [10]. We 
chose these methods because they are well established 
and enable visualization of detections within images. 
We also evaluated two recent deep learning methods: 
convolutional autoencoders (CAE) [11] and genera-
tive adversarial networks (GANs) [12]. Compared to 
traditional methods, these methods often exhibit bet-
ter performance for high-dimensional image datasets. 

RX Detector: The RX method is commonly used 
to detect anomalous pixels in multispectral or hyper-
spectral images. RX assigns an anomaly score to each 
pixel that is the Mahalanobis distance between the 
pixel and a background distribution [9]. The back-
ground distribution is usually defined as all other pix-
els or a window of pixels in the image. We instead 
computed the RX score for each pixel with respect to 
the background of the entire typical training dataset.  

SVD: SVD is a method of computing the principal 
components of a dataset. The principal components 
are the eigenvectors of the data matrix [1], and the 
reconstruction error of an input can be interpreted as a 
novelty score [10]. We used the first 100 principal 
components for modeling the typical training dataset.  

CAE: An autoencoder is a type of neural network 
that learns the salient features in a dataset. A convolu-
tional autoencoder (CAE) consists of an encoder net-
work to map (compress) inputs to a low-dimensional 
encoding and a decoder network to reconstruct inputs 
from the encoding using convolutional layers [11]. In 

Figure 1 Examples of novel geology in Mastcam images. 

meteorite float rock bedrock vein

broken rock dump pile drill hole DRT spot
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training, the loss between input and reconstruction is 
minimized. Loss is usually defined to be the mean 
squared error (MSE). We used this approach in [13] 
and found that MSE loss resulted in noisy reconstruc-
tions that lead to higher residuals for non-novel re-
gions and thus false positives. To improve the quality 
of autoencoder reconstructions, we propose to maxim-
ize the structural similarity index (SSIM) while min-
imizing MSE during training. SSIM is a measure of 
perceived similarity proposed by Wang et al. (2010) 
[14] for evaluating image compression algorithms 
(e.g., JPEG). We trained a CAE with the same archi-
tecture as in [13] using this hybrid loss function and 
Euclidean distance between inputs and reconstruc-
tions as the novelty score for test examples.  

GAN: GANs are a type of neural network that 
learn data-generating distributions for a dataset via 
minimax optimization of two networks. The genera-
tor samples from a d-dimensional normal distribution 
(d is size of latent vector) and tries to reconstruct an 
image resembling training images. The discriminator 
tries to distinguish training images from generated 
images. The discriminator minimizes its loss while 
the generator maximizes discriminator loss. As in 
[12], we used a bi-directional GAN (BiGAN [15]) to 
simultaneously train a third encoder network, which 
maps training images to d-dimensional encodings. We 
trained a BiGAN on the typical dataset and computed 
novelty scores as a weighted sum of the discriminator 
loss and reconstruction error as in [12].  

Experimental Results: We evaluated each novel-
ty detection method on the combined novel and typi-
cal test dataset. We computed the AUC (area under 
the curve) of the Receiver Operating Characteristic 
(ROC) curve and precision at N (P@N) [16] to com-
pare performance. P@N is the fraction of images 
from the novel dataset included in the top N selections 
by novelty score. To assess model performance on 
different types of novel geology in Mastcam images, 
we divided the novel dataset into 8 sub-classes: mete-
orite, bedrock, broken rock, float rock, vein, dust re-
moval tool (DRT) spot, drill hole, and dump pile. Fig. 
2 shows ROC AUC scores for the novel dataset over-
all and individual sub-classes. Table 1 gives P@N.  

We found the CAE had the best P@N perfor-
mance and the methods had comparable AUC score 
performance overall. However, we found significant 
differences for different types of novel geology. We 
found that SVD had the best performance in the bed-
rock, broken rock, float, and meteorite classes and 
was closely followed by the CAE. Because SVD and 
CAE minimize reconstruction error during training, 
they may learn mappings that reconstruct most inputs 
reasonably well even if the image contains unseen 

features like drill holes, DRT spots, and dump piles. 
The GAN had the best performance in the drill hole, 
DRT, and dump pile classes. This may be because the 
GAN discriminator learns to detect features common 
in typical images during training, which might not be 
recognized in the drill hole, DRT spot, and dump pile 
classes. RX had the worst performance overall by 
both measures; inspecting false positives suggests RX 
is sensitive to color discontinuities caused by JPEG 
artifacts, which is problematic for thumbnail images.  

Our experiments suggest multiple methods may be 
needed to detect the diverse novel geology observed 
by Mastcam along MSL’s traverse. In future work, we 
will perform additional experiments to constrain the 
performance of these and other novelty detection 
methods for Mastcam multispectral images. Addition-
ally, we are exploring ways to incorporate these 
methods into operations for MSL as well as the search 
capabilities of the Planetary Data System (PDS).  

 

 

 
Table 1 Precision at N (fraction of novel images in top N selections). 

Method N=15 N=50 N=200 
RX 0.27 0.14 0.11 

SVD 0.60 0.38 0.36 

CAE 0.87 0.52 0.32 

GAN 0.20 0.38 0.33 
 
Acknowledgments: This research was carried out (in part) at 

the Jet Propulsion Laboratory, California Institute of Technology, 
under a contract with the National Aeronautics and Space Admini-
stration and funded through the Internal Strategic University Re-
search Partnerships (SURP) program. 
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[4] Malin M. et al. (2017) ESS, 4(8), 506-539. [5] Grotzinger J. et al. 
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(2017) American Mineralogist, 102(6), 1202-1217. [8] Johnson J. et 
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Trans Signal Proc, 38(10), 1760-1770. [10] Wagstaff K. L. et al. 
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Figure 2 ROC AUC scores for typical test dataset and novel dataset. 
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The Problem:  The many NASA-funded terrestrial 

analog studies have produced immense volumes of data. 
The exact amount is unknown but is guaranteed to far 
exceed the few Petabytes of planetary mission data in 
the PDS. A series of recent directives from the Federal 
Government now require that all of this data be made 
accessible to the U.S. taxpayers in open and machine 
readable formats [1-5]. NASA grants to academic and 
private institutions require adherence to these regula-
tions as part of the now mandatory data management 
plans. These legal requirements not only apply to work 
done subsequent to their enactment – they apply retro-
actively to all Federally funded research. Clearly there 
is no plausible way to come into compliance with these 
regulations overnight.  However, the enforcement of 
these rules is increasing and it is essential that rapid pro-
gress be made in providing researchers with practical 
tools to meet these regulations.  

Currently, there is no effective infrastructure to 
support researchers who wish to do the right thing but 
many are trying to create their own data delivery sys-
tems. Therefore the majority of the data lies hidden in 
researchers’ offices or, rarely, on hard-to-find websites 
[6]. International consortiums are making rapid pro-
gress in creating standards and community resources for 
specific types of data. Online databases for petrology 
and planktonic foraminifera are two successful exam-
ples of these types of focused community services [7,8].  

Unfortunately, these narrow discipline-based data-
bases do not serve the NASA planetary analog commu-
nity well.  One of the hallmarks of planetary science is 
its interdisciplinary nature and planetary analog work 
shares this characteristic. Rock samples, geophysical 
data, satellite images, weather data, ground-based and 
aerial spectroscopy and imaging, topography, and more 
are all vitally relevant. Astrobiology adds requirements 
for biologic and ecological data sets. Developing the in-
frastructure to house and deliver such a diversity of data 
would seem to be a Herculean, if not Sisyphean, effort.  

Functional Requirements: The scope of the prob-
lem is perhaps best summarized as an (unprioritized) list 
of high-level requirements for Federally-funded plane-
tary analog data management.  
1. Data includes diverse physical and digital materials 
2. Data entry into the system must be easy 
3. Data must be preserved indefinitely 
4. Data must be readily discoverable (by humans and 

by machines) 
5. Data must be readily accessible (open to all) 
6. Data must be easy to use (in current formats) 

A Solution? Fortunately, there is another organiza-
tion facing a very similar problem of data archival and 
accessibility: the United States Geological Survey. It is 
not just that misery loves company; the USGS is already 
well on the way to creating a coordinated set of reposi-
tories to house data including formal publications; time 
series data on everything from hydrology to seismology; 
digital records of air, rock, water, and biologic samples; 
the full array of aerial and orbital remote sensing; topog-
raphy derived from a variety of techniques; and even 
physical samples or rock and ice. As the world’s largest 
Earth science organization, the USGS has the resources 
to produce an effective and cohesive data management 
system. And it is must abide by the same Federal stric-
tures that NASA-funded projects must.  

For FY19, NASA directed the USGS Astrogeology 
Science Center to conduct an exploratory project to de-
termine if there was a practical way to leverage the 
USGS investment in data management for use by the 
NASA planetary analog community. When this project 
was conceived in early 2018, the idea was to focus on 
the National Map developed and maintained by the 
USGS [9]. However, this idea was overtaken by a new 
effort within the USGS – the development of the USGS 
ScienceBase [10].  

ScienceBase = A Solution! We find that the USGS 
ScienceBase Catalog will meet all the legal and func-
tional requirements for NASA terrestrial analog data 
management. The diversity of USGS digital and physi-
cal data types encompasses the full range of data types 
used in terrestrial analog work. The system is being de-
signed to allow research scientists to upload their own 
data with little effort. The data will be preserved by 
USGS Core Science Systems (CSS) for as long as the 
Federal government continues to exist. In addition to 
satisfying all of the core technical requirements we 
identified for NASA-funded work, ScienceBase also 
links users to troves of additional potentially useful data 
that are being generated and maintained by science cen-
ters across the USGS, as well as many state agencies.  

ScienceBase is built on open standards for metadata 
(i.e., Dublin Core model) and supports sharing geospa-
tial data via Open Geospatial Consortium (OCG) stand-
ards, in addition to common commercial formats, and 
can link to data hosted by other institutions. Science-
Base items utilize persistent and unique URLs, and are 
accessible through a well-documented application pro-
gramming interface (API). Current developments by the 
ScienceBase team promise to enhance this core func-
tionality to optimize front-end applications, like as this 
portal, with custom extensions. Examples of groups 

7023.pdf4th Planetary Data Workshop 2019 (LPI Contrib. No. 2151)



already leveraging ScienceBase for their own data re-
pository and discovery needs can be found at https://sci-
encebase.gov/about/case-studies. 

We have reached the conclusion that the USGS Sci-
enceBase Catalog would be a highly cost-effective and 
functional solution for NASA to utilize for making plan-
etary analog data compliant with Federal law and far 
more useful to the community than it is today.  

 
Next Steps: Whether and how NASA leverages the 

USGS ScienceBase Catalog and associated infrastruc-
ture is not yet decided.  However, we have developed a 
proposed path that moves at a fast but realistic pace. The 
outline of this plan is enumerated below: 

1. Test bulk ingestion of metadata records; con-
duct knowledge inventory of analog sites 
(FY19-20) 

2. Demonstrate a portal that presents a mix of 
planetary analog data; coordinate with CSS on 
needs (FY20-21) 

3. Disseminate procedures for validating and 
contributing data from outside USGS (FY22 
onward) 

4. Expand the portal with community input 
(FY23 onward) 

 
References: [1] OMB (2009) Open Government Di-
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der 13642. [3] OMB (2013) Memorandum M-13-13. [4] 
OMB (2016) Circular A-130. [5] OSTP (2013) Memo-
randum. [6] U.S. (2014) Open Data Action Plan. [7] 
PetDB. [8] Siccha, M. and M. Kucera (2017) Scientific 
Data, 4, 170109. [9] The National Map. [10] Science-
Base Catalog.  
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The Problem:  The old adage “a picture is worth a 
thousand words” is very true in planetary science. 
Figures in peer-reviewed publications, professional 
presentations, and public releases are central in 
conveying information about geologic features across 
our solar system.  The overwhelming majority of the 
image data from planetary surfaces in NASA’s archives 
have been processed through the USGS’s Integrated 
Software for Imagers and Spectrometers version 3 
(ISIS3) [1].  The image labels of ISIS3 files are chock 
full of all kinds of essential geospatial information about 
the image – latitude and longitude, the elevation of the 
sun, the size of the pixels, which way is north, etc. – but 
there is no convenient way to extract this meta-
information.  The metadata can be extracted manually 
(e.g., using a binary editor on the ISIS3 file or running 
a series of ISIS3 applications) and then typed into a 
document.  Annotations on images are manually 
constructed as custom additions created in other 
software packages such as Adobe Photoshop after the 
data has been exported from ISIS3.  This process is so 
tedious that researchers never do this in a systematic and 
complete way.  As a result, the rich metadata contained 
in ISIS3 cubes remains under-utilized ...therefore 
scientific publications often lack pieces of information 
that the reader needs to make full sense of what they are 
looking at in a published figure.  

Functional Requirements: What is needed is a 
user-friendly “viewer tool” for interactively exploring 
ISIS3 images and converting subscenes into 
publication-ready figures and captions that contain the 
key metadata in a systematic and complete form. 
Specifically, the tool would allow users to load up one 
or more ISIS3 images, have the geospatial metadata for 
those images automatically extracted and/or calculated, 
allow the user to view and interact with the data, and 
export both the image and metadata in easily usable 
standardized formats.  This will greatly facilitate clear 
and complete communication with technical and non-
technical audiences.  

This problem is being addressed as a “capstone” 
project by undergraduate students from Northern 
Arizona University (NAU) [2]. At the start of the 
project, the requirements were divided into three levels 
which would translate to “threshold,” “baseline,” and 
“enhanced” deliverables in typical NASA language: 

 

● Threshold:  a software tool that opens and displays 
an ISIS3 image, while extracting geospatial 
information out of ISIS3 binary headers and: 

o adds standardized graphical symbols for 
certain geospatial information (e.g., a 
north arrow and scale bar) to the image; 

o calculates additional geospatial 
information for user defined subsection(s) 
of the file;   

o shows extracted metadata in nicely-
formatted fashion. Should also be able to 
export extracted metadata into a plain text 
file in human-readable format;  

o adds geospatial annotations to the output 
image file, as specified by user;  

o provides a way to save off the resulting 
image for sharing/publication;  

o reliance on the user having ISIS3 installed 
(i.e., can use ISIS3 tools for some 
functions) is acceptable. 

● Baseline: A tool that wraps the core capabilities 
outlined in the last bullet in an interactive 
WYSIWYG graphical interface. This allows users 
to view the image, interactively make 
modifications to image parameters, and view the 
resulting modifications in real-time.   

● Enhanced:  ISIS3 can only be installed on linux and 
MacOS machines, excluding users of Windows and 
mobile operating systems. The team will be asked 
to consider what it would take to make the tool run 
without having a full ISIS3 install on the users’ 
computer.  There are complex trade-offs in picking 
the most viable path to making this tool be able to 
stand alone, and the team will explore how this 
could be accomplished most easily. 
Progress! The team of software developers 

adopted the name “Orion” and have been appropriately 
successful at hunting down solutions to the problem 
they were handed.  Their prototype design is a webapp 
that accepts any ISIS3 file (i.e., .cub format), displays 
the image, and provides multiple views of the relevant 
metadata.   

In the following, we describe some of the steps a 
user will go through to produce an image and caption 
appropriate for inclusion in a scientific publication.  
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First, the user is prompted to upload an ISIS3 cube 
file, and if they wish, a template file to customize the 
output for their purposes.   

 
An example is provided to help users understand 

how the templates can be built as well as the full list of 
parameters that the user can have the tool search for and 
insert into the caption text.  

 
The image is displayed and can be explored (pan 

and zoom). The ability to select and crop is currently 
achieved through zooming to a feature on the image,  
using the “resize image” bar. 

 
 
 
 
 
 
 
 
 
 

At the bottom of the display is a legend that displays 
the north arrow.  The indicators for the position of the 
observer (spacecraft) and sun are being added as of this 
writing and a scale for the brightness values is still to be 
implemented. The legend will be either appended to the 
image or provided as a separate image.   

 
 
Next Steps: In the short term, the goal is to have 

the tool completed by the 4th Planetary Data Workshop 
where it should be possible to demonstrate it in use on a 
Windows OS laptop. Key work to complete include at 
least one default template for the caption text, finalizing 
the legend graphics, and outputting the image products.  

In the medium term, our focus is on integrating the 
ability to crop subscenes using the ISIS crop 
application. There is a possibility that this work will 
uncover aspects of the ISIS3 crop application that need 
to be adjusted to properly propagate the geospatial 
information for the subscene.   

On the longer term, our goal is to integrate this tool 
with online data discovery tools such as PILOT [3]. This 
would realize a vision where the user (scientist) 
seamlessly moves from data discovery, through data 
processing and analysis, and all the way to the creation 
of publication-ready figures in an intuitive and friendly 
online environment.  

 
References: [1] https://isis.astrogeology.usgs.gov/ 
 [2] https://nau.edu/school-of-informatics-computing-and-
cyber-systems/capstone/. [2] https://pilot.wr.usgs.gov/ 
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IMPROVED JUPITER CHARGED PARTICLE DATA FROM THE GALILEO/EPD DETECTOR.  P. 
Kollmann1 , D. C. Smith2, J. D. Vandegriff2, C. Paranicas2, Z. H. Lee-Payne3, M. B. Kusterer2, and J. E. Turner2, 
1JHU Applied Physics Lab, 11100 Johns Hopkins Rd, Laurel, MD 20723, peter.kollmann@jhuapl.edu, 2JHU Ap-
plied Physics Lab, 3Aberystwyth University, Wales, UK. 

 
 
Introduction:  The Galileo mission was the first 

orbital mission around Jupiter, and it included the 
Energetic Particles Detector (EPD) instrument [1], 
which provided an excellent survey of Jupiter’s radia-
tion environment.  EPD measured electrons and vari-
ous ion species in the energy range of tens of keV to 
tens of MeV. Galileo orbited Jupiter close to the spin 
equator and had perijoves near the Galilean satellites. 
In contract, the active Juno mission is in a polar orbit 
designed to minimize time in the planetary radiation 
belts.    

At the end of the Galileo mission in 2003, a subset 
of the EPD data were archived in NASA’s Planetary 
Data System (PDS). Galileo’s primary antenna failed, 
and the secondary antenna had a much lower band-
width. EPD and the other instruments were reconfig-
ured to accommodate the lower telemetry rate. For 
most time periods, EPD was in a low time resolution 
mode, and then most of the data that went to the PDS 
was also in a low resolution mode. These data came 
from an operating mode called Galileo's “real time” 
mode, and the archived data from the real-time mode 
were supplied in the units of count rate, which is not a 
physical unit. Also, only 14 of the 35 directionally 
resolved channels were provided in the PDS. Data in 
the higher time resolution “record mode” was ar-
chived but since that time, new calibration infor-
mation was developed.  

Corrections: We present EPD data with multiple 
corrections applied. The simplest is a background 
subtraction which is possible because the telescopes 
were regularly stepped behind a "foreground shield" 
which allows an approximation of this quantity. Such 
shielded time periods were used to create a time-
dependent background function. Another correction is 
needed when the radiation is very intense, which 
caused some counters to saturate. Figure 1 shows par-
ticle intensity versus distance from Jupiter, where this 
distance is expressed as the magnetic L-shell value. 
(When studying charged particle fluxes, a dipolar or 
general L value is preferred to a radial distance pa-
rameter, because L accounts for the magnetic latitude 
of the spacecraft.) Saturation occurs when the intensi-
ties reach around 105 particles/cm2/ster/keV/sec, and 
this can be seen in Figure 1 as a flattening that ap-
pears inward of L ~ 11 (i.e., around the radiation 
belts).   

 

 

 
Figure 1: Uncorrected intensities versus distance show an 
artificial flattening around 105. 

 
By comparing the ways in which various channels 

saturate, it is possible to derive the dead time in each 
channel, and this can be used to compute the actual 
count rate when saturation is detected. Figure 2 shows 
an improved version of the intensity versus distance 
data from Figure 1. Note that the intensities now ex-
tend above 105 in the same units 

 

 
Figure 2: Corrected intensities versus distance in which the 
dead time has been used to infer the correct count rate. 
 
Further processing: Jupiter’s >MeV electrons are a 
prototype for particle acceleration in space and a haz-
ard to any spacecraft at Jupiter. EPD’s >MeV electron 
measurements cannot all be simply related to a flux 
because they combine electrons above threshold ener-
gies without energy distinction. We use the instru-
ment response from Garrett et al. [2] and a forward 
model to derive calibrated spectra up to tens of MeV. 
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In the new data products, electron intensities are pro-
vided for all times, not just as averages at given L-
shells. 

Data Products: We present significantly cleaned 
up, calibrated, and corrected EPD data that can be 
used without specialized instrument knowledge. Ar-
chive products for both the updated data and also the 
initial raw data (all channels and resolutions) are be-
ing delivered to the PDS.  From the Composition 
Measurement System (EPS/CMS), we have also ex-
tracted event data, which will be included in our PDS 
delivery and can be used to derive high-resolution 
energy spectra. 

User Guide: We provide a user guide that de-
scribes the EPD data, outlines the underlying calibra-
tion / processing, and presents example data including 
applications and limitations. 

Conclusion: The new products we have created 
include a much more up-to-date processing of the 
EPD data.  This is especially relevant in regions of 
high radiation, where background and saturation ef-
fects were studied in much greater detail than during 
the mission itself. Prior to publication in the PDS ar-
chive, a set of comma-delimited text files containing 
the newly processed data can be accessed at this 
URL: 

http://sd-www.jhuapl.edu/Galileo_EPD/  
 
References: [1] Williams, D.J., McEntire, R.W., 

Jaskulek, S., Wilken, B. (1992) Space Science Re-
views, 60, 385-412, 1992.  [2] Garrett, H. B., Kokor-
owski, M., Jun, I., Evans, R. W. (2012) Galileo Inter-
im Radiation Electron Model Update—2012, 
http://henry.garrettassociates.net/resources/ 
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SOFTWARE DEVELOPMENT CHANGES AT THE USGS ASTROGEOLOGY SCIENCE CENTER. J. R. 
Laura1, R. L. Fergason1, and the ASC Development Team1 1U.S. Geological Survey, Astrogeology Science Center, 
Flagstaff, AZ (jlaura@usgs.gov);  

 
Introduction:  The Open Source Initiative (OSI) de-

fines open source software as fulfilling the following 
criteria: (1) free distribution, (2) source code availabil-
ity, (3) permission for the creation of derived works, (4) 
allowances for the integrity of the author’s source code, 
(5) free from discrimination against persons or groups, 
(6) free from discrimination against fields of endeavor, 
(7) distribution of license, (8) license freedom that does 
not couple the license to a particular omnibus software 
distribution, (9) license from restriction on other soft-
ware, and (10) license free from coupling to specific 
technologies [1]. The Astrogeology Science Center 
(ASC) is actively transitioning our software to a collab-
orative, open source model whereby we support and 
grow a community of open source contributors. 

What is a contributor?: Coming from a domain ex-
ternal to the broad open source community can be chal-
lenging due to perceived or actual barriers to entry such 
as a relatively domain specific vocabulary (‘jargon’) or 
the myriad of different techniques and rapidly changing 
technologies used to support a collaborative, asynchro-
nous community. For someone wishing to contribute to 
an open source project (i.e., a contributor) this barrier 
can appear large. First, a contributor is not defined as a 
person who submits code changes to a project. The def-
inition is significantly more broad as the scope of activ-
ity to build and foster a successful open source commu-
nity is broad. The open source guide [2] provides one 
enumeration of the tasks that support an open source 
community. These include: (1) organization of work-
shops, meetups, or events centered around some open 
source project, (2) community support to identify con-
ferences where ‘birds-of-a-feather’ can meet to discuss 
a project, (3) creation, updates, and maintenance of the 
visuals used by a project such as webpage design, logos, 
etc., (4) improvements to a projects documentation, cre-
ation of examples, development of a newsletter, high-
light reel or translation of documentation into another 
language, (5) copy editing and issue maintenance to 
help organize a project, (6) code reviews and code men-
toring, (7) answering questions in discussion forums or 
issues, and (8) submitting code, improving testing, or 
improving tooling. Anyone, engaging in one or more of 
the above activities is an open source contributor and 
ASC is seeking to both build out our own open source 
presence and help bootstrap a planetary science open 
source community. 

ASC Open Source Initiatives: ASC is actively 
transitioning our software development processes to an 
open source model and is seeking to build a community 

around some of our software (e.g., ISIS). Herein, we de-
scribe proposed changes to better support an open 
source community. 

ISIS: Several significant changes are planned for our 
flagship ISIS software that we believe will better sup-
port our user community and actively engage interested 
code contributors that have identified far too many bar-
riers for code contribution in the past. These changes are 
in line with many of the findings from the MAPSIT Spe-
cial Action Team Report on Cartography and Image 
Processing Software at the Astrogeology Science Cen-
ter [3].  Changes include: 

• Deployment of http://astrodiscuss.usgs.gov a 
discussion and question-and-answer forum for 
planetary software and science. 

• The use of a Request-for-Comment (RFC) 
model for potential changes to ASC software. 
An RFC is a technical document that is pre-
sented to community about proposed changes to 
software governance, behavior, or capability for 
peer-review by the entire community. We pub-
licize RFCs through the aforementioned discus-
sion forum, the planetary exploration newsletter 
(PEN), and our GitHub organization. We intend 
that RFCs are well developed proposals that are 
ready for peer-review; the polish of an RFC 
should never discourage critical feedback. We 
also solicit external participation in the RFC 
process including submission of new RFCs for 
changes to our software. For more information, 
see: https://github.com/USGS-
Astrogeology/ISIS3/wiki (Open RFCs / Ar-
chived RFCs). 

• The adoption of semantic versioning [4] that 
serves to alert programmatic API consumers 
and application users when bug fixes, new fea-
tures, and API (pipeline) breaking changes are 
introduced into the software. The adoption of 
semantic versioning means that the ISIS library 
and application suite will be incrementing the 
major version number in early 2020 to ISIS ver-
sion 4.x.x. For more information, see: 
https://github.com/USGS-
Astrogeology/ISIS3/wiki/RFC2:-Release-
Process  

• Acceptance (solicitation) of pull requests (PRs) 
to the software addressing issues, adding new 
community supporting capability, and contrib-
uting in any of the aforementioned ways (e.g., 
documentation updates, etc.). 
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• Adoption of a quarterly release cycle where a 
release candidate (RC) is labelled at the start of 
the month for internal and external testing. Is-
sues identified during the RC month will be ad-
dressed (by either fixing the bug or removing 
the added capability that introduced said bug). 
At the conclusion of the RC month, a new ver-
sion if ISIS (e.g., ISIS 3.8.0 or ISIS 4.1.0) will 
be released. For more information, see: 
https://github.com/USGS-
Astrogeology/ISIS3/wiki/Release-Road-Map.  

• Release of the ISIS software package using the 
cross platform Anaconda package management 
solution. We are deprecating the use of rsync 
for ISIS download and have switched to using 
Anaconda in order to significantly reduce the 
complexity for both developers and users work-
ing with ISIS. For more information, see: 
https://anaconda.org/usgs-astrogeology/isis3 

• (Future) Transition of the ISIS data (test data 
and spice kernels) to a Git Large File Storage 
(LFS) solution. At the time of writing, we antic-
ipate getting all ISIS related data under version 
control thereby making external development, 
use, and testing significantly easier. 

• (Future) Publication of yearly software devel-
opment roadmap for ASC software akin to the 
roadmaps used by other open source projects 
(e.g., Microsoft Code: https://github.com/Mi-
crosoft/vscode/wiki/Roadmap ) 

• (Future/Ongoing) Continue migration of ISIS 
testing to the GTest framework. This migration 
is supporting marked improvement in the over-
all quality of the ISIS tests resulting in less false 
positive test failures that require developer at-
tention, a reduction in the overall test volume to 
support easier testing by internal and external 
contributors, and a means by which we can sup-
port a programmatic interface to the ISIS appli-
cation layer. 

Other ASC Software: As we transition our flagship 
software to an open source model, we are also iden-
tifying and life-cycling other ASC software that will 
adopt similar governance models. These projects in-
clude the Community Sensor Model (usgscsm and 
swigcsm), the our Planetary I/O library (plio), the 
Python Planetary Hyperspectral Analysis Toolkit 
(PyHAT), and the Automated Control Network gen-
eration tools (autocnet). 
Technical Steering Committee (TSC): The ASC 

has bootstrapped a TSC (https://github.com/USGS-
Astrogeology/TSC) using the Node.js Foundation 
model as a reference implementation with the goal of 

helping to build a planetary open source community. 
This effort seeks to exist outside and beyond ASC spe-
cifically and we hope that by the time of the Data Users 
Workshop conference, the above linked TSC documen-
tation will live under an organization agnostic home. 
The goals of the TSC are two-fold. First, the TSC seeks 
to provide a location where planetary science commu-
nity members know to seek out software solutions to 
problems that they may be facing. For example, if one 
wishes to make a basic data processing pipeline using 
python, the currently might visit the planetarypy organ-
ization to get the PVL library, a personal git page (An-
drewAnnex) to get the spiceypy library, and then either 
the USGS-Astrogeology organization or another per-
sonal page (wtolson) to get the pysis library. The TSC 
seeks to support organization of the open source soft-
ware solutions available to the planetary science com-
munity (external to any single organization, e.g., USGS, 
a NASA center, a university lab, etc.). Second, the TSC 
seeks to provide projects with an off-the-shelf govern-
ance model that includes a universal code of conduct, 
clearly defined project lifecycle documents, means to 
identify code contributors and maintainer roles, and a 
method for dispute resolution when consensus seeking 
may fail. 

Future work: ASC will continue to seek to build 
and foster an open source planetary science software 
community both around our own software packages and 
within the broader community. We do not seek to be the 
clearinghouse through which software is collected and 
offered. Rather, we seek support bootstrapping a 
broader community without any singular institutional 
representation. Our goals writing this abstract are to 
alert the community to potential changes and to solicit 
contribution to any open source planetary science soft-
ware project.  
References: [1] https://opensource.org/osd  
[2] https://opensource.guide/how-to-contribute/  
[3] https://doi.org/10.5281/zenodo.2280984 [4] 
https://semver.org/  
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PROTOTYPE TO GIVE ACCESS TO PDS DATA USING VESPA INTERFACE  P. Le Sidaner1 and C.  
Chauvin1,,  S. Erard2 and B. Cecconi2,, 1 DIO-VO, Observatoire de Paris/CNRS/PSL Research University, 61 Av de 
l'Observatoire, 75014 Paris, France, 2AfLESIA, Observatoire de Paris/PSL Research University/CNRS. 

 
 
Introduction:   
The goal of VESPA (Virtual European Solar and 

Planetary Access) is to build a Virtual Observatory 
(VO) for Solar System Sciences, based on the infra-
structure developed in a previous program Europlanet-
RI, and reusing mechanisms which have been devel-
oped for the Astronomy VO [1,2]. PDS 4 uses a differ-
ent system description. We propose to present a first 
test result of PDS data query using the VESPA client. 

 
The VESPA client is made for the user to hide the 

virtual observatory infrastructure. The VESPA web 
client hides all the complexity of query distributed ar-
chive using interoperability. The different steps are : 
- To call the IVOA registry for available EPN-TAP 
services. 
- Then to send the query to each services spread all 
over the world and to display the results. 

For instance (Fig 1), a user can search fo an image 
of Mars  in a specific illumination angle (phase angle 
between 40 to 65°), in a range of time (from 
20/01/2017 to 1/04/2019). The result, after querying  
the 48 current services, shows that two of them have 
relevant data.  http://vespa.obspm.fr 
 

 
Fig 1 vespa client 
 

Vespa client takes advantage of all the astronomical 
virtual observatory environment. Evolved visualization 
clients for almost any format are available on the plot-
ting tools menu. A specific protocol (SAMP [3]) al-
lows to transfer data directly to the dedicated client.  

 
 

Interaction with PDS:   
We try to test how to match Vespa classical queries 

to PDS research system associated to the PDS diction-
ary. To take advantage of the PDS result system based 
on NoSQL, we display directly PDS result web pages. 
If we try to mix PDS and VESPA results in the VESPA 
client, we will loose all the informations coming from 
PDS facet results (Number of result per body, mission 
etc...). Moreover, many of the Vespa parameters are 
not defined in the PDS simple query interface. 
We propose in the VESPA client, a specific button 
called “What’s in PDS” that uses commune query term 
to make same type of query. 
We have based our test on the query interface of 
https://pds.jpl.nasa.gov/datasearch/keyword-search. 
We will present results from different other interfaces 
of PDS nodes. 

 
Query parameters : . 
Coming from the PDS JPL interface, the list of 

PDS parameters are : identifier, instrument, instrument-
host, instrument-host-type, instrument-type, investiga-
tion, observing-system, product-class, target, target-
type, title, start-time, stop-time. They seem close to 
Vespa parameters. We will present the similitudes and 
differences in representation and format, and the way 
we construct VESPA queries. 

 
References:  
[1] Erard S., P. Le Sidaner, B. Cecconi, J. Berthier, 

F. Henry, M. Molinaro, M. Giardino, N. Bourrel, N. 
André, M. Gangloff, C. Jacquey, F. Topf (2014) The 
EPN-TAP protocol for the Planetary Science Virtual 
Observatory. Astronomy & Computing, 7-8, 52-61. 
http://arxiv.org/abs/1407.5738 

[2] Erard S., et al (2018) VESPA: A community-
driven Virtual Observatory in Planetary Science. Plan-
et. Space Sci. 150, 65-85. 
https://arxiv.org/abs/1705.09727 

[3] Cecconi et al, this conference, poster in ESSI 
2.1 
 

Additional Information: 
The Europlanet 2020 Research Infrastructure pro-

ject has received funding from the European Union's. 
Horizon 2020 research and innovation programme un-
der grant agreement No 654208. 
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Introduction:  The ExoMars (Exobiology on 

Mars) programme is a joint programme of the Euro-
pean Space Agency and Roscosmos with a contribu-
tion from NASA. It is comprised of two missions. The 
first mission, ExoMars 2016, was launched in March 
2016. Its primary component is a Trace Gas Orbiter 
(TGO) which is aimed both at studying trace gasses in 
the Mars atmosphere and as a relay spacecraft for 
landed assets. The spacecraft also carried the test 
lander Schiaparelli mainly aimed at demonstrating 
landing technology but carrying a small science pay-
load. After the arrival of the Exomars 2016 mission at 
Mars in October 2016 the TGO and Schiaparelli sepa-
rated and a landing attempt was made. Successful 
demonstrations of many technologies resulted but the 
landing failed at the final stages due to a sensor error. 
In January 2017 the TGO transitioned to its aerobrak-
ing phase,  then in March 2018 it reached a final 400 
Km, circular, 2 hour, science orbit inclined at around 
74 degrees. Since April 2018 TGO has been operating 
nominally with both science and relay operations on-
going. 

The second mission, the ExoMars 2020 Rover and 
Surface Platform (RSP) mission, is due to be launched 
in July 2020 with Mars arrival and landing in Oxia 
Planum in March 2021. This will carry full scientific 
payloads on both the landing platform and a rover. 
The mission will investigate the Mars surface and 
sub-surface context for biological signatures for a 
duration of six months. 

 
ExoMars in the PSA: The ESA Planetary Science 

Achive (PSA) hosts two PDS4 archives comprising 
ExoMars 2016 data and early mission Bepi Colombo 
data. The new PSA, which serves both PDS3 and 
PDS4 data through common interfaces, was released 
publicly in January 2017.  

It currently has two guided user interfaces which 
allow cross-mission searches of both proprietary and 
public data, with results either being displayed as a 
table, or in an image gallery. These interfaces also 
allow scripted searches of additional metadata to 
those listed in the interface menus. Data can be down-
loaded directly or via a download manager and a log-
in is required for proprietary data download. An FTP 
interface is also available which allows users to 
browse public data. Furthermore the PSA supports 

machine interfaces using the PDAP and EPN-TAP 
protocols. 

The ExoMars 2020 Surface Platform long term ar-
chive is being produced at the Space Research Insti-
tute of the Russian Academy of Sciences (IKI), and 
the Rover long term archive is being produced at the 
European Space Astronomy Centre (ESAC) in Spain. 
Both archives will be mirrored and hosted at both 
centres. At ESAC both archives will be incorporated 
into the PSA.  

The Rover mission in particular will produce dif-
ferent types of data to the existing orbital missions 
within the PSA, therefore it is planned to expand the 
PSA capability with several new data views dedicated 
to the Rover Mission. These are in the detailed design 
stage and initial work will commence this year. The 
entry point for an archive user will be the existing 
PSA user interfaces (at psa.esa.int), plus the option to 
view, from above, the Rover Traverse. This view will 
be interactive and will allow the archive user to view 
various overlays giving information about the Rover 
mission activities at a location or on a given Sol. 
From this view a user may then move to a view of 
Rover images at a selected location or an interactive 
3D view of the local Digital Elevation Model (DEM). 
The Rover is equipped with a 2 metre drill and around 
six drill sites are expected to be explored during the 
nominal mission. The drill itself includes a spectrom-
eter which will inspect the drill hole at different 
depths and there are three instruments which will per-
form sample analysis. Therefore a dedicated interface 
has been designed which will allow exploration of all 
data associated with a particular drill site including all 
data associated with a given sample. The Rover also 
has two instruments which will map the subsurface 
and a dedicated viewer for these data will also be 
produced and accessible from the Rover Traverse 
view.  

 
Summary: This presentation will introduce the 

ExoMars 2020 Rover mission and describe the plans 
for new data views in the PSA to support it through its 
scence themes. These new interfaces will work with 
and from existing PSA so the full ability to search and 
filter data is included.  
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IMPROVED CONTENT-BASED IMAGE CLASSIFIERS FOR THE PDS IMAGE ATLAS. S. Lu1,
K. L. Wagstaff1, J. Cai2, G. Doran1, K. Grimes1, J. Lee3, L. Mandrake1, Y. Yue2, 1Jet Propulsion Laboratory,
California Institute of Technology, 4800 Oak Grove Drive, Pasadena, CA, 91109-8099, USA (you.lu@jpl.caltech.edu),
2California Institute of Technology, Pasadena, CA, 91125, USA, 3Columbia University, New York, NY, 10027, USA.

Introduction: The Planetary Data System (PDS)
Imaging Node hosts millions of images acquired from
the planet Mars. Missions such as the Mars Science Lab-
oratory (MSL) and Mars Reconnaissance Orbiter (MRO)
are actively collecting new images to enrich our under-
standing of Mars. These new images are delivered to the
PDS Imaging Node periodically. All of these images are
served for public access by the PDS Image Atlas (Atlas).

With the constantly growing image volume, connect-
ing scientists, engineers, and the general public to images
of interest has become a challenge. Images delivered to
the PDS ImagingNode are required to containmetadata in
PDS standards. The metadata contains descriptive infor-
mation regarding when and how the images are processed
and transferred to the Earth. However, users of the Atlas
are often interested in finding images based on content,
and the content-based information is not included in the
metadata, andmust be extracted through content analysis.

To enable content analysis for efficiently finding im-
ages of interest, we proposed a solution that uses a deep
convolutional neural network (CNN) [1]. Deep CNN
classifiers were shown to achieve high performance on a
variety of computer vision challenges in 2012 [2]. Train-
ing deep CNN classifiers from scratch usually requires
thousands to millions of labeled images. To reduce
this labeling effort, we utilized transfer learning to adapt
a network previously trained using Earth images (Caf-
feNet [3]) for use with Mars orbital and surface images.
The initial versions of the two classifiers, HiRISENet and
MSLNet, were deployed on the Atlas for public use in
2017.

Data Sets: The data set used for HiRISENet con-
sists of 10,433 Mars landmark images cropped from 180
HiRISE map-projected images. We augmented this data
set using rotation, flipping, and brightness adjustment
methods to obtain a total of 73,031 landmark images
covering eight classes1. The data set used for MSLNet
consists of 6,691 MSL images collected by the Mastcam
left eye, Mastcam right eye, and MAHLI (Mars Hand
Lens Imager)2. The labels span 24 classes of engineering
interest (e.g., parts of the rover). Examples from both
data sets are shown in Figure 1.

Recent Improvements: Over the past year, we have
employed several methods to improve both the accuracy
of the classifiers and the reliability of their confidence
values.

1HiRISENet data: https://zenodo.org/record/2538136
2MSLNet data: https://zenodo.org/record/1049137

Figure 1: Example images from the HiRISENet (top) and
MSLNet (bottom) data sets.

First, we modified our fine-tuning methodology. The
original CaffeNet model was trained for 310,000 itera-
tions on 1.2 million ImageNet images from 1000 classes.
To fine-tune this model for HiRISE or MSL data, we pre-
viously used a learning rate multiplier of 1 for layers 1 to
7 and 10 for the final layer (fc8) [1]. This allowed only
small changes to the previously trained layers and larger
adaptation for the output (classification) layer. While in-
vestigating possible improvements to the MSL classifier,
we found that setting the multiplier to 0 for layers 1 to 4
(“freezing” them) enabled better generalization.

Next, we analyzed each classifier’s errors in the train-
ing and validation sets to determine the most common er-
rors and thereby develop a strategy for further improving
classifier accuracy. We created an interactive browser-
based Error Analysis Tool to enable fast review of clas-
sification errors in the training and validation data sets.
For the HiRISE classifier, we found that the most com-
mon classifier errors arose from (1) inconsistent crater
labels (e.g., some craters were missed; some degraded
craters were incorrectly labeled by humans as “other”)
and (2) failing to detect very faint, very small, or off-
center dark slope streaks. Both observations led us to
review and update the labels for these classes in the entire
data set. For the MSL classifier, we found that the “drill
hole” class (Figure 1, lower right) was the most common
culprit among the validation set errors. On further in-
spection, we discovered that all 36 drill hole images in
the training set were views of the same drill hole, thus lim-
iting the classifier’s ability to recognize new drill holes.
This inspired us to obtain more labeled drill hole images
from the training set timespan (MSL sols 3 to 181).
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Finally, we employed classifier calibration [4] to im-
prove the reliability of self-reported posterior proba-
bilities. We found that the most effective method for
HiRISENet was temperature scaling, which identifies
a temperature parameter T that is applied to the logit
values zi output by the classifier for item xi prior to
the conversion of zi into a posterior probability p =
maxk σ(zi,k/T ), where σ(·) is the softmax function and
zi,k is the logit for item i and class k. Calibration of
MSLNet is in progress.

Results: HiRISENet performance was generally
higher than MSLNet performance. The HiRISE data set
is more balanced and representative than the MSL data
set, and the total number of classes (8 versus 24) is lower,
so the problem may be inherently easier. The results
are shown in Table 1. Augmenting the HiRISE data set
improved training and generalization performance. Mod-
ifying the fine-tuning (“FT”) had little impact for HiRISE
but yieldedmajor improvements in performance forMSL.

Table 1: Classification accuracy for HiRISENet and MSLNet.
Classifier Train Val Test
HiRISE 88.3% 88.6% 84.3%
HiRISE+aug. 98.1% 91.8% 90.0%
HiRISE+aug.+FT 98.2% 91.2% 90.2%
MSL 98.7% 72.8% 66.7%
MSL+FT 99.8% 84.0% 76.9%

Classifier calibration using temperature scaling does
not change the predictions (or overall accuracy); instead,
it impacts accuracy at a given confidence cutoff (e.g.,
HiRISENet uses a 90% confidence threshold to decide
which results are shown to Atlas users) as shown in Ta-
ble 2. Classifier reliability is measured by the Expected
Calibration Error (ECE), a weighted sum of the differ-
ence between reported confidence and empirical accu-
racy across multiple confidence bins [4]. HiRISENet
ECE improved (lower is better) while test accuracy did
not change significantly. Reliability diagrams are a visual
representation of classifier calibration [4]. The reliabil-
ity diagram for HiRISENet after temperature scaling is
shown in Figure 2. The resulting confidence values align
closely with the (optimal) diagonal.

Table 2: ECE and classification accuracy at 90% confidence.
Classifier ECE 90% Test acc.
HiRISE+aug 0.056 93.45%
HiRISE+aug+calib. 0.036 93.46%

PDS Image Atlas: The Atlas3 is an interactive
browser-based interface that uses the Apache Solr in-
dexing system. Apache Solr implements Apache Lucene

3Atlas: https://pds-imaging.jpl.nasa.gov/search/
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Figure 2: Reliability diagram (top) and posterior probability
distribution (bottom) for HiRISENet after calibration.

syntax which powers the search and navigation features
of the Atlas. The image content-based search capabil-
ity is enabled in the Atlas via a two-step process: (1)
the classification results of HiRISENet and MSLNet are
indexed by Apache Solr, and (2) the indices are made
searchable in the Atlas. In addition to content-based
search, the Atlas supports a variety of functionalities that
allow users to easily and intuitively navigate millions of
archived images.

Future Work: Collecting high-quality labels is a
major challenge for any machine learning system. We are
evaluating active learning techniques to further reduce
the labeling cost and enable easy expansion to images
collected by other missions [5]. The class distribution of
the data sets used to fine-tune HiRISENet and MSLNet
are severely imbalanced and change over time, so we are
also exploring techniques to handle domain shift.

Acknowledgments: The authors wish to thank Sue
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Introduction:  The BepiColombo Quick-Look 

Analysis (QLA) system is a web-based application 
being developed and maintained by the Science 
Ground Segment (SGS) team for the BepiColombo 
mission. The QLA provides a means to interactively 
visualise and assess the science and house-keeping data 
products soon after the telemetry has been received 
from the spacecraft.  

The Mission:  BepiColombo is a joint ESA/JAXA 
mission [1] that launched on 20th October 2018 and 
will arrive at Mercury in late 2025, including several 
flybys of the Earth, Venus and Mercury along the way. 
It will separate into the two orbiters: the Mercury Plan-
etary Orbiter (ESA/MPO), hosting 11 scientific instru-
ments, and the Mercury Magnetospheric Orbiter 
(JAXA/MMO or ‘Mio’), hosting 5 scientific instru-
ments. 

Quick-Look Analysis:  The goal of the QLA is to 
provide a tool that allows a preliminary analysis of the 
science products produced by the instruments as well 
as continuous monitoring of the spacecraft and instru-
ment health. By providing quick visibility of the data 
the system aims to facilitate the monitoring of the com-
pletion of the observations with respect to the scientific 
objectives and to feed this back into the mission plan-
ning process. The design of the QLA is guided through 
close collaboration with the Instrument Teams to en-
sure that the system is adapted to the needs of its prin-
cipal users. An interactive interface to the data assists 
in identifying regions or periods of interest, manipulat-
ing and displaying data in various ways, performing 
trend analyses, notification of events and out-of-limit 
detection. 

Rapid Access to Data: The QLA is under devel-
opment by the SGS as part of a wider collection of 
subsystems that make up the BepiColombo Science 
Operations Control System (BSCS) [2]. The functions 
of the BSCS subsystems include the retrieval of te-
lemetry packets, parameters and auxiliary files from the 
EGOS Data Dissemination System (EDDS) and con-
verting these into archivable PDS4 data products, 
thanks to data processing pipelines developed by both 
the SGS and the Instrument Teams. The design of this 
system is such that soon after the telemetry has been 
retrieved from the spacecraft the raw and calibrated 
data products are available for display in the various 

tools such as the Planetary Science Archive (PSA) [3] 
and the QLA. 

Web-based Data Visualisation:  The web inter-
face of the QLA is being built using Angular [4], one 
of the leading JavaScript frameworks at this time. Ad-
vancements in web technologies in recent years mean 
that visualising and manipulating large quantities of 
data through a web browser is a valid possibility, par-
ticularly in terms of user accessibility. This enables a 
single development of an application to be accessible 
across multiple platforms with frequent updates trans-
parently pushed to the end-user. 

Displaying data from multiple sources.  Data is 
displayed in the QLA through a number of different 
dashboard views. These dashboards typically group 
together data that is considered useful to compare side-
by-side. Filters can be applied to the dashboards as a 
whole, such as the time-range or data type to display. 
This is useful for comparing a given moment across 
multiple data sources as well as for analysing trends in 
the data over longer time periods. 

Dashboards contain a grid-layout of widgets in or-
der to organise the different ways of viewing the data. 
Widgets are containers with a set of common function-
ality for visualising and interacting with the data – such 
as widgets for displaying charts, images, maps or tables 

Interacting with the data.  The most common type 
of widgets in the current implementation are time-
series and spectra plots. These plots rely heavily on the 
Plotly.js library which was open-sourced in 2015 [5]. 
Based on D3.js and WebGL for graphics rendering this 
library facilitates the display of a large number of data 
points and provides functionality allowing users to 
zoom, toggle plot types and the display of additional 
metadata. 

Widgets provide extra functionality to be able to in-
teract more easily with the data such as linking user 
actions across several widgets. Also additional metada-
ta or functionality may be visible by maximising a 
widget. Furthermore most widget types can be exported 
as images or PDF as well as being able to download 
the actual data for further analysis in other tools. 

Sharing and Customisation.  Access to the QLA is 
restricted to authorised users of the BepiColombo mis-
sion. For the spacecraft and each instrument several 
dashboards have been pre-defined containing groups of 
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specific widgets for which a quick-look of the data is 
desired. The visibility of the pre-defined instrument 
dashboards is typically restricted to a given Instrument 
Team although shared dashboard views are available 
including widgets that may be of interest to other 
teams. 

The system has been designed to encourage users to 
be able to make custom views. Users can create new 
dashboards in their own space and drag widgets of in-
terest into their preferred layout. Depending on the 
type of data, they may wish to share their customised 
dashboards with other team members or with the rest of 
the mission. 

Future plans:  The Cruise Phase includes flybys of 
the Earth, Venus and Mercury during which science 
observations will be performed by a subset of instru-
ments. These observations will be used to further de-
fine and test the system in a more realistic context of 
planet observations. Besides this, to further enhance 
collaboration, it is planned to implement a Science 
Logbook through which team members will be able to 
discuss scientific points of interest or apparent anoma-
lies and to link back to the data in the QLA interface.  

Once BepiColombo approaches the Mercury Sci-
ence Phase it will also be necessary to visualise geo-
located data such that GIS technologies will play a key 
role in the future QLA.  

References:  [1] Benkhoff, J., van Casteren, J., 
Hayakawa, H. et al. (2010) Planet. Space Sci., 58, 2–
20. DOI: 10.1016/j.pss.2009.09.020 [2] Pérez-López, 
F. et al. (2016) 14th International Conference on Space 
Operations. DOI: 10.2514/6.2016-2314 [3] Besse, S. et 
al., (2018) Planet. Space Sci., 150, 131-140. DOI: 
10.1016/j.pss.2017.07.013 [4] Angular: 
https://angular.io/docs [5] Plotly.js Open-Source An-
nouncement, (2015). https://plot.ly/javascript/open-
source-announcement/ 
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Introduction: In the context of the OpenPlane-

taryMap project, we are creating planetary basemaps 
designed to enhance the overall user experience of a 
wide range of web mapping applications.  

The OpenPlanetaryMap (OPM) project is an com-
munity-driven initiative to build the first Open Plane-
tary Mapping and Social platform for planetary scien-
tists, space enthusiasts, educators and storytellers [1]. 
The main goal of this project is to make it easy to cre-
ate and share location-based knowledge and maps of 
Mars and other planets of our Solar System. 

 
Figure 1. Overview of the OpenPlanataryMap plat-
form and ecosystem of users and third party applica-
tions. 
 

We present here an overview of a new cartographic 
approach of creating a web basemap for Mars, and the 
first implementation of a web basemap reflecting the 
common understanding and picture that laymen as well 
as professionals might have about Mars [2]. We dis-
cuss the next steps for improving our basemaps, and 
getting feedback and contributions from the communi-
ty.  

 
Cartographic Concept and Data Model: We 

have developed a cartographic concept built on a num-
ber of key questions: (1) what kind of information do 
we want to communicate, i.e. which picture do we 
want to draw of Mars, (2) who are the recipient and 
target audience, and (3) how can we maximize func-
tionality and aesthetics with as few datasets as possi-
ble.  

The underlying concepts we elaborated upon are 
valid for any other planetary body and might be appli-
cable in the same or at least very similar way. 

An easily accessible global picture of Mars might 
be represented by one or more of its three global char-
acteristics: (1) the typical red Mars colour (hue), (2) 
the characteristic distribution of variations of lightness 
values, also known as surface albedo features, i.e., the 
reflectance of surface materials, and (3) the global to-
pography with its characteristic dichotomy separating 
highlands from lowlands and rougher-surface areas 
from smoother ones. 

All of these features are discernible and distin-
guishable on larger as well as smaller map scales alike.  

 
We use a combination of (1) MOLA derived topo-

graphic data products; including a hillshade raster da-
taset as qualitative basic relief representation with 
main illumination from the top-left, contours and to-
pography vector dataset based on a reduced resolution 
topography raster model, (2) TES derived albedo vec-
tor dataset classified into 3 classes, and (3) nomencla-
ture dataset based on International Astronomical Un-
ion (IAU) gazetteer, which was later adjusted and re-
fined by the USGS [3].  
 

Implementation and Usage: Using CARTO [4] as 
our geospatial datasets storage and visualisation plat-
form and CartoCSS as styling language, we have been 
able to implement key elements of our cartographic 
concept and to produce the first vector-based basemap 
for Mars (see sample screenshots in Figure 2). 

A dedicated CARTO Map API can then be used to 
serve these maps as basemap raster-tiles (following 
standard XYZ tiling scheme) that can be easily used in 
web applications using mapping javascript library (see 
Leaflet example below). 

var layer = new L.tileLayer('https://cartocdn-

gusc.global.ssl.fastly.net/opmbuilder/api/v1/map/nam

ed/opm-mars-basemap-v0-2/0,1,2,3,4/{z}/{x}/{y}.png', 

{  

zoom: 3,  

tms: false,  

}).addTo(map).setZIndex(0);  
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Figure 2: Sample screenshots from the CARTO web 
map of Mars. (c) the Eastern Valles Marineris area 
Xanthe Terra; the area spans about 30 degrees of lon-
gitude translating to 1800 km at the equator (zoom 
level 6), (d) the Argyre impact basin at high southern 
latitudes (zoom level 5), (b) sample map legend, (a) the 
Eastern volcanic Tharsis rise with the Valles Marineris 
structure and Chryse Planitia outflow area (zoom level 
4). Map projection is Web Mercator which causes non-
linear relationships between zoom levels and map 
scales.  
 

Although CARTO can handle different map projec-
tions by re-projecting datasets automatically and mak-
ing them available in geodetic projection (EPSG:4326, 
WGS84); available basemaps and map creation are 
done in Web Mercator projection. Global raster da-
tasets, such as hillshade, are re-projected into the Web 
Mercator projection (EPSG:3857) using GDAL, tiled 
following standard XYZ tiling scheme, and served 
from an Amazon S3 instance.  

The CARTO Map API allows us to configure our 
basemap end-product so that it can be made available 
in different combination of layers (styled vector da-
tasets or rasters, see MapConfig file [5]). For example 
the nomenclature layer can be accessed separately and 
be overlapped on top of any raster layer. 

  
Discussion and Next Steps: Although the current 

implementation in CARTO shows the proof of con-
cept, we aim to provide a better experience through 
fast and smooth vector-rendered basemaps. CARTO 
serves our basemap datasets both as raster and vector 
tiles, but currently its Map API does not allow for vec-
tor rendering. As CARTO has evolved towards vector 
rendering technology and Mapbox GL to render inter-
active maps, we will explore these new capabilities. 

We will also assess Mapbox and Maptiler as a tool to 
design our future vector-rendered basemaps. 

As we aim to provide valuable services to the plan-
etary science community, we will explore ways of 
making the creation of our basemaps more collabora-
tive. In particular, we would like to enable map makers 
to apply their own style to a common open data model 
(similarly to the OpenMapTiles Vector Tile Schema 
[6]). 

Our basemaps are intented to be initially used for 
the future web and mobile interfaces of following pro-
jects: VESPA [7], PLANMAP [8], and MOCCAS [9], 
and we hope to attract more users. 
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Introduction:  The Lunar Reconnaissance Orbiter 

Camera (LROC) Narrow Angle Cameras (NACs) pro-
vide some of the highest resolution images of the lunar 
surface with pixel scales of 0.5 to 2.0 m. While not 
designed as a stereo camera, geometric stereo images 
are acquired by slewing off-nadir on separate orbits 
[1]. The digital terrain models (DTMs) derived from 
these images are critical for planning and supporting 
landed missions.  

DTMs and derived slope maps are used to calculate 
surface roughness, identify landing hazards, determine 
line-of-sight for communication, and map traverses for 
rovers [2,3,4]. In fact, NAC DTMs have been generat-
ed to support many recent lunar lander missions, in-
cluding JAXA’s Smart Lander for Investigating the 
Moon (SLIM), SpaceIL’s Beresheet lander, and 
ISRO’s Chandraayan-2.  

The findings report from the 2018 Lunar Science 
for Landed Missions workshop at NASA Ames sum-
marized key science goals identified by participants as 
well as presenting several potential landing sites for 
investigating these goals [5]. For each of the individual 
sites identified in the report, we describe the LROC 
NAC products currently available to support landed 
exploration. We also address future LROC acquisition 
and production of supporting data products. 

Data Sources: Stereo images require incidence an-
gles between 35° and 65° to create DTMs [1], limiting 
imaging opportunities to ~8 months per year. Until 
April 2018, LROC was also limited to a maximum of 
four slews per day; due to an instrumental anomaly, 
slewing has since been further curtailed [6]. In the 10 
years since the launch of LRO, a total of 3869 stereo 
pairs covering 4% of the lunar surface were acquired. 
While only 11% of the stereo pairs have been pro-
cessed into DTMs by the LROC SOC team, DTMs can 
be created as needed for future missions from available 
stereo images. 

LROC DTMs have precisions better than their post 
spacing and are sampled to ~3x the pixel scale (usually 
2, 3, or 5 m/px) of the source images [1]. For each 
DTM, orthophotos, a confidence map, a color-shaded 
relief map, and a slope map are provided, as well as the 
DTM’s precision and accuracy relative to LOLA data.   

The LROC SOC team has processed and archived 
456 NAC DTMs to date (archived in the NASA Plane-
tary Data System). Of these DTMs, 43 are mosaics 
built of at least two individual NAC DTMs.  

Support to Date: JAXA’s SLIM mission, planned 
to launch in 2021, aims to demonstrate a pinpoint land-
ing within a 100 m radius. Its landing site was chosen 

from a larger region SW of Theophilus crater [7]. 
LROC acquired 9 stereo pairs to support site targeting 
and the LROC SOC team has produced 5 DTMs (4 at 3 
m/px, 1 at 5 m/px) covering the SLIM landing region, 
including the site that was ultimately chosen (Fig. 1). 

LROC has also acquired stereo to support ISRO 
(13 pairs), ESA (19), Roscosmos (4), and Google X-
Prize teams (15). These are supplemented with nadirs, 
obliques, and featured mosaics [8], for a total of 940 
individual observations as of 
April 1, 2019. 
 
Figure 1: Theophilus SLIM 
site; DTM coverage shown in 
orange. The target landing site 
(arrow) is a small fresh crater 
~200 m in diameter (13.3°S, 
25.2°E) [7]. 

 
High Priority Sites: Of the 

high priority landing sites out-
lined in the Lunar Science for Landed Missions Work-
shop report, ten are specific sites, albeit of widely 
varying sizes (ranging from tens to thousands of km in 
diameter). Three are categorical targets: irregular mare 
patches (IMPs), magnetic anomalies (swirls), and mare 
pits (Table 1). IMPs and pits can generally be covered 
by <1 NAC pair while swirls are often larger, with 
indistinct boundaries. For IMPs and pit craters we list 
overall coverage for all the known features, as well as 
separately listing coverage for one of the most well-
known IMPs, Ina. We describe coverage for just one of 
the most well studied magnetic anomalies, Reiner 
Gamma.  

The polar regions are treated as an additional site 
[5]; we exclude the south pole from the SPA basin site. 
Polar stereo can be significantly more time consuming 
to process into DTMs due to the large incidence angles 
and thus increased shadowing; shadows result in 
“holes” in the DTMs. 

The Ames report also describes three global objec-
tives: the establishment of two global monitoring net-
works, and dating large impact basins. While we do 
not include these targets here, the basin chronology 
objective does include the individual target sites Mos-
coviense, Orientale, Schrödinger, and SPA (Table 1). 

Future support: LROC NAC observations will 
continue to be targeted and processed for upcoming 
mission support and regions of interest to the lunar 
science community. However, due to the restrictions 
on the number of slews, and lighting condition con-
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Table 1: Available coverage by LROC NAC stereo and DTMs for potential landing sites. 1[9]. 
 
straints, it is necessary to refine the coordinates of 
interest for larger regions, such as SPA, Orientale, 
and Schrödinger, in order to be able to strategically 
acquire sufficient imagery to plan landings. 
 

 
Figure 2: Aristarchus Plateau (indicated in red) and 
the P60 basalt region (pink) [10]. Teal outlines indi-
cate stereo coverage and orange fill indicates DTMs. 

 

 
Figure 3: Stereo (black outlines) and DTM (orange 
fill) coverage for the Marius Hills region (LROC 
WAC GLD100). 
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Icarus 283, 122-137. [2] Speyerer, E. J. et al. (2016) 
Icarus 273, 337-345. [3] Lawrence, S. J. et al. (2015) 
LPS XLVI, #2074. [4] Mahanti, P. et al. (2013) LEAG 
#1748. [5] Jawin, E. R. et al. (2019) Earth Space Sci. 
6(1), 2-40. [6] https://www.nasa.gov/feature/goddard/ 
2018/lro-mission-status-report. [7] Ohtake, M. et al. 
(2019) LPS L, #2342. [8] Klem, S. M. et al. (2014) 
LPSC XLV, #2885. [9] Braden, S. E. et al. (2014) 
Nat. Geosci. 7(11), 787-791. [10] Hiesinger, H. et al. 
(2011) Geol. Soc. Spec. Pap. 477, 1-51.  

Center  
Coordinates 

 
Site 

Region Size or  
# of Features 

 
# DTMs 

Stereo  
Coverage 

# Stereo 
Pairs 

50°W, 25°N Aristarchus plateau ~250 x 150 km 6 see Fig 2. 25 
99.5°E, 61.1°N Compton-Belkovich ~25 x 35 km 3 100% 14 
40.2°W, 36.5°N Gruithuisen domes 3 domes in region 

~ 25 x 65 km 
12 ~100% 16 

- IMPs: all 701 16 covering 
19 IMPs 

40 IMPs ~26 

5.3°E, 18.66°N IMPs: Ina Caldera ~2x3km 3 100% 5 
59°W, 7.5°N Reiner Gamma ~40 x 80 km 5 >75% 10 

53°W, 13°N Marius Hills ~150 x 200 km 6 see Fig. 3 20 
147°E, 26°N Moscoviense basin >445 km diameter 2 <0.01% 27 
95°W, 20°S Orientale basin 1100 km diameter 7 <0.01% 126 
53.8°W, 22.5°N P60 basalt unit see Fig. 2 4 see Fig. 2 10 
- Mare pits 16 mare pits 4 11 pits ~11 
- Polar regions: North Pole >80° latitude 0 0 3 
- Polar regions: South Pole <-80° latitude 0 0 51 
3.5°W, 12°N Rima Bode ~7000 km2 0 0 3 
135°E, 75°S Schrödinger basin 315 km diameter 0 0 20 
170°W, 53°S SPA basin ~2500 km diameter 24 <0.01% >400 
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Introduction: The U. S. Geological Survey’s 

Astrogeology Science Center (ASC) has begun 

developing the Abstraction Layer for Ephemerides 

(ALE) library to support consistent collection and 

computation of sensor parameters across sensor models. 

The library is designed in such a way as to separate 

data sources and sensor model end-points. To begin, we 

are implementing NAIF SPICE kernels and ISIS cubes 

as data sources and ISIS [1] and the USGS Community 

Sensor Model (USGSCSM) implementation [2] as end-

points.  

Background:  Photogrammetric processing and 

orthorectification is critical to the analysis of remote 

sensing data [3]. In support of this, there is a wide 

range of sensor model standards used by the planetary 

science community. The ISIS sensor model [1], 

CAHVOR model [3], Replacement Sensor Model 

(RSM) [4], and Community Sensor Model (CSM) [2] 

are just a few examples of sensor model standards used 

in planetary science. Processing pipelines that use data 

sets across applications, such as using ISIS to improve 

sensor pointing and then using SOCET SET to generate 

a stereo DEM, require consistent sensor parameters to 

ensure data quality and reproducibility. 

Sensor model parameters vary based on the 

instrument being modeled, the data source, and the 

sensor model standard, but they can be broadly split 

into two groups; interior and exterior orientation [5]. 

The interior orientation is the data intrinsic to the sensor 

itself, such as the focal length, CCD configuration, 

optical distortion, and any filters. The exterior 

orientation describes the relationship between the 

sensor and the target being observed, such as the 

position and velocity of the sensor relative to the target. 

The widespread use of SPICE kernels and the 

SPICE Toolkit has created a de facto standard for how 

exterior orientation is archived and accessed in 

planetary remote sensing. Well defined formats such as 

the binary SPK file format and high level interfaces to 

them support consistency when working with exterior 

orientation. Unfortunately, interior orientation is not as 

well defined or accessible using SPICE kernels and the 

SPICE Toolkit. Because the interior orientation is 

tightly coupled to the design and calibration of the 

instrument itself, interior orientation parameters in 

SPICE Instrument Kernels vary dramatically between 

missions and instruments. Additionally, SPICE kernels 

are excellent for archival purposes, but are challenging 

to use when sensor parameters need to be updated 

during processing, such as with photogrammetric 

control, instrument calibration, or ray gap analysis.  

Goals of the ALE Library:  The primary goal of 

the ALE library is to provide a simple and consistent 

interface for generating sensor model parameters. This 

will provide easier cross-compatibility between 

software packages and reduce duplicated efforts across 

the planetary science community. The secondary goal 

for the ALE library is to allow scientists easier access to 

the interior and exterior orientation used by sensor 

models. 

Library Architecture:  The ALE library will be 

written with a combination of C++ and Python. Most of 

the sensor model standards we are looking to support 

are written in C++, so having C++ bindings to get 

sensor model parameters is paramount. Collecting and 

computing data from a wide range of data sources in 

C++ becomes very complex and requires a lot of code. 

So, the I/O component of ALE will be written in Python 

because of its large number of I/O libraries and ease of 

development. The Python module will expose a single 

function to generate sensor parameters from an image 

file and/or label that will be wrapped in C++. 

Python Module.  The ALE library will need to take 

into account three factors when generating sensor 

model parameters for an image: the data source, the 

sensor model that will consume the parameters, and the 

instrument that the image is from. The Python module 

will separate these factors into mix-in classes. Each 

data source, instrument, and sensor model consumer 

will have a class that can be combined together to make 

drivers. For example, the driver for generating USGS 

CSM parameters for a PDS3 MRO CTX image from 

SPICE kernels combines together the SPICE, PDS3, 

and MRO CTX mix-ins via multiple inheritance. This 

pattern allows for ALE to support a wide range of data 

sources, instruments, and sensor models without broad 

code duplication or a restrictive object oriented class 

hierarchy. 

C++ Module.  The C++ module will contain one 

function that wraps the Python module and returns a 

JSON representation [6] of the sensor model parameters 

for an image. In addition, it will contain various 

interpolation and fitting functions for working with 

exterior orientations. In particular, it will support 

interpolation of positions and rotations from discrete 

data sets and polynomial and spline fitting. These 

functions will allow for consistent use of sensor 

parameters across libraries. 
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Testing Harness:  The testing harness for ALE will 

consist of robust unit tests written using the PyTest [7] 

and googletest frameworks and a small number of 

integration tests. With the PyTest framework, unit tests 

can be written for all of ALE’s various data sources 

without any test data files. From the Astrogeology 

Science Center’s experience converting the ISIS 

software package to open source, large volumes of test 

data cause serious problems supporting external 

developers and limit continuous integration options. We 

have not yet identified a framework for high level 

integration testing. In keeping with industry best 

practices, continuous integration testing will improve 

code quality. Currently, we are using Travis CI because 

of its wide use across the open source community. 

Development:  The ASC has already begun 

exploratory development of the ALE library in support 

of our USGSCSM library. In the coming year, we plan 

to increase the number of instruments supported by 

ALE in tandem with USGSCSM. We also have written 

a request for comment document 

(https://github.com/USGS-

Astrogeology/ISIS3/wiki/RFC-3:-Spice-

Modularization)  describing a plan for integrating ALE 

into the ISIS software library. The ALE source code is 

hosted on Github (https://github.com/USGS-

Astrogeology/ale) and open source contributions are 

welcomed. 
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Introduction:  Hyperspectral imaging is an essen-
tial tool in planetary science to perform detailed chem-
ical  and mineralogical  analyses of  planetary surfaces
and atmospheres. Such kind of observations, as started
in the late eighties; include the Cassini-Huygens mis-
sion to  Saturn  and  its  Visible and Infrared  Mapping
Spectrometer  [1]  (VIMS),  followed  by  the  VIRTIS
family flying on board of Rosetta [2], Venus Express
[3], and the Dawn [4] mission, OMEGA [5] on board
of Mars Express, and CRISM [6] on Mars Reconnais-
sance Orbiter. Also, Bepi Colombo includes a  Visible
Infrared Hyperspectral  Imager  Channel  for  SIMBIO-
SYS [7] (VIHI).

 Adding  geospatial  information  to  hyperspectral
data is a challenging task: due to instrument design and
acquisition modes, surfaces are not regularly sampled
and then pixel footprints cannot be described with sim-
ple analytic approximations. More generally spatial in-
formation  is  first  provided  for  the  Field  of  View
boundaries  of  successive  acquisitions  (e.g.  the  four
corners of each pixel).

Planetary  Hyperspectral  Data  Formatting:
Geospatially calibrated hyperspectral data are usually
distributed  as  Band  Interleaved  per  Lines  (BIL)  or
Band Interleaved per Pixel (BIP) data cubes, following
the  order  of  the  telemetry  data  flow.  Scientific  and
geometric information are often archived in different
files. Housekeeping parameters are stored in the scien-
tific cube as side or back planes and geometry infor-
mation is stored  in  a  separate  cube providing  useful
quantities such as coordinates and viewing angles for
all observing sessions on a pixel basis.

The FITS TAB Projection: FITS [8] is an open
digital standard, defined by the astronomical scientific
community for data acquisition and archiving in astro-
nomical observatories back in the late 70’s, and is used
for space telescope data too. FITS World Coordinate
System (WCS) representation [9] is the standard way
to describe spatial dependencies in FITS metadata.

To support look‐up table coordinate representations
in FITS metadata the TAB projection has been defined
[10] with the correspondent algorithm linking pixel in-
dexes to coordinates, allowing coordinate computation
even  for  non-precomputed  detector  positions.  In  the
TAB projection  representation,  coordinates  are  listed
in a coordinate array, an indexing vector can be used
to address coordinate array elements. Coordinates can

then be sampled more or less coarsely depending on
the behavior of the spatial reconstruction. Also, when
the field is only partially filled by the planetary sur-
face, coordinate array dimensions can be significantly
reduced.  TAB projection  is implemented  in the Cal-
abretta WCSLIB [11], available in all major linux distri-
bution. 

TAB Projection for Hyperspectral Data: 
As an example, a geometrically calibrated product

from the Mapping (M) channel of VIRTIS/Venus-Ex-
press has been converted in FITS format.

Multi Extension FITS (MEF) files are well suited
for Multi Digital Object (MDO) data products. In our
case  a MEF scheme allows us  to  distribute  together
scientific and geometric information.

No.    Name     Type        Dimensions      Format
  0  PRIMARY     PrimaryHDU  (64, 1025, 432) float32
  1  WCS-TAB     BinTableHDU  1R x 1C   [131200J]   
        …
  4  WAVELENGTH  BinTableHDU  432R x 3C [1E, 1E, 1E]
  5  INCIDENCE   ImageHDU    (64, 1025)  int32   
  6  EMERGENCE   ImageHDU    (64, 1025)  int32   
  7  PHASE       ImageHDU    (64, 1025)  int32  
        …
 10  LOCAL TIME  ImageHDU    (64, 1025)  int32  

The  spectral  data  cube  is  the  Primary  extension,  now
stored as Band SeQuential (BSQ) simplifying direct surface
visualization.
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All geometric quantities (emission angle, incidence
angle, etc.) are represented as extensions. Tabular in-
formation  as,  e.g.  wavelength  and  coordinates,  are
stored in Binary Table extensions.

This  representation  has  the  advantage  of  making
the file  accessible and  manageable by the high-level
astropy [12]  functions  and  the  coordinate  system
compatible  with  FITS WCS standards.  The  link  be-
tween the hyperspectral cube and the coordinate table
is established in the cube header. Using, e.g., the wc-
sware tool, available from the wcslib library, we can
easily convert pixel to world or world to pixel coordi-
nates.

The  FITS  file  has  been  produced  using  python
sources available from github [13].

PDS4 TAB extension description: Due to the spe-
cific structure of the tabular WCS representation, par-
ticular attention must be given to the PDS4 description
of the coordinate extension. Here a tentative solution is
proposed  mapping  the principal  FITS keywords into
the PDS4 dictionary,  using a VIRTIS/Venus-Express
product.

Table_binary
   table_Base:records 1  #NAXIS2 : length of dimen-
sion 2

Record_Binary
   record:fields 1
   record:length 524800  #NAXIS1 : length of dimen-
sion 1

   Field_Binary
      field_binary:name 'COORDS  '       #TTYPE1
      field_binary:data_type signedMSB4  #TFORM1
      field_binary:field_length 524800   #TFORM1
      field_binary:unit 'deg     '       #TUNIT1
      field_binary:scaling_factor 0.0001 #TSCAL1    
      field_binary:description
                  An array of 131200 signedLSB4 
(from TFORM1  = '131200J ') grouped as a 64X1025 of 
(long,lat) pairs ( from TDIM1   = '(2,64,1025)') 
representing coordinates on the surface.

Future  uses,  conversion  to  GeoFITS: With  a
well described hyperspectral file, it should also be pos-
sible  to  map  the  geometric  coordinates  into  a  more
GIS-friendly multi-band map projected representation.
One must take care with this conversion, since this will
require a resampling for all the spectral bands. The re-
sult  of  the conversion to a map projected coordinate
system can then be stored back into the GeoFITS for-
mats  (FITS  with  a  geospatial  extension  [14]).  With
support  for  reading  and  writing GeoFITS within the
Geospatial Data Abstraction Library (GDAL), several
GIS applications will be able to more readily display
these  hyperspectral  cubes  and  if  needed,  convert  to
other  hyperspectral  formats  which  GDAL  supports
(e.g. GeoTiff).
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Introduction: High spatial resolution (0.5-2 

m/pixel) images captured by the Lunar Reconnaissance 

Orbiter Camera (LROC) Narrow Angle Cameras 

(NACs) are used for the production of Feature Mosaics 

(FMs) [1]. Feature Mosaics are radiometrically, 

geometrically, and photometrically corrected mosaics 

of two or more NAC pairs that provide an accurate 

cartographic framework for regional areas of interest. 

Since entering lunar orbit in June of 2009 the LROC 

NACs have captured 1,065 FM image sets consisting of 

2 to 10 NAC pairs, with an average of 3 pairs. Of those 

image sets, 233 have been processed into FMs. 

The LROC NAC system consists of two cameras, 

NAC-Left and NAC-Right, offset from each other by 

2.85°, which capture images simultaneously with an av-

erage 135-pixel overlap between the left and right im-

ages [1]. The elliptical orbit altitude varies from ~30-

200 km, so a pair of NAC images spans ~25-200 km 

downtrack and ~3-20 km crosstrack. Sets of image pairs 

for FMs are captured from sequential orbits to reduce 

variation in lighting conditions and pixel scales within 

the mosaic. The spacecraft slews cross-track to ensure 

image overlap. These sequences result in areas with a 

median coverage of 2400 km2 at a median pixel scale of 

1.3 m, with uniform lighting geometry (~2.7x more cov-

erage than a single NAC pair at the same pixel scale). 
Processing: FMs are processed using USGS 

Integrated Software for Imagers and Spectrometers 3 

(ISIS3) [2]. Images are radiometrically corrected, noise 

is removed using lronaccal while lronacecho increased 

image sharpness, and a priori spacecraft position and 

pointing information is applied using the Navigation 

and Ancillary Information Facility (NAIF) SPICE 

system, creating Level 1 cubes [2,3].  

To initialize a control network, findimageoverlaps 

first locates the overlaps, autoseed distributes 

unregistered tie points inside the overlaps, and finally 

pointreg registers them in each image per a registration 

parameter file. The control network is then opened in  

qnet, where ground points (constrained) and additional 

tie points (free) are manually selected. About 30 ground 

points are added to the network for 3 NAC pairs; the 

number varies depending on the number of pairs 

involved. Ground points control the images to a NAC 

digital terrain model (DTM) orthophoto (if available) or 

a nadir-looking NAC pair projected onto the Wide 

Angle Camera (WAC) GLD100 DTM [4,5]. Tie points 

control an image to another image. The automatically-

generated points from the network are used as a base 

that manually-created tie points are added to. After all 

the points are added, a bundle adjustment is performed 

using jigsaw, minimizing re-projection error between 

images and observed sites [6]. Jigsaw provides residual 

projection errors for all tie points which are corrected or 

removed until the maximum point residual is <5 pixels 

and the overall residual value, Sigma0, is <1.0 pixels 

[6]. Images are photometrically corrected with 

lronacpho for images <60° incidence or photomet for 

images >60° incidence. The corrected cubes are then 

map-projected using cam2map and mosaicked with 

automos [7].  

Processing an average 3-pair FM takes ~1 week if 

there are minimal seam offsets. The CPU time takes ~20 

hours while human editing take ~8 – 10 hours. FMs are 

processed in parallel to account for the long runtimes of 

process scripts. The final products, mapped in either 

Equirectangular or Polar Stereographic projections, are 

released as Reduced Data Records (RDR) to the LROC 

PDS archive [8].  

Feature Mosaics Applications: FMs are ideal for 

detailed studies of landforms >5 m and enable accurate 

coordinate derivation (+/- 20 m) [9], geologic mapping, 

hazard analysis, crater counting, video visualization, 

and many other applications.  

FMs tied to a NAC DTM extend the photo-mosaic 

area while retaining the DTM horizontal map accuracy 

with consistent lighting. Furthermore, obtaining FM 

sequences under varying lighting is useful because it 

allows for a better understanding of the geologic 

material and structures that are represented in these 

areas (Figure 1).  

Past and present research uses FMs in many 

different ways.  Current research applications of FMs 

include: planning of future human and robotic lunar 

exploration, studies of geomorphology and geology 

applied to fundamental problems, such as physical 

volcanology, and the study of spatial relationships 

among morphologies. Previous research [10] includes 

mapping maria extents and lobate scarps with FMs. In 

[11], Apollo landing site features and traverses were 

digitized and [12] mapped the Apollo 11 traverse using 

a set of FMs created from the highest resolution images 

available at a variety of lighting geometries. Making it 

easy to switch between FMs and to ensure the accuracy 

of the final traverses,  FMs were controlled to align to 

the NAC DTM up to 1 m.  

Feature Mosaics work well for crater counting and 

mapping because they give an accurately map-projected 
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base, with consistent lighting over a large area relative 

to single NAC pairs. Having a map-projected controlled 

mosaic accurately preserves the shapes of the craters 

and allows for image alignment with no seam 

disruptions (Figure 2). 

FMs are also used by the LROC team for video 

visualization. These usually use a DTM mosaic for 

topography data, with a FM draped on top to provide 

lighting that is more consistent and illustrative of the 

video’s message than DTM mosaic orthoimages [13]. 

Finding Feature Mosaic Products: There are 

several ways for users to browse and retrieve FMs and 

images targeted for FMs via the LROC website and PDS 

node including: Searching the PDS node, browsing 

ACT-REACT Quickmap, and viewing shapefiles 

(downloaded or via Lunaserv) in GIS software.  

The LROC RDR Search interface for the PDS node 

can be found at [8]. Users can search for controlled FMs 

Figure 1. (Above)Apollo 17 Landing Site mosaics: (left) Low-

Sun A and (right) Low-Sun B. While both sites cover a similar 

area and have an incidence angle of about 72°, Low-Sun A 

has an eastern sun direction and Low-Sun B has a western sun 

direction allowing for shadowed regions to become exposed. 
 

 
 

 
Figure 2. Section of a crater counting block for 

Mandel’shtam. (Top) Controlled Mosaic (Bottom) 

uncontrolled images. Notice the crater offsets (bottom) due to 

unaligned images. [14].  

by feature name or coordinates, browse all existing 

FMs, or download shapefiles with FM locations. 

Quickmap is an online tool with many lunar data 

sources, including two related to FMs (see table below) 

[15]. Lunaserv is an open-source Web Map Service 

(WMS) implementation designed to support planetary 

bodies [16]. The LROC instance of Lunaserv contains 

regularly updated layers for many lunar data sources 

including shapefiles of controlled and targeted FMs. 

Users can access Lunaserv with any WMS-capable GIS 

software or online with Lunaserv Global Explorer 

(LGE). For more information on Lunaserv and to access 

the data, go to [17]. Access to these and additional 

resources can be found in the archive section of the 

LROC website [18]. 
LROC  

RDR  

Search 

Interface 

* Search by feature name, coordinate, or 

browse all existing FMs 

* Completed FMs shapefile:  

 SHAPEFILE_CONTROLLED_MOSAIC 

* Targeted images for FMs shapefile:  

 SHAPEFILE_FEATURED_MOSAICS 

ACT-

REACT  

Quickmap 

* Completed FMs layer:  

 LROC NAC -> NAC ROI Mosaics 

* Query-able vector layer for targeted 

images for FMs:  

 LROC NAC -> Feat. Mosaics Observations 

Lunaserv 

(WMS) 

* Completed FMs shapefile: 

 luna_nac_controlled_mosaics 

* Targeted images for FMs shapefile: 

 luna_nac_featured_mosaics 

Summary: LROC NAC Feature Mosaics provide 

an accurate and seamless high-resolution data source 

with consistent lighting free from visual discontinuities 

over areas larger than a single NAC pair useful for a 

variety of scientific and visual tasks. An average of 15 

new mosaics are released to the PDS every 3 months.  

All released FMs can be found using a wide variety of 

tools, including shapefiles, Quickmap, Lunaserv, and 

the LROC PDS interface. Work is ongoing to improve 

the controlled mosaic production process, including 

further increases to accuracy and more use of 

automation. 
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BEPICOLOMBO SCIENCE DATA PROCESSING INFRASTRUCTURE.  S. Martínez1, M. Bentley2, T. Cor-
net3, M.A. Cuevas4, N. Fajersztejn5, M. Freschi6, D. Galan2, J.Gallegos6, A.J. Macfarlane6, I. Ortiz de Landaluce6, F. 
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ñada, E-28692 Madrid, Spain, 2HESpace for ESA, 3Aurora Technology BV for ESA, 4Rhea for ESA, 5Vega Tele-
spazio for ESA, 6SERCO for ESA. Contact: santa.martinez@esa.int.  
 
Introduction:  Building on the experience from previ-
ous ESA planetary missions, and with a strong com-
mitment to releasing high-quality calibrated data in a 
timely manner, BepiColombo has adopted an ambi-
tious and innovative data processing strategy.  
 
The specific characteristics of the BepiColombo mis-
sion (a long cruise phase and therefore long mission 
duration) make the software maintenance and technol-
ogy evolution into risk factors that deserve thorough 
consideration.  
 
The selected solution aims to avoid software perfor-
mance degradation due to changes in the technology 
over a long time-span. This is particularly critical for 
the BepiColombo data processing software, as its de-
velopment is the result of a joint effort between many 
different actors (Science Operations Centre and In-
strument Teams) subject to significant human resource  
changes that could impact the software maintenance 
over the years. 
 
Details: This contribution will summarise the main 
drivers and key features of the science data processing 
infrastructure for BepiColombo, and will describe its 
implementation, with a focus on the following aspects: 
 
• The use of state-of-the-art virtualisation technolo-

gy for automatic build, deployment and execution 
of the pipelines as independent application con-
tainers. This allows specific software environ-
ments, and underlying hardware resources, to be 
isolated, scaled and accessed in a homogeneous 
fashion. This provides an added value and cost-
effective solution, which reduces the maintenance 
of a heterogeneous set of software applications as 
technology evolves. The orchestration, scheduling 
and distribution capabilities for such virtual con-
tainers will be natively provided by the virtualisa-
tion technology’s platform and ecosystem. Thus, 
instrument-specific contributions can be delivered 
in the form of ready-to-use code to be deployed in 
a specific container or as container instances di-
rectly. 

• A set of core libraries / tools (e.g. telemetry de-
coding, PDS product generation and validation, 
conversion to engineering units, Java to SPICE 

binding, routines for typical geometry computa-
tions) reused for certain processing steps in differ-
ent pipelines.  

 
Following a successful launch in October 2018, the 
data processing infrastructure is now in use for a subset 
of the scientific instruments. During the 7.5 years of 
cruise, there will be several opportunities to test and 
demonstrate its capabilities and to adapt the implemen-
tation as required to best fit the mission needs. With a 
nominal mission-lifetime of 1 year, this strategy is key 
to guarantee and maximise the scientific results. 
 
The implementation follows a quite generic and modu-
lar architecture providing a high level of flexibility and 
adaptability, which will allow its re-usability by future 
ESA planetary missions (e.g. JUICE). 
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D. Wellington1,  E.H. Jenson2,  J.N. Maki3, A.G. Hayes4, K. Kinch5, and the Mastcam-Z Team.  1Arizona State 
Univ., Tempe, AZ; 2Malin Space Science Systems, Inc., San Diego, CA; 3JPL/Caltech Pasadena, CA; 4Cornell 
Univ., Ithaca, NY; 5Univ. of Copenhagen, Denmark. 

 
 
Introduction:  The Mastcam-Z imaging investiga-

tion onboard the Mars 2020 Rover consists of two 
identical area-array digital cameras.  Unlike previous 
rover imagers, Mastcam-Z cameras have ~3:1 zoom 
telephoto lenses that permit imaging at focal lengths 
from approximately 34 to 100 mm. This zoom capa-
bility will significantly enhance the stereoscopic im-
aging performance for both science and operations 
support.  Each camera also has an eight-position filter 
wheel, enabling it to acquire: Bayer pattern red, 
green, and blue (RGB) color images, multi-spectral 
images from ~440 to 1000 nm, and solar images in 
two wavelengths using neutral density coated filters 
[1]. See Table 1. 

Data Acquisition:  A Digital Electronics Assem-
bly (DEA) with  flash memory, for each camera, is 
incorporated within the rover allowing the cameras to 
acquire and store images.  Flight software and hard-
ware enable images to be processed both into and out 
of flash memory.  Full-frame images, sub-framed im-
ages, thumbnail images, compressed video Groups of 
Pictures (GOPs) and focus merge (z-stack) products 
can be stored in each DEA.  During nominal opera-
tions, a full resolution image is written to the DEA 
then processed into the requested format for down-
link.  Raw data can then be returned in four formats: 
(1) Color JPEG images and thumbnails, (2) Lossless-
ly-compressed images, (3) Compressed color videos, 
and (4) Raw 11-bit images [1,2]. 
 
Table 1: Mastcam-Z Filter Bandpasses and Half-Width 
Half Maximum      (HWHM) Values. ND5 is 10-5 neutral 
density coating for solar imaging (ND6 is 10-6) [3]. 
 

 
Data Products:  The Mastcam-Z team at Arizona 

State University will archive all Mastcam-Z  Raw 
Level 0 (L0) data products.  All Partially Processed 
Level 1A (L1A) and Calibrated Level 1B (L1B) data 

products will be generated using the required calibra-
tion and processing algorithms (Figure 1), then added 
to the archive. This includes all thumbnail images, 
even in instances when the parent image is not re-
ceived on Earth. The archive will also include all 
Mastcam-Z data products from calibration, ATLO, 
and Cruise.  Additionally, every instance where the 
same image was returned with a different compres-
sion scheme or file type, will be included in the ar-
chive [4].  

 

 
  

Figure 1: Flow chart describing calibration pipeline 
for Mastcam-Z data [4]. 

 
Also notable,  the Mars 2020 rover deck will in-

clude two calibration targets for use in the Mastcam-Z 
calibration of radiance factor (IOF).  A primary cali-
bration target, similar to those used on the Mars Sci-
ence Laboratory and the Mars Exploration Rovers, 
will be imaged, near-in-time, for most multi-filter 
image sequences and used in nominal calibration pro-
cesses. While a secondary (L-bracket) calibration 
target (Figure 2) will be imaged occasionally and used 

Mastcam-Z Filter Wavelengths & Bandpasses 

 Filter !eff ±	HWHM (nm) Filter !eff ±	HWHM (nm) 

L0 (Broadband) 590 ±	88 R0 (Broadband) 590 ±	88 
L0 (Red Bayer) 640 ±	44 R0 (Red Bayer) 640 ±	44 
L0 (Green Bayer) 554 ±	38 R0 (Green Bayer) 554 ±	38 
L0 (Blue Bayer) 495 ±	37 R0 (Blue Bayer) 495 ±	37 
L1 805 ±	10 R1 805 ±	10 
L2 751 ±	10 R2 867 ±	10 
L3 676 ±	10 R3 908 ±	10 
L4 600 ±	10 R4 937 ±	10 
L5 527 ±	10 R5 975 ±	10 
L6 445 ±	10 R6 1013 ±	10 
L7 590 ±	88, ND6 R7 880 ±	10, ND5 
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as a crosscheck for the primary calibration target and 
for dust monitoring [5]. 

Labels:  The PDS4 implementation uses XML 
(eXtensible Markup Language) for all labels.  These 
PDS4 XML labels will be generated and included in 
the Mastcam-Z Archive.  Additionally, all ODL (Ob-
ject Description Language) labels, which are func-
tionally equivalent to  PDS3 labels, will be created 
and added to the archive (Figure 3). This process will 
allow for a smooth transition for data users during the 
changeover from PDS3 to PDS4. 

Data Access:  All Mastcam-Z data products will 
be validated and archived with the PDS, and released 
to the public according to the predetermined data re-
lease schedule.  

References:  
[1] Bell, J.F., et al., (2014).  Internat. Workshop 

on Instrum. for Plan. Missions Abstract #1151. 
[2] Malin, M.C. et al. (2013). Mars Science Laborato-
ry Project Software Interface Specification (SIS).  [3] 
Bell, J.F. et al., (2018). MARS 2020 Project Mast 
Cameras Zoom (Mastcam-Z) Calibration Plan  JPL D 
101345. [4] Bell, J.F. et al., (2017) The Mars Science 
Laboratory Curiosity rover Mastcam instruments: 
Preflight and in-flight calibration, validation, and 
data archiving. Earth and Space Science, 4(7), 396-
452. [5] Bell, J.F. et al., Mars 2020 Mastcam-Z Inves-
tigation Experiment Operations Plan (EOP) v3.1, 
(2018) JPL D-101346. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 Figure 2: Location of Mastcam-Z Calibration Targets 
 

              
 
Figure 3. A single Mastcam-Z archived product will 
contain image data with the attached ODL label as 
well as a separate PDS4 XML label. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 

Primary target 

Secondary 
target 
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BRIGHTNESS EQUALIZATION FOR MARS IMAGES AS APPLIED TO HRSC IMAGE MOSAICS G. 

Michael1, S. Walter1, W. Zuschneid1, C. Gross1, B. Schreiner1, K. Gwinner2. 1Planetary Sciences and Remote Sens-

ing, Institute of Geological Sciences, Freie Universitaet Berlin, Malteser Strasse 74-100, Haus D, Berlin 12249, 

Germany. 2DLR Institute of Planetary Research, German Aerospace Center, Rutherfordstr. 2, 12489 Berlin, Germany. 

 

Introduction:  Mars Express HRSC image strips 

show varying brightnesses caused by differing illumi-

nation and atmospheric conditions. Lambert correction 

improves the situation [1], but not sufficiently for a 

visually consistent mosaic (Fig 1). 

 

 

Fig 1. After Lambert correction: strips generally have good internal 

illumination consistency, but atmospheric variability between strips 

remains strongly visible (the area shown is particularly difficult) 

 

There is not yet a systematically applicable correc-

tion for atmospheric effects for HRSC, which means 

that it cannot provide accurate information on surface 

albedo variations on scales greater than the image strip 

width. HRSC was conceived as a high resolution in-

strument, so this is not necessarily a problem: the 

global albedo of Mars at lower resolution is already 

well known, e.g. from TES [2], and if this is utilised as 

a brightness reference for individual HRSC strips, they 

can be brought into mutual consistency. 

 

HRSC multi-orbit data products: characteristics 

and status 

The problem of integrating many individual HRSC 

image strips into a single, visually consistent image 

mosaic (while fully preserving the local brightnes 

variability) has become of major importance when the 

HRSC science team initiated a systematic mapping 

program based on the MC-30 system few years ago 

[3]. This includes regional DTMs (50 m grid sapcing)  

and image mosaics (12.5 m pixel size for panchromatic 

images, 50 m pixel size for colour) for MC half-tiles 

(East and West) as the basic subdivision. Each half-tile 

comprises on the order of 100 block-adjusted individu-

al image strips. Currently, the two half-tiles for MC-11 

are being completed. The focus in designing the HRSC 

mosaic products was laid on homogeneity of visual 

appearance, in spite of large differences in illumination 

and atmospheric conditions (related to the orbit charac-

teristics of Mars Express). As the overlapping patterns 

of HRSC image strips are quite irregular, resulting 

image mosaics are often heavily disturbed by strong 

contrasts across image borders without adequate 

brightness equalisation. Apart from their differing 

radiometric transformation, HRSC image mosaics 

share the geometric characteristics of the high-level 

orthorectified images of single-strip HRSC products 

(orthorectification using HRSC DTM).  

 

 

Method: We construct the mosaic according to the 

following scheme: 

Step 1: Apply Lambert correction and map-project 

image strips (see [1]) 

 

Step 2: Create intermediate resolution brightness 

reference map (Fig 2). Divide HRSC strip into cells 

and tie local mean of HRSC pixels to local mean of 

equivalent area in albedo map (using a continuous 

interpolation). Mosaic at moderate resolution to obtain 

higher resolution brightness reference map with same 

average brightness characteristics as source albedo 

map. Eliminate remaining image edge artefacts by 

applying a gaussian blur (without changing average 

spatial brightness characteristic). 

 

 
Fig 2. a) TES b) Tied HRSC over TES c) Intermediate brightness 

reference 

 

Step 3: Create full resolution mosaic, tied to inter-

mediate brightness reference map (Fig 3). Process 

images at full resolution, tying locally (and continu-

ously) to intermediate brightness reference map, this 

time measured over smaller patches over each strip. 

a                               b                               c 
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Place into mosaic, feathering (i.e. fading from 0% to 

100% transparency) over a narrow range of pixels. 

Note that feathering helps to hide the image boundary, 

but is only effective if the image brightnesses are well 

matched. 

 

 
Fig 3. a) Tied HRSC over TES b) Intermediate brightness reference 

c) Final mosaic, 12.5 m/pix 

 

Step 4: Image sequence optimisation. Images are 

put into the mosaic in order of best ground sampling 

resolution (lowest to highest). In cases where this is 

not the optimal sequence (for reasons of quality or 

consistency) we manually construct a list of ordering 

relations. This is done by comparison of the assembled 

mosaic with individual image strips. 

 

Step 5: Contrast recovery. A significant number of 

images show reduced contrast caused by increased 

atmospheric scattering, appearing in the processed 

mosaic as relatively flat bands. Contrast is recovered 

by stretching the histogram width by a factor of typi-

cally 1.5-6, the amount being adjusted iteratively after 

inspection of the assembled mosaic (Fig 4). 

 

 
Fig 4. a) Mosaic with overlaid very low contrast images 1903_0000 

(left), 1892_0000 (centre) b) Mosaic including images 1903_0000, 

1892_0000 with contrast increases of 6x, 5x 

 

Step 6: Colour processing. We have achieved some 

preliminary results in systematic processing of the 

colour channels using a similar technique, using a 

constant value for each colour channel instead of the 

brightness reference map, and restoring the larger scale 

brightness features by pan-sharpening the colour mosa-

ic with that of the nadir channel (Fig 5). This means 

that colour differences are retained at local scales (less 

than the strip width), but not over longer distances, 

which may be sufficient for geomorphological inter-

pretations at scales close to the resolution of the HRSC 

instrument. 

 

Conclusion: We have shown that it is possible to 

produce a visually consistent image mosaic for geo-

morphological studies in the absence of a full correc-

tion of atmospheric effects [4]. We have begun sys-

tematic processing of the complete HRSC dataset, 

working according to the USGS MC-30 quadrangle 

scheme. 

 

Fig 5. A colour mosaic including about 20 image strips in the Aram 

Chaos region 
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Introduction:  The  European  Space  Agency’s
Planetary Science Archive (PSA) is the central reposi-
tory for all scientific and engineering data returned by
ESA’s Solar System Missions.

There  are  science  use  cases  that  need  to  search
products  by  geometry,  by  searching  data  directly
within  the  datasets.   This  geometry  computation  is
done  by  the  instruments  teams  who  have  the  latest
knowledge of the instrument, and the expertise to pro-
vide a very detailed information of it. 

But having into account PDS3 format provides  a
lot of flexibility to the team to provide their metadata
the way they want, we can found there is no homoge-
nization of the parameters provided to the archive. 

In order to centralize the geometry computation for
products search in the PSA, a computation module has
been implemented to provide detailed geometry infor-
mation for the different missions, instruments and ob-
servations stored in the PSA.

 
SPICE: The  computation  module  is  based  on

SPICE, which is an information system with the pur-
pose of providing to scientists the observation geome-
try needed to plan scientific observations and to ana-
lyze  the  data  returned  from those  observations.  It  is
comprised of a suite of data files, often called kernels,
and software.

SPICE  was  developed  and  is  maintained  by  the
Navigation and Ancillary Information Facility (NAIF). 

PSA Geometry Computation module: The PSA-
GEO package has been coded in Python, with enough
flexibility to be adaptable to any mission without ma-
jor software changes. 

The computation is performed in 2 steps, the first
one  is  the  generation  of  the  B3F  files  (Body Fixed
Frame Frustum) containing the complete geometry in-
formation and shape model independent, and the sec-
ond one is the computation of the relevant geometry
parameters identified for the different sensors. Instru-
ments  footprints  and  illumination  conditions  can  be
computed using only the B3F file and a shape model
file.

SPICE kernels and support is provided at ESA by
the ESA SPICE service.

GEOGEN tool:  GeoGen is a Python script  from
the PSA-GEO package, used by the PSA team to gen-

erate  PDS  Product-based  observation  geometry  data
files in GeoJSON format for ingestion into the PSA.

The script computes the observation footprints and
geometry parameters associated to one or several PDS
observational (EDR or DDR) data products. It takes as
input a Product List File (PLF) file containing a list of
PDS data products with a set PDS keywords required
to perform the computation of the observation geome-
try related to each product. 

As  SPICE-based  application,  it  uses  a  simplified
detector geometry model allowing the computation of
observation  geometry  for  all  instruments  as  long  as
they  have  a  SPICE  detector  boresight  defined.  So
called LINE and FRAME detectors require additional
variables to be defined in SPICE Addendum IK kernel
file.  Additional  PDS keywords  are  required  in  input
PLF file to derive the corresponding SPICE detector
name and number of data frames.

The script  produces as  output  one GeoJSON file
and one B3F file per coverage. A coverage represents a
group of observations that have identical target, instru-
ment host, instrument and product type.

A  GeoJSON  file  contains  the  observation
footprint(s) for each product, associated with a set of
PSA geometry  parameters.  The  computation  can  be
performed using different target surface models, whose
related Digital  Shape Model Kernels (DSK) files are
also defined for a given mission in the configuration
file.

The  final  goal  of  the  computation  of  these  foot-
prints and geometry parameters, is to store them in a
PostgreSQL database, with the PostGIS extension, so
the users can perform geospatial searches in the PSA.
This can be facilitated through the [1] GIS tool that is
currently being developed by the PSA team. 

References: [1] Docasal R. et al., (2019) GIS Ar-
chitecture and Applicability on the Planetary Science
Archive (submitted).
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Introduction:  The EU-FP7 iMars project 

(http://www.i-mars.eu) developed a completely auto-
mated digital photogrammetric processing system, 
called CASP-GO [1] for batch processing of thousands 
of serendipitous stereo acquisitions from the NASA 
Context Camera and HiRISE instrument [2]. iMars also 
developed a web-GIS system for display of browse col-
ourised by height hill-shaded products and the down-
loading of original DTM (Digital Terrain Model) and 
ORI (OrthoRectified Image) [3]. Previously, UCL [4] 
developed a modification of the NASA-VICAR pro-
cessing system for HRSC [5] which is called the KM 
processing system. This has recently been employed to 
generate orbital strip and mosaiced products of the Mar-
tian SPRC (South Polar Residual Cap) [8]. We report on 
how all of these products are being quality assessed, 
classified and distributed. 

Products: The CASP-GO processing chain was ap-
plied to generate ~5,300 NASA Mars Reconnaissance 
Orbiter (MRO) Context Camera (CTX) stereo-derived 
3D imaging products using the MSSL-Imaging pro-
cessing cluster and the Microsoft Azure® cloud compu-
ting platform [1]. These DTMs cover ~18% of the Mar-
tian surface at 18m/pixel compared to the current HRSC 
DTM coverage of around 50% with grid-spacing from 
50m/pixel to 150m/pixel. Figure 1 shows their overall 
distribution when compared against previously pro-
cessed HRSC level-4 products [5]. 

 
Figure 1. Footprints of the processed iMars CTX blue for 
HRSC products available and (red for missing HRSC prod-
ucts) and HiRISE (green) DTMs displayed on top of the col-
ourised_by_height hill-shaded HRSC level 4 DTM products 
and greyscale hill-shaded MOLA DTM. 

Quality assessment: Before these products can be 
released, a 3-tiered quality assessment process was un-
dertaken. In the first, a sample of ≈1,000 DTM products 

were visually assessed by 3 volunteers and placed into 
5 different quality categories. These quality classifica-
tions were then compared against each other and are 
shown in Figure 2 and Table 1 below. Note the good 
agreement for the poorest and best quality and the vari-
able agreement for other categories. 

 
Figure 2. Figure 3. Relative Score of each Quality Assessor  
(DTM images) for a commons et of ≈1,000 products. 

 
Table 1. Confusion matrix of quality (5-high and 1-low) 

The quality was also assessed by the first author of 
a subset of ≈380 CTX DTMs. This used criteria such as 
no gaps or artefacts (Q5), small gaps, some jitter (Q4), 
larger gaps, worse jitter (Q3), large artefacts (Q4), lim-
ited coverage and poor quality (Q1) and failed (Q0). The 
results are shown in Table 2. Note that more than three-
quarters of the DTMs have either quality 5 or quality 4. 

 
Table 2. Quality assessment of 3803 CTX DTMs based on a 
visual assessment. 
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A machine-learning based approach [6-7] employed 
a multi-class Radial Basis Function Support Vector Ma-
chine (RBF SVM) classifier (see Figure 3 flowchart) to 
detect striping due to jitter. The results of this are shown 
in Table 3 below. Note the large ambiguity in the unsure 
class for the classifier and the high agreement for the 
strip detection. 

 
Figure 3. flowchart showing how visual products employed 
to detect striping automatically in CTX DTMs. 

 
Table 3. Statistics of automated stripe detection 

Public distribution:  The CTX DTMs are browsa-
ble through the iMars webGIS system (http://www.i-
mars.eu/web-gis) developed at the Freie Universität 
Berlin by [3]. Figure 4 shows an example webpage with 
the main control panels developed using OpenLayers 
and Figure 5 shows a pop-up menu to allow users to 
download products either from the original NASA PDS 
sites or new UCL products from the ESA Guest Storage 
Facility. This latter facility is available through a DOI 
landing page associated with a peer review publication 
on the datasets. The first of these is available for the new 
HRSC orbital DTMs and ORIs and their corresponding 

mosaiced products for the Martian South Polar Residual 
Cap whose production is described in [8] and available 
through doi:10.5270/esa-0j79yk8 

 
Figure 4. iMars webGIS showing main control functions. 

 
Figure 5. Example showing how right-clicking can provide 
direct access to the datasets from their original source loca-
tion on the NASA PDS or of derived products from the new 
ESA Guest Storage Facility. 

References: [1] Tao Y. et al. (2018), Planetary and 
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Science, 57, 2095–2112. [5] Gwinner, K. et al., (2016). 
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drov2, S. McMichael2, 1Imaging Group, Mullard Space Science Laboratory, Department of Space & Climate Phys-
ics, University College London, Holmbury St Mary, Surrey, RH5 6NT, j.muller@ucl.ac.uk,  2NASA Ames Research 
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Introduction:  Within the EU-FP7 iMars project 

(http://www.i-mars.eu), a fully automated multi-resolu-
tion Digital Terrain Model (DTM) processing chain has 
been developed, called Co-registration ASP-Gotcha 
Optimised (CASP-GO), based on the open source 
NASA Ames Stereo Pipeline (ASP) [1], Mutual Shape 
Adapted Scale Invariant Feature Transform (MSA-
SIFT) based multi-resolution image co-registration [2], 
and the Gotcha [3] sub-pixel refinement method. The 
implemented system [4] guarantees global geo-refer-
encing compliance with respect to High Resolution Ste-
reo Camera imaging (HRSC), and hence to the Mars Or-
biter Laser Altimeter (MOLA), providing refined stereo 
matching completeness and high accuracy based on the 
open source ASP platform. 

Methods:  Aside from the ASP core pre-processing, 
initial matching, subpixel matching, camera triangula-
tion, and DTM generation, five additional workflows 
are introduced to further improve the DTM complete-
ness and quality. Figure 1 shows that these include (a) a 
fast Maximum likelihood sub-pixel refinement method 
to build a float initial disparity map; (b) an optimized 
outlier rejection and erosion scheme to define and elim-
inate mis-matches; (c) an Adaptive Least Squares Cor-
relation (ALSC) and region growing (Gotcha) based re-
finement and densification method to refine the dispar-
ity value and try to match un-matched and mis-matched 
area; (d) co-kriging grid-point interpolation to generate 
DTMs as well as height uncertainties for each interpo-
lated DTM point; and (e) OrthoRectified Image (ORI) 
co-registration with respect to a given base dataset (in 
our case level-4 HRSC products). 

 
Figure 1. CASP-GO flowchart [4] ASP (blue) & new (green) 

Products: The CASP-GO processing chain has 
been applied to generate ~5,300 NASA Mars Recon-
naissance Orbiter (MRO) Context Camera (CTX) ste-
reo-derived 3D imaging products using the MSSL-
Imaging processing cluster and the Microsoft Azure® 
cloud computing platform [6]. These DTMs cover 
~18% of the Martian surface at 18 m/pixel compared to 
the current HRSC DTM coverage of around 50% with 
grid-spacing from 50 m/pixel to 150 m/pixel. The re-
sultant multi-resolution co-registered 3D models will al-
low a much more comprehensive interpretation of the 
Martian surface, and are available to browse by the in-
ternational community of planetary geo-scientists 
through an interactive webGIS system (http://www.i-
mars.eu) developed at the Free University Berlin [5] 
available at UCL-MSS and through the ESA Guest Stor-
age Facility [6]. Some tens of HiRISE stereo products 
have also been processed and compared against prod-
ucts from other systems. An example of CTX products 
from ASP and CASP-GO is shown in Figure 2 along 
with an example of co-registered HRSC-CTX and 
HiRISE derived DTMs in Figure 3, viewed within Fle-
dermaus® 

 

 
Figure 2. Comparison of CTX DTM products showing the 
impact of using Gotcha to fill in the gaps as well as the slight 
reduction in fine-scale detail from smoothing. 

 
Figure 3. Perspective view of HRSC + CTX + HiRISE (2 
strips) DTM products. 

Quality: Visual evaluations were performed by sev-
eral volunteers of the processed CTX DTMs as to their 
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quality in 5 different groups as well as an assessment 
whether striping due to jitter was present (1-2m differ-
ences). The vast majority of DTMs are in the first 3 clas-
ses with only 6% in the poor quality class [6]. An eval-
uation of this quality is further performed using auto-
mated machine learning methods [6]. 

Known issues: The CASP-GO pipeline has been 
demonstrated to produce optimal results for CTX im-
ages when compared with several inhouse or commer-
cial DTM pipelines, such as SOCET-SET. However, 
there are known issues including: lack of a current de-
jittering procedure, no options for an adaptive kernel 
size, different tiling artefacts from different matching 
stages which cannot yet be fully removed, and the com-
putation time of the Gotcha process is quite high. 

Software: The CASP-GO system has been tested on 
the latest Mac OS, RHEL and Ubuntu systems and will 
be available as opensource through the ASP and 
MSSL_Imaging’s Github page. A GPU version is cur-
rently under development to address the Gotcha bottle-
neck. A harness to allow use of cloud computing plat-
forms such as Microsoft Azure® and Amazon® Web 
Services is also available. 

Future work: Further development work is planned 
including (a) assessment of input image quality to 
screen out unsuitable input scenes; (b) optimal setting 
of parameters to reduce gaps; (c) further detection and 
elimination of artefacts. The iMars base products can be 
used by the ESA ExoMars Trace Gas Orbiter 2016 and 
subsequent ESA missions for navigation and orientation 
and can be employed to provide the necessary inputs for 
engineering operations for the ESA ExoMars 2020 
rover and for any Mars Sample Return missions in the 
2020s. Experiments have been performed with CaSSIS 
DTM production and will be made available through fu-
ture updates at the Github page. HRSC products can 
also be derived using ASP and this functionality will be 
integrated into CASP-GO to allow the unprocessed or-
bital strips (≈50% of the surface) and large area mosaics 
to be created at multi-resolutions.  

References: [1] Beyer R. et al. (2018), ESS, 5 (9), 
537-548. [2] Tao Y. et al. (2016), Icarus, 280, 139-157. 
[3] Shin, D. and Muller J-P. (2012). Pattern Recogni-
tion, 45(10), 3795-3809. [4] Tao Y. et al. (2018), PSS, 
154, 30–58. [5] Walter S. et al. (2018), ESS, 5 (7), 308-
323. [6] Muller, J-P., et al. (2019) this workshop. 
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L.D.V. Neakrase, R.F. Beebe, L.F. Huber, N. Chanover, J.J. Johnson, I. Trejo  
Planetary Data System, Atmospheres Node, Dept. of Astronomy, P.O. Box 30001, MSC 4500, New Mexico State 
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Introduction. Over the past few years PDS has been 
moving to releasing data exclusively under the new 
PDS4 archive standard. Part of the draw for moving 
to PDS4 is increased flexibility, consistency, and 
interconnectivity of data products and 
documentation. The result of this upgrade is to 
improve PDS inter-node connectivity through better 
referencing and eventually better search and retrieval 
of desired data by end-users. While PDS continues to 
move forward with migration of legacy products, 
testing of various mechanisms for improving search 
and retrieval is necessary to leverage PDS4 design 
decisions with usability for end-users.  
 
Web Wizardry. Part of the development of better 
access to PDS data begins with how it is presented to 
the end-users. Reviews of users’ complaints revealed 
that a basic problem is that inexperienced users are 
discipline-centered while the structure of the PDS 
archive is mission-centered. Facing marketing of the 
first missions to archive under the new PDS4 
standard, LADEE and MAVEN, the Atmospheres 
node (ATM) began working on web page layouts 
(together with Small Bodies (SBN) and Planetary 
Plasma Interactions (PPI)) to better accommodate 
users looking for data. The pages focused on 
providing more base information about the purpose 
and goals of the mission with stepping-off points for 
more detail as needed. The goal of this effort was to 
provide first-time or novice users access to 
information vital for understanding the data while 
maintaining clean access for experienced users to get 
to the data as efficiently as possible. The resulting 
pages provided mission information and images at 
the top of the pages, with links to individual 
instrument pages that are organized in a similar way. 
The instrument pages provide information about the 
capabilities of the instrument, with clear links to the 
instrument bundles, document and data collections.  
 
The desire to provide tools to access individual data 
sets at the file level led to the creation of indices 
containing information above and beyond what is 
found in individual label files. Dealing with PDS4 
LADEE and MAVEN data  and  migrated Juno data 
quickly revealed that effective indices for each 
instrument are highly individualized and considerable 
effort and interaction with the instrument teams is 
required to optimize  retrieval.  Once generated, these 
indices provided metadata that allowed the creation 
of tailored search engines for an individual 

instrument. For the first time, users could organize 
the data by science discipline keywords, better 
facilitating search and retrieval at the product-level, 
rather than bulk data sets or collections.  
 
Better Indices for Better Search. The key to this 
effort was the culling of specific information to form 
the indices. In order to better search a collection, 
more information is often necessary which can be 
merged with metadata from the data product labels. 
Information such as timing of observing sequences, 
targeting of various features, specific spectral 
components, or mission derived geometry and 
instrument pointing (SPICE geometry) can often be 
discovered within documentation and other ancillary 
sources from mission personnel.  
 
The scope of necessary information and the difficulty 
of obtaining needed information vary greatly from 
mission to mission. For a mission like Juno the orbit 
is relatively known but the challenge is tracking and 
documenting variations in data acquisition and intent 
as the instrument teams learn and modify goals and 
approaches.  
 
For long-lived complex missions like Cassini, the 
varying orbit and sequence of targets, combine with 
operational changes, introduction of new goals, 
changes in data processing, and shrinking mission 
budgets provide huge challenges in providing  
adequate metadata and search indices to allow users 
to effectively exploit the data.   
 
Cassini and Science Facets. Website design for 
presenting mission data together with better indexing 
allows better searches, but science end-users typically 
want more science facet searches than bulk mission 
searches. Reorganization of the mission data to 
represent science facets is necessary once a mission 
is complete to better find complementary 
observations by different instruments. Furthermore, 
reorganization can provide easier comparison 
between missions and legacy data.  
 
Based on PDS3 data organization, the Cassini team 
was tasked with reorganizing the data into common 
science facets to make sense of a very long and 
complicated mission to the Saturn system. The 
resulting facets were woven into a Cassini mission 
system of web pages, built largely on providing 
multiple access points to better serve the community. 
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The benefit of the mission team being heavily 
involved in the process was to incorporate much 
corporate knowledge from the teams collecting the 
data during the mission. Detailed files were made to 
incorporate that knowledge including event timing 
across all instruments and targets during the lifetime 
of the mission. These files allowed better comparison 
of coordinated observations, providing a better sense 
of the science goals of the mission as a whole. User-
guides were commissioned from the instrument 
teams and were written by team scientists 
(grads/post-docs) that were using the data, to better 
represent the usability and processing techniques 
from a practical standpoint.  
 
Preliminary versions of the Cassini pages are online 
at:https://atmos.nmsu.edu/data_and_services/atmosph
eres_data/Cassini/Cassini.html. The team has made a 
major effort to provide mission and discipline data to 
the user via extensive web pages. PDS4 migration of 
the data and integration of data retrieval is yet to 
come. 
 
Future Work, Leveraging PDS4. The efforts of the 
Cassini Team represent an attempt to bridge the gap 
between the PDS responsibility to archive mission 
data and be a usable repository for future scientists to 
be able to access use the data.  As the PDS4 
archiving standard continues to mature more of its 
capabilities will become apparent. For example, the 
next logical step would be to leverage the PDS4 
Central Registry for better search and retrieval 
options.  
 
Science facet organization can be accomplished using 
the concept of ‘secondary bundles’ or rather a simple 
reorganization of the registered data products. 
Secondary bundles allow new bundles to be 
registered through the Central Registry that could be 
fundamentally different groupings of data already 
present in the archive. These new bundles could 
preserve the specific indices as new documentation in 
a document collection and data collections could be 
based on science facets directly. The new data 
collections would contain no new data, but rather an 
inventory file comprised of listings of related 
products pointing to the previously registered mission 
data.  
 
The use of the Logical Identifier (LID), also known 
as a Uniform Resource Name (URN), allows every 
registered product to be uniquely identified like a 
serial number. Better leveraging of the registry could 
allow direct linking to the latest documentation on 
web pages based on these LIDs, meaning that 
multiple copies of document files would not have to 

exist in multiple places. Leveraging PDS4 in this way 
should enable better file management and reduce the 
possibility of finding multiple copies of outdated 
documents on multiple PDS sites. 
 
The real strengths of the PDS4 system are just now 
beginning to become apparent. As more legacy data 
are migrated and further stabilization of the PDS4 
Information Model continues, better web designs 
making use of the new architecture should be 
possible. The end product should be a better-
integrated, more-consistent archive, that better serves 
the planetary science community. The evolution of 
web designs like the Cassini model, will pave to road 
to improving the ability to search and retrieve data at 
the PDS.  
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LABELS MADE SIMPLE, ELSA TEACHES STRUCTURE: LESSONS LEARNED ANEW 
L.D.V. Neakrase, T.D. Pagán, K. Sweebe, J. Karl, L.F. Huber, N. Chanover, R. Beebe, V.I. Martinez, A. Hyder 
Planetary Data System, Atmospheres Node, Dept. of Astronomy, P.O.Box 30001, MSC 4500, New Mexico State 
University, Las Cruces, NM 88003-8001  
 
Introduction. In an effort to aid derived data 
providers, the PDS Atmospheres Node has developed 
a new online tool, the Educational Labeling System 
at Atmospheres (ELSA). ELSA provides an online 
web environment to build PDS4 bundles for simple 
data while teaching users about PDS4 structures. 
 
Under the PDS4 archiving standard, datasets are 
organized by an Information-Model-driven hierarchy: 
 

Bundle à  Collection(s) à Basic Products 
 
Every registered product consists of a metadata label 
and the product itself (data, document, inventory 
files, context products, etc.). The labels are stand-
alone XML files that contain all the necessary 
information about the companion files, including 
linkages to related files. All products must have 
unique identifiers (logical identifiers – LIDs) that are 
used to register and reference every product under 
this system. Logical Identifiers are implemented 
through the use of Uniform Resource Names (URNs) 
and for PDS will have the form: 
 

urn:nasa:pds:bundle_id:collection_id:product_id 
 
There are formal and informal rules for constructing 
unique, valid URNs for PDS4. Many PDS documents 
for data providers outline the rules for these 
identifiers. New providers or providers with limited 
experience with PDS4 may need to create these 
unique references for funded research projects, but 
may be intimidated by the complexity of the PDS4 
archiving standard. ELSA is designed to aid in this 
task. 
 
ELSA, Python, and Django. ELSA initially began 
as a student project developed with Java and PHP. 
Continued student activity required an easier way to 
maintain the code. The decision was made to 
leverage our previous coding experience for PDS3-
to-PDS4 migration efforts with Python to expand our 
capabilities in aiding data providers with label 
support. A natural extension of this was to 
incorporate Python’s Django libraries to create a 
web-interface for creating and editing label 
templates. The goal for ELSA is therefore to provide 
a way for novice and expert data providers to quickly 
create viable label templates. 
 

Django allows Python to be used to develop web 
applications, interfacing HTML with Python. This 
provides an easy framework for ELSA bypassing the 
need for Java or PHP, allowing multiple generations 
of undergraduate students to quickly pick up the 
coding language to maintain and manipulate the 
application.  
 
Django’s tools for the development of various web 
applications help compartmentalize the aspects of a 
bundle creation. Using the Python library lxml, 
undergraduate students are able to divide the PDS4 
label template into unique components. Each 
component is handled by a web application designed 
around the formal and informal rules of the 
Information Model. This allows the students to create 
a more comprehensive and user-friendly interface. 
 
Features and Capabilities. Potential data providers 
and users of ELSA are greeted with an initial log in 
screen. The initial account allows users to create a 
free login giving them space to play with PDS4 
bundles within our system. The next screen prompts 
the user to create a new bundle or continue working 
with existing bundles from previous sessions. The 
Atmospheres Node encourages top-down bundle 
development. Data providers need to understand that 
submitting an archive to the PDS is more than 
handing over a few data products and requires the 
creation of an archive bundle. 
 
ELSA’s Build application allows users to build PDS4 
templates for an entire bundle. This includes setting 
up initial internal references for their bundle, 
including creating the LID patterns to be used 
throughout, designating and creating the initial set of 
collections they plan to have, basic editing of many 
parts of the bundle label and selecting what types of 
data they plan to include.  
 
The selected collections in the bundle provide stubs 
of templates for generating the collection labels 
where the user can add context referencing, internal 
and external referencing for documentation nearly 
completing each needed collection label.   
 
Within each collection, the individual product label 
templates can also be started. Document collections 
allow users to select the type of documents and 
include consistent context referencing. Data 
collections, depending on the type of data selected in 
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the bundle creation section, allow users start with 
appropriate data product templates, import in the 
necessary context referencing and allow for editing of 
column field headers. Currently ELSA only allows 
tabular data but includes fixed-width, delimited, and 
binary tables.   
 
Expandability and Future Plans. Because of the 
modular approach taken in the development of 
ELSA, continued augmentation of its features is now 
possible. The decision to use Python/Django 
architecture ensures ease of use for future student 
software developers to quickly learn and compose 
modules for specific functionality. The modular 
nature of the ELSA development leveraging the 
Django application architecture allows future 
modules/applications to be added seamlessly to the 
core of ELSA, augmenting its functionality. 
 
Specific future capabilities will include support for 
other data types beyond table formats. Simple arrays 
are next in our development schedule. With the 
inclusion of arrays and simple images, we are 
beginning to develop a simple interface for the 
incorporation of local data dictionaries, starting with 
the PDS4 discipline dictionaries such as Display, 
Geometry, and Cartography (in increasing 
complexity order). Efforts with migration of PDS3 
data to the PDS4 archiving standard have allowed our 
students to become increasingly familiar with 
including dictionary support in label creation. Using 
this experience we aim to continue the ELSA 
philosophy of building a web-interface to simplify 
the process specifically for first-time, novice users.   
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L.D.V. Neakrase, K. Sweebe, T.D. Pagán, J. Karl, L. Huber, N. Chanover, V.I. Martinez, A. Hyder 
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Introduction. In an effort to aid derived data 
providers, the PDS Atmospheres Node has developed 
a new online tool, the Educational Labeling System 
at Atmospheres (ELSA). ELSA provides an online 
web environment to build PDS4 bundles for simple 
data while teaching users about PDS4 structures. 
 
Under the PDS4 archiving standard, datasets are 
organized by an Information-Model-driven hierarchy: 
 

Bundle à  Collection(s) à Basic Products 
 
Every registered product consists of a metadata label 
and the product itself (data, document, inventory 
files, context products, etc.). The labels are stand-
alone XML files that contain all the necessary 
information about the companion files, including 
linkages to related files. All products must have 
unique identifiers (logical identifiers – LIDs) that are 
used to register and reference every product under 
this system. Logical Identifiers are implemented 
through the use of Uniform Resource Names (URNs) 
and for PDS will have the form: 
 

urn:nasa:pds:bundle_id:collection_id:product_id 
 
There are formal and informal rules for constructing 
unique, valid URNs for PDS4. Many PDS documents 
for data providers outline the rules for these 
identifiers. New providers or providers with limited 
experience with PDS4 may need to create these 
unique references for funded research projects, but 
may be intimidated by the complexity of the PDS4 
archiving standard. ELSA is designed to aid in this 
task. 
 
Within the PDS system, context references, or 
products that refer to observing system components 
like investigations, instrument hosts (spacecraft, 
facilities), instruments, and targets, are managed by 
the PDS Engineering Node (EN). This ‘Context 
Bundle’ contains all the necessary bits for referencing 
missions, laboratories, instrument packages, and 
designates what targets are used in every product.  
 
ELSA aims to allow easy access to the engineering 
context bundle to provide consistent, reliable 
referencing within label templates across the bundle. 
This allows data providers to easily add references to 
their labels and get the correct LIDs automatically. 
 

PDS4 Context Products and Databases. 
Context products work as a system of PDS-curated 
references to aid in the eventual search and retrieval 
of specific, user-desired products. The system of 
references form a hierarchy providing the context for 
archive products tagging them to a specific mission 
or facility with information about how the data were 
collected with instruments. The context product 
system builds the observing system necessary for 
collecting data and has a hierarchy that looks like: 
 
Investigation à Host(s)à Instrument(s) à Target(s) 
 
Investigation products provide the framework for a 
set of data and fall into multiple categories: missions, 
observing and field campaigns, individual and other 
investigations.  These describe the top-level for the 
type of science being done, information including 
references to the instrument host or facility, 
instruments, and targets. 
 
Host products form the top level providing 
information about the spacecraft or facilities where 
instruments are located. Instrument Hosts typically 
refer to spacecraft but could also include a range of 
mobile platforms (rovers, landers, aircraft, balloons, 
etc.). Facilities tend to include laboratories and 
observatories. Host products provide a ‘Where’ to the 
science being done. 
 
Instruments are the devices that are used to collect 
the data (spectrometers, accelerometers, cameras, 
meteorology packages, etc.) and can also include 
telescopes (which can be both instrument and 
instrument host where telescopes belong to an 
observatory and can have instruments mounted to 
them). Portable devices can also be referenced as 
instruments (portable telescopes, wind sensors, 
seismic arrays, etc.). Instrument products provide the 
‘How’ the data are collected. 
 
Targets provide the objects of the study and can 
range from stars to planets to comets/asteroids to 
collected samples and synthetic samples and even 
laboratory analog conditions. Target products provide 
the ‘For What’ purpose of the science. 
 
Together this system of products provides the 
Context of the files associated with a particular PDS4 
archive bundle. 
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ELSA, Python, and Django. ELSA initially began 
as a student project developing with Java and PHP. 
Continued student activity required an easier way to 
maintain the code. The decision was made to 
leverage our previous coding experience for PDS3-
to-PDS4 migration efforts with Python to expand our 
capabilities in aiding data providers with label 
support. A natural extension of this was to 
incorporate Python’s Django libraries to create a 
web-interface for creating and editing label 
templates. The goal for ELSA is therefore to provide 
a way for novice and expert data providers to quickly 
create viable label templates that can be populated 
with the provider’s own code (or by hand). 
 
ELSA and Starbase. ELSA implements a population 
script to crawl the PDS EN Context Bundle located in 
the Starbase Backup Repository to find and store 
information about context products. ELSA performs 
a linear sweep of each of the following Observing 
System Components: 1) investigations, 2) instrument 
hosts, 3) instruments, 4) targets, and 5) facilities. For 
each product, ELSA uses the current naming scheme 
of the hyperlinks listed in the Starbase Backup 
Repository of each product to find pertinent 
information for database population. The current 
naming scheme of the links/filenames to each product 
follows the following scheme: 
 
observing_system_component_type.observing_system

_component_name_versionid.xml  
 

ELSA checks if the product exists by name. If the 
product does exist, the version id of the latest product 
in the repository is checked against the version id of 
the pre-existing product in the database. If the current 
product has a higher version id, then it is newer than 
the pre-existing product, so the pre-existing product 
object is updated to represent the most recent version 
of the product. If the product does not exist, a new 
object is created in ELSA’s database that is 
representative of the most recent product in the 
Context Bundle. ELSA then crawls the individual 
context product’s label for its LID and its internal 
references. The internal references are used to relate 
other objects in ELSA’s database for faster search of 
products during the bundle building process. 
 
As a user selects context references for their bundle, 
the user can filter their search by host type 
(mission/instrument host vs. facility/laboratory-
observatory). If a user selects a mission, the user is 
prompted to select from a list of member instrument 
hosts. Selections are added to the correct locations in 
the user’s bundle. Once a user selects the instrument 
host, the user is given a list of instruments and targets 

that are filtered by relation to the instrument host, 
while populating instrument host information in the 
user’s bundle. A similar filtering process is also 
followed when a user selects facility rather than 
mission. This method of filtration provides a shorter 
list of observing system components at each step 
providing easier readability for the user and faster 
search time for ELSA. 
 
ELSA’s population script has been able to find 
inconsistencies in the PDS EN Context Bundle. 
ELSA uses hierarchal relations like mission to 
instrument host and instrument host to instrument to 
relate objects. Problematic objects have been found 
when a lower order product is related to a higher 
order product that does not exist within the PDS EN 
Context Bundle. Two examples found within the 
PDS EN Context Bundle occur in the Giotto 
spacecraft instrument host and in the Canon EOS 
Digital Rebel XT instrument products. The Giotto 
spacecraft instrument host points to a mission called 
‘Support Archives’ and the Canon EOS Digital Rebel 
XT points to an instrument host called ‘Unk’, both of 
which do not exist in the PDS EN Context Bundle. 
To get around these inconsistencies, ELSA currently 
manually adds the missing product objects to provide 
a path for a user to reach these lower order products. 
 
Conclusions and Future Work.  ELSA, in trying to 
provide a clean approach for data providers to auto-
populate label templates with consistent correct 
context references, has also provided a tool that is 
good at identifying inconsistencies within the PDS 
EN Context Bundle. Incomplete, incorrect, sparsely 
populated context products do not satisfy the primary 
purpose of their existence – uniquely, consistently 
identifying the context of every product for search 
and retrieval. Current efforts with ELSA have already 
led to changes in the context library at EN. Continued 
work will not only improve the quality and usability 
of the products within the Starbase repository, but 
also ensure more consistent auto-population tools like 
ELSA and any others in development. 
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EXPLORING TITAN USING VIRTUAL REALITY WITH DATA FROM THE DRAGONFLY MISSION.  
J. G. Near1,  R. P. Guseman2, E. P. Turtle, K. E. Hibbard, D. S. Adams, R. J. Steele, N. L. Mehta, A. H. Nair, C. 
A. Sawyer, S. L. Murchie, J. D. Vandegriff,  1The Johns Hopkins University Applied Physics Laboratory 
(greg.near@jhuapl.edu), 2The Johns Hopkins University Applied Physics Laboratory (paul.guseman@jhuapl.edu). 

 
 
Introduction:  The Johns Hopkins Applied Phys-

ics Laboratory (APL) is proposing the Dragonfly mis-
sion that will explore Saturn’s moon Titan in order to 
investigate its prebiotic organic chemistry [1].  A ro-
torcraft designed to fly in Titan’s dense atmosphere 
and low gravity will carry cameras and lidar that can 
be used to create three-dimensional representations of 
Titan’s terrain. We describe a Virtual Reality (VR) 
environment that allows a 3-D immersive experience 
of the Titan data. 

Current Capabilities:  The current implementa-
tion of the tool simulates Titan with terrestrial data 
and imagery similar to what will be taken during the 
actual mission. A digital elevation map with 1-m 
resolution is overlaid with aerial imagery to create a 
Titan-looking landscape. The VR environment incor-
porates a 3-D model of the rotorcraft which can be 
flown around the scene or scripted to follow pre-
designed flight paths. Multiple viewing perspectives 
are available, including Dragonfly camera fields of 
view as well as third-person views from outside the 
rotorcraft.  The environment can also execute scripted 
sequences illustrating Dragonfly operational scenari-
os.  During science operations, the VR environment 
will be used by engineers and scientists to visualize 
the lander in the Titan environment and inform deci-
sions such as selecting sampling locations.   

Data Input:  Planned data input for the tool dur-
ing operations will consist of imagery from onboard 
cameras, point cloud data from the onboard lidar, 
reconstructed digital terrain maps, and both planned 
and reconstructed rotorcraft position and orientation.  
Both planned and as-flown sequences will also be 
available for playback, allowing scientists and engi-
neers to visualize the sequences and review them for 
science utility and safety.  Data derived from science 
pipelines and archives, as well as tools like the Small 
Body Mapping Tool [2] provide a rich source of input 
for such a visualization tool.   

Benefits to the Community:  The main benefit of 
the VR approach is to present an accurate scientific 
depiction of the inherently 3-D data being returned by 
the mission. Other features may eventually be includ-
ed to assist with science analysis and what-if scenario 
planning. Of particular interest will be the ability to 
facilitate remote collaboration of multiple participants 
within the same VR environment.  

While the tools as presented here focus on Titan 
and Dragonfly, they can be generalized to other plan-
ets and bodies where large datasets are present.  The 
ability to overlay various data types (imagery, spectra, 
lidar, etc.) in one region gives the user the ability to 
not only see the data as a whole but also provides the 
user with the in-person, 3-D perspective that provides 
viewing angle and perspectives that are not possible 
when looking at a 2-D display of the data. 

Demonstration: We will provide an active 
demonstration of the existing capability and will pre-
sent some scripted views of Dragonfly scenarios. 

References: [1] http://dragonfly.jhuapl.edu/ 
[2] Ernst et al. (2018) The Small Body Mapping Tool 
(SBMT) for Accessing, Visualizing, and Analyzing 
Spacecraft Data in Three Dimensions, LPSC 49, ab-
stract no. 1043 
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PHOTOGRAPHIC ARCHIVE DIGITIZATION OF THE EARTH ANALOG SITE, AMBOY CRATER. 
D. M. Nelson1 and D. A. Williams1. School of Earth and Space Exploration, Arizona State University, Box 871404, 
Tempe, AZ 85287 (davidmnelson@asu.edu). 

 
Introduction: The NASA Regional Planetary Infor-

mation Facilities (RPIFs) are a network of 16 facilities 
(nine US and seven international), that archive maps, 
images, and supporting literature from past planetary 
missions. Although the RPIFs maintain similar prod-
ucts, each contain one or more unique datasets, often 
from research that was performed at the host institution. 

Historically, the RPIFs were founded in the 1970s to 
serve two primary functions: 1) to archive photographs 
and literature from active and completed planetary mis-
sions, and 2) to provide researchers and the public ac-
cess to the archive for scientific research and future mis-
sion planning [1]. Now, in the 21st century, a further 
goal is to digitize the unique collections and make them 
available online to the public. 

Like other RPIFs, the Ronald Greeley Center for 
Planetary Studies (RGCPS), located at Arizona State 
University (ASU), in Tempe, AZ, contains unique col-
lections within its archives. One of these collections 
consists of aerial and field photographs taken of Amboy 
Crater, which is located in the Mojave Desert of south-
east California and has been a favored terrestrial analog 
site for studying basaltic volcanism and aeolian pro-
cesses in close association. 

In this abstract, we describe the digitization of this 
archive, how the images have been scanned, docu-
mented, reviewed by the Planetary Data System (PDS), 
and hosted for the first time online. 

The RGCPS: During its 40 years of operation, the 
RGCPS has accumulated over a quarter-million prod-
ucts in its archive, of which over 30,000 are unique. The 
unique products include: photos of field and laboratory 
work, aerial photos, site studies (field maps, notes, and 
photographs), 35 mm slides and films of wind tunnel 
experiments, VHS tapes of presentations and confer-
ences, and “gray literature” publications and reports. 

Archive Digitization: In 2014, we were awarded 
funding to digitize part of our unique collection through 
the Planetary Data Archiving, Restoration, and Tools 
(PDART) program. The goal is to distribute these plan-
etary resources so that they can be better utilized by the 
whole planetary community for future research. To fa-
cilitate this distribution, we are making the datasets 
compliant to NASA’s PDS. For this project, we have 
outlined four tasks: Task 1) digitization of our aerial 
photographic archive; Task 2) digitization of field 
(Earth analog) research photographs; Task 3) digitiza-
tion of photographs and films of laboratory experi-
ments; and Task 4) scanning of NASA special publica-
tions (https://rpif.asu.edu/index.php/nasa_ pubs) [2]. 

Amboy Crater: For the pilot study in the digitiza-
tion of the RGCPS archives, we chose the Earth analog 
site, Amboy Crater. 

Amboy Crater is an extinct cinder cone, located in 
the Mojave Desert of eastern San Bernardino County, 
California (34.545°N, 115.791°W). The structure is 
about 76 m (250’) high and sits 290 m (250’) above sea 
level. It formed approximately 80,000 years ago, during 
the Late Pleistocene, and last erupted about 10,000 
years ago. Heavily eroded, vesicular pahoehoe flows 
surround Amboy Crater, which have been modified 
with numerous sand-filled depressions. A few plateau-
like structures can be found within the flows, along 
which are arcuate rifts or fractures, and small pressure 
domes and circular craters are located on the flat sur-
faces. Trending to the southeast from the cinder cone 
and superposing the flows is a dark (low sediment) wind 
streaks. 

The purpose of the research was to depict volcanic 
features on the Earth that “may be analogous to some of 
the small volcanic surface features observed on the 
Moon and Mars.” [3]. At this same location, a two-
month field experiment involving several 50-foot mete-
orology towers was performed at this site by Greeley, 
Iversen, and their associates for aeolian processes re-
lated to the Mars-like aeolian crater streak. 

Image Archive: This photographic archive is a col-
lection of 266 images, compiled from field research of 
the study site. About half of the photographs are b/w, 69 
of which are 8” x 10” and 62 are 3 ½” x 5”, and 135 are 
color (3 3/8” x 5”). 

The photographs were taken in Feb. 1976 by Drs. 
Ronald Greeley and James Iversen during field research 
at Amboy Crater. The photographs were acquired using 
hand-held cameras, taken at low altitude from a fixed-
wing aircraft of the volcanic outcrops, and on the 
ground of flows for close up views of the surface tex-
tures. 

Image Digitization: Each of the photographs re-
ceived an initial assessment to review its physical con-
dition and was placed in the correct sequence within the 
collection. The photos are lightly cleaned then scanned 
(600 dpi for images 5” x 7” or larger and 1200 dpi for 
smaller) on a flatbed scanner without image correction, 
and are saved as TIFF files. Damaged photos, or those 
deemed irrelevant to the study, might be scanned but not 
included with the PDS archive. The complete image set 
are then rectified and/or cropped using Adobe Pho-
toshop [4], then saved in the lossless PNG format to re-
duce image volume size. 
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File Naming Convention: The file names given to 
each of the scanned images include: identification of the 
type of image, the regional location, site name, and 
number within the sequence. 

The first variable identifies either aerial or field sub-
ject type. In the case of the Amboy Crater image set, “f” 
is used to indicate “field”, whereas an “a” would be used 
for high altitude “aerial” photographs. The regional lo-
cation code was obtained from the Library of Con-
gress’s MAchine Readable Cataloging (MARC) Code 
List for Countries; this metadata standard encompasses 
both states and countries [5]. For California, USA, the 
value “cau” was used. The site name is simply the ab-
breviation of Amboy Crater, or “ac”. The file name ends 
with a 3-number suffix, assigned from the order of im-
ages within the physical collection, beginning with 001. 
Finally, each name is given the file type suffix, in this 
case “.png”. Thus, the first image in the collection is as-
signed the name: fcau_ac_001.png 

Metadata Compilation: Information for the images 
is sparse and we included feature interpretation, physi-
cal and digital maps, field notes, print materials on geo-
morphology, and publications by Dr. Greeley and his 
colleagues (where available) as part of the metadata. 
This info was collected in a spreadsheet and includes the 
following field types: Product ID, Date Taken, Loca-
tion, Description, Named Feature, Feature Type, Pur-
pose Photo Taken, Scale, Source/Photographer, Instru-
ment, and Related Publications. 

PDS Archive: Once all digitized documents were 
collected and reviewed by RGCPS staff, the project was 
compiled into a directory structure and supplemented 
with supporting XML documents, as described by the 
conventions outlined in the PDS4 Data Provider’s 
Handbook [6].  

By the PDS terminology, Amboy Crater is a single 
Collection, which included all image files, spreadsheets, 

and supporting documents for this particular subject. 
Each of the documents (regardless of the type) within 
the Collection is referred to as a Product. The Collection 
itself is contained within the larger Bundle of other sim-
ilar collections (which will include scanned field photo-
graphs of other Earth analog sites). 

The Amboy Crater Collection has been peer re-
viewed and approved by the PDS as of September of 
2018 (Figure 1). It is currently hosted at the PDS Geo-
sciences Node at: http://pds-geosciences.wustl.edu/ 

missions/amboycrater/ index.htm 
and concurrently on the RGCPS website: 
https://rpif.asu.edu/index.php/fieldimgs_amboy_crater/ 

Continuing Work: The Amboy Crater project was 
the first in the digitization of the unique field images in 
the RGCPS archive. There are over 30 different sites in 
the archive and a total of 6557 photographs. A large 
number of these images have already been scanned and 
processed and are being prepared for PDS review. The 
sites are primarily in the US, but also include sites in 
Iceland, Bolivia, Peru, and Italy. 

The implementation of this digitization project re-
quired the development of a cataloging procedure that 
could standardize the sometimes sparse documentation, 
while providing users with enough information to iden-
tify specific image archive products. 
References: [1] http://www.lpi.usra.edu/library/RPIF/ 
[2] Nelson, D.M., et al., 2018, LPSC XVIX, Abs 
#2680 [3] Greeley, R., et al., 1978, Features of South-
ern California: A Comparative Planetary Geology 
Guidebook. NASA report, pp. 264. [4] Adobe: 
http://www.adobe.com [5] http://www.loc.gov/marc/ 
[6] https://pds.jpl.nasa.gov/pds4/doc/dph/current/ 
PDS4_DataProvidersHandbook_1.9.0.pdf (2017) 
 

 

 
Figure 1. Scaled examples of field photos of Amboy Crater, which is located in the Mojave Desert of southeast 
California. Left: the cinder cone at ground level (fcau_ac_008.png). Center: the cinder cone from low altitude 
(fcau_ac_079.png). Right: eroded and incided volcanic flow from low altitude (fcau_ac_230.png). 
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Ingesting Planetary Data into the JMARS Ecosystem 
Dale Noss1, Saadat Anwar1, Scott Dickenshied1, Shay Carter1, 1Mars Space Flight Facility, 201 E Orange 
Mall, Arizona State University, Tempe, AZ, 85287, USA, help@jmars.asu.edu 
 
 
Introduction: JMARS was originally built 
primarily as a mission-planning tool to target the 
THEMIS instrument on the 2001 Mars Odyssey 
spacecraft, and to provide scientists an effective 
way to view the acquired THEMIS data. The 
number of available data products in the tool was 
initially limited to THEMIS and a few base 
maps. The benefits of having an ability to 
simultaneously compare data from multiple 
instruments in a single tool were immediately 
apparent. The datasets supported by JMARS 
grew accordingly and expanded to include more 
than a dozen instruments from multiple missions. 
Over the intervening years, the scope of the tool 
expanded beyond Mars to encompass additional 
planetary bodies and asteroids. This expansion 
increased complexity and added challenges to 
the JMARS data ingestion process. 
 
Sources: The datasets in JMARS derive from 
multiple sources including the Planetary Data 
System (PDS), United States Geological Survey 
(USGS), the Deutsches Zentrum für Luft und 
Raumfahrt; (DLR) as well as a host of smaller 
institutions and individuals. The data types 
include map rasters, and instrument data takes 
such as stamps, radargrams and spectra. The data 
may even be as simple as text-based 
representations of crater, dune or boulder fields.  
 
Fig.1 JMARS Data Ingest 

 
 
Making the Sausage: JMARS users are able to 
view a multitude of datasets, link back to source 
files and view citations with only a few mouse 

clicks. Behind the scenes, hundreds of custom 
applications have been written to download, 
extract, and reformat meta-data before it can be 
loaded into database tables. Ingesting content 
from such a variety of inconsistent sources is 
often challenging. Every new dataset is a puzzle 
that must be decomposed into its component 
parts. The observation data must often be 
calibrated, map projected and tiled before it can 
be efficiently rendered in the tool. Attempts at 
standardization of unofficial datasets by groups 
such as the Mapping and Planetary Spatial 
Infrastructure Team2 (MAPSIT) are welcome. 
Despite data type variations, there are common 
ingest tools: USGS/ISIS software, Davinci, 
GDAL, ImageMagick, PostgreSQL, PostGIS and 
netPBM. The Linux processing environment 
runs on a small yet robust cluster of 10 Xeon 
servers with 16 cores and 96 Gbytes of memory 
each. 
 
References: [1] Christensen, P.R., et al., JMARS 
– A Planetary GIS, AGU 2009, Abstract IN22A-
06 [2] Christensen, P. R., et al., (2001), Mars 
Global Survey- or Thermal Emission 
Spectrometer experiment: de- scription and 
surface science results, Journal of Geo- physical 
Research., vol. 106, (E10), 23,823-823,871, 
doi:10.1029/2000JE001370 [3] Kieffer, H. H. 
(2013), Thermal model for analysis of Mars 
infrared mapping, Journal of Geophysical 
Research: Planets, vol. 118, pp. 451–470, 
doi:10.1029/2012JE004164. [4] Forget, François, 
et al., (1999) “Improved General Circulation 
Models of the Martian Atmosphere from the 
Surface to above 80 Km.” Journal of 
Geophysical Research: Planets, vol. 104, pp. 
24155–24175, doi:10.1029/1999je001025.  

[2] MAPSIT; Skinner, J.A. Jr., Huff, A.E., 
Fortezzo, C.M., Gaither, T., Hare, T.M., Hunter, 
M.A., Buban, H., 2019, Planetary geologic 
mapping—program status and future needs: U.S. 
Geological Survey Open-File Report 2019–1012, 
40 p., https://doi.org/10.3133/ofr20191012 
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Introduction: Over the past year, we began devel-

opment of a new data portal, the Planetary Geoscience 
Map Gateway (PGMG). Once fully functional, the goal 
of the PGMG is to provide on-line access to thematic 
data for all solid-surface bodies in the solar system ex-
cept for the Earth. The PGMG is similar in concept to 
the USGS’ National Geologic Map Database 
(NGMDB) [1], but is planned to have data discovery 
and serving capabilities far beyond those of the current 
NGMDB. 

Motivation: A semantic, geospatially-aware 
method of locating geoscience maps and thematic data 
is a major Planetary Spatial Data Infrastructure (PSDI) 
component that is very much needed by the planetary 
science community–a need reiterated in the results of 
the recent MAPSIT Geoscience Mapping Survey [2]. 
The PGMG will fill this need by enabling the scientific 
community to easily find and utilize planetary geosci-
ence map data for all solid-surface bodies in the solar 
system except for the Earth.  

Vision: Key capabilities of the PGMG under devel-
opment include (1) search options tailored to the needs 
of planetary scientists, (2) the ability for users to con-
tribute data (e.g., non-standard maps funded by NASA 
R&A programs) to the PGMG’s archives, (3) the ability 
to search the PGMG and pull data into third-party GIS 
applications, (4) the ability to discover complementary 
data provided by other Astrogeology and NASA ser-
vices (e.g., Astropedia, IAU Nomenclature, PDS) and 
external data providers.  

To keep the project tractable, the PGMG is initially 
limited to thematic data; that is, data derived through 
mapping and other geospatial analysis of spacecraft im-
ages. However, our long-term goal is to develop a 
larger, more comprehensive data portal analogous to the 
USGS National Map [3], wherein multiple planetary da-
tabases and data services (e.g., PGMG, Astropedia, 
PDS, RPIF, non-USGS/non-NASA data portals) can be 
linked to and interacted with. In this future data portal, 
the PGMG and other planetary data portals would be ac-
cessible as layers that can be activated as needed to suit 
the requirements of the user. 

The PGMG will leverage best practices developed 
for the NGMDB, the USGS National Map, and other 
data services currently provided by the USGS Astroge-
ology Science Center, as appropriate, with enhance-
ments made as needed to serve the needs of the plane-
tary science community.  

Implementation: We are currently developing 
draft PSDI metadata and content standards and 

requirements that leverage existing SDI standards for 
Earth, specifically Federal Geographic Data Committee 
(FGDC) metadata standards, as a basic framework. Sub-
ject matter experts from the USGS Planetary Geologic 
Mapping (PGM) group, USGS Mars Global Digital 
Dune Database (MGD3) [4], the USGS Mars Global 
Candidate Cave Catalog (MGC3) [5], and the IAU plan-
etary nomenclature database [6] are helping to improve 
our nascent PSDI metadata standards by specifying 
metadata standards required by their specialized da-
tasets. The intent of this work is to develop PSDI 
metadata standards that are robust enough to describe 
specialized datasets, yet flexible enough to adapt to the 
needs of datasets that will be added in the future. We 
expect the PSDI metadata standards to evolve and adapt 
to the needs of other specialized planetary datasets pro-
vided by the broader scientific community. 

Just as standardized metadata enable automated 
discovery at the dataset level, content standards are 
needed to support that same capability at the data level. 
These are codified as schemas, which define the re-
quired fields and data types allowed for each dataset. 
Reconciling information in maps produced over several 
decades into a database format is a significant challenge, 
but can serve as the basis for an more general data 
model, such as GeoSciML.  

 

 
Figure 1. This graphical view from the ontology illus-
trates the different avenues through which users can dis-
cover the same dataset. 
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We have also developed nascent ontologies for 
planetary geologic maps (Figure 1), Mars dunes, Mars 
caves, and planetary nomenclature. Ontologies are ob-
ject-based models of phenomena that use hierarchical 
structure to infer relationships between classes and sub-
classes of objects, and custom predicates to explicitly 
define relationships across classes. These relationships 
can then be queried, and when mapped to a database, 
can support more abstract semantics than querying a da-
tabase alone. These ontologies are, and will always be, 
a work in progress. We also expect that our ontologies 
will evolve and adapt to the concepts pertinent to the 
broader scientific community.  

Based on our draft PSDI metadata standards, sche-
mas and ontologies, we have set up a testbed for the 
PGMG [7]. This proof-of-concept testbed server is ca-
pable of processing semantic queries using our plane-
tary ontologies and test databases. We are currently 
working to enhance the capabilities of this testbed to in-
clude larger and more diverse datasets and to process 
increasingly complex semantic queries.  

Near-term activities: In the coming year, we plan 
to pursue the following activities: 

1. Enable community use and exchange of thematic 
data through the PGMG by completing our initial draft 
of the PSDI thematic metadata standards and distrib-
uting these draft standards for public review and even-
tual adoption by GeoSciML 

2. Enable testing of the PGMG with larger data-
bases by formatting the entire MGD3 and MGC3 data-
bases to PSDI thematic metadata standards. These com-
plete databases, plus the IAU planetary nomenclature 
and USGS geologic map databases will be incorporated 
into the PGMG testbed.  

3. Enable broader semantic queries by generating 
production versions of the PSDI ontologies for plane-
tary geologic maps, IAU planetary nomenclature, Mars 
dunes and Mars caves and incorporating these ontolo-
gies into the PGMG testbed. 

4. Enable database queries based on geospatial cri-
teria by testing candidates for geospatial-enabled repos-
itories (e.g., GeoNetwork, GeoBlackLight, GeoPortal, 
extended Alfresco) using a subset of existing Astropedia 
metadata. 

5. Enable the display of planetary geospatial data in 
a web browser by developing an OpenLayers3 exten-
sion to handle planetary body and coordinate reference 
system definitions (e.g., planetary radii, ocen-
tric/ographic, east/west conventions). The resulting 
OpenLayers3 planetary extension will be released to the 
public through GitHub. We will also implement our 
OpenLayers3 planetary extension in the PGMG testbed. 

Long-term plans: Implementation of the PGMG 
and any successor data portals is a long-term endeavor. 
Funding for the PGMG is currently provided by the 
NASA-USGS PSDI inter-agency agreement (IAA) [8]. 

Future funding for the PGMG is not guaranteed, and we 
plan to propose to this IAA for funding on an annual 
basis to sustain the PGMG and any succeeding data por-
tals that it may evolve into.  

Feedback from and participation by the scientific 
community is a fundamental principle of the PGMG 
project. Although we would prefer to involve the com-
munity in testing the PGMG within the next year, the 
PGMG testbed will not be ready for external review un-
til at least 2020. This long development timeline is due 
to limited personnel availability, rather than technical 
challenges. 

In a few years, we intend to establish inter-organi-
zational memorandums of understanding (MOUs) with 
data providers. MOUs are necessary to enable data pro-
viders to submit data the PGMG, and to enable users to 
discover complementary data services hosted outside 
of, but linked through the PGMG (i.e., fully realize the 
benefits of an SDI). Similarly, we will need to create 
translations between existing, non-PSDI metadata 
standards and the PSDI metadata standards that the 
PGMG is based upon. For example, to allow PDS data 
to be discoverable through the PGMG (or its successor 
data portal), an interface between the PDS metadata 
standards and the PSDI metadata standards will be re-
quired. 

References: [1] https://ngmdb.usgs.gov [2] Skinner 
J. A. et al. (2019) USGS OFR 2019-1012. [3] https://na-
tionalmap.gov [4] Gullikson A. L. (2018) USGS Open-
File Report 2018-1164. [5] https://astrogeol-
ogy.usgs.gov/search/map/Mars/MarsCaveCata-
log/mars_cave_catalog [6] https://plane-
tarynames.wr.usgs.gov [7] Hunter M. A. et al. (2019) 
LPS L, Abstract #1107. [8] Keszthelyi L. P. et al. (2018) 
Planetary Science Informatics and Data Analytics In-
ternational Conference, Abstract #6054. 
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Introduction: Planning for, evaluating, and 
visualizing constraints of instruments on spacecraft 
involves many complicated but tractable mathematical 
problems. Solving for occultations, calculating 
illumination angle constraints, and drawing the field of 
view of an instrument on a body all come with their own 
complications. Most issues arise when the field of view 
or constraint cone moves off the limb of the body that 
the instrument is observing. Thankfully, many of these 
calculations can be simplified to the same problem: the 
intersection of two or more convex cones. 

Here we describe an efficient algorithm that can be 
used to find the intersection of two or more convex 
cones in free space. This algorithm will be useful in 
many instances, including all those described in the 
above introduction.  We will present the method of 
applying this algorithm to drawing the field of view of 
the Europa Imaging System (EIS) narrow angle camera 
(NAC) on Europa’s surface. 

The Problem:  Consider solving for the occultation 
of a planet by its moon, from the point of view of a 
spacecraft instrument.  We can set this problem up by 
creating a cone that is the instrument’s field of view, and 
another representing the spacecraft’s view of the moon.  
We want to know if these cones intersect.  The task of 
drawing an instrument’s field of view on a body is a 
similar one.  We create two cones in the same fashion, 
but we want to know if and how these cones intersect. 

It turns out there are actually several cases to 
consider, taking into account whether the cones in 
question intersect, and if so, to what extent.  Figure 1 
shows how this intersection can vary depending on 
spacecraft position and distance from the body.  
Specifically, it portrays the different ways a rectangular 
field of view can intersect an ellipsoid.  It can fully 
intersect as shown in (a), or not at all as in (b).  
Furthermore, it can be an intersection as shown in (c), 
(d), and (e), where the instrument is partially on-limb 
and partially off-limb, or is far enough away that the 
entire body is within the field of view. 

To handle each case individually is inefficient and 
ambiguous because we have to first consider each point 
along the edge of the field of view just to identify which 
case we are dealing with.  It is insufficient to check, for 
instance, just the four corners of the field of view, since 
in case (d) this would falsely lead us to believe the field 
of view does not intersect the body at all. Thus, it is 
necessary to identify if, and at what point, the field of 
view crosses the limb of the body.   Once we identify 

which case we are dealing with, there are additional 
challenges and inefficiencies to solving each case.  
However, it can actually be simplified to just one case 
if we change the calculation from three dimensions to 
two, and take advantage of an existing Java Application 
Programming Interface (API). 

 

 
Figure 1 various cases for the intersection of a rectangular 
field of view (FOV) with an ellipsoid.  

The Algorithm: Instead of thinking of each point 
around a cone individually, and whether it will intersect 
with the surface of the body or not, we consider the 2-D 
shape that is the intersection of the field of view with 
the elliptical limb of the body.  This gives us the area of 
interest on the body.  Any part of the cone that does not 
intersect the body is no longer part of the equation, and 
we have narrowed the problem to one case in which the 
entire field of view is contained on the body (shown in 
Figure 1 (a)). 

A Case Study: In this presentation we will take a 
look at a specific example for which this algorithm was 
used.  That is, a tool that is being developed to visualize 
and plan fly-bys for Europa Clipper which draws the 
accessible area of the EIS NAC on the surface of Europa 
under certain constraints.  The NAC has a rectangular 
field of view, and a two-axis gimbal that enables a 60 
degree cone that it can operate within. The NAC will 
also only operate within certain incidence angle, 
emission angle, and phase angle constraints [1]. 
Applying these constraints, the visualization of NAC 
potential imaging is no longer just a 60 degree cone 
intersected with the Europa surface, but is now a more 
complicated shape that is the intersection of all of the 
described constraints.  Additionally, to get a better sense 
of what is being imaged at any time during a fly-by, we 
provide the ability to show the instantaneous field of 
view of the camera over time based on a NAC gimbal 
schedule.  At any time in the gimbal schedule, it is 
possible that the field of view may come partially 
(Figure 1 (c), (d), (e)) or fully (Figure 1 (b)) off the limb 
of Europa, so we are faced with the challenges described 
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above.  In the following sections, we describe how we 
implemented this algorithm to get past these hurdles. 

We start with two cones, each with its vertex at 
Clipper.  One cone is the rectangular field of view, and 
one cone is the view of Europa from Clipper.  By taking 
a plane perpendicular to the normal of each cone, we 
can obtain two-dimensional shapes to work with.  In this 
example, the first two-dimensional shape is the ellipse 
that is the limb of Europa as seen from Clipper. The 
second shape is the field of view generated with a 
unitized boresight vector.  That is, the rectangular field 
of view located one meter from the instrument. We set 
up a simple cylindrical projection, centered on the 
spacecraft, and project both the limb and the field of 
view into this projection.  Now we have an ellipse and a 
rectangle, represented as Java Area objects in the same 
projection.  The Area API has a function that will, given 
two areas, return the intersection of those areas.  One 
call to this function gives us exactly what we want: that 
part of the NAC field of view which intersects the body 
of Europa.  Once we have this area, all that is left to do 
is invert the projection back to three-dimensional space 
and “onto” the body of Europa. 

 

 
Figure 2 Finding where the computed field of view intersects 
the body of Europa 

Drawing this area on Europa’s Surface:  Again, we 
make use of the Area API, which provides an iterator 
that will return all path segments that make up the 
resulting field of view.  Iterating over these paths, we 
take each point and trace a ray from Clipper in the 
direction of that point, finding where on the body the ray 
intersects.  Since we have already intersected with the 
limb, each ray is guaranteed to intersect with the body.  
This step is illustrated in Figure 2.  The resulting list of 
points are on the surface of Europa and can then be 
combined into an Area to be rendered on a GUI or used 
for other calculations. 

 

 
Figure 3 Emission (green) and Incidence (yellow) constraints 
intersected with 60 degree field of regard to show accessible 
area (red).  Instantaneous field of view (white) shown inside 
potential imaging area.  The white dot represents the nadir 
vector. 

Conclusion and Future Applications: Despite the 
complications involved in this calculation, we were 
successfully able to compute and render the 
instantaneous field of view of the EIS NAC on Europa’s 
surface (see Figure 3).  The calculation is efficient 
enough that it is responsive to a time slider on the 
graphical user interface (GUI) and the field of view can 
be recomputed instantaneously when the time is 
updated.  Additionally, the red coverage area is actually 
the intersection of three cones: the emission angle and 
incidence angle constraint cones, and the 60 degree field 
of regard cone.  All of these shapes are calculated and 
rendered with no noticeable lag or delay, demonstrating 
the efficiency of the algorithm for greater than two 
cones.  It is trivial to extend the algorithm to work with 
any number of cones. 

As noted in the introduction, there are several other 
instances for which this algorithm will prove itself 
useful.  Although we present the algorithm in terms of 
rendering a field of view on a three-dimensional body, 
it can also be used in free space to solve occultation 
problems.  One such problem is to verify that the star-
trackers on the Lunar Reconnaissance Orbiter (LRO) 
are not occulted by any object when slewing the 
spacecraft for a Mini-RF observation.  It will also be 
useful in the processing of Mini-RF data for polar 
collects when the boresight vector comes off the limb of 
the body.  The algorithm can be and will be generalized 
to find the intersection of any number of convex cones 
effectively and efficiently. 

 
References: [1] Turtle E. P. et al (2019) LPSC 50, 
Abstract #3065. [2] Toussaint G. T. (1985) The Visual 
Computer, 1, 118-123 
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Introduction:  The Miniature Radio-Frequency in-

strument (Mini-RF) onboard NASA’s Lunar Recon-

naissance Orbiter is a synthetic aperture radar (SAR) 

[1, 2] that, in coordination with either the DSS-13 

Goldstone Deep Space Communication Complex or the 

Arecibo Observatory, operates in continuous receive 

mode to conduct bistatic S- and X-band radar observa-

tions of the lunar surface [3, 4].  

Mini-RF planning operations are a multi-step pro-

cess involving the management of orbital constraints 

(will Mini-RF be able to see the target?), radar con-

straints (will Mini-RF be able to see the target well?), 

flight constraints (will the observation violate any 

spacecraft system constraints?), and scheduling con-

straints (will other instruments and the ground station 

be able to accommodate this observation?). The anal-

yses of orbital constraints, flight constraints, and 

scheduling constraints are typically straightforward in 

the sense that the associated “keep out zones” are more 

easily quantified and explicit. Whereas the limiting 

radar constraints (i.e., pulse repetition interval (PRI) 

and spacecraft attitude) can vary significantly from 

collect to collect and these variations can  affect the 

quality of processed data. Here, we will focus on an 

improved visualization of observation opportunity ra-

dar geometries to improve the planning decision pro-

cess and, as a result, improve data quality. 

The Ground Station/Mini-RF Bistatic System:  

When operating in support of a Mini-RF observation, 

the ground station transmits pulsed signals with pulse 

repetition interval as requested by the instrument team. 

The transmitted pulses are backscattered from the lunar 

surface and received by the Mini-RF antenna. The PRI 

chosen for data collections influences the locations of 

range and Doppler ambiguity contours that, in turn, 

constrain potential radar imaging geometries. Adjust-

ing the LRO spacecraft attitude provides a degree of 

freedom to navigate that constraint and doing so will 

influence the Mini-RF antenna footprint (for a given 

power level) and the positions of the antenna sidelobes. 

Modeling of The Antenna Footprint and Side-

lobes: Using a simple representation of Mini-RF’s an-

tenna pattern and the spacecraft geometry, we can use 

root-finding to solve for its footprint given some cutoff 

power level. We currently model the first sidelobes of 

the backscattered signal as points of an arbitrary size. 

The positions of the sidelobes are an important consid-

eration for the Mini-RF planning process, though. 

Knowing the location of the sidelobes is valuable in 

determining an appropriate spacecraft attitude for 

avoiding “ghosting” or heightened ambiguity in the 

processed image due to the increased power of the 

sidelobes. This typically manifests itself in the pro-

cessed image as a geologic feature which falsely re-

peats itself, as seen in Figure 2. A more accurate repre-

sentation of the effect of sidelobes on the planning pro-

cess could be realized using the same root-finding ap-

proach as for representing the antenna footprint. 

Modeling of Range and Doppler Contours: For 

the series of pulses centered about target time/location 

we have drawn contours that show where on the sur-

face backscatter would be ambiguous in range or Dop-

pler with the target point. A range contour shows where 

backscatter from pulses other than the reference pulse 

will arrive at the same time as the reference pulse 

backscatter. In a similar vein, the Doppler contours 

show where backscatter from pulses other than the ref-

erence pulse are shifted in frequency such that it cannot 

be distinguished from the reference backscatter’s fre-

quency. 

Direct Path and Forward Scatter Interference: 

The direct path is the signal reaching the spacecraft 

directly from the ground station before scattering on 

the surface. While this signal is important as a phase 

and timing reference during processing [5], it can affect 

data quality if the direct path from preceding and fol-

lowing pulses are allowed to illuminate the spacecraft 

at the same time as backscatter from the reference 

pulse. We model this as its own unique contour that 

should be kept away from the antenna pattern. Similar-

ly the forward scatter, which is the specular reflection 

of the spherical moon, is drawn per pulse. This now 

covers the major components of the current radar plan-

ning diagram as is exampled in Figure 1. 

An Improved Visualization of Ambiguity:  As an 

improvement to the “contour” approach to Doppler and 

range ambiguity, we introduce an algorithm for quanti-

fying the net ambiguity of each pixel (at some arbitrary 

resolution) inside the antenna footprint. We can con-

struct this gridded antenna footprint by considering the 

power returned from each individual pixel inside the 

footprint relative to the power returned from their re-

spective sources of ambiguity (range/Doppler aliasing, 

direct path, forward scatter).  This is uniformly better 

than the contour approach in determining a viable radar 

geometry, since the contour approach by nature only 

considers ambiguities relative to the target point. Ob-

servations where the quality of the target point is not 
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necessarily prioritized over the image as a whole, as is 

often the case for mare observations, would benefit 

most.  

Instead of focusing on the “limits” of different ra-

dar parameters (bounds of some power level, location 

of sidelobes, location of ambiguities), this gridded ap-

proach more explicitly identifies areas of high/low 

power and potential for aliasing for the entire antenna 

pattern. 

Also, it inherently accounts for all sidelobes up to 

some appropriate distance from the target, instead of 

just the primary lobes. 

Conclusion and Future Direction: The improved 

visualization of Mini-RF’s targeting geometry has in-

creased the quality of processed data, and has better 

informed target prioritization decisions. The visualiza-

tion is being improved to allow for a more rapid and 

iterative planning process, as oftentimes an adjustment 

in the radar planning phase can affect flight constraints, 

etc. A new gridded approach to radar targeting geome-

try allows for better representation of the collect as a 

whole, rather than just the target location. We hope to 

additionally adjust for the effects of topography, and 

determine the computational limits of this approach. 
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Fig. 1. Radar planning plot showing the phenomena discussed in    

this abstract. This demonstrates ambiguity modeled as contours, 

originating from the target point. 

 
Fig. 2. An example of ghosting. Most likely caused 

by sidelobe aliasing along contours of ambiguity. 
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Introduction: We have developed an end-to-end 

processing pipeline for hyperspectral imaging data ac-

quired by the Compact Reconnaissance Imaging Spec-

trometer for Mars (CRISM) hyperspectral instrument on 

the Mars Reconnaissance Orbiter (MRO) [1] and the 

Observatoire pour la Minéralogie, l'Eau, les Glaces et 

l'Activité (OMEGA) hyperspectral instrument on Mars 

Express (MEX) [2]. The WUSTL Pipeline approach 

models atmospheric aerosols and gases, and both solar 

and thermal contributions to spectral radiance on sensor. 

Hapke [3] single scattering albedo (SSA) spectra for the 

surface are retrieved for each pixel. The approach also 

produces sensor space and map-projected cubes that 

have been denoised using log maximum likelihood pro-

cessing [4]. An option also exists to model the surface 

using a Lambert Albedo approach.  

Methodology: The processing can be broken down 

into two phases: the derivation of SSA hyperspectral cu-

bes and temperature maps and further refinement to re-

trieve the best estimates of SSA values in the presence 

of Poisson noise. Optionally, these steps are followed 

by the derivation of spectral parameter summary prod-

ucts [5]. 

SSA Derivation The radiative transfer program 

DISORT [6] is used to model the effects that surface and 

atmospheric temperatures, atmospheric aerosols and 

gases, and lighting and viewing geometry have on de-

tected radiance values, with the Hapke function used as 

a surface boundary condition. A multidimensional 

lookup table is constructed from the DISORT runs that 

serves as a mapping from SSA, surface temperature, and 

geometric values to IOF radiance values. The Hapke 

Function simulates modest surface backscattering with 

surface bidirectional reflection for solar-dominated 

wavelengths and directional-hemispherical for emis-

sion. 

Surface temperature retrievals are an underdeter-

mined and ill-posed system and are solved via the Sep-

arating Temperature and Albedo by Neural Networks 

(STANN) approach which is trained using simulated 

surface data derived from laboratory spectra of Martian 

minerals with random temperature values [7]. The sim-

ulated data includes both constructed SSA spectra and 

corresponding radiance spectra created via the DISORT 

look-up table. Once trained for a given scene the NN is 

used with actual radiance and geometry data to retrieve 

a temperature map and SSA spectra for the complete 

wavelength regions covered by the instruments.  

SSA Refinement The SSA values are next passed 

through a median filter based on the design of Eliason 

and McEwen [8] to remove spikes caused by, e.g., the 

degradation of cooler function in the instruments. A 

maximum likelihood method (MLM) algorithm is then 

applied to the filtered SSA values [9]. This algorithm 

both generates map-projected estimates of SSA spectra 

and accounts for Poisson-based noise, and the blurring 

effect of the instrument’s spatial and spectral transfer 

functions. With the completion of this step, we have fin-

ished deriving sensor-space SSA hyperspectral cubes 

and map-projected cubes (which for CRISM along track 

oversampled (ATO) data can have resolution as high as 

12 m/pixel). Surface temperature maps are also gener-

ated in sensor space and map-projected forms. Map pro-

jected product examples are shown in Figs. 1-4. Ther-

mal maps are presented in [7]. 

After these main processing steps, summary prod-

ucts are produced. These include a subset of the param-

eter maps described in [5] and implemented in the 

CRISM Analysis Tool (CAT) (pds-

geosciences.wustl.edu/missions/mro/crism.htm). 

Alternate Processing The WUSTL Pipeline also 

supports another processing flow that does not use a 

DISORT lookup table, the production of which is often 

beyond the scope of user-based research. The input cube 

of CRISM data is processed by the median filter and 

MLM algorithm described above, skipping the STANN 

step. This workflow is suitable for input cubes that the 

user has converted from IOF to pseudo-Lambert Albedo 

via volcano scan correction. In that case, the Pipeline’s 

output is pseudo-LA corrected for Poisson noise and in-

strument transfer functions. 

Software Interface: These steps are grouped to-

gether in the WUSTL Pipeline, a single piece of soft-

ware. The user can operate the software from a graph-

ical user interface (GUI) or directly from parameter val-

ues specified in the JSON data-interchange format. The 

program displays progress via console output. The final 

data cubes, as well as many intermediate results be-

tween the steps described above, are stored to disk as 

raw arrays with ENVI-compatible header files. 

Presently, most of the code used in the Pipeline is 

written in MATLAB, with certain segments written in 

C++ (for high performance on computationally inten-

sive tasks) and Python (to take advantage of machine 

learning capabilities that are not yet available in 

MATLAB). It is also a goal of the project to avoid the 
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expense of a MATLAB license by converting the bulk 

of the code to Python. 

Future Work: We intend to release the WUSTL 

Pipeline and its source code as free software (both libre 

and gratis) as a service to the community. This release 

will occur through the Planetary Data System’s (PDS) 

Geosciences Node (pds-geosciences.wustl.edu). This 

will include, either together or separately, support for 

processing CRISM and OMEGA observations. The 

pipeline will be available as a stand-alone package and 

as a menu item in CAT for ENVI. We also plan to de-

velop and release software which applies a similar 

methodology to the Mars Odyssey THEMIS (Thermal 

Emission Imaging System) and Mars Global Surveyor 

TES (Thermal Emission Spectrometer) instruments. 

Acknowledgment: Resources supporting this work 
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computing (NAS) Division at Ames Research Center. 
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Figure 1. Sensor space view before pipeline processing 

for CRISM ATO FRT0001FD99 showing the extensive 

along-track over-sampling. 

 

 
Figure 2. Pipeline processed FRT0001FD99 in map pro-

jected form for S data with RGB as bands 0.707, 0.5889, 

0.5337 µm. Data are overlain on shaded relief map gen-

erated from HiRISE mosaic data. Curiosity’s path is 

shown in white and yellow shows MSAR-8, the strate-

gic path. 

 

 
Figure 3. Pipeline processed FRT000095EE spectral pa-

rameter data are show overlain onto a HiRISE mosaic 

for a portion of Aeolis Mons Grand Canyon. Areas A 

and B are regions for which spectra are shown in Figure 

4. 

 
Figure 4. Spectra retrieved from locations A and B are 

labeled with inferred mineralogy. The thicker lines were 

generated from the MLM processed data whereas the 

thinner lines (noisy spectra) are before MLM pro-

cessing. 
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Introduction:  Previous  presentations  have  dis-
cussed the use of the PDS Local Data Dictionary Tool 
(LDDTool) in creating information models and trans-
forming them into the files needed for PDS4 archive 
creation  [1],  and  the  role  of  a  local  dictionary  as  a 
validation tool in quality assurance [2].  But the first 
problem  that  faces  any  archive  designer  is  that  of 
identifying,  assembling,  and organizing metadata for 
the  local  dictionary  into  the  design  that  will  ulti-
mately be implemented via LDDTool. 

Identification:  The metadata to be included in ar-
chive  data  labels  comes from various sources.   The 
PDS4  standard  presents  minimum  requirements  for 
descriptive metadata of various types.  That baseline 
is  augmented  by the  metadata  available  in  the  PDS 
discipline dictionaries, designed to standardize termi-
nology and support interdisciplinary search and analy-
sis.  To these  are  added metadata  from sources  like: 
the observing facility pipeline; interface specification 
documents;  science  team  requirements  and  prefer-
ences; processing history notes; and so on.

Matching the metadata specified in these sources 
to the PDS core standards and discipline dictionaries 
addresses  the  archiving  requirements  (and  identifies 
gaps to be filled).  The remaining metadata represent  
mission or project requirements as well as added sup-
port  for  end-users  in  locating  and  using  the  data.  
These are the  attributes  that  will  comprise the  local  
dictionary for the mission or project.

Assembly:  The  modern  standard  for  metadata 
goes well beyond an apt keyword name and a value. 
The  next  stage  of  local  dictionary  preparation  in-
volves gathering not just attributes, but strong defini-
tions,  units  of  measure,  and  validation  constraints.  
All of these are part of the local dictionary to be cre-
ated, and ultimately become part of the PDS archive 
documentation.

Organization:  The complexity of modern meta-
data demands context to aid in interpretation.  A laun-
dry list of keywords and values is not as easily under-
stood as a structured hierarchy of keywords organized 
into contextually related groups.  The last stage of lo-
cal dictionary design is identifying these groups, aug-
menting  them  as  needed  with  attributes  that  might 
have been omitted in the initial list.

Summary:  This  presentation  will  address  these 
early stages in the development of local dictionaries, 

identifying  techniques  and  resources  applicable  to 
both  large  mission  archivists  and  small  project  data 
preparers.

References: [1]  Raugh  A.  C.  and  Hughes  J.  S. 
(2017)  Planetary Science Informatics and Data Ana-
lytics Conference 6017. [2] Raugh A. C. and Hughes 
J. S. (2018) DPS Meeting Abstracts,114.12.
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Abstract:  Chang’e-4 (CE-4) successfully landed 

in the Von Kármán crater3 on the floor of the South 

Pole-Aitken basin on 3 January 2019. The CE-4 lander 

and rover carry three cameras, LCAM , NCAM and 

PCAM. In these study, their images were used to gen-

erated the accurately topographic data with an accura-

cy of cm level around the CE-4 landing and roving site 

using the method of photogrammetry.  

Introduction:  The South Pole-Aitken basin, ap-

proximately 2,500 km in diameter and 13 km deep, is 

thought to be the largest impact crater in the solar sys-

tem. The basin may form from an impact that penetrat-

ed through the Moon’s distinctive plagioclase-rich 

crust and may expose fragments of the lunar mantle 

[1],[2],[3],[4]. Therefore, exploration of this region 

may inform our understanding of the early impact flux 

on the Moon. 

Chang’e-4 (CE-4) successfully landed in the Von 

Kármán crater on the floor of the South Pole-Aitken 

basin on 3 January 2019 (Fig. 1). CE-4 lander and its 

rover, Yutu-2, carry a landing camera (LCAM), a ter-

rain camera (TCAM), a panoramic camera (PCAM) 

and a navigation camera (NCAM). These instruments 

will enable analysis of the topography, regolith and 

geological structure of the landing and roving sites. 

Until this writing, CE-4 has been carried out three lu-

nar days of the lunar surface exploration. We have 

generated the topographic data near the landing and 

roving sites using the LCAM, NCAM and PCAM im-

age data. 

Data:  LCAM is one of the scientific payloads in-

stalled on the bottom of Chang’E-4（CE-4）lander. 

CE-4 Lander gradually approached the landing area 

using a vertical descending mode during the approach-

ing stage. The overlap of LCAM sequence images are 

greater than 94%. Over 40% of images cover the land-

ing site. NCAM and PCAM are an engineering pay-

load and a scientific payload onboard CE-4 rover re-

spectively. They were both installed on the top of rov-

er mast. NCAM or PCAM was a binocular stereo cam-

era system, which included two cameras. NCAM ob-

tained images surrounding the landing site at the top of 

the lander before the rover was separated from the 

lander. During the first three lunar days, PCAM has 

obtained images surrounding the 10 roving site. Based 

on these images, topographic data of the landing site 

and roving site with an accuracy of cm level can be 

reconstructed by the method of photogrammetry. 

Method and Results:  According to the photo-

grammetric bundle adjustment theory [5], the relation-

ship between the lunar surface points, the correspond-

ing image points and the camera projection center can 

be expressed by the classical collinear equation. Using 

Taylor’s formula, the linearized error equations of 

each pixel can be derived. The Exterior Orientation 

(EO) parameters (position and attitude of the camera at 

imaging time) of each image and the lunar coordinates 

of each tie point can be solved by the least squares 

method.  

During LCAM processing, the 13 evenly distribut-

ed ground control points (GCPs) close to the landing 

site  were extracted from the CE2TMap2015 map. The 

root mean square (rms) error of the reprojection error 

for all tie points is 0.5 pixels. The horizontal and verti-

cal rms error of GCPs are 0.715m (1δ), and 1.040m 

(1δ), respectively. Then, a DEM and a DOM of 

LCAM with 5cm spatial resolution within 80m around 

the landing site was generated. 

During PCAM or NCAM processing, about 15 

GCPs were selected from LCAM DOM for each rov-

ing site. The rms error of the reprojection error for all 

tie points is better than 0.2 pixels after the adjustment. 

The GCPs horizontal rms error is 0.017m (1δ), and the 

Vertical rms error is 0.031m (1δ). A total of 11 DOMs 

and DEMs with 2cm spatial resolution within 20m 

around the roving site was generated (Fig. 2, Fig.3). 

These data accurately describe the terrain variation on 

the Yutu-2 roving path. 

Summary:  The LCAM , NCAM and PCAM im-

ages were used to generated the accurately topographic 

data with an accuracy of cm level around the CE-4 

landing and roving site. These data accurately describe 

the terrain variation on the CE-4 landing site and Yu-

tu-2 roving path. These will provide a geodetic datum 

for the study on topography, geological structure, 

regolith, and subsequent exploration plan of Yutu-2 

rover. 

Acknowledgements:  We wish to thank all mem-

bers from the Ground Research and Application Sys-

tem(GRAS) of the Chang’4-2 program, whose joint 

efforts have made the data acquisition and prepro-

cessing used for this study possible. 
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Fig.1 Location of the CE-4 landing site. The white 

cross marks the location of the landing site. 

Fig.2 DOM From LCAM, NCAM and PCAM. The 

background image is LCAM DOM with a resolution of 

5cm. The eleven “Circle” image is the PCAM and 

NCAM DOM. One of them (near landing site) is from 

NCAM. And The other ten (near roving site) are from 

PCAM. The red line is the Yutu-2 roving path of the 

first lunar day. The blue line is for the second lunar 

day. And the yellow line is for the third lunar day. 

(a) 

(b) 

Fig.3 DOM and DEM of PCAM at the roving site 

LE206. (a) is DOM. (b) is DEM, colors represent ele-

vation values (colorbar on the (b) right side). 
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Introduction:  The Context Camera (CTX) aboard 

NASA's Mars Reconnaissance Orbiter (MRO) space-
craft [1] has been returning high-resolution and  
-quality data of Mars’ surface for over a decade.  As of 
PDS release 48 (March 2019, including data through 
August 2018), the instrument has returned over 
100,000 images that cover ≈98% of the planet’s sur-
face.  (Reports of >99% coverage do not take into ac-
count poor quality images.)  However, the images of-
ten have ~100s meter offsets from each other and a 
controlled ground source, resulting in seam mismatch-
es when mosaicking and poor matches to other high-
resolution datasets.  We have developed an efficient, 
accurate workflow within ISIS3 software and driven by 
Python scripts to automate much of the control net 
process for purposes of creating a fully controlled CTX 
dataset while maintaining our work environment with-
in the community standard that is ISIS3 (USGS’s Inte-
grated Software for Imagers and Spectrometers v3).  
Here, we demonstrate the viability of our process by 
creating a mosaic of the south polar quadrangle (“MC-
30”) and an equatorial region (±7.5° N, 0–360° longi-
tude) that total 17.8% of Mars’ surface area. 

Workflow, Automated:  To begin with managea-
ble regions (generally limited to a few hundred images 
to facilitate the manual components – see “Workflow, 
Manual” section), we divide the planet into the historic 
“Mars Chart” regions, 30 approximately equal-area 
quadrangles used in the mapping community.  We fur-
ther divide these into 16 equal latitude/longitude re-
gions (thus, each region is roughly 1/480th of the plan-
et).  The result is a median of ~200 images per region, 
though areas of high interest have significantly more 
images (e.g., poles, Valles Marineris, landing sites).  
Images in these regions are extracted and processed 
through a standard CTX data reduction workflow in 
ISIS3 software, including an empirical horizontal flat-
field process to remove edge darkening.  Images are 
then manually screened to ensure surface features are 
visible with reasonable signal-to-noise, and they are 
removed if not. 

We then use a process of standard tools within 
ISIS3 to create a relative control network, including 
FOOTPRINTINIT, FINDIMAGEOVERLAPS*, AU-
TOSEED*, CNETREF, POINTREG, and JIGSAW.  
(Relative control is when the same feature in multiple 
images projects to the same location on a planet, 
though that location may not be the “correct” location.)  
Our workflow includes multiple templates to register 
control points and additional checks for validity of the 
control points beyond those built into the ISIS3 tools.  
For example, after a control network is created and 
validated, high residual points are automatically ex-

tracted, attempted to be registered again with different 
templates, and removed if residuals are not sufficiently 
reduced. 

In most of the 480 regions of Mars, this entire pro-
cess can fully control all quality images in the region 
on a high-end modern personal computer in less than 
one day, and it requires no manual effort.  In fact, most 
of the equator has been running on a 2008 MacPro, and 
taken 25–30 hours (middle range). 

However, a modification to this workflow is re-
quired for polar regions:  Instead of registering all im-
ages together initially, sub-sets of images are con-
trolled separately.  The sub-sets are grouped by Ls 
(season) such that the same seasonal processes should 
be recorded in the images.  The Ls boundaries of the 
image lists overlap each other such that, after each set 
is completely controlled, they can be merged into a 
final control solution without islands.  The image over-
laps ensure there will be one, fully connected network 
rather than several separate networks.  These separate 
image lists do significantly increase the CPU time re-
quired to process the region, and the highly variable 
south polar features and lighting at CTX scales mean 
that our extra validation and adding of points steps 
have more work.  This, combined with needing to test 
more possible points before finding good matches, 
results in the polar regions requiring on the order of 
~10× more time than any other region of Mars (rough-
ly two weeks each). 

*In cases of significant numbers of overlapping 
images, FINDIMAGEOVERLAPS can catastrophical-
ly crash, and before crashing, use an extreme amount 
of computer resources (e.g., 500 GB of RAM).  We 
have created an alternative version in Python of 
FINDIMAGEOVERLAPS and AUTOSEED that we 
use near the poles in order to mitigate this issue. 

Workflow, Manual:  After each region is relative-
ly controlled through these fully automated steps, sev-
eral control points throughout the region are con-
strained through registration to a known ground source.  
For non-polar regions, we use the fully controlled 
THEMIS Daytime IR mosaic available from USGS, 
but which does not yet exist for polar areas.  For polar 
regions, we use the MOLA gridded data product which 
has high enough coverage poleward of ±65° that larger 
features in CTX data can be reasonably interpolated 
and recognized.  This process is currently manual due 
to the significant scale differences and resulting false 
matches between CTX and either THEMIS or MOLA. 

Finally, when separate, adjacent regions are fully 
controlled, the networks are merged together.  CTX is 
a linescan camera and MRO has a tilted orbit such that 
all images on the edges of regions are also in adjacent 
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regions.  So, the networks for adjacent regions merge 
together well, without issue nor need for manual effort. 

For mosaicking, we use several built-in tools in 
ISIS3 for image-image equalization and tone-matching.  
Image order is initially an automated process based on 
a custom code that assigns scores to images based on 
Ls, pixel scale, emission angle, and incidence angle 
compared to a reference ideal.  Once completed, we 
also manually inspect every mosaic to determine if 
there are seam mismatches (and need to manually add 
or remove control points) and to adjust image order (to 
emphasize the highest quality images). 

Figure 1 illustrates in a few frames the effect of our 
process and comparison with THEMIS. 

Standards:  We emphasize that our work uses the 
community-standard ISIS3 software, meaning that all 
tracking of uncertainties and other types of output pro-
duced by this software are maintained.  Our Python 
wrapper uses standard libraries and, via its nature, Py-
thon is a free compiler that can be run on almost any 
computer.  Additionally, we use native Python tools to 
divide the work into multiple files such that we can 
take advantage of modern high-core-count computers.  
Only a few ISIS3 tasks truly need to be done in serial, 
on one processor (e.g., JIGSAW, and AUTOMOS). 

South Polar Mosaic:  MC-30 (Mare Australe) is 
about 4.7% of Mars’ surface and, as of PDS release 48, 
has 10,050 images that met our specifications to mosa-
ic (see the manual screening discussion in the “Work-
flow” section).  These cover 98.5% of the surface area 
of the region, though it is significantly more complete 
south of about –70°N (and this number does not ac-
count for poor images that would need to be removed 
because they contain no visible features).  Significant 
seasonal effects made the automated networking diffi-
cult in some locations so that some manual effort was 
required for a few of the images.  These manual effort 
locations coincided with areas of poorer signal-to-

noise images and images that had significant variations 
in appearance.  We expect to have a completed mosaic 
near the time of this meeting that we can present, and it 
will be submitted to Earth & Space Science; when 
accepted by that journal, the mosaic and SPICE data 
will be released to PDS. 

Equatorial Mosaic:  We have constructed a fully 
controlled equatorial mosaic of Mars, spanning ±7.5° 
latitude.  This constitutes 13.1% of Mars’ surface and, 
as of PDS release 48, has 13,801 images that met our 
specifications to mosaic.  These cover 98.2% of the 
surface area of the region.  Our processing code 
worked well enough such that no manual effort was 
required until the full control step, tying the images to 
THEMIS Daytime IR.  We consider this a first step, 
proof-of-concept for a fully controlled global product 
and, therefore, we have no plans to broadly publicly 
release it.  However, interested parties can contact us 
to request a copy. 

Future Mars Work:  Our goal is to create a fully 
controlled CTX dataset, from which to create a fully 
controlled 6 m/pix mosaic of the surface, using our 
established and proven workflow.  We would publicly 
release the mosaics, SPICE solutions, and other data 
such as the control network.  We are currently pursu-
ing funding towards this goal. 

Future Non-Mars Work:  While our workflow 
was developed specifically for CTX data, it should be 
generalizable to other imagers that were sent to other 
bodies.  We have done preliminary adaptations of our 
code for MESSENGER MDIS, Cassini ISS, and New 
Horizons LORRI, but further work is contingent upon 
additional funding. 
References: [1] Malin et al. (2007). doi:10.1029/2006JE002808. 

Funding:  This work was funded internally by Southwest 
Research Institute. 

 

 
 

Figure 1:  Mosaic with Ⓐ no corrections; Ⓑ with tone-matching; Ⓒ with tone-matching, flat-fielding, and our au-
tomated image ordering.  Some seams are still visible, but the mosaic is much more even, and the northeast portion 
of the volcano is now apparent.  Ⓓ Uncontrolled mosaic with default SPICE has ~260m offset between these imag-
es, while Ⓔ is fully controlled and shows no offset, and Ⓕ shows the THEMIS Daytime IR mosaic for resolution 
comparison. 
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Introduction:  The Planetary Science Archive 

(PSA) [1] is the central repository where products from 
all planetary missions of the European Space Agency 
(ESA) are stored, following the standards given by the 
Planetary Data System (PDS). 

 
While legacy missions such as Giotto, Huygens, 

Venus Express and SMART-1, the Rosetta mission, 
currently in post-operations phase, and the still opera-
tional Mars Express, use the former PDS3 standard, 
newer missions like ExoMars 2016, ExoMars RSP, 
BepiColombo and Juice use or will use PDS4 [2]. 

 
PDS4 versioning:  Adopting PDS4 as the standard 

for new missions while being compatible with previ-
ously existing PDS3 products in the same archive is 
managed with a common data model that matches the 
equivalent concepts of both standards. 

 
Additionally, PDS4 follows its own evolution. 

Roughly every six months, a new version of the PDS4 
standard is released by the PDS. This implies evaluat-
ing a number of options, both by the missions as well 
as by the archive: 

 
• Which PDS4 version do we use? 
• How often do we migrate to the last version? 
• Do we upgrade all existing products? 
• If each mission decides to use a different PDS4 

version, how do we manage them in the PSA? 
 

To facilitate this decision making to data providers 
by not imposing additional constraints, the PSA has 
built a flexible layout where various PDS4 versions are 
supported simultaneously: not only diverse information 
model versions between missions, but also different 
versions along the lifetime of a single mission. 

 
PDS4 model Java API: In order to isolate the 

bundle generator, the ingester and updater modules of 
the PSA from the evolution of the PDS4 standard, ver-
sion independent Java interfaces have been created to 
model the various PDS4 entities. These interfaces are 
implemented by adapter classes for every PDS4 infor-
mation model version, which make the appropriate 
translations to the corresponding schemas, with a min-
imal overhead. 

Although this common API could be slightly modi-
fied every time a new IM version is required to be in-
corporated, the impact on client code is much less dras-
tic than by exposing the generated JAXB [3] classes 
directly. This approach leads to a reasonably stable and 
robust codebase for the PSA processes that handle 
PDS4 data of the supported missions. 

 
References: [1]  Besse, S. et al., (2017) Planetary 

and Space Science; [2] Data Design Working Group 
(2018) PDS4 Concepts; [3] E. Ort and B. Mehta 
(2003) Java Architecture for XML Binding (JAXB). 
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(arsanders@usgs.gov) 
 

Introduction: The Unified Planetary    
Coordinates (UPC) database provides a searchable      
interface of the labels, camera statistics, and       
vector-based footprint geometry for image files      
archived by the Planetary Data System (PDS)       
Imaging Node at the USGS. The original       
development of the UPC database was motivated by a         
need from the scientific community for a way to         
access planetary image data collected by different       
sensors that has been archived in disparate coordinate        
systems [1]. Users can query the UPC database        
through the USGS PILOT [2] interface      
(https://pilot.wr.usgs.gov/) and choose to either     
download raw products directly or request that the        
data be processed in ISIS into map-projected       
products via the Projection on the Web (POW) web         
service. The collection of software used to construct        
and maintain the UPC database, and to facilitate        
image processing through the POW [3] and       
Map-a-Planet 2 (MAP2) web services is called       
PDS-Pipelines. 

In its current form, the UPC database tracks        
all keywords from the original product labels as well         
as keywords about product viewing and lighting       
geometry derived from SPICE data. Although this       
level of detail permits very generalized queries, the        
volume of metadata results in slow queries and        
requires each mission instrument to be uniquely       
managed (as the associated metadata are unique to a         
particular sensor). The inefficiency and complexity      
of the existing architecture have motivated a refactor        
that comprises the following tasks: 

● Translation from Perl to Python 
● Automation of end-to-end processing 
● Optimization of the database 
● Containerization 

This refactor serves to both directly and indirectly        
benefit the scientific community by improving the       
efficiency and scalability of the UPC database, which        
plays a critical role in the support of utilities such as           
POW, MAP2, and PILOT. Additionally, the refactor       
will greatly improve the extensibility, portability, and       
maintainability of the PDS-Pipelines toolchain that      
facilitates image processing capabilities. 

Translation: This portion of the refactor      
involves the translation of the existing, Perl-based       
codebase to a Python implementation. This      
translation is necessary to increase the extensibility of        
the PDS pipeline as well as allowing access to more          
modern libraries and frameworks that can be used to         
decrease both the conceptual and computational      
complexity of our work.  
Additionally, as part of the shift from Perl to Python,          
we have taken the opportunity to modernize the        
software engineering practices used in the project.       
One notable change is the shift from SVN to Git          
(https://github.com/USGS-Astrogeology/PDS-Pipelin
es), which not only better matches the needs of our          
organization, but serves to increase the visibility of        
our project within scientific and open source       
communities. 

Automation: The initial implementation of     
the PDS pipelines software required a user to        
manually add files to the UPC database and track         
files that were due for data integrity checks.        
However, due to the increasing volume of data, the         
manual process has become intractable, and it is        
necessary to develop an automated means of       
performing data integrity and UPC processing. 

In order to address the shortcomings of the        
existing system, we implemented the new system       
such that both data integrity and UPC ingestion steps         
can be fully automated. In the case of data integrity,          
the system checks the most recent processing date for         
each archive, compares those dates to a policy, and         
reprocesses volumes as necessary. Similarly, the      
system autonomously identifies, ingests, and     
processes any files that are eligible for UPC        
processing. In this way, the new system effectively        
removes the need for a human in the loop for both           
UPC processing and data integrity management. 

Optimization: One of the foremost issues of       
the existing PDS Pipelines system is the inefficiency        
of the database. For the existing implementation,       
mission scientists determined that all label and       
camera keywords should be made available for       
searching within the database. To accommodate      
mission-specific keywords, values are spread     
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throughout multiple tables and required manually      
specified configurations and mission-specific    
management systems. Consequently, database    
queries involve the combination of values from       
multiple tables which results in costly and inefficient        
database searches. 

In practice, only a subset of keywords that        
are common across all datasets is readily exposed in         
PILOT. This subset includes all keywords necessary       
for identifying image products geographically, in      
time, and with particular viewing and lighting       
geometries. This means that the current practice of        
tracking additional, instrument-specific keywords in     
the UPC database is causing queries to be slow         
without adding value for users. 

We believe that the keywords currently      
exposed in PILOT are sufficient for most users to         
identify products that meet their needs. In order to         
support users who desire a more granular search        
capability, we will be adding a table to the database          
that stores all available keywords in a lightweight,        
human-readable data format known as JSON. This       
format allows for the specification of key/value pairs        
and can be easily parsed and queried, which makes it          
particularly well-suited for storing keyword     
information.  

This will have the practical benefit of       
speeding up queries in PILOT using the       
currently-exposed, common keywords, while    
allowing users to download a JSON representation of        
all available keywords from products in their search        
results, and perform advanced queries using their       
own tools. 

Containerization: The process of    
containerization entails the packaging of code,      
dependencies, and configurations into lightweight,     
distributable units of software. These units, which       
are called “images” are instantiated into running       
containers through the use of container management       
engines such as Docker, Apache Mesos, or LXC.        
These engines are responsible for providing an       
abstraction layer between instantiated containers and      
a host machine’s operating system. In this way, a         
running container is isolated from the host machine’s        
computational environment (operating system,    
existing packages, etc.) such that the software is        
guaranteed to perform in a uniform manner despite        
potential differences in host machines. 

This portion of the refactor will involve the        
specification of a Docker image that includes the        
PDS-Pipelines software along with a PostgreSQL      
database instance. Not only does this step contribute        
to the modernization and portability of the product,        
but it also allows for the creation of ad-hoc,         
configurable instances of the database that can be        
tailored to the specific needs of an organization or         
end user. 

Future Direction: The refactored UPC     
database will enable improved access to PDS       
Imaging Node holdings at the USGS through existing        
web services and serve as an example       
implementation for external users who wish to stand        
up their own planetary image database. At the        
conference we will provide a status report on the         
UPC refactor, including technical examples of the       
revised database architecture, and describe how users       
can deploy their own containerized instance of a UPC         
database. 

Acknowledgments: This project is    
supported by NASA’s Planetary Data Science (PDS)       
program and by the researchers on the teams that it          
comprises. More information can be found at       
https://pds.nasa.gov. Additionally, the authors wish     
to acknowledge Bob Sucharski for his guidance,       
development efforts, and contributions to the early       
stages of the PDS Pipelines and Database project. 
References: 
[1] Akins, S. W. et al, Status of the PDS Unified           
Planetary Coordinates Database and the Planetary      
Image Locator Tool (PILOT) (2009), LPSC XL,       
Abstract #2002. [2] Bailen, M. S. et al, Using the          
PDS Planetary Image Locator Tool (PILOT) to       
Identify and Download Spacecraft Data for Research       
(2013), LPSC XLIV, Abstract #2246. [3] Hare, T.M.        
et al, Map Projection Web Service for PDS Images         
(2013), LPSC XLIV, Abstract #2068. 
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Introduction: The space weathering is the primary 

process involved on the lunar surface which has the 

strong influence on the reflectance properties because 

of the accumulation of small submicroscopic iron [1-

2]. Long time exposure to the environment complicates 

the understanding of the surface composition [3-6] 
Theoretical model can be employed to understand the 

effect of space weathering and to study the composition 

of the lunar regolith. From the studies done on the lu-

nar samples from the Apollo mission it was clear that 

there are the significant differences between the optical 

properties of spectra pulverized in the laboratory and 

spectra obtained from the lunar soil [7-9]. The lunar 

soil spectra shows systematic influence of space weath-

ering which is reduction in overall reflectance red-

dened -slope continuum and attenuated absorption 

bands. To model the measured reflectance spectra of 

Chandrayaan-1 hyperspectral Imager (HySI) we have 

obtained an artificial reflectance spectrum using Bi-

directional reflectance function (BRDF) based on the 

equation of radiative transfer proposed by Bruce Hap-

ke and published in the series of papers [10-14]. The 

effect of space weathering, particle size, single particle phase 

function, porosity can be easily accommodated and it is con-

sidered to be most efficient for modeling asteroids and plane-

tary surfaces 

 

 Modeling the Chandrayaan-1 HySI dataset: 
The Band to band registered level-4 HySI image was 

downloaded from ISRO-issdc.gov.in website. The image 

subset covering the southern part of the mare Crisium having 

orbit number 684 with product Id 

HYS_NREF_20090104T161501992. The mare Crisium is 

located at the near side of the moon and centered at 17° N 

and 60° E. The Main ring diameter is 740 km and the basin 

depth is 4.57 km the Mare Crisium is a multi-ring basin has 

555 km in diameter.The figure (1) shows the subset of the 

data set and the sampling location from where the spectral 

signatures were derived. The The figure (2) shows the scaled 

reflectance at 748.3 nm. All data processing was done in 

ENVI 5.3 and the procedures for model were written in IDL 

8.5 platform. The active spectra were derived from the young 

relatively fresh craters which are appearing as bright areas 

from the mare area. These active spectra can also be selected 

from the steep slopes of the crater where because of the 

gravity the upper most material slumps down and hence it 

exposes the material beneath it which is fresh material. We 

have chosen such small fresh craters and their slopes for 

selecting the active spectra for investigating the mineralogy.  

 

 
Fig. 1.  Site Location of Mare Crisium and data subset of 

Mare Crisium. 

 

 

Fig.2. Scaled reflectance spectra at 748.3 nm of Mare 

Crisium. 

Results and Discussions: 

The mare crisium was sampled by LUNA 24 mission and 

the studies of the return sample reveals the abundance of 

different common major lunar mineral from the mare basalt 

as 34% to 39% plagioclase 4% to 10% olivine and 48 to 60% 

pyroxenes  given by [15] parameters like porosity set to 60% 

typical for lunar surface and average phase function average 

grain size as specified in the lab details and iron fraction is 

initially set to zero. now to increase the overall contrast of 

the spectra we can decrease the grain size ,increase the phase 

function ,decrease the porosity. and increase the high albedo 

mineral like plagioclase and similarly to decrease the spectral 

contrast increase the low albedo mineral like agglutinates or 

increase the grain size ,increase porosity and adding more 

iron fraction thease all will results  into decreased spectral 

contrast. the spectra z1 to z10 except z5 and z8 shows 

the absorption going towards the longer wavelength 

with around 30 % of reflectance exhibit 30 % to 40 % 

of clinopyroxene with 15 % of orthopyroxene with 5-
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10 % of olivine. these spectras are relatively fresh with 

small iron volume fraction. around 10% of olivine was 

given by [15] from the return sample from the basalt of 

mare cresium.so spectra derived from fresh small 

craters is also showing the specified value of 

olivine.the spectra z6 derived from the farenhiet crater 

shows the active spectra from the crater slope may be 

because of the gravitational slumping which exposes 

the fresh soil and as we move from the fresh soil to 

mature soil the spectra gets redder with attenuated 

absorption and with reduced reflectance such spectral 

difference can be seen in figure (3). again the z6 

spectra showing around 14 % of olivine which is 

relatively high from the remaing mare spectra may be 

the impact penetrated through the high olivine area that 

is exposed. The spectra having absorption going 

towards longer wavelength has more or less same 

minerological trends with slight differences. The 

spectra z13 and z17 from the highland region. having 

maximum reflectance with 32 to 39 % of 

clinopyroxene and around 50 % of plagioclase showing 

relatively fresh areas with 50 to 55 % of reflectance. 

The spectra z5,z8,z11,z12 and spectra z14 to z16 

contains 31 to 36 % of orthopyroxene from the less 

bright matured surface may be the surface is having 

more iron so even after the long exposure the 

absorption are still prominent..the representative 

measured and modeled sample spectra shown in  figure 

(4). 

 
Fig. 3. spectra from Fahrenheit crater (Z6 sample area) taken 

from crater slope to mare soil. 

 
Fig. 4. Sample Measured and Modeled Spectra 

from Mare Crisium. 

Conclusion 

 The results show the high mass fraction of clinopyroxne 

and low agglutinates for small fresh craters spread across the 

Mare areas for both datasets. The model shows 10% olivine 

from mare crisium and average 2% olivine from mare 

vaporum. The highland spectra shows high mass fraction 

values for plagioclase and agglutinates as they are relatively 

matured as compared to mare areas. It is also observed that 

the limited spectral coverage of Chandrayaan-1 HySI is a 

constraint to model the four pyroxene variations (augite, 

pigeonite, clinopyroxene and orthopyroxene) so the results 

can be improved significantly with more end members to 

model the data at longer wavelengths. The data from moon 

mineralogy mapper or the data from proposed Chandrayaan-

2 IIRS(imaging infrared spectrometer) with ~80 meter spatial 

resolution will map the lunar surface in 0.8-5 µm spectral 

range in 256 contiguous spectral bands can be used for more 

accurate and better prediction of the surface mineralogy. 
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Making the Most of the CRISM Multispectral Mapping Data - From Pixels to Polygons. F. P. Seelos1, S. F. A. 
Cartwright1, G. Romeo1, C. Hash2, and S. L. Murchie1, 1John Hopkins Applied Physics Laboratory, 11100 Johns 
Hopkins Road, Laurel, MD 20723, frank.seelos@jhuapl.edu; 2Applied Coherent Technology. 

 
Introduction: The Compact Reconnaissance Im-

aging Spectrometer for Mars (CRISM) [1] is a visible 
through short-wave infrared hyperspectral imaging 
spectrometer (VNIR S-detector: 364-1055 nm; IR L-
detector: 1001-3936 nm; 6.55 nm sampling) that has 
been in operation on the Mars Reconnaissance Orbiter 
(MRO) [2] since 2006. CRISM has acquired over 
328,000 individual mapping observation segments (or 
mapping strips) to date, with a variety of observing 
modes and data characteristics (VNIR/IR; ~100/200 
m/pxl; multi-/hyper-spectral band selection – Table 1) 
over a wide range of observing conditions. With the 
retirement of the CRISM cryosystem in early 2018, the 
acquisition of IR (L-detector) data has been suspended 
with global IR mapping coverage at ~87%.  

 

Table 1. CRISM mapping data acquired through 2019-
076 (03/17/2019). The bolded observation class types 
are the source data for the MRDR map tiles. 
 

Map Tile Assembly: The Multispectral Reduced 
Data Record (MRDR) map tile data processing and 
product assembly workflow is tasked with taking as 
input a set of multispectral survey (MSP) and hyper-
spectral survey (HSP) observations that intersect a 
given map tile area (5°x5° at low to mid-latitudes), and 
producing as output spectral, parameter, and browse 
mosaic products where the spatial/spectral structure is 
self-consistent across the mosaic and reflective of sur-
face spectral characteristics rather than observation 
circumstances (e.g. atmospheric optical depth, obser-
vation geometry) or instrument state (e.g. detector op-
erating temperature). The two most significant tile as-
sembly challenges pertain to the marked increase in the 
prominence and complexity of instrument noise pre-
sent in CRISM IR data acquired at elevated detector 
temperatures (since mid-2009), and the limited availa-
bly of CRISM-derived atmospheric state information 
(sourced from CRISM EPF observations through late 
2012). The noise remediation challenges unique to the 
CRISM IR mapping data are accommodated by a pro-
cedure adapted from the hyperspectral data filtering 
approach employed in the standard processing of 
CRISM targeted observations [3]. The correction of 

the observed top-of-atmosphere (TOA) spectral radi-
ance to atmospherically and photometrically corrected 
surface spectral reflectance takes one of two paths: (1) 
a radiative transfer (RT) model based correction [4] is 
applied to observations where high fidelity atmospher-
ic state information is available; and (2) systematic 
corrections that compose a superset of the standard 
CRISM Analysis Toolkit (CAT) workflow are applied 
to the rest. 

Mosaic Optimization. The alternate atmospher-
ic/photometric correction pathways necessitate a 
staged radiometric optimization that serves to trans-
form the systematically corrected TOA data to the RT-
established radiometric framework while also minimiz-
ing inter-observation residuals across the tile mosaic 
[5]. Band- and parameter-independent linear transform 
model parameters for the mosaic system are calculated 
by singular value decomposition (SVD) of the govern-
ing design matrices. These matrices encode the spatial 
overlap and proximity relationships among constituent 
mapping strips, with the weighting set by inter-
observation relationship amplitudes and intrinsic radi-
ometric quality of the observations. The matrix de-
composition is then applied to corresponding data vec-
tors that encode summary statistic discrepancies for the 
underlying sample set data distributions.  

GIS Visualization and Mapping: The filtered, 
corrected, and radiometrically reconciled spectral pa-
rameter tiles are of sufficient quality and structural 
consistency to support GIS data processing, mapping, 
and analysis. This type of high-level geospatial evalua-
tion of spectral information derived from the constitu-
ent mapping observations in the map-projected and 
assembled mosaic space is enabled by the integrated 
MRDR data processing workflow. An example single 
parameter map tile is presented in Figure 1. A feature 
depth classification map composed of a suite of vector 
polygons was derived for MRDR map tile T1250 from 
the optimized D2300 (spectral drop-off at 2300 nm 
suggestive of Fe/Mg-bearing phyllosilicates and car-
bonates) [6] parameter raster, which includes the Mars 
2020 landing site in Jezero Crater. Each colorized set 
of vector polygons was defined by thresholding the 
source parameter map, passing the resulting binary 
raster through majority and boundary-cleaning filters, 
and converting pixel clusters into polygons along cell 
boundaries. 

Results: The CRISM MRDR data processing and 
tile assembly workflow will be presented, along with 
example spectral parameter map tile rasters and corre-
sponding GIS vector and attribute products. 

 

Class 
Type

Pixel Size 
(m/pxl)

VNIR 
Bands

IR 
Bands

Observations 
[Target IDs]

VNIR 
Segments

IR 
Segments

MSP ~200 19 55 41786 63011 63091

MSW ~100 19 55 2557 2565 2562

HSP ~200 107 154 16419 20119 20176

HSV ~200 107 N/A 54518 84445 N/A

MSV ~100 90 N/A 52252 72342 N/A

Total: 167532 242482 85829
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Figure 1. CRISM D2300 spectral 
parameter-derived vector 
polygons for map tile T1250 
overlain on THEMIS Day IR. 
Warmer colors indicate a stronger 
spectral feature depth, and dark 
grey illustrates the extent of 
CRISM mapping data coverage. 
(A) Full T1250 spatial extent. (B) 
Nili Fossae focus area hosting 
some of the strongest feature 
depths (red/orange polygons). (C) 
Mars 2020 landing site in Jezero 
crater (white ellipse) and the 
surrounding area.
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What's happening at NAIF?  B. V. Semenov1, 1Navigation and Ancillary Information Facility (NAIF), Califor-
nia Institute of Technology/Jet Propulsion Laboratory, MS 301-121, 4800 Oak Grove Drive, Pasadena, CA 91109, 
Boris.Semenov@jpl.nasa.gov. 

 
 
Overview: This talk will provide an overview of 

the current activities that take place at and capabilities 
and data available from the Navigation and Ancillary 
Information Facility (NAIF). It will briefly touch on 
the continuing development of the current SPICE 
toolkit [1][2], development of the next generation 
SPICE toolkit (SPICE2.0), recently released new ver-
sions of the web interface to SPICE, WebGeoCalc, 
and 3D mission trajectory visualization application, 
Cosmographia, SPICE support for the current US and 
international planetary missions, and on-going archiv-
ing of SPICE data in the Planetary Data system. 

References: [1] Acton, C.H. (1996) PSS, 44 No. 
1, pp. 65-70. [2] Acton C.H., Bachman N.J., Semenov 
B.V., Wright E.D. PSS (2017), DOI 
10.1016/j.pss.2017.02.013. 

Additional Information:  The research described 
in this talk was carried out at the Jet Propulsion La-
boratory, California Institute of Technology, under a 
contract with the National Aeronautics and Space 
Administration. 
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PDS GEOSCIENCES NODE DATA AND SERVICES.  S. Slavney, E. A. Guinness, T. C. Stein, J. Wang, L. E. 
Arvidson, and R. E. Arvidson, Earth and Planetary Sciences, Washington University, 1 Brookings Drive, Campus 
Box 1169, Saint Louis, Missouri, 63130, Susan.Slavney@wustl.edu. 

 
 
Introduction:  The Geosciences Node of NASA's 

Planetary Data System (PDS) archives and distributes 
digital data for the study of surfaces and interiors of the 
terrestrial planetary bodies. The Node works directly 
with NASA missions and the planetary science com-
munity to assist them in generating high quality and 
well-documented data archives. 

The Geosciences Node (https://pds-
geosciences.wustl.edu/) is one of six PDS Discipline 
Nodes, focusing on science data related to the study of 
terrestrial planets and the Moon. The Node maintains 
its archives online and provides them to all interested 
planetary scientists. The archives are also available to 
educators and the public to download free of charge. 
Node personnel provide expert assistance to research-
ers on use of data in the Node archives and are glad to 
answer questions from interested non-scientists as well. 

Node Data Holdings: The Geosciences Node ar-
chives currently contain about 220 terabytes of digital 
data and are expanding at a rate of about one terabyte 
per month. The Node holdings include data from past 
NASA planetary missions, current missions, and data 
contributed by individual researchers. Data in the Node 
archives from past missions include the Lunar Crater 
Observation and Sensing Satellite (LCROSS), Chan-
drayaan-1, Clementine, Gravity Recovery and Interior 
Laboratory (GRAIL), Lunar Prospector, and Apollo for 
the Moon; MESSENGER for Mercury; Magellan for 
Venus; and Viking Orbiter and Lander, Mars Global 
Surveyor, Mars Pathfinder, and Phoenix Lander for 
Mars. The Node archives also contain data from earth-
based and laboratory observations provided by several 
investigators. 

Mission Interface: A major effort of the Geosci-
ences Node is to work with planetary missions as they 
are designing and producing their data archives to help 
guarantee that the archives will be of high quality, 
well-documented and useful to the planetary science 
community at present and well into the future. Node 
personnel assist the mission archive producers during 
their archive design to ensure that the resulting archive 
will meet PDS standards for metadata content and ar-
chive structure. The Node also leads a peer review of 
planned mission archives to ensure that they are scien-
tifically useful to the community. Once the mission is 
actively collecting data, the Node assists in validating 
that data deliveries conform to the intended design. 
Most active missions release new data once every three 
months. 

Table 1 lists the planetary missions and instrument 
teams that deliver data to the Geosciences Node. The 
set of missions includes Lunar Reconnaissance Orbiter 
(LRO), Mars Reconnaissance Orbiter (MRO), Mars 
Exploration Rover (MER), Mars Odyssey, and the 
Mars Science Laboratory (MSL). In addition, the In-
Sight Lander will begin delivering data in April 2019. 
The Geosciences Node also serves as a mirror site for 
data from the European Space Agency's (ESA) Mars 
Express mission through a Memorandum of Under-
standing between ESA and NASA. 

The Geosciences Node is currently working with 
several instrument teams from the Mars 2020 Rover 
and Europa Clipper missions to design and plan their 
archives (Table 1). 

Individual Data Providers: NASA has begun to 
emphasize that data generated by data analysis pro-
grams must be archived in PDS or in a similar archive. 
The Geosciences Node is currently working with 35 
funded investigators to archive their data. 

When submitting  an archive to PDS, the investiga-
tor is responsible for: 

• Creating PDS4-compliant data products and 
labels 

• Providing sufficient documentation for users to 
understand and use the data 

• Assembling data, labels, and documents into an 
archive package, called a bundle 

• Validating the bundle using PDS-provided 
tools 

• Participating in a peer review of the bundle, 
and making changes recommended by the re-
view committee 

• Delivering the final bundle to the PDS Node. 
The PDS Node is responsible for: 
• Providing advice on PDS standards and re-

quirements 
• Helping design the labels and the archive struc-

ture 
• Providing PDS tools 
• Conducting the peer review 
• Making the completed, peer-reviewed bundle 

available to the public via PDS web sites and 
services. 

The PDS4 Standard: PDS has developed PDS4, a 
redesign of the PDS standard from the ground up, re-
placing the old PDS3 standard. PDS4 ensures con-
sistency of data and metadata format across all mis-
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sions and data providers. PDS4 product labels are writ-
ten in XML (eXtensible Markup Language), which will 
aid metadata conformance and allow the use of widely 
available XML tools for accessing the metadata. 

New missions and individual data providers are re-
quired by NASA to use the PDS4 standard. For exam-
ple, InSight, Mars 2020, and Europa Clipper will use 
PDS4. NASA has directed PDS to begin migrating 
legacy data to the new PDS4 standard. The Node plans 
to migrate most of its legacy PDS3 archives to PDS4 
over roughly the next five years. 

Web Services: The Geosciences Node's primary 
interface to the planetary science community is its web 
site at https://pds-geosciences.wustl.edu. All Node data 
holdings are online and available for download through 
the web site. The archives are organized by planet, 
mission, instrument, and dataset on the site.  

Given the large number of datasets and data prod-
ucts housed at the Node, we offer several search ser-
vices to assist users in locating data that are of interest 
to them. The Orbital Data Explorer (ODE, 
https://ode.rsl.wustl.edu/) provides search and down-
load capability for retrieval of PDS3 and PDS4 ar-
chives of orbiter-based datasets from missions to Mer-
cury, Venus, Mars and the Moon [1,2]. Users can 
search for data housed at the Geosciences Node and 
selected datasets archived at other PDS discipline 
nodes and data nodes. ODE offers form-based and 
map-based search filtered by mission, instrument, pro-
cessing level, observation type, location, time, observa-
tion angle, and PDS product identifier. ODE provides a 
detailed view of its cataloged PDS metadata and pro-
vides a cart system for downloading with Aspera, 
HTTP and FTP options. ODE supports a specialized 
granular query tool for subsetting science data at speci-
fied regions. An additional tool is provided to locate 
MRO and Phoenix coordinated observations. ODE also 
generates product type coverage KML (Keyhole 
Markup Language) files and shapefiles for use with 
GIS tools. Additionally, a Representational State 
Transfer (REST) interface 
(https://oderest.rsl.wustl.edu/) allows external users to 
access the ODE metadata and data products without 
using ODE web interfaces. 

A complementary tool for searching and download-
ing landed mission data is the Analyst's Notebook 
[3,4]. The Analyst's Notebook also includes higher-
order data products and documentation not included in 
the PDS archives, such as color context mosaics and 
APXS concentration data for MSL, and regular docu-
mentarian and mission manager reports for MER and 
MSL. Additional value-added components include 
integration of the Mars Target Enclyclopedia literature 
references linked to targets, interactive APXS concen-

tration plots, feature measurement and 3-D profile 
tools, and image format transformations. Notebooks 
are available for the MER, MSL, Phoenix, and 
LCROSS missions. A version is also planned for the 
InSight mission. The Analyst's Notebooks are available 
at https://an.rsl.wustl.edu. 

Users who need additional help or have questions 
about datasets at the Geosciences Node are encouraged 
to send email to geosci@wunder.wustl.edu or post a 
request on the Node forum at 
https://geoweb.rsl.wustl.edu/community/.  

Technology Development: High-speed networking 
and data transfer tools have been incorporated into the 
Node’s systems to accommodate the process of ingest-
ing and disseminating large amounts of data. Data pro-
viders are now able to upload data to the Node in a 
fraction of the amount of time compared to previous 
methods. Data transfer tools have also been added to 
sections of our public-facing web interfaces so users 
can download data over the high-speed network. 

 
Table 1. Geosciences Node Archives of Instru-

ment Data from Active and Future Missions 
 

Active Missions Instruments 
Mars Odyssey GRS, HEND, NS, Radio Science 
MER APXS, Mössbauer, RAT, Mini-

TES, Pancam, MI, Navcam, Rover 
Motion Counter, Atmospheric 
Opacity, Radio Science 

MRO CRISM, SHARAD, Radio Science 
LRO Diviner, LEND, LOLA, Mini-RF, 

Radio Science 
MSL APXS, ChemCam, CheMin, DAN, 

SAM 
InSight HP3/RAD, RISE, SEIS, IDA 
Future Missions Instruments 
Mars 2020 PIXL, RIMFAX, SHERLOC, Su-

perCam, Returned Sample Science 
Europa Clipper MISE, REASON 

 
References: [1] Scholes D. et al. (2018) LPS XLIX, 

Abstract #1235. [2] Wang J. et al. (2019) LPS L, this 
volume. [3] Stein T. C. et al. (2018) LPS XLIX, Ab-
stract #1248. [4] Stein T. C. et al. (2017) LPS XLVIII, 
Abstract #1236. 
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ASSESSING THE ROBUSTNESS OF FEATURE DETECTORS ON LUNAR IMAGES.  E. J. Speyerer, 
Arizona State University, School of Earth and Space Exploration, PO Box 873603, Tempe AZ, 85287-3603 
espeyere@asu.edu. 

 
Introduction: The terrestrial remote sensing 

community adopted feature detection, description, and 
matching techniques from the machine vision com-
munity to identify and compare similar landforms and 
other distinctive attributes in vast image sets. Some 
applications of these tools include image registration, 
object localization, and 3D terrain reconstruction. 
With the recent addition of feature detection and 
matching routines in Integrated Software for Imagers 
and Spectrometers 3 (ISIS3) [1], a popular image pro-
cessing tool for remotely sensed observations from 
planetary missions, feature-based matching is expand-
ing to new worlds.  

However, these new planetary bodies pose chal-
lenges for some feature detection, description, and 
matching routines that were originally derived for 
terrestrial applications. Countless non-unique and 
repetitive surface features (e.g. impact craters with 
similar appearance, boulder fields, etc.) cover many 
planetary bodies such as the Earth’s Moon. This study 
provides insight into the effectiveness of various fea-
ture detectors on images acquired of the Moon with 
the Narrow Angle Cameras (NACs) onboard the Lu-
nar Reconnaissance Orbiter [2] under various lighting 
and viewing geometries. 

Feature Detectors: Feature registration and 
matching can be segmented into three parts: feature 
detection, feature description, and matching. In fea-
ture detection, a set of algorithms are applied to an 
image in order to identify “interesting” points or re-
gions of an image. Among feature detectors, there are 
two general types investigated here: corner and blob. 
As the names suggest, corner detectors identify the 

corners or the intersections of two edges in an image 
and tags them as interest points. In terrestrial images, 
corner detectors are useful for tagging the corner of 
man-made structures, such as buildings and road in-
tersections. blob detectors aim to detect unique re-
gions in an image that have different properties than 
the remaining portion of the image, such as bright-
ness. In this study, several common feature detectors 
were evaluated (Table 1). 

Feature Detector Feature 
Type 

Scale In-
variance 

FAST [3,4] Corner No 
Min. Eigenvalue Alg. [5] Corner No 
Harris [6] Corner No 
BRISK [7] Corner Yes 
ORB [8] Corner No 
SURF [9]  Blob Yes 
KAZE [10] Blob Yes 

Table 1. Feature detectors used in this study. 
Influence of Illumination on Feature Detectors: 

As stated, the goal of a feature detector is to identify 
interesting portions of an image such as the corners of 
objects or regions of the image that appear unique. 
Planetary missions capture images of the terrain under 
a variety of lighting and viewing conditions. There-
fore, an effective feature detector must work on imag-
es acquired under a variety of solar incidence angles. 
As seen in Figure 1, we selected a 256 x 256 pixel 
region from three LROC NAC observations with a 
solar incidence angles of 15°, 45°, and 75°. The seven 
feature detectors were then applied to the cropped 
images and the 15 strongest detections from each al-

 
Figure 1. Application of seven feature detectors on three 256x256 pixel sub-images of LROC NAC observations with inci-
dence angles of 15° (M109753063L), 45° (M139396321R), and 75° (M1285183949L).  
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gorithm were subsequently plotted.  
At small incidence angles (15°), we see the corner 

detectors focus on the boundaries of albedo variations 
around small fresh craters. As the incidence angle 
increases to 75° the corner detectors start identifying 
the sharp shadow boundaries around small craters. 
When applying the ORB detector to the three cropped 
images, we see concentric circles around a small 
number of surface features. This indicates that the 15 
strongest detection signatures are occurring over the 
same region and at slightly different scales. For the 
two blob detectors we investigated, we see that the 
center of the detections generally lie in the middle of 
regions with the same intensity values. In the case for 
the small incidence angle images (15°) the KAZE 
detector identifies the center of regions where the 
albedo is higher than the surrounding regolith while at 
larger incidence angles (75°), the feature detector is 
sensitive to the regions of the image in shadow. 

Assessing the Robustness of Feature Detectors: 
A robust feature detector will identify the same point 
or region of interest regardless of rotation, scale, and 
noise. To examine the invariance due to rotation as a 
function of incidence angle, we selected a 1024 x 
1024 region out of each NAC image. We then rotated 
the sub-image between 0 and 360° in 10° increments. 
To remove the impact of resampling and interpolation 
on the rotated images, we then reduced the image size 
of both the unmodified and the modified image by a 
factor of two making a 512 x 512 image.  

We applied the feature detectors to the image be-
fore and after rotation and computed the ratio of 
common features detected in both images and the to-
tal number of features detected. Since the field of 
view is different in each image due to the rotation, we 
only counted detected features within 256 pixels of 
the image center. While the SURF descriptor is rota-
tion invariant, the SURF detector struggled to detect 
the same surface feature when a slight rotation was 
applied to the image. Likewise, Minimum Eigenvalue 
Algorithm, BRISK, and Harris detectors did not per-
form as well when the image was rotated. On the oth-
er hand, the FAST, ORB, and KAZE detectors con-
tinued to match the same features when comparing to 
a rotated image. 

Next, we assessed the feature detectors to changes 
in scale. In this case we resampled the LROC NAC 
sub-image from 1024 x 1024 to 512 x 512 and applied 
each feature detector to both images then compared 
them to identify how many features were detectible in 
the lower resolution image. As expected, the corner 
detectors that are scale independent fared better than 
the corner detectors that were not designed for detect-
ing features over a range of scales. Ranked from best 
to worst in terms of repeatability at small incidence 
angles: BRISK (78%), ORB (58%), SURF (47%), 

KAZE (42%), Harris (20-40%), Min Eigen (25%) and 
FAST (15%). Overall, the repeatability was not af-
fected by incidence angle with the exception of the 
Harris detector that was repeatable 40% of the time 
when the incidence angle was small (< 20°). 

Finally, we assessed the performance of each de-
tector to noise. Depending on the planetary mission 
and instrument, different types of noise patterns effect 
the image. For example, some instruments suffer from 
salt and pepper noise due to bit errors while the quali-
ty of other images are reduced by Gaussian noise. At 
small incidence angles, the performance of the FAST 
and BRISK detectors suffered greatly with the inclu-
sion of salt and pepper noise (2.5% of pixels effected) 
resulting in 40 to 140 times as many detections as the 
original images without noise. This is likely due to 
corner detectors matching the smallest detectable fea-
tures, which in this case is the salt and pepper noise 
pattern. However, at high incidence angles, the effect 
of the noise was reduced on both detectors. Mean-
while, the two blob detectors suffered the least from 
the additional image noise. 

When examining the robustness to Gaussian noise 
with a mean of zero and a variance of 0.001, 0.011 
and 0.021, we found that at small variance levels, the 
Harris corner detector suffered the worst and at higher 
levels the FAST detector was more susceptible to the 
Gaussian noise. Again, we see that the effect of the 
noise decreases as the incidence angle increases and 
the two blob detectors (SURF and KAZE) as well as 
the Minimum Eigenvalue Algorithm suffered the least 
from the inclusion of additional Gaussian noise. 

Conclusions: Understanding the robustness of fea-
ture detectors is important when selecting an algo-
rithm. These detections provide input into the feature 
description routines and ultimately in to matching 
algorithms. If a feature detector cannot reliably detect 
the same features with slight image alterations, then it 
will hinder the later feature matching processes. In 
general, the corner detectors focused on smallest fea-
tures in the image and slight variations in surface re-
flectance, while the blob detectors identified regional 
trends in the dataset. As a result, the performance of 
corner detectors suffered more from changes in image 
scale and noise than either blob detector analyzed.   

References: [1] Anderson et al. (2004) LPSC, 
#2039. [2] Robinson et al. (2010) Space Sci. Rev. [3] 
Rosten and Drummond (2005) IEEE Inter. Conf. on 
Comp. Vis. [4] Rosten and Drummond (2006) Euro-
pean Conf. on Comp. Vis. [5] Shi and Tomasi, 1994 
IEEE Conf. on Comp. Vis. and Pattern Recognition 
[6] Harris (1988) Alvey Vision Conference [7] Leu-
tengger (2011) Int. Conf. on Comp. Vision [8] Rublee 
et al. (2011) Int. Conf. on Comp. Vision [9] Bay et al. 
(2008) European Conf. on Comp. Vis. [10] Alcantaril-
la et al. (2012) European Conf. on Comp. Vis.  
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Improvements to the Apollo 15 and 17 Heat Flow Experiment data archive.  M. St. Clair1, C. Million2, M. Sei-

gler3,  1Million  Concepts,  1355  Bardstown  Rd.  #132,  Louisville  KY  40204,  mstclair@millionconcepts.com,
2chase@millionconcepts.com, 3Planetary Science Institute

The data from the Apollo 15 and 17 Heat Flow Ex-

periment are the only available ground truth on heat

transfer in the lunar regolith. We discuss an ongoing

effort to improve the AHFE data archive, by correcting

and documenting errors in the data and improving data

usability.  Though  the  instruments  transmitted  data

from 1971-77,  only  data  from 1971-74 was  initially

archived.  [1,2]  A  recent  project  by  Nagihara,  et  al.

(2018) has recovered some other portions of the “miss-

ing” data. [3] A number of consistent numerical errors

exist in the officially archived data that were likely in-

troduced  in  the  reduction  and  transcription  process.

Moreover, those data that appear to have been correctly

reduced and transcribed (as well as the data recovered

by  Nagihara  et  al.)  contain  many  transient  events,

probably caused by errors in downlink or instrument

electronics. The most obvious of these is a “bit flip” ef-

fect that causes a data rollover at temperature intervals

of -2N; this may have been the result of a byte-defini-

tion  error  in  transcription,  but  it  appears  to  be  both

lossy and ambiguous, so we have had to make correc-

tions  to  such  data  manually.  Aside  from  interfering

with straightforward data analysis techniques, data er-

rors  are  in  many  cases  difficult  to  distinguish  from

transient events caused by phenomena of scientific in-

terest  such  as  topographic  effects  on  solar  radiation.

We describe methods for correcting these numerical er-

rors. We also introduce an error typology for the data

and speculate on possible properties of the instrumen-

tation that might be implied by these errors.

We also describe our efforts to improve general us-

ability of the data, with the intention of reducing time-

to-use for future researchers. The data—and the instru-

ments themselves—have several “quirks” that create a

surprisingly high barrier for what is otherwise a simple

time series of temperature measurements. For instance,

both the time and temperature are recorded in obtuse

formats.  We  are  producing  several  reduced  datasets

that  optimize  for  likely  analysis  use  cases.  This  in-

cludes,  for  example,  describing  temperature  as  func-

tions of depth and time in conventional formats. Our

reduced data also concatenates all data released to date,

including  the  Nagihara  et  al.  and  the  previously  re-

leased data in one consistent format.

We are also producing updated documentation that

synthesizes and expands on previously available docu-

ments. This will provide a clear and coherent data nar-

rative  for  future  researchers  to  understand  the  data

more quickly. The documentation provides a full de-

scription of our reduced data sets with rationale for the

reduction steps, suggested use cases, and caveats about

the  possible  deleterious  effects  of  the  reductions  for

other use cases. Usability and transparency are key val-

ues of our documentation. Crucially, this documenta-

tion includes all code used to correct and flag errors

and to produce our reduced data. We describe our doc-

umentation preparation process, along with some more

general notes on the topic of planetary data preparation

under PDS4 and the preparation and inclusion of soft-

ware “as documentation” in data archives.

References: Use the brief numbered style common

in many abstracts, e.g., [1], [2], etc. References should

then appear in numerical order in the reference list, and

should use the following abbreviated style:

[1] Langseth, et al. (1972) The Moon 4.3-4, 390-

410. [2] Grodzka, G. and Bannister, T. (1975) Science

187.4172, 165-167. [3] Nagihara, S., et al. (2018) JGR:

Planets, 123.5, 1125-1139.
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Introduction: Spacecraft missions return massive 

amounts of valuable data, but those data can be hard to 
access, visualize, and analyze. Most asteroids, comets, 
Kuiper belt objects, and small moons present additional 
challenges because two-dimensional map projections 
severely distort features on irregularly shaped bodies. 
The Small Body Mapping Tool (SBMT) developed at 
the Johns Hopkins University Applied Physics Labora-
tory addresses these challenges [1]. 

The SBMT lets users search for spacecraft data and 
project it onto shape models of small bodies. As a result, 
users can quickly find the data they need, look at the 
data in context, and do their science in three dimensions, 
without worrying about map projection issues or wad-
ing through Planetary Data System (PDS) archives. Al-
ternatively, the SBMT can be a starting point: users can 
pinpoint the data they need using the SBMT and then 
download the raw data from the PDS. The Tool includes 
a diverse suite of bodies and data types (images, spectra, 
altimetry data, see “Available Data”) and supports co-
registration of these data products. It has been or is be-
ing used by multiple mission teams, including Dawn, 
Rosetta, OSIRIS-REx, and Hayabusa2. 

The Small Body Mapping Tool is publicly available 
as a free download at sbmt.jhuapl.edu. It works on Mac, 
Linux, and Windows operating systems and has an easy-
to-use graphical user interface that has been refined and 
improved over the last year. The SBMT is written in 
Java and uses the Visualization Toolkit (VTK), an open-
source, freely available software system for 3D com-
puter graphics, rendering, and visualization [2]. Alt-
hough datasets and functionality specific to active mis-
sions (e.g., OSIRIS-REx) are currently restricted to 
team members, such features go public once the data 
have been archived with the PDS. 

Features: The SBMT facilitates interactive 
searches for spacecraft data. This capability allows us-
ers to quickly and easily identify the images, spectra, or 
altimetry data that will help them achieve their science 
or engineering objectives. Once selected, data can be 
projected onto the shape model and analyzed using the 
SBMT’s built-in analysis tools, thereby integrating data 
discovery and data analysis. Alternatively, users can ex-
port data for use in analysis tools of their choice. 

The Tool’s graphical user interface includes several 
tabs next to a large viewing area. Once users choose a 
body from a menu, each tab provides access to a differ-
ent dataset. Users can set shape model illumination and 
simulate camera pointing. In the viewing area, users can 
interactively manipulate the shape (rotate, zoom, etc.).  

Body tab: The body tab allows users to visualize a 
shape model at a variety of resolutions, view a basemap 
(where available), and overlay color maps of elevation, 
slopes, gravitational potential, and gravitational accel-
eration onto the shape. Such geophysical maps have 
proven useful in studies of asteroids [3–5]. Newer bod-
ies in the SBMT have additional plate colorings, includ-
ing uncertainty planes. These additional colorings will 
be added to legacy bodies in the coming year.  

Data tabs: Once users choose a body, the SBMT in-
terface populates tabs based on the available data. Once 
a particular data tab is selected, users can search based 
on many parameters, including emission, incidence, and 
phase angles; pixel scale; data acquisition time; and 
wavelength. Users can also search for data by location 
by selecting a region of interest on the shape. Search ca-
pabilities for lidar datasets have been enhanced over the 
past year to take advantage of hypertrees to improve 
search results. The SBMT displays the footprints of im-
ages, spectra, and altimetry data found by the search so 
that users can decide which to load (Fig. 1). Users can 
simulate lighting to match the conditions when the data 
were acquired. The ability to view off-limb images (e.g., 
jets on comets) has also been implemented. 

  

 

Figure 1. The SBMT lets users easily search for data. 
Here, available data footprints are shown (colored 
squares), and one image has been projected directly 
onto the shape model of Phobos. 
 

 

The data tabs include several analysis tools. The 
functionality depends on data type (e.g., images vs. lidar 
tracks). For images, the SBMT can generate image cu-
bes for overlapping images. These cubes can then be 
used to make RGB composites or be exported (e.g., to 
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ENVI). The custom 
bands feature for spec-
tral data allows users to 
do band math [e.g., 6]. 
For lidar data, transects 
can be used to measure 
topography (Fig. 2).  

Structures tab: 
The structures tab lets 
users map features on 
the shape model while 
viewing images or 
other data. Paths and 
polygons can be used 
to map lineaments, re-
gions, and geologic 
units [e.g., 7–10]. Cra-
ters and blocks can be mapped with circles or ellipses 
[e.g., 11, 12] (Fig. 3). Points can be used to mark the 
locations of features. The data are saved as XML (paths, 
polygons) or ASCII (circles, ellipses, points) files that 
can be easily imported into other tools or codes. The 
files contain both the measurements (e.g., polygon area, 
crater diameter) and regional geophysical data (e.g., el-
evation, slope). The structures panel has undergone sev-
eral changes recently, including UI improvements and 
the ability to import/export certain structures as ESRI 
shapefiles. 

 

Figure 3. The SBMT lets users map craters, blocks, and 
other features directly on the shape. Here the user is 
mapping craters (magenta circles) on Phoebe. The 
shape is colored by elevation; a Cassini ISS image is 
draped on the shape. 
 

Regional DTMs tab: For shape models generated us-
ing stereophotoclinometry [13], global shape models 
have lower resolution than the maplets on which the 
models are based. The regional DTMs (Digital Terrain 
Models) tab contains a database that allows users to con-
struct higher-resolution regional DTMs, which can be 
overlain on the shape model or visualized independently 

in the SBMT. We are in the process of migrating re-
gional DTM generation from a user’s local machine to 
a server-side process to improve the user experience. 

Observing conditions tab: The observing conditions 
tab lets users visualize the relative positions of the 
spacecraft and the target body through time, including 
simulations of the lighting conditions and the sub-Earth, 
sub-spacecraft, and sub-solar points. Future enhance-
ments to this tab will provide a way to link ground-
based observations made at known times to specific 
parts of the object. 

Custom data import: Each data tab allows users to 
import customized data and visualize it on the shape 
model. Users can apply pointing information from the 
SBMT to display imported data, as long as the files re-
tain their original dimensions. Simple cylindrical global 
or regional basemaps can also be imported. 

Available data: As of early 2019, the public version 
of the SBMT includes spacecraft data for several aster-
oids (Ceres, Vesta, Lutetia, Eros, Itokawa) and moons 
(Phobos, Dione, Mimas, Phoebe, Tethys). Currently 
funded NASA grants will enable us to add 9P/Tempel 
1, 81P/Wild 2, 103P/Hartley 2, and the saturnian moons 
Atlas, Calypso, Epimetheus, Helene, Hyperion, Janus, 
Pan, Pandora, Prometheus, Rhea and Telesto. The 
SBMT can also be used for large, spherical bodies like 
the Moon and Mercury [9, 14]. 

Conclusion: The Small Body Mapping Tool is a 
powerful, easy-to-use tool for accessing and analyzing 
data from small bodies. We will continue to release new 
datasets and functionality. Visit sbmt.jhuapl.edu to sub-
scribe to the SBMT mailing list. We invite everyone in 
the community to reach out and discuss collaborations. 

Acknowledgements: Much of the initial coding for 
the SBMT was done by E. Kahn. In addition to the au-
thors, many people have developed or supported the 
Tool, including D. Blewett, R. Klima, D. Buczkowski, 
J. Roberts, N. Chabot, L. Jozwiak, M. Zimmerman, L. 
Nguyen, J. Peachey, R. Turner, C. O’Shea, N. Lopez, 
and A. Regeic. This work has been supported by grants 
from the NASA Planetary Science Division research 
and analysis programs and the OSIRIS-REx mission. 
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Figure 2. Topographic pro-
files can be extracted from li-
dar tracks and DTMs, such as 
this example from Eros.  
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Introduction: The PDS Analyst’s Notebook (AN) 

[1] for the Mars Science Laboratory (MSL) Curiosity 

rover [2] provides integrated access to peer-reviewed, 

released data delivered by the instrument teams, sup-

ported by documentation describing context for the ob-

servations, together with processing methodology and 

data formats. 

New data products, documentation, traverse data, 

and support files are incorporated daily into the science 

team’s version of the AN. This approach assists with 

data validation and builds on strong collaboration be-

tween data producers and PDS archivists that begins 

soon after mission selection with creation of the project 

data management and archive plans. The public version 

of the AN (http://an.rsl.wustl.edu) contains peer-re-

viewed, released data and is updated coincident with 

PDS data releases as defined in mission archive plans. 

All content has been ITAR cleared. 

Observation planning and targeting information is 

extracted from mission science plans. Source com-

mands are linked with resulting data products where 

possible, albeit with limits due to the absence of round-

trip data tracking. 

In this paper, we focus on improved association of 

science team-defined targets, archive data, and pub-

lished literature. 

Science targets within the Notebook: The MSL 

Analyst’s Notebook contains targets selected by the 

MSL science team for planning and operations pur-

poses. Names are given to aerographic features by the 

team and are not formally recognized by the Interna-

tional Astronomical Union. Target names used do ap-

pear in documentation captured in the Notebook as well 

as in scientific literature. 

Although identifying and naming targets are integral 

to landed operations, an automated mechanism to link 

observations with targets during data acquisition does 

not exist. 

Linking data to targets: Supplementary APXS and 

ChemCam data include links to specific targets (Fig. 1). 

APXS concentration data are chemical concentration re-

sults derived from archived data by the MSL APXS 

team. Each composition is associated with a specific tar-

get (i.e., a soil or rock labeled by the science team). [4]  

ChemCam Remote Micro-Imager (RMI) mosaic im-

ages include annotations that denote locations of Chem-

Cam LIBS data elemental abundance acquisition. The 

RMI image taken after LIBS acquisition is on top to 

show the laser pits. In addition, some mosaics have ac-

companying locator images called “contour images” 

that show the mosaic footprint drawn on a Mastcam im-

age to provide context. Each mosaic is associated with 

a specific ChemCam target. [5] 

Linking targets to publications: The Mars Target 

Encyclopedia (MTE) is a reference database containing 

compositional information about MSL ChemCam tar-

gets extracted from publications [6]. The initial set of 

literature references in the MTE has been updated and 

now includes references from nearly 6,000 abstracts 

from LPSC 2014-2016. Named entity recognition was 

used to find targets, elements, and minerals within the 

abstract text, and a machine learning model determined 

whether a statement about the geochemical composition 

of the target was present. Manual review of the ex-

tracted relations ensured high quality.  

MTE results have been integrated into the MSL AN 

 

Fig. 1. MSL Analyst’s 

Notebook screen shot 

showing interactive chart 

with ratios of APXS 

concentration data from 

selected targets plotted. 

Additional windows show 

views of one of the targets, 

Windjana, including the 

finder frame, a ChemCam 

mosaic annotated with the 

locations LIBS observation 

points and a contour image 

with the mosaic location. 
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to allow users to find what has been published about tar-

gets, elements, or minerals of interest. Literature refer-

ences can be found in the AN using the Target search 

(Fig. 2). Once a target is selected from the results list, a 

link to references will appear on the target detail page. 

Each reference includes the document lead author, year, 

title, and publication. Links to the source documents 

(PDFs) are included as well. A “Mentions in literature” 

list contains all identified references in bibliography 

form, both compositional references and simple men-

tions within the text. A “Compositional references” list 

includes the abstract reference along with excerpts from 

the text. 

Finding targets with links to data and published 

literature: Updates to the MSL Analyst’s Notebook tar-

get search has been updated to support finding data and 

literature references linked to targets. The search can be 

refined by specifying a sol range or entering a partial or 

complete target name, or by selecting specific filters re-

lated to data and literature references (Fig. 3). Upon se-

lecting a target from the results list, details about the tar-

get and a link to the concentration data will appear. 

Future Development: Work continues to incorpo-

rate additional features, including data transformation 

and improved data searches. User feedback can be sub-

mitted to an@wunder.wustl.edu or by using the online 

form. The MTE will expand to include information ex-

tracted from other venues and journal publications. 

Acknowledgement: The Analyst’s Notebook is de-

veloped through funding provided by the Planetary Data 

System Geosciences Node. Ongoing cooperation of the 

MSL science and operations teams is greatly appreci-

ated. Mars Target Encyclopedia work was funded by the 

JPL AMMOS program, the PDS, and the MSL mission. 
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Fig. 3. Target search in the MSL AN. Search results are up-

dated as filters are set by the user. Details are available by 

clicking on a target of interest. 

Fig. 2. Search results for 

targets with literature 

references, APXS 

concentration data, and 

ChemCam RMI contour 

images. Detail windows of 

two targets, Buckskin and 

Cumberland, are shown. 

Literature references for 

target Cumberland are visible 

in the rightmost window. 
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Introduction:  The recent push for open source 

planetary science tools and workflows has been isolat-

ed to software-oriented groups in the community. Less 

technical planetary scientists can also benefit from 

open source workflows to improve their collaborations 

and publications, but often do not know where to start. 

Plutopy is a new initiative aimed at engaging the wider 

planetary science community with open source collabo-

ration to educate and advocate for more open, repro-

ducible planetary science. 

Plutopy: Plutopy is an open source GitHub reposi-

tory: https://github.com/cjtu/plutopy/. It includes com-

mon components of open source Python packages (e.g. 

a readme, license, contribution instructions, etc). The 

repository teaches open source concepts in two primary 

ways: 

Passive: the repository is a template of a plane-

tary science research package that members can emu-

late to publish their own code. 

Active: members contribute to the repository to 

learn the process of open source collaboration in a 

supportive, risk-free environment. 

Plutopy assumes no prior Git experience and a 

large focus is currently being placed on making the 

repository accessible to scientists who are new to ver-

sion control. New members are tasked with following 

step-by-step tutorials which guide them through their 

first contributions to the main repository on GitHub 

(Fig 2). This allows new members to quickly become 

acquainted with version control and engaged in the 

repository. Additional tasks allow members to learn the 

benefits of version control, the basics of Git and how to 

write reproducible analyses with Python and Jupyter. 

As new members progress in their learning, they 

will contribute back to the repository by updating 

old tutorials or adding new tutorials based on their in-

terests or domain experience. This will build their Git 

collaboration skills while improving the repository 

over time. Advanced members will review the contri-

butions of more junior members to learn the process of 

code review and how to manage an open-source pro-

ject. In this way, the repository has potential to become 

self-sustaining and grow its scope with increased mem-

bership over time.  

Plutopy is structured as a mock data analysis pack-

age that is built exclusively on open source tools. Py-

thon was chosen as the primary data analysis language 

because it is open source and has gained significant 

traction in planetary science in recent years [1-2]. The 

data analysis is done with GDAL on a New Horizons 

mosaic of Pluto [3]. Worked examples are presented as 

Jupyter notebooks to show best practices for sharing 

reproducible analyses and figures (Fig 1) [4-6]. 

Though the current focus of the repository is to teach 

the basics of working with and publishing open source 

code, in future work we aim to offer full tutorials for 

common image analysis tasks. 

Plutopy is distributed under the MIT open license 

with the intent that all code, tutorials and examples can 

be freely altered and re-distributed by the community. 

Learning outcomes: A typical participation cycle 

of a new Plutopy member occurs in 5 steps: 

1) Git basics: Follow step-by-step tutorials to 

start contributing to Plutopy on GitHub. Ap-

plied tutorials allow new members to quickly 

get acquainted with version control and open 

source collaboration. 

2) Plutopy image analysis: Learn how to install 

the Plutopy Python package and use it to ana-

Fig 1: Jupyter notebooks combine descriptive narrative 

text, code, and inline plots, making them a powerful tool 

for sharing reproducible research code [6]. This notebook 

describes how to use the Plutopy package to display an 

image. 
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lyze an image. Contribute analysis to the re-

pository to get feedback from code reviews. 

3) Jupyter reproducible plotting: Present the 

analysis done in step 2 in a reproducible way 

using a Jupyter notebook to describe the pro-

cessing steps and code involved. Contribute 

the notebook to grow the collection of worked 

examples. 

4) GitHub collaboration: Contribute new or up-

dated tutorials to practice open source collab-

oration. Review the contributions of more jun-

ior members to learn the code review process. 

5) Open, reproducible research: Apply the skills 

learned to a broader application (e.g. open 

source a personal code package, write a Jupy-

ter notebook to supplement a publication, con-

tribute to another open source repository, etc). 

Results: Plutopy is currently live and in its early 

stages on GitHub. The first plutopy members joined as 

part of a scientific coding course run at Northern Ari-

zona University in the fall of 2018. All 6 members 

were able to fork the repository and submit their first 

basic contributions to Plutopy, thus completing step 1. 

Most members then began work on the Python image 

analysis task, but as of writing of this abstract, no 

member has submitted a contribution for step 2. On-

going work to develop Git tutorials and add simpler 

tasks to build new members up to making meaningful 

contributions is currently under way. 

Conclusion: The Plutopy repository leverages the 

same open source tools that it teaches (e.g. Git, 

GitHub, Python, Jupyter) in order to allow planetary 

scientists to get hands-on experience with these tools 

and learn how to use them to produce more open and 

reproducible science. By collaborating on Plutopy, 

members will learn how to open source their own code 

and collaborate in a Git environment. The format of the 

learning is entirely open and self-paced, and the of-

fered tutorials and example notebooks will grow organ-

ically as more members join and make contributions. 

With enough time and community interest, Plutopy has 

the potential to grow into a dynamic resource for teach-

ing planetary scientists how to open source code and 

conduct reproducible planetary data analyses. 

Future Work: Since Plutopy is an open source 

project in its early stages, we are actively seeking new 

members who are interested in helping to make open 

source more accessible to the wider planetary science 

community. The on-going feedback from Plutopy 

members and collaborators will inform how the reposi-

tory evolves to better suit the needs of the planetary 

science community over time.   

References: [1] Laura J. et al. (2013) LPSC XLIV, 

Abstract #2226. [2] Laura J. et al. (2016) LPSC XLVI, 

Abstract #2208. [3] Moore J. M., et al. (2016) Science, 

1284-1293. [4] Perez F. and Granger B. (2007) Com-

put. Sci. Eng., 21-29. [5] Kluyver T., et al. (2016) 

ELPUB, 87-90. [6] Piccolo S. R. and Frampton M. B. 

(2016) GigaScience, 30. 

 

Fig 2: Basic Git tutorials guide new Plutopy members 

through the process of contributing to an open source re-

pository. The first task is a step-by-step guide to opening a 

pull request to Plutopy, giving new members early hands-

on experience with the repository.  
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TIME-DOMAIN BACK-PROJECTION IMAGE PROCESSING FOR MINI-RF: ACCELERATING 
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Introduction:  The Mini-RF instrument aboard 

NASA’s Lunar Reconnaissance Orbiter (LRO) is a hy-
brid dual-polarized synthetic aperture radar (SAR) [1,2] 
that operates in cooperation with the DSS-13 Goldstone 
deep space communications complex and the Arecibo 
Observatory (AO) [3,4] to collect X- and S-band bistatic 
radar measurements of the lunar nearside. The ground 
station transmits a chirped pulse at specific intervals de-
termined in the planning process, while the instrument 
operates in a continuous receive-only mode. The pulses 
are generated asynchronously on the ground from the 
sampling performed by the Mini-RF receiver. The col-
lected data are then downlinked, the phase history of the 
transmitted signal at the spacecraft is reconstructed, and 
a time-domain back-projection algorithm is then uti-
lized to coherently integrate the signal into complex val-
ued images for each of the receiver’s channels [5]. 

While far less efficient than typical SAR processing 
algorithms, time-domain back-projection offers several 
distinct advantages in the Mini-RF bistatic case. It is ca-
pable of gracefully handling the unusual, non-side look-
ing orientations the receiver is placed into for many of 
the low phase-angle measurements. Further, the grid 
onto which the data are coherently averaged may be se-
lected independently of the SAR geometry, enabling the 
data to be accumulated directly on a map projected grid 
at a specified resolution.  The actual resolution of the 
Mini-RF data varies slightly from collect to collect due 
to differing geometry, but the range resolution is around 
80-120 meters and the azimuth resolution is about 0.5 
meters. 

The Mini-RF bistatic processing software performs 
back-projection on a 24-CPU system using OpenMP. 
The data are accumulated onto an oblique cylindrical 
grid centered on the antenna boresight intercept’s path 
on the lunar surface at 20 meter resolution. These data 
are then incoherently averaged down onto a 100 meter 
grid in the same projection for analysis. These grid pa-
rameters were chosen to strike a balance between pro-
cessing time and data quality. On the 20 meter grid, the 
data can take as long as several hours to over a day to 
process a single collect. It is then of interest to pursue 
possible performance gains offered by GPU program-
ming to reduce processing times and enable processing 
onto even higher resolution grids. 

Algorithm:  Time-domain back-projection is 
soundly in the class of embarrassingly parallel problems 
well-suited to migration to a GPU computing 

architecture. For each location or pixel, (i,j), on the out-
put grid, the contribution from each transmitted pulse, 
p, is accumulated coherently (Fig. 1(a)): 

𝑠(𝑖, 𝑗) =
1
𝐺*,+

, 𝐴.𝛾.𝑒*∆23
4567898

.:;

 

where Gi,j is the gain normalization, Ap the antenna pat-
tern weight, gp the range compressed sample, and qp the 
expected phase. 
 

 
 
Fig 1. Organization of processing grid – (a) SAR pulses 
accumulation (b) Distribution of problem over CPU, 
each colored cell is handled by a different processor (c) 
Distribution of problem over GPU, the pixels in each 
diagonal slice are processed together over at once   
   

OpenMP/CPU Implementation:  The original CPU 
version of the processor is implemented in C using 
OpenMP.  The main back-projection loop divides the 
grid up into a number of chunks equal to the number of 
processors, NCPU, available in the system.  Then each 
CPU integrates the entire collection of received, range 
compressed pulses over its corresponding portion of the 
grid as illustrated in Fig 1(b). As each pulse is to be ac-
cumulated onto the grid, the software determines 
whether or not the antenna pattern intersects the portion 
of the grid.  If it does, the accumulation proceeds, oth-
erwise it skips to the next pulse.  This reduces 
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computational overhead, as only O(NPULSES/NCPU) inter-
sect a given portion of the grid. 

Challenges Migrating to the GPU: The CPU algo-
rithm executes on a system with 256GB of RAM, so the 
processor is able to load the entire grid and output data 
structures into memory at once.  The NVIDIA Titan Xp 
GPU on which the new code runs only has 12GB of 
global memory. For nearly all collects, this is insuffi-
cient to retain all the necessary structures to execute 
over the entire grid. 

Another challenge to overcome is the fact that the 
GPU cores execute code in warps of 32 processors, i.e. 
they execute the same set of instructions over different 
data in units of warps. A direct consequence of this is 
that logical branching can potentially lead to serial exe-
cution of code that would otherwise execute in parallel 
in a CPU based environment. 

One final significant difference to overcome is that 
transfers between the host (CPU) memory and the GPU 
memory are comparatively expensive. So the algorithm 
needs to be tuned to minimize these transfers relative to 
the requested number of computations. 

CUDA/GPU Implementation: The GPU version of 
the software is implemented using NVIDIA’s CUDA 
API with a mix of C and C++. It loads initial portions of 
the SAR data and the processing grid onto the GPU’s 
global memory.  Each GPU core is assigned an individ-
ual pixel within a cross track slice oriented diagonally 
along the cross track axis of the antenna pattern, Fig 
1(c). The code tracks the indices of pulses accumulated 
in each pixel. When all pixels in a slice have attempted 
to process a specified number of pulses without the ac-
cumulation of any results, it assumes that this slice is 
complete and moves to the next slice.  Once all slices 
within the current portion loaded into global memory 
have completed, it transfers the output structures back 
out to host memory and writes them to disk.  A new por-
tion of the grid is loaded onto the GPU and the process 
begins again until the final slice of the final portion of 
the grid has been accumulated. 

This slice based approach addresses the memory 
management problem, as well as the 32 processors/warp 
problem.  Blocks of pixels on the grid within a warp are 
all adjacent to one another, so they will likely proceed 
through any logical branching based on geometry to-
gether.  Transfers back and forth between the host and 
GPU are inevitable, but significant computation can be 
done between each transfer cycle with this approach. 

Results: While a direct comparison of the perfor-
mance of the CPU and GPU implementations is difficult 
given their radically different approaches to execution 
of the time-domain back-projection algorithm, initial 
experiments have found that the GPU software is about 
15-25 times faster than the CPU software. 

The increased processing speed and improved 
memory efficiency of the GPU code has enabled the 
Mini-RF team to move from processing on 20x20 meter 
resolution grids, to a 4x20 meter grid (Fig 2).  This im-
proves the output data quality as five times as many 
measurements are included in the incoherent average 
down to 100 meter resolution products. 

 

 
Fig. 2. Alternative processings of the 2012-304 bistatic 
collect of Aristarchus. (a) Original CPU processing (b) 
New GPU processing 
 
References:	 [1] Chin et al., 2007, Space Sci. Rev. 
129(4), 391-419; [2] Nozette et al., 2010, Space Sci. 
Rev., 150, 285-302; [3] Patterson et al., 2013, 44th 
LPSC, #2380; [4] Patterson et al., 2017, Icarus, 283, 2-
19; [5] Wahl et al., 2012, Proc. of SPIE, Vol. 8394, 
83940D-1. 
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Introduction: As technology advances, imaging 
instruments are becoming more capable and 
increasingly higher resolution. Consequently, these 
instruments are recording more data than ever before, 
and multi-gigabyte files are now common place.  Along 
with images becoming larger and higher resolution, the 
processes applied to imaging data have also become 
more complex.  

With this advancement in imaging technology 
comes challenges with loading and displaying these 
extremely large data sets.  Some images are so large that 
loading them into RAM effectively kills a computer’s 
interactivity. We are working to develop a software 
framework that can load these large imaging datasets 
efficiently, apply complex processing algorithms to 
them, and easily visualize the results. Furthermore, we 
want to provide the user with the ability to responsively 
pan and zoom on the image without noticing any delay 
in the graphical user interface (GUI). 

Software Tools: Using out-of-the-box methods to 
load and analyze these large images is simply not fast 
enough. We can, however, leverage existing software 
systems and integrate them in new ways that allow a 
much-desired performance increase in viewing and 
manipulating these images. In the following subsections 
we will describe the software techniques and tools that 
were used to design an application program interface 
(API) for efficiently working with such images without 
overloading our computers. 

Java:  This API is Java-based for many reasons.  
Java is a multi-platform language, so we can expect 
similar performance on any Mac, PC, or Linux machine.  
Using Java also allows us to leverage existing software 
that has been developed within our organization over 
the last 15 years.  

Java Advanced Imaging (JAI): JAI is a software 
suite used to load, analyze, and process images in Java.  
Released in the late 1990’s, JAI was under active 
development by Sun Microsystems until 2006, and 
completely stopped once Sun Microsystems was bought 
by Oracle in 2010 [1].  Although it has not been revised 
or updated in nearly a decade, JAI is a unique Java 
imaging tool that offers a pull-based image processing 
model. Images can be broken up into a collection of 
uniformly but arbitrarily sized tiles. This allows tile 
sizes to be selected for a specific application’s needs.  
For instance, visualizing data on the screen typically 
would require a different tiling than a complex 
processing of the same image directly on the disk. This 

tiling method loads only the visible portion of the image 
into memory, and is the key to loading overbearingly 
large images.  

As the tiles required by the display are loaded from 
JAI, they are potentially stored into a configurable 
memory cache. This eliminates the need to recreate 
some subset of tiles when the display changes, thus 
increasing rendering speed. Alternatively, disk-based 
cache implementations also exist.  The features of JAI 
enable complex operational chains to be constructed 
with little or no computational effort.  The API supports 
multi-threaded computation so the algorithms can take 
advantage of the parallel capabilities of multi-core 
processors common in most computers today.  There is 
an inherent 2-gigapixel limit in the more common push-
based Java image processing models, which are backed 
by primitive arrays.  The tiling, caching, and 
multithreading features in JAI provide the means to 
surpass these limitations. 

JavaFX: JavaFX is a modern user interface toolkit 
that is actively being developed by the open source 
community.  It has a simple event model that is arguably 
easier to use than those in other Java UI toolkits, and 
offers basic one-way and two-way data binding that 
enables synchronization between the GUI and its 
underlying data [2].  Ultimately, JavaFX is easier to use 
from a developer viewpoint, and certain features such as 
the bindings and event handling previously mentioned 
enable faster creation of interactive and attractive user 
interfaces [3].  

Integrated Solution: Leveraging all of the JAI and 
JavaFX advantages outlined above, we will present a 
program to quickly load, analyze, manipulate, and 
display large images of common and uncommon 
formats.  The structure of this solution is outlined below, 
and shown in figure 1. 

FX Component: This component is effectively the 
GUI.  This is what the user interacts with and it provides 
the user with the controls necessary to load an image 
and manipulate the viewable area of an image through 
mouse reactions such as panning, zooming, and 
scrolling. It also provides an avenue to create and 
customize a chained list of complex processes to apply 
to the image, such as image stretching, color mapping, 
or blurring. 
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Figure 1: The general structure of the API and how the 
components interact with each other. 

Display: The display is the current view area of the 
image. This is not necessarily the entire image, 
especially when the image is large.  When viewing the 
image at full resolution, it likely does not fit on the 
user’s screen, so the display manages what area is 
viewable.  This component will, when necessary, create 
paint requests to send to the painter.  These requests are 
sent when part of the image becomes visible that was 
previously not displayed. The painter will take these 
requests and handle them as appropriate. 

Painter: This component receives and processes the 
paint requests from the display. Due to the interactivity 
of the GUI, a user can easily create an overwhelming 
number of paint requests when performing a gradual 
action such as zooming or panning. Whenever the 
painter is responding to a paint request, it coalesces any 
subsequent requests and only reacts to the last request 
once it finishes its current job. This guarantees speed 
without sacrificing any visual responsiveness by 
reducing the minute change requests. Upon receiving a 
valid paint request for an area of the image, it instantly 
renders a low-resolution image which is an accurate, 
though fuzzy, representation of the currently displayed 
area.  With the low-resolution image rendered, the 
painter determines which of the higher resolution tiles 
are required. If any are already present in the cache, they 
are painted on the display immediately.  For those tiles 
that are not currently present on the cache, the painter 
must send a request to the loader.  

Loader: Interfaces with the JAI toolkit to provide 
methods for requesting tiles via their indices. Any tiles 
in the cache return an image for immediate rendering. 
On the other hand, any tiles that must be requested are 

done so on worker threads with listeners. Once finished, 
these listeners notify the painter with the images for 
rendering. This component also provides the painter 
with the low-resolution image.   

Conclusion: While there are many existing tools to 
load, analyze, manipulate, and display image data, we 
have not found a comprehensive solution that is capable 
of handling the larger files that are becoming more and 
more commonplace in the planetary community.  Our 
solution is able to load 50+ gigabyte files and efficiently 
display them, while giving the user the capability to 
modify and chain custom processing algorithms while 
viewing the image. Figure 2 shows a prototype of the 
GUI that implements the techniques listed in this 
abstract.  Our GUI provides instant reactions to the 
user’s input, such as scrolling, panning, or reading 
values from the mouse’s location on the image. This 
API allows immediate and dynamic visual analyses that 
previously could only be made statically. 

 

 
Figure 2: A screenshot of a prototype loading a tiled image of 
the Moon. An artificial delay was introduced to extend loading 
time.  

References: [1] Tillman, K. (2009) Oracle Buys Sun. 
[2] Hommel, S. (2013) Using JavaFX Properties and 
Binding. [3] Topley, K. (2010) JavaFX Developer's 
Guide. 
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Abstract:  The Archive Manager and Processor 

(AMP) is a software framework to generate deep met-
ric and quantitative insight from a file-based archive 
through the support of parallelized data extraction and 
processing techniques. Through cloud or on-site clus-
ter infrastructure, AMP is able to both process file-
archive data efficiently as well as make the results 
useful through intuitive search and aggregation of the 
information. Key use cases of the technology include 
the ability to holistically form an understanding of the 
state of a file-based archive, including through the 
analysis of attributes such as broken links, checksum 
verifications, naming convention verifications, per-
mission state checks, and other common file-based 
archive analyses. In addition to file-archive use cases, 
AMP provides the capability to significantly increase 
the efficiency of general-purpose processing tasks 
such as generation of custom label information for 
data files or the transformation of data files into 
summary products (e.g. thumbnails, in the case of 
images), etc. AMP takes advantage of the fact that if 
highly parallelized hardware is available, immense 
reductions in the time required to extract or process 
file-based archive contents can be realized. AMP 
builds on top of the parallel computing advantages of 
lambda architectures within cloud infrastructure, such 
as Amazon Web Services (AWS) Lambda service1, 
and the parallelized cluster computing support of 
frameworks like the Apache Spark toolkit2. A key 
innovation of AMP however, is to abstract the under-
lying computational infrastructure behind the data 
extraction and processing layer, enabling a user of the 
framework to generate insight from a file-based ar-
chive with minimal configuration effort. Additionally, 
AMP seeks to provide intuitive user interfaces to al-
low a user to visually and quantitatively be informed 
about the state of an archive or resulting data trans-
formation task. 

AMP is being developed by the Planetary Data 
System (PDS) Cartography and Imaging Sciences 
Node (IMG), in collaboration with the PDS Engineer-
ing Node (EN). It is largely based on the prior devel-
opment work, at PDS IMG, of the Archive Inventory 
and Management System (AIMS) toolkit3. Through 
the generalization of the AIMS system, AMP is 
evolving into a non-PDS IMG specific framework that 
can be leveraged by other data archive hosting organ-
izations. Moreover, with the recent release of the un-
derlying software code behind AMP into the open 

source community at-large4, the continued evolution 
of the system will be conducted in the public sphere.  

AMP is expected to play key roles in several PDS 
efforts. Namely, AMP is forming a critical part of a 
PDS pilot feasibility study of leveraging commercial 
cloud-storage for possible PDS archival or backup 
means. The AMP framework is also expected to form 
the future backbone of the PDS EN Harvest-Search 
software tool5, which is currently undergoing major 
redevelopment efforts and is collaborating with the 
AMP team to ensure support for Harvest use cases are 
taken into consideration in the development of AMP. 
More specifically, AMP is targeting the integration of 
existing Harvest-Search software capabilities (i.e. 
Harvest Tool, Registry Tool and the Search Tool) and 
supporting a plugin-based architecture to expand for 
and support future Harvest extractors.  For example, 
AMP will target Harvest extraction use cases such as: 
(a) metadata extraction based on mime-types; (b) 
metadata extraction from PDS file and dataset 
metadata; and (c) mining content (e.g. imagery) to 
produce derived metadata (e.g. image annotations). 
Moreover, AMP will allow extractors to be developed 
in a variety of programming languages (e.g. Python, 
Java, C, etc.) by making available a standard interface 
for extracting metadata and providing an interopera-
ble Java Script Object Notation (JSON)8 based output. 
In addition to the PDS EN Harvest-Search use cases, 
AMP is expected to be a key player for maintaining 
the integrity of the over  one-petabyte PDS IMG ar-
chive as well. This includes monitoring the file-
archive integrity of PDS IMG related data holdings at 
the United States Geological Survey (USGS) and 
high-resolution data sets such as the High Resolution 
Imaging Science Experiment (HiRISE)6 and the Lu-
nar Reconnaissance Orbiter Camera (LROC)7 at the 
University of Arizona and Arizona State University 
respectively. 

 AMP seeks to build on community contributions 
to its architecture and plugin system to garner reuse 
across PDS nodes. As such AMP has been released as 
a pilot open source project of the NASA PDS Incuba-
tor Organization9,4 program; which seeks to support an 
open source community-based development model 
with a governance paradigm akin to the Apache Soft-
ware Foundation10,11. Leveraging this paradigm will 
ensure AMP is available for utilization and open for 
contributions from all PDS nodes, software develop-
ment teams peripheral to PDS, and the open source 
development community at large. 
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Figure 1: MarsSI overview

Abstract: MarsSI (“Mars Système
d’Information”, french for Mars Information
System) is a platform and service to cata-
log, process and retrieve data from orbiters.
https://marssi.univ-lyon1.fr/MarsSI.
Introduction: Geological investigations of plane-

tary surfaces require the combination of orbital datasets.
Missions being often multiple-instruments platforms
from multiple space agencies, the quantity of data avail-
able increased quickly. It is now large enough that a ded-
icated system has to be used to explore, calibrate, pro-
cess and retrieve the relevant information.
MarsSI [1] is a platform developed in the context

of the e-Mars project (2012-2017) funded by the Euro-
pean Research Council with the goal to investigate the
geological evolution of Mars through the use of com-
bined orbital data. It was certified in 2017 as french na-
tional Research Infrastructure by the Centre National de
la Recherche Scientifique (CNRS) as part of the Plan-
etary Surface Portal (PSUP) [2]. The permanent staff
currently consists of one scientist lead and one engineer.
As of 2019, it indexes the optical (visible, multi and

hyper-spectral) data from four missions: Mars Global
Surveyor, Mars Odyssey, Mars Express and Mars Re-
connaissance Orbiter. The focus, as highlighted by fig-
ure 1 is to allow the user to browse and request ”ready-to-
use” products in regards of calibration, refinements and
georeferencing. The user will be able to visualize and
interpret the data in GIS or remote sensing software.
Architecture: MarsSI’s hardware is hosted at the

Université Lyon 1 and is composed of a frontend server,
a storage bay and four computing nodes totaling 100
cores. For the software stack, whose functionality is
shown on figure 2, we decided to relymainly on software
provided by the Free and Open-source communities.

Catalog. MarsSI retrieve the footprints provided
by the NASA Planetary Data System (PDS) in a Post-
gres database with the PostGIS extension. These data,
alongside rasters that will be used as layers of our map

lstemars

filestorage database servlet container

SFTP batch scheduler WMS/WFS service

web portal

computing nodes

marssi.univ-lyon1.fr

HTTPS reverse proxy

Figure 2: MarsSI service is built on several layers of dif-
ferent solutions to solve issues such as referencing geo-
graphical data, imagery, manage processing and serve a
web interface.

display, is made available through a OGC-compliant ser-
vice (Geoserver) using the Web Map Service (WMS)
and Web Feature Service (WFS) standards. One recur-
ring issue we faced is the lack of Coordinates Refer-
encing Systems definitions readily available in such ser-
vices, who rely on EPSG definitions codes. Adding and
using non-standard EPSG definition across the system
was done to workaround this issue. Once this issue re-
solved, we had access to a solid and proven set of proto-
cols and software implementations to organize the data.
Once the data are stored in database, we proceed over

the CTX and HiRISE optical data collections to find
for each dataset overlapping images by at least 60%
and a maximum difference of acquisition angle of 10°
to generate a list of potential Digital Elevation Models
(DEMs).

Pipelines. Alongside the catalog, MarsSI uses sev-
eral processing pipelines. Those pipelines defines steps
and procedures to fetch, calibrate and refine products. A
notable pipeline is the use of the Ames Stereo Pipeline
[3] software to generate on demand DEMs that the sys-
tem derivates from the optical imagery.
The pipeline execution is managed using the OAR

(oar.imag.fr) batch scheduler. The requests are gen-
erated by the tomcat webapp server-side code as a client
request.
One design choice of MarsSI was to present the prod-

ucts, including those created by the service, as global
to all users (in contrast to service creating user-specific
products). This was done to have only one reference to
products like generated DEMs and reduce storage use.
As a result, we only designed fully automated pipelines
that do not require user input and parameters.
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Figure 3: MarsSI web interfacemap view. The left panel
is a layer list from which the user can choose instru-
ment footprints to display on the central map. In this
illustration, we displayed HiRISE DEM footprints over
a THEMIS-Day background. The datasets can be se-
lected and added to a user cart, whose content is listed
on the right panel. When the user is done with selec-
tion, he can proceed to the workspace view where data
download and processing can be requested.

Frontend. MarsSI client interface is a web compo-
nent based on Geomajas (www.geomajas.org), a free
and open source GIS toolkit to build javascript web
applications on top of a Java servlet server. Geoma-
jas allowed us to interface directly with the WMS and
WFS provided datasets in a web application. Like we
did for backend components, we had to import Mar-
tian CRS as user-defined EPSG definitions into the CRS
databases. This interface allows the user to explore and
select datasets, as shown on figure 3 and request down-
loads, processing, and copy operation.
For the retrieval of the products, we elected to have a

workflow that makes the user request copy of products
to its home directory where they can be retrieved using
the SFTP protocol. Copied files are removed after 30
days.
Usage and data volumes: MarsSI is open to the

scientific communities around the world. As of march
2019, we count 215 registered users across 128 in-
stitutes. Storage-wise, we benefited to progressively
download data as requested, reaching 37To in 2019. The
repartition of the requested data is shown on figure 4.
Perspectives: We are currently working on inte-

grating other data types in MarsSI, such as the MARSIS
and SHARRAD radar datasets.
Another aspect we are working on is a more efficient

and intuitive web interface not based on Geomajas. The
rewrite would also take into account other maps such as
polar projections and other planetary bodies.
As DEMs are our most requested products, we are

Figure 4: MarsSI storage size by instrument. The share
of MRO optical data and DEMs data requests is over-
whelming compared to other missions. This can be ex-
plained by the high coverage and resolution of the CTX
and HiRISE instruments, which result in many requests
from our userbase.

investigating how to provide qualitative assessment for
those datasets. We are also looking for methods to gen-
erate large scale DEMs using mosaicking.
Conclusion: Built upon opensources frameworks

and using standardized protocols, MarsSI offers the sci-
entific communities a way to search and request data,
most notably DEMs that can be derived from CTX and
HiRISE data collection. We are now looking to modern-
ize and extend the service with a newer interface that can
present other planets and moons data.
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Introduction: The Lunar Reconnaissance Orbiter 

(LRO) Narrow Angle Camera (NAC) consists of two 
line-scan cameras aimed side-by-side with a combined 
5.7° FOV and a nominal pixel scale of 0.5 m from an 
altitude of 50 km [1]. To date, over 300 lunar pits have 
been discovered, all but three from analysis of NAC 
images [2], and recent measurements suggest that 
some may be associated with extant lava tubes [3,4]. 

For four of the 16 known mare pits, LROC has ac-
quired multiple oblique views at different slew angles, 
often with similar lighting, providing off-nadir stereo 
pairs that allow the construction of a depth map of one 
or both walls. From these models, we have evaluated 
the internal structure of mare pits, and mapped the ex-
tent of layering in the walls [5]. Here we compare mul-
tiple methods for producing pit interior models: a cus-
tom trigonometric solver, USGS ISIS jigsaw [6], and 
Agisoft PhotoScan [7]. 

Preprocessing Steps: There are three major com-
plications with the use of NAC oblique stereo images: 
1) As the NAC is a line-scan camera, image pixels are 
not square; their down-track size varies with exposure 
time and altitude. 2) Due to the orbital configuration of 
LRO, a given NAC image may be flipped vertically, 
horizontally, or both. 3) Most potential oblique stereo 
observations were not intentionally acquired as stereo, 
and have varying lighting and resolution. 

Non-square pixel aspect ratio was corrected by 
scaling each image in the down-track direction such 
that the pixel width and height were identical when 
projected on a plane perpendicular to the boresight, 
and all images were flipped to a north-up, east-right 
orientation. These corrections made manual selection 
of match points faster and more accurate. As ISIS 
keeps track of image scaling transformations relative to 
the SPICE data, scaling does not affect the output from 
jigsaw. Flipping is not automatically handled, so we 
edit our control network files to invert coordinates as 
needed before passing them to jigsaw. 

Control network creation: All of our methods re-
quire or can benefit from dense control networks of 
corresponding points. For stereo pairs with matching 
lighting and pixel scale, we produced an initial control 
network using the ISIS tool findfeatures [6]. The au-
tomatic match points were manually verified. In gen-
eral, automatic point matching worked well on smooth 
horizontal surfaces, but required significant manual 
adjustment on vertical walls. In all cases, we added 
additional manually-placed control points (usually 
~300) over the wall, focusing on inflection points in 
the topography. Point spacing averaged ~4 pixels (4-
10 m), depending on density of high-contrast features. 

SOCETSET DTMs: SOCETSET, commercial soft-
ware from BAE Systems, is used by the LROC team to 
produce high-resolution DTMs [8]. While we have not 
used SOCETSET to produce models of pit walls, we 
used new SOCESET-derived DTMs of the Mare Tran-
quillitatis (MTP) and Mare Ingenii (MIP) pits to align 
our wall point clouds. These DTMs were carefully 
edited during processing around the pit rims to ensure 
that there were no erroneous points, and both DTMs 
include small sections of floor. We used these DTMs 
as “truth” surfaces for testing our models. 

Trigonometric Method: Using the assumptions 
that the orbit tracks of two images are parallel and that 
the recorded spacecraft positions are exactly correct 
(close to true, given LRO’s polar orbit with >88° incli-
nation and <20 m positional uncertainty [7]), we treat 
the position of each tie point relative to an arbitrary 
reference point as a 2D trigonometric problem to ob-
tain cross-track and vertical position, plus a down-
track offset based on the number of lines between the 
tie point and reference point in each image. The result-
ing point cloud is reoriented in 3D space using control 
points collected from surrounding surface in NAC 
DTMs tied to the LOLA reference frame [8]. This 
 

 
Fig. 1: A) NAC image of MTP east wall with grazing 
sunlight. B) Our model, merged with a NAC DTM of 
the surrounding surface. C) Full-resolution model of 
the east Twin Pit in Hawai’i. Blue region shows the 
approximate area visible in the images used for the 
stereo model. Inset: Same view, at the resolution used 
to produce our stereo model. D) Our model of east 
Twin Pit. All panels have matching lighting. 

7015.pdf4th Planetary Data Workshop 2019 (LPI Contrib. No. 2151)



method produces minor rotational errors due to the 
assumed orbital inclination, but provides a simple, 
verifiable comparison model to test the other (black-
box) methods against. 

Verification: As a qualitative verification of the 
wall modeling, we produced triangle meshes from the 
wall point clouds merged with NAC DTMs of the sur-
rounding surface, and rendered “synthetic NAC imag-
es” using the 3D modelling software Blender [10] with 
matching lighting, viewing, and camera parameters to 
actual NAC pit images. Comparing the synthetic imag-
es to NAC images that were not involved in the crea-
tion of the models indicates that the overall geometry 
is correct (Fig. 2), although small features such as 5-
10 m wide rocks are sometimes absent when not easily 
identifiable in the original stereo images.  

For an additional quantitative test, we produced a 
model of a terrestrial pit crater using synthetic NACs 
of a high-resolution 3D model [5] with the same imag-
ing parameters, including resolution, as the images we 
used to model MTP. We aligned the low-resolution 
point clouds for each wall to the original model via the 
Iterative Closest Point algorithm, and measured the 
distance using the software CloudCompare [11]. The 
overall RMS error was 65 cm (80 cm east wall, 40 cm 
west wall), with no correlation between X/Y/Z position 
and error, indicating that this method produces dimen-
sionally accurate models, with errors on the order of 
the source image pixel scale. 
Jigsaw: We also produced point clouds from our 

control networks using USGS ISIS software jigsaw, 
bundle-adjustment software that reports tie point posi-
tions in 3D [6]. We set jigsaw to only correct the cam-
era pointing, not the position. The jigsaw results are 
very similar to those from the trigonometric method; 
when the jigsaw and trigonometric models are aligned 
via ICP, the median point-to-point offset is <1.6 m at 
all sites, so the internal geometry of the jigsaw models 
is accurate. The jigsaw models, however, are better 
controlled to their surroundings than the trigonometric 
models. This is particularly noticeable in the floor of 
MTP, where the two stereo reconstructions (east floor 
and central floor) do not align well with each other or 
with the SOCETSET model in the trigonometric mod-
el, but align perfectly in the jigsaw model (Fig. 2). 

Agisoft PhotoScan: PhotoScan is a commercial 
structure-from-motion package that can create 3D 
models from uncontrolled photographs with no re-
quirement for a priori position, pointing, or camera 
model information, which we have previously used to 
model terrestrial pits [12, 13]. Although PhotoScan 
does not support line-scan cameras, the stretched im-
ages described above should have minimal distortion 
over this small area from the lines being acquired by a 
moving camera, rather than from a single perspective, 
due to the very long focal length of the NAC. 

The main difficulty with using PhotoScan is that 
the initial alignment step frequently fails, often invert-
ing the topography or producing other gross topologi-
cal errors. This is probably due to the focal length and 
small number of images, not the preprocessing to cre-
ate pseudo-framing-camera images, as we have ob-
served similar problems using images from the 
MESSENGER NAC, which is a true framing camera. 

A second point of concern is that the automatic 
camera parameter estimation produces a focal length 
1/30th of the actual value for the LROC NAC. Setting 
the focal length correctly prior to alignment always 
produces the invalid results described above, even after 
importing a 300-point ISIS control network as either 
tie points or ground-control points. In a test model of 
the west wall of MIP, the floor is misplaced horizontal-
ly by ~10m relative to the jigsaw model, and maxi-
mum point-to-point distance between the jigsaw and 
PhotoScan clouds (from CloudCompare) increases 
linearly with depth, suggesting that the incorrect focal 
length significantly degrades the model accuracy. 

PhotoScan can create much higher-density models 
than the other methods described, and qualitatively the 
results look reasonable on vertical surfaces. However, 
results are quite poor on horizontal regolith-covered 
surfaces, with high-frequency vertical noise of ±~3 m. 

Conclusions: Of the stereo processing methods we 
have tested so far, the ISIS tool jigsaw produces the 
most accurate results, although there are complications 
with handling images pre-processed to reduce geomet-
ric distortion. We have not found any reliable method 
of automatically extracting high-quality tie points on 
vertical surfaces. 
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Fig. 2: Trigonometric models (poorly aligned), jigsaw 
models (well-aligned), and SOCETSET model (grey) 
of the MTP floor. View is from the southeast, up is up. 
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Introduction:  The Planetary Data System Imag-

ing Node (PDSIMG) [1] stores hundreds of terabytes 
of images with their corresponding metadata labels. 
PDSIMG is currently in the process of transitioning 
the storage of new image metadata labels from the 
PDS3 standard [2] to the new PDS4 standard [3]. As 
new image data with metadata following the PDS4 
standard is submitted to PDSIMG for archival, it will 
be necessary for tools such as the Image Atlas [4], a 
web-based tool for searching data based on properties 
of PDS metadata labels, to store and search across 
both PDS3 and PDS4 label metadata. This will re-
quire knowledge of which PDS3 keywords correspond 
to which PDS4 XML elements, so that a single search 
can provide results from metadata labels following 
either standard. The Label Mapping Tool (LMT) [5] 
has been developed by PDSIMG to solve this prob-
lem.  

The Label Mapping Tool:  The LMT consists of 
two services which are each run in their own Docker 
containers and must be able to connect to each other: 
a service for hosting the database which stores the 
PDS properties and their relationships, and a service 
for interacting with the database through a REST API.  

The database service. The database service hosts a 
PostgreSQL database which contains tables for PDS3 
properties, PDS4 properties, and “common names”, 
which are intermediary names used by the Image At-
las and other services to provide user-friendly syno-
nyms for PDS3 and PDS4 properties. The tables con-
tain relations to each other which keep track of the 
mappings between the PDS3 and PDS4 properties and 
their common names. The LMT considers these three 
property types – PDS3, PDS4, and their common 
names – to be the three currently available “stand-
ards” available for requesting and storing property 
mappings. 

The http web service. The web service provides a 
REST API for interacting with the property map data-
base through HTTP endpoints. Currently, the API 
provides the following endpoints: 

• A GET endpoint for requesting the mappings 
from a single property of a standard to either 
all available standards or one standard of in-
terest. 

• A GET endpoint for requesting the mappings 
from all properties of a standard to either all 
available standards or one standard of interest. 

• A POST endpoint for adding a common name 
and its relationships to PDS3 and PDS4 prop-
erties to the database.  

The API will also provide endpoints for retrieving 
information on properties such as their data types. 

Ingesting the mappings: Initially, the mappings 
between PDS3 keywords and PDS4 elements are cre-
ated by manually editing the Imaging Ingest Local 
Data Dictionary (IILDD) [6] XML file, to add each 
PDS3 keyword into the <Property_Map> element of 
the PDS4 class or attribute it is a synonym of. This is 
typically done by PDSIMG personnel who understand 
the meaning of both the PDS3 keyword and the PDS4 
attribute/class. 

The LMT ingests the PDS3 and PDS4 properties 
and their mappings directly from the ILDD’s Property 
Map Dictionary. These properties and mappings are 
updated periodically from the publicly provided 
ILDD. The common names are added by users, such 
as the Image Atlas, on an as-needed basis. 

Conclusions and Further Work: The Label 
Mapping Tool provides an important resource for 
translating between different PDS standards, a grow-
ing necessity as the PDSIMG archive becomes more 
diverse. In the future it may become the single source 
of truth for the relationships between PDS properties 
of different standards and negate the need for tracking 
these relationships in the Property Map Dictionary of 
the ILDD. 
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Introduction: The Orbital Data Explorer (ODE, 

https://ode.rsl.wustl.edu) is a web-based search tool 

developed and maintained at NASA’s Planetary Data 

System (PDS) Geosciences Node (https://pds-

geosciences.wustl.edu). ODE provides search, display, 

and download functionality for PDS archives of orbital 

data products from planetary missions to Mars, the 

Earth’s Moon, Mercury, and Venus [1,2,3,4]. 

Recently ended planetary missions and legacy data 

in PDS have been directed to transition to the new 

XML-based PDS4 standard to ensure the long-term 

value of the archives [5]. ODE has been adapted to 

access both the PDS3 and PDS4 archives at the PDS 

Geosciences Node and other nodes. Currently, 1.53 

petabytes of PDS data are accessible through ODE. 

While PDS3 is still the most prevalent format of data 

available through ODE, the recent MESSENGER 

(Mercury Surface, Space Environment, Geochemistry 

and Ranging) PDS4 data migration has been the cata-

lyst for several updates to the ODE website. 

ODE Primary Features: ODE offers form- and 

map-based searches of cataloged planetary data across 

multiple missions and instruments [6]. Searches can be 

filtered by mission, instrument, processing level, ob-

servation type, location, time, observation angle, and 

PDS product identifier.  

ODE provides a detailed view of PDS metadata. 

Associated data files, metadata labels, format files, and 

documentation are accessible from the detail pages. 

Files can be downloaded directly or through the web-

site’s cart functionality. 

ODE supports a specialized granular query tool for 

subsetting science data at specified regions [7]. This 

tool supports queries of orbital laser altimetry and 

thermal emission spectrometer instruments including: 

MGS (Mars Global Surveyor) MOLA (Mars Orbiter 

Laser Altimeter) and LRO (Lunar Reconnaissance Or-

biter) LOLA (Lunar Orbiter Laser Altimeter) and Di-

viner, as well as MESSENGER MLA (Mercury Laser 

Altimeter). 

ODE provides an MRO (Mars Reconnaissance Or-

biter) coordinated observation search tool. A coordi-

nated observation is a planned observation involving 

multiple instruments at a given location and time. ODE 

tracks the coordinated observations from HiRISE 

(High-Resolution Imaging Science Experiment), 

CRISM (Compact Reconnaissance Imaging Spec-

trometer for Mars), MCS (Mars Climate Sounder), and 

CTX (Context Camera). 

ODE generates product type coverage KMZ 

(zipped file of Keyhole Markup Language, KML) files 

and shapefiles for use with GIS tools. Additionally, a 

Representational State Transfer (REST) interface 

(https://oderest.rsl.wustl.edu/, [8]) allows external us-

ers, scripts, and applications to access the ODE 

metadata and data products without using ODE web 

interfaces. 

ODE provides a cart system for downloading many 

files at once. The cart ordering system retrieves data 

from host PDS nodes and data nodes, adds related 

files, and provides download information to the user. 

The ODE cart request download page provides a con-

venient and fast option with a single click link for users 

to download the entire user cart request using the 

Aspera Connect web browser plug-in, which employs 

the FASP (Fast Adaptive Secure Protocol) data transfer 

technology to better utilize the user’s available band-

width [9]. HTTP and FTP links are provided on the 

page for users who prefer to download the files through 

a client application, a different web browser plug-in, a 

local script, or directly through the web browser. 

ODE Data Inventory: ODE provides access to da-

ta from more than 13 planetary missions and over 50 

individual instruments. Those missions include the 

ongoing MRO, Odyssey, ESA’s (European Space 

Agency) MEX (Mars Express), and LRO missions, as 

well as a number of completed missions such as MGS, 

Viking Orbiter, Clementine, Lunar Prospector, Lunar 

Orbiter, Indian Space Research Organization's Chan-

drayaan-1, Magellan, GRAIL (Gravity Recovery and 

Interior Laboratory), and MESSENGER missions. 

ODE is updated for active missions as new and accu-

mulating datasets are released by PDS. A total of 24 

million PDS products are currently cataloged in ODE. 

A detailed list of the current ODE holdings can be 

found at https://wufs.wustl.edu/ode/odeholdings. 

Most of the PDS4 data available in ODE are the 

Geosciences Node's MESSENGER holdings. The 

MESSENGER archives have been migrated to the 

PDS4 standard - in particular, the GRS (Gamma-Ray 

Spectrometer), NS (Neutron Spectrometer), MLA, 

XRS (X-Ray Spectrometer), and derived Radio Sci-

ence archives. The original PDS3 data products, labels, 

and documentation remain available and unchanged in 

their original archive volumes. PDS4 labels and docu-
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mentation have been added to the archive volumes. 

ODE Mercury has been updated to load the 

MESSENGER PDS4 migrated data. ODE will also add 

data from future PDS4 archives when available. 

ODE PDS4 Updates: In addition to database and 

backend coding changes, a number of updates have 

been made to the ODE interface to support the inclu-

sion of PDS4 data archives in the ODE website. 

The PDS3 standard utilized observation product 

type abreviations, such as EDR (Experiment Data Rec-

ord) and RDR (Reduced Data Record), but the abrevia-

tions were not limited to a set list. PDS4 standard pro-

cessing levels include Raw, Calibrated, and Derived 

(https://pds.nasa.gov/datastandards/documents/policy/P

olicyOnProcessingLevels03112013.pdf), which are 

now used in the ODE product search to group prod-

ucts. As shown in Figure 1, product search is grouped 

by missions, instruments, and PDS4 standard pro-

cessing levels. 

 
Figure 1. Products Form-based Search Grouped by Mis-

sions, Instruments, and PDS4 Standard Processing Levels in 

ODE Mercury Web Interface. 

Additionally, with the transition from PDS3, more 

user friendly product type names are displayed in the 

data product search page, the search results list, and 

other product lists of ODE, rather than product type 

abreviations. 

The ODE product detail page has been updated to 

support PDS4 products. Most product metadata is pre-

sented the same for both PDS3 and PDS4 data prod-

ucts, but PDS4-specific information is displayed when 

available. PDS4 product logical identifiers (LIDs), 

bundle and collection identifiers, links to the associated 

PDS4 bundles, and links to more about PDS4, such as 

documentation and tutorials, are provided in the prod-

uct detail page. In addition to access to the new PDS4 

XML labels, links to previous PDS3 labels are still 

provided for those who have software that uses them or 

users who want to reference the older labels. A new 

label display with improved highlighting has been im-

plemented for both PDS4 XML and PDS3 labels, as 

shown in Figure 2. 

 
Figure 2. Updates to the PDS4 XML Label Display. 

Future Work: Newly released data from the ongo-

ing MRO, MEX, LRO, and Odyssey missions will con-

tinue to be added to ODE. As data archives are migrat-

ed to the PDS4 standard, ODE will be updated to re-

flect the archive changes. Additional updates to support 

PDS4 products through the ODE website will be made, 

as they are identified. We will continue to provide sup-

port for ODE website users and ODE REST API users. 

We plan to make updates to further simplify ODE’s 

PDS data product search to assist non-expert users. We 

will provide additional information for interacting with 

data products through online tutorials. 

Contact Information: The PDS Geosciences Node 

welcomes questions and comments for additional ODE 

functions from the user community. Please send email 

to ode@wunder.wustl.edu or post on the Geosciences 

Node forum https://geoweb.rsl.wustl.edu/community/. 

Acknowledgment: ODE is developed and operated 

through funding provided to the PDS Geosciences 

Node from NASA. Ongoing cooperation of the mission 

science and operations teams as well as the PDS At-

mospheres, Cartography and Imaging, and PPI Nodes 

is greatly appreciated. 
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XL, Abstract #1193. [3] Wang, J. et al. (2010), LPS 
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Introduction: During production of the U.S. 

Geological Survey (USGS)-published, global 

geologic map of Jupiter’s volcanic moon Io [1, 

http://pubs.usgs.gov/sim/3168/], construction began 

on a digital Io database.  This database, built in 

ArcGIS™ and containing the geologic map shapefiles 

and the combined Galileo-Voyager Io global mosaics 

produced by the USGS for my mapping project [2], 

was intended to become a digital Geographic 

Information Systems (GIS)-compatible archive of all 

usable Io data collected during and after NASA’s 

Galileo Mission to Jupiter.  Since 2011, I and others 

have been adding, as time and resources permit, 

additional Io datasets to the database, including Io 

observations obtained by Earth-based telescopes fitted 

with Adaptive Optics (AO) [3].  Now we have 

received a 1-year grant from NASA’s Planetary Data 

Archiving, Restoration, and Tools (PDART) program 

to complete the database and publish it both in 

ArcGIS™ and in Arizona State University’s Java 

Mission planning and Analysis for Remote Sensing 

(JMARS) GIS system [4].  This abstract describes our 

project. 

Objective:  The objective of this project is: 1) to 

produce a single, geospatially co-registered database 

of all usable Galileo and post-Galileo data of Io to 

serve as a research tool to promote future studies and 

to aid observation planning for future Io missions, and 

2) present one example of a possible data component 

for an Io Planetary Spatial Data Infrastructure (PSDI) 

to aid the planetary community in development of 

PSDIs for other planetary objects. The concept of our 

database is shown in Fig. 1. We will order the data as 

follows:  1) Image data (Galileo-Voyager mosaics and 

their ancillary data, Galileo SSI regional mosaics, 

Galileo-Voyager DEM, New Horizons images); 2) 

Geologic maps (Regional SSI maps, Voyager map I-

2209 [5], Galileo-Voyager map SIM 3168), 3) 

Spacecraft hot spot data (NIMS NITED database [6], 

and older hot spot data [7]), 4) Earth-based adaptive 

optics telescopic observations (chronological order, 

oldest to youngest), and 5) interior heat flux model 

maps. It is important to note that, once the data are 

ingested as their own layer with corresponding 

attribute (data) tables, the layers can be turned on and 

off and re-ordered at will. This feature enables users to 

focus on the types of science they are most interested 

in, and irrelevant data/layers can be ignored.  This is a 

powerful capability in both ArcGIS™ and JMARS.  

Perceived Impact: 

NASA’s MAPSIT advisory/assessment group is 

developing a roadmap and recommendations for the 

planetary science community on how to preserve past 

mission data, and to place it into usable planetary 

spatial data infrastructures (PSDIs) to enable 

cartographic and scientific research of NASA 

planetary data for generations to come. Unlike the 

Moon and Mars, which have terabytes of data from 

multiple missions going back to the 1960s, Jupiter’s 

moon Io has a relatively small amount of data 

available for scientific study, that can be easily 

managed and manipulated using current GIS tools. By 

assembling all workable Io data into a single 

geospatially registered database, this project will 

create a tool to promote additional Io science prior to 

the next mission, enable accurate and detailed target 

evaluation for observation planning for a future Io 

mission (e.g., Discovery-class Io Volcano Observer: 

McEwen et al. [8]; New Frontiers-class Io Observer 

(e.g., FIRE: Suer et al. [9])), and provide the planetary 

community with one example of how to structure a 

PSDI for a small body with relatively limited data. 

This would be useful, for example, to the small bodies 

community in attempting to design PSDIs for 

asteroids, comets, dwarf planets, and outer planet 

moons. 
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Figure 1. Concept model for Io GIS database. By placing all Io data in a geospatially co-registered format, 

mission/instrument data at the base and various model results at the top, it will be possible for current and future Io 

researchers to track information about Io’s volcanic features/regions in space and time.  In both ArcGIS and JMARS, 

layers of information can be turned on and off and reordered at will, so that users can focus on the types of information 

and studies pertinent to their research. Once the database is built, additional layers of information can be added fairly 

easily. Figure produced by A.G. Davies, NASA Jet Propulsion Laboratory. 
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Introduction:  Lunar polar region is one of the 

most popular targets for the future lunar exploration 

missions such as Luna 25, Chandrayaan 2 (Djachkova, 

2017; Mylswamy et al, 2012) and following CE mis-

sions. High quality topographic data are essential for 

lunar polar exploration and related lunar scientific re-

search. Up till the present moment, several lunar DEM 

products such as LOLA DEM, SELENE DEM have 

been produced and released, and recently CE2 DEM 

with a resolution of 7m has been produced. However, 

there are still some limitations for CE2 DEM products 

especially in lunar polar region, such as containing data 

exception or data void. To solve the problems, we have 

conducted the study of lunar topography characteristics, 

based on which, we are trying to establish an improved 

adaptive DEM fusion framework by combining CE2 

DEM with other products such as LOLA DEM, and 

optimize the DEM fusion algorithm. The study would 

be applied in the lunar polar DEM data fusion with the 

most recent DEM products, in order to get a seamless 

lunar polar topographic data product with high resolu-

tion, which will be used in the future China Lunar Ex-

ploration Program (CLEP) and lunar polar research..  

Data:  During the CE2 mission, more than 600  ste-

reographic images have been acquired by the double-

line array CCD, the resolution of the original image is 

better than 7m, with these data, recently, a  CE2 DEM 

data product called ‘CE2_TMAP_DEM_7m’ has been 

produced(Li et al., 2018). However, since there always 

are a few shadowed areas in the lunar polar region, 

deficiencies such as data void are still inevitably exist 

in the CE2 DEM data(as Fig.1 shows). To improve the 

data quality, more precise lunar polar data are needed.  

 
Fig. 1 Data void in CE-2 DEM in lunar polar region 

LOLA DEM(LDEM) has been released by Lunar 

Orbital Data Explorer System(LODE). The original 

altitude data of LDEM are acquired by laser altimeter, 

the altitude data in shadowed areas can also be ac-

quired, so that the LDEM with a general resolution of 

30m in global scale is one of the best lunar topographic 

data, especially in the lunar polar regions, the spatial 

resolution can be even better than 10m. 

Method:  The combination of the LOLA altimetry 

profiles with the SELENE Terrain Camera tiled images 

has been conducted to produced SLDEM2015(Barker 

et al., 2015). The author followed a two-step approach 

when co-registering the TC tiles to the LOLA data by a 

5-parameter coordinate transformation and a 3-

dimensional (3D) offset fitting. However, the data area 

of SLDEM2015 are limited to the latitudes between 60 

deg South and 60 deg North, the lunar polar region is 

not included. 

In our approach, we are going to combine CE2 

DEM and LOLA DEM data from in 60°S~90°S and 

60°N to 90°N.  The CE-2 data will also be co-

registered according to the LOLA data,  and data void 

area in CE2 DEM  will be extracted and the main study 

will be the developing of DEM fusion algorithm con-

sidering the lunar topographic factors such as slope in 

different classified topographic area. 

Summary: The combination of  available datasets 

such as LOLA data, CE2 data will get higher quality 

data and will be helpful to the lunar exploration mis-

sions. The initial work of fusion CE2 DEM and LDEM 

is presented in this approach, and the study is still un-

der progress, so as to produce a CLDEM(CE2 and 

LOLA DEM) product, and then studies requiring the 

high geodetic accuracy of the LOLA data and the ex-

cellent spatial coverage of the CE2 data will especially 

benefit from this work. 

[1] Djachkova M.V et al.(2017), Astronomicheskii 

Vestnik,51(3):204–215.[2] Mylswamy A. (2012)]// 

Cospar Scientific Assembly. 2012.[3]Li C.L.(2018) 

Geom Inf Sci Wuhan Univ) 43(4):485-495. [4]Barker, 

M. K., (2015)Icarus, 273:346-355.  
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Introduction:  China’s Chang’e-4 probe touched 

down at lunar longitude 177.5999°E, latitude 

45.4447°S in crater Von Kármán at 10:26 (Beijing 

Time) on January 3, 2019. The successful landing of 

the probe marks the first ever soft-landing on the lunar 

far side for humanity. Chang'e-4 mission, including a 

lander and a rover, will perform a variety of science 

investigations over the coming months on this unchart-

ed territory. The acquired scientific data by various 

onboard instruments will potentially give scientists an 

unprecedented view into the Moon's far side to better 

understand the structure, formation and evolution of 

the Earth's natural satellite.  

This paper introduced the overall scientific data 

products hierarchy derived from China’s Chang’e 4 

mission and its overall archiving procedure. 

Data types:  All scientific data is processed and 

organized by instruments and data processing levels. 

Payloads onboard the lander.  Four instruments 

were carried on the lander, see Table 1 below: 

Table 1 Instruments onboard the lander 

Instrument Goal 

Landing Camera 

(LCAM) 

Obtain images of the landing site at various 

altitudes during the descent phase of the probe. 

Terrain Camera 

(TCAM) 

Take 360◦ panoramic images surrounding the 

landing site. 

Low-Frequency 

Radio Spectrometer 

(LFRS) 

Detect low frequency electric fields from the 

sun, interplanetary space and Galactic space. 

Lunar Lander Neu-

trons and Dosimetry 

(LND) 

Measure the lunar surface integrated particle 

radiation dose and the LET spectra,  the lunar 

surface fast neutron spectrum and thermal 

neutron spectrum. 

Payloads onboard the rover.  Four instruments 

were carried on the rover, see Table 2 below: 

Table 2 Instruments onboard the rover 

Instrument Goal 

Panoramic Cameras 

(PCAM) 

Obtain continuous 3D image profiles along the 

cruise path of the rover. 

Lunar Penetrating 

Radar 

(LPR) 

Detect the lunar subsurface structure, the 

thickness and structure of the lunar regolith 

along the cruise route. 

Visible and Near-

infrared Imaging 

Spectrometer 

(VNIS) 

Acquire the visible spectral images and infra-

red spectral curve around the cruise path for 

analysis of lunar surface mineral constituent 

and distribution. 

Advanced Small 

Analyzer for Neu-

trals 

(ASAN) 

Study the memory mechanism of lunar surface 

sputtering process of the lunar atmosphere, and 

measure in-suit at the surface the energetic 

neutral atom fluxes backscattered from the 

lunar surface 

 

Payload onboard the relay satellite. Netherlands-

China Long Wavelength Explorer (NCLE), carried on 

relay satellite residing in Earth-Moon L2 halo orbit, is 

designed to map the radio sky at low frequency band 

for studying the large scale of the Galaxy, and to detect 

and explore the solar radio burst and planetary radio 

bursts[1]. 

Data level.  Several scientific data levels were de-

signed depending on different data processing, see Ta-

ble 3 below. 

Table 3 Data levels 

Data level Data description 

Frame data 

Downlink data stream, demodulated, bit and frame 

synchronized, descrambled, channel decoded, in the 

form of data frame sequence 

Level 0A 
Individual payload data packages after channel demulti-

plexing 

Level 0B 

payload measurements with data received by different 

antennas combined, de-duplicated, unpacked, and de-

compressed based on Level 0A 

Level 1 

Data product after numerical conversion of temperature, 

voltage, current and other instrument parameters, and 

reorganized by exploration period on the basis of the 0B 

data product. 

Level 2A Calibrated data products 

Level 2B 
Products with geometric positioning information pro-

vided. 

Level 2C 
Product with further processing according to different 

payloads 

 

Data archiving:  Unlike the geographically dis-

tributed nature of the planetary data system, all data 

related procedures are proceeded in the headquarter of 

Ground Research and Application System of Chang'e 

mission in a centralized manner. Three modularized 

subsystem were designed to coordinate the entire data-

flow business procedure: Operation Management Sub-

system (OMS) schedules the workflow of the other two 

subsystems via a predefined exploration plan, data pre-

processing subsystem (DPS) is responsible for produc-

ing Level 0 ~ Level 2 data products using established 

algorithms based on the frame data transferred by OMS, 

and data management subsystem (DMS) responses to 

the archiving requests from OMS and DPS and acts as 

a centralized data repository. 

A data archiving request will be sent to DMS in a 

scheduled task when all data is ready by OMS or DPS, 

together with a XML archive list file recoding all 

product files' properties such as file name, location, file 

size, etc. Once the request is received, DMS will parse 

the XML list file to verify all the claimed files, and 

check all data labels for their compliance to PDS based 

on a data dictionary containing predefined PDS label 

blueprint and rule lists. Only when all the inspected 

items are qualified, metadata of each data product file 
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will be extracted from its PDS label and fields of its 

normalized filename for a successful archiving. 

 
Fig. 1 Data archiving procedure 

Data format:  Instead of PDS 3.0 used in previous 

Chang’e missions, new version of PDS 4.0[2] were 

adopted in data product from Chang’e 4 mission. The 

major adjustments are: 1) a dedicated detached XML 

label is used to describe the corresponding scientific 

data, a XML parsing framework is also designed to be 

provoked in the archiving procedure; 2) all images use 

an Array_2D_Image/Array_3D_Image object to store 

image data, and use a Table_Character object to store 

image frame header; all tabulated data uses a Ta-

ble_Binary/Table_Character object to store measure-

ments; 3) all classes, properties and their valid values 

and relationships used in labels are well-defined in a 

data dictionary for compliance inspection. 

The scientific data products from Chang’e 4 mis-

sion are now under inspection, and necessary adjust-

ments will be made according to the actual instrument 

performance. The first batch of Chang’e 4 scientific 

datasets will be released on http://moon.bao.ac.cn in 

the upcoming months. 
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Introduction:  The Planetary Data Archiving and 

Service system (PDAS) is an information system   re-

pository of management and release scientific data for 

all Chang’E missions of China's Lunar Exploration 

Program (CLEP). The system consists of two parts: 

data archiving and management system, data publish-

ing and information service system. System first re-

leased in 2006, it went through a completely renewed 

user interface and system architecture, with the “new” 

PDAS v4.0 released early 2019 and can be accessed at 

http://moon.bao.ac.cn(Figure1) . 

 
Figure.1 The Web homepage of PDAS 

The PDAS is being developed and operated within 

the Ground Research&Application System (GRAS), 

which located at the National Astronomical Observato-

ries of Chinese Academy of Sciences in Beijing. 

PDAS content:  The PDAS is a multi mission ar-

chive containing science datasets from Chang’E mis-

sions (CE-1, CE-2, CE-3, CE-4) and will include sci-

ence data holdings from future Lunar and Mars mis-

sions (CE-5 and HX-1). All data sets are compliant 

with the Planetary Data System (PDS) standards. 

PDAS architecture: The PDAS is based on a 

modular and flexible 4-tier architecture. Hardware in-

frastructure platforms include server clusters, high-

capacity disk arrays, automated tape libraries, and 

business network environments. The system software 

and data resource platform includes operating system, 

database, SNFS Shared file system and various data 

information stored in file system and databases. The 

technical support platform consists of job scheduling, 

storage management, GIS, operation monitoring, con-

tent management and other platforms. The application 

software system is divided into five subsystems: data 

archiving and management, data retrieval and ordering, 

spatial database and WebGIS publishing, operation 

monitoring and statistics, user service and support. 

PDAS interfaces: The primary way to access 

CLEP planetary science data holdings is through the 

PDAS GUI, which offers a powerful and user friendly 

faceted search web interface. Lots of work has been 

done to ensure homogenous metadata across the many 

instruments, to enable science driven searches across 

instruments across missions. 

Login is required for proprietary data download for 

users, but most of the data is public and accessible 

without requiring to login. Although planetary scien-

tists represent the main users of the PDAS, there are 

many spectacular images that can also be of interest of 

the general public and the media. To facilitate access to 

these, an archive image browser is also available to 

quickly search and visualize Rosetta browse products. 

Plans for a map browser using GIS technologies are 

on-going, based on a still to be defined uniformed ge-

ometry information across mission’s datasets. 
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